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A C++ framework for solving nonlinear optimal control problems is described.

The framework consists of utilizing a class of direct orthogonal collocation methods

with sparse nonlinear programming problem (NLP) techniques combined with advanced

derivative estimation techniques and hp adaptive mesh refinement methods. Specifically,

in this research, the Legendre-Gauss-Radau collocation method is employed because

of the high accuracy of the method and the elegant structure of the NLP that arises

from the method. Next, a variety of advanced techniques for evaluating the derivatives

necessary to exploit the sparse NLP derivative matrices are utilized which include

sparse central finite-differencing, bicomplex-step derivative approximation, hyper-dual

derivative approximation, and automatic differentiation. The performance of each of

the four aforementioned derivative estimation techniques is compared in terms of their

effectiveness of computing the necessary derivative estimates in order to facilitate the

NLP solver employed to solve the transcribed NLP. Furthermore, a new hp adaptive mesh

refinement method is developed for solving bang-bang optimal control problems. This

mesh refinement method identifies the structure of the bang-bang optimal control profile

and converges rapidly to obtain an accurate solution in fewer mesh iterations and less

computation time than previously developed hp mesh refinement methods. Finally, the

entire framework is implemented in a new C++ software called CGPOPS. The software

12



is demonstrated on a variety of examples where it is shown to be capable of obtaining

accurate solutions in a computationally efficient.
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CHAPTER 1
INTRODUCTION

The goal of an optimal control problem is to determine the state and control of

a dynamical system as well as the initial and final times that optimize a specified

performance criterion while simultaneously satisfying dynamic constraints, path

constraints, and boundary conditions. Optimal control problems arise in all branches

of engineering as well as in subjects such as economics and medical sciences. Due to

the increasing complexity of applications and the inability to obtain analytic solutions,

in the past few decades the subject of optimal control has transitioned from theory

to computation. In particular, computational optimal control has become a science in

and of itself, resulting in a variety of numerical methods and corresponding software

implementations of those methods.

Numerical methods for solving optimal control problems fall into two broad

categories: indirect methods and direct methods. In an indirect method, the first-order

optimality conditions are derived using the calculus of variations, leading to a Hamiltonian

boundary-value problem (HBVP). The HBVP is then solved numerically. In a direct

method, the optimal control problem is approximated using either control or state and

control parameterization. The continuous optimal control problem is then approximated

as a finite-dimensional nonlinear programming problem (NLP). The NLP is then solved

numerically using well developed software such as SNOPT [1], IPOPT [2], or KNITRO

[3]. In the context of optimal control, many software packages have been developed

for solving optimal control problems using indirect and direct methods. Examples of

software implementing indirect methods include BNDSCO [4], while examples of software

implementing direct methods include SOCS [5], DIRCOL [6], GESOP [7], OTIS [8],

MISER [9], POST [10], PSOPT [11], GPOPS [12], ICLOCS [13], ACADO [14], and

GPOPS− II [15].
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Indirect and direct methods have the following advantages and disadvantages. The

advantage of an indirect method is that, if the variational conditions can be solved,

an accurate numerical approximation of an extremal solution is obtained. It is noted,

however, that indirect methods have several disadvantages. First, solving the variational

conditions is often extremely difficult if not impossible. Moreover, the challenge in solving

the variational conditions increases quickly with increasing problem complexity. Second,

including path constraints or interior point constraints often makes it difficult to derive

the variational conditions. The advantage of a direct method is that in many cases the

nonlinear programming problem is computationally tractable. It is noted, however, that,

like indirect methods, direct methods have disadvantages. First, the solution obtained is

only as good as the method used to approximate the optimal control problem. In other

words, if the original optimal control problem is approximated using a low-accuracy

method, the resulting solution will generally be highly suboptimal. Second, as with an

indirect method, for many direct methods (for example, shooting or multiple-shooting) it

is difficult to include a variety of constraints including path constraints and interior-point

constraints.

In order to improve accuracy and computational efficiency, over the past few

decades the class of direct methods called direct collocation methods has become a

popular choice for finding numerical solutions to optimal control problems. In a direct

collocation method, the state is approximated using a set of basis (trial) functions and

the constraints of the problem are collocated at a discrete set of nodes in the time interval

of interest. The key feature of a direct collocation method is that the resulting nonlinear

programming problem is sparse. As a result, a solution to the NLP can be obtained in a

computationally efficient manner using modern nonlinear optimization packages [1, 2, 3].

Direct collocation methods are employed as either h, p, or hp-methods [16, 17, 18, 19, 20].

In all methods, the state is approximated using a polynomial approximation. In an

h-method, the time interval of interested is divided into a set of mesh intervals and the
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state is approximated using the same fixed-degree approximation in each mesh interval.

Convergence in an h-method is then achieved by increasing the number of mesh intervals

[21, 22, 23]. In a p-method, a relatively small and fixed number of mesh intervals is used,

and convergence is achieved by increasing the degree of the approximating polynomial

within each mesh interval [24, 25, 26, 27, 12, 28, 29, 30]. In an hp-method, convergence is

achieved by increasing the number of mesh intervals and/or increasing the degree of the

polynomial within each mesh interval [31, 32, 15, 33, 34].

In recent years, emphasis has been placed on researching a particular class of direct

collocation methods known as orthogonal collocation methods [24, 25, 12, 35, 26, 30, 28,

29, 27, 36, 37, 38, 39, 40]. Orthogonal collocation methods employ collocation points

that are chosen based on accurate quadrature rules, with the basis functions typically

being Chebyshev or Lagrange polynomials. Originally, orthogonal collocation methods

were employed as p-methods due to the simple structure and the exponential convergence

rate exhibited for problems whose solutions are smooth and well-behaved [41, 42, 43].

The most well developed p-type orthogonal collocation methods are the Legendre-Gauss

orthogonal collocation method [35, 26], the Legendre-Gauss-Radau orthogonal collocation

method [28, 29, 39], and the Legendre-Gauss-Lobatto orthogonal collocation method

[24]. More recently, it has been found that computational efficiency and accuracy may

be increased by using either an h [39] or an hp [31, 32, 15, 33, 34] orthogonal collocation

method.

Although orthogonal collocation methods are highly accurate, proper implementation

is important in order to obtain solutions in a computationally efficient manner. In

particular, in order to solve the resulting NLP, well-established, state-of-the-art

NLP solvers must be employed. These large scale gradient-based NLP solvers

require that first and/or second derivatives of the NLP functions be supplied. In a

first-derivative (quasi-Newton) NLP solver, the objective function gradient and constraint

Jacobian are used along with a dense quasi-Newton approximation of the inverse of
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the Lagrangian Hessian (typically a Davidon-Fletcher-Powell (DFP) [44, 45, 46] or

Broyden-Fletcher-Goldfarb-Shanno (BFGS) [47, 48, 49, 50] quasi-Newton approximation

is used). In a second-derivative (Newton) NLP solver, the objective function gradient

and constraint Jacobian are used along with the Hessian of the NLP Lagrangian. Some

examples of first-derivative NLP solvers include NPSOL [51] and SNOPT [1, 52], while

some well-known second-derivative NLP solvers include IPOPT [2] and KNITRO [3].

Due to the great challenge that arises from computing the NLP Lagrangian Hessian,

second-derivative methods for solving NLPs are often avoided in favor of the simpler

and more commonly used first-derivative methods. If, however, the Lagrangian Hessian

can be computed accurately and efficiently, the computational performance of solving

an NLP using a second-derivative method can be significantly higher than when using a

quasi-Newton method. This potential for increased efficiency and reliability is particularly

evident when the NLP is sparse. In particular, it has been shown in recent years that the

Legendre-Gauss-Radau orthogonal collocation method has an elegant block structure that

makes it possible to compute both the constraint Jacobian and the Lagrangian Hessian

in a computationally efficient manner[40, 15, 28, 29, 31, 39, 53]. Specifically, it has been

shown that these NLP derivative matrices can be derived in terms of the derivatives of the

continuous optimal control problem functions, where significant computational benefits

are obtained from evaluating derivatives of the continuous functions instead of derivatives

of the NLP functions [40, 15, 53]. Because of its elegant sparse structure and the ability

to efficiently compute the first- and second-derivatives required to employ a full-Newton

(second derivative) NLP solver, the Legendre-Gauss-Radau orthogonal collocation method

serves as the basis of the research described in this dissertation.

The foregoing discussion provides a motivation for the need to develop methods

that accurately and efficiently compute the first- and second-derivatives required by

an NLP solver when solving an optimal control problem computationally using the

Legendre-Gauss-Radau orthogonal collocation method. Consequently, the first part of
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this dissertation focuses on the evaluation of four derivative approximation methods for

estimating the first- and second-derivatives required when using a full-Newton NLP solver

to solve the approximation of an optimal control problem using hp Legendre-Gauss-Radau

collocation. For completeness, the aforementioned sparse structure arising in the NLP

resulting from using Legendre-Gauss-Radau collocation is first described, along with

the derivation of the NLP derivative matrices in terms of the optimal control problem

functions. Then, using this sparse structure, the following four derivative estimation

methods are compared: sparse central finite-differencing [21, 54, 5], bicomplex-step

derivative approximation [55], hyper-dual derivative approximation [56], and automatic

differentiation [57]. The first three methods are all Taylor series-based approximation

methods, while automatic differentiation is an algorithmic method that can be derived

from the unifying chain rule described in Ref. [58]. The effectiveness of using each of the

aforementioned derivative estimation techniques when solving the sparse NLP arising from

Legendre-Gauss-Radau orthogonal collocation is demonstrated by solving three benchmark

optimal control problems. The performance of the derivative estimation techniques are

then compared to one another in terms of computationally efficiency. The computationally

efficiency of each technique is measured quantitatively by the number of NLP iterations

to converge, the total computation time to solve, and the average time per NLP iteration

spent to compute the derivative approximation.

The second part of this dissertation focuses on the development of a mesh refinement

method for solving bang-bang optimal control problems. In recent years, several mesh

refinement methods utilizing direct collocation methods have been described [59, 60, 31,

32, 61, 33, 34, 62, 63, 64]. Ref. [59] describes what is essentially a p-method that employs

a differentiation matrix to identify switches, kinks, corners, and other discontinuities

in the solution along with Gaussian quadrature rules to generate a mesh that is dense

near the end points of the time interval of interest. The method described in Ref. [60]

employs a density function and attempts to generate a fixed-order mesh on which to
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solve the problem using what is essentially an h-method. The hp adaptive method

described in Refs. [31, 32] uses an error estimate based on the difference between the

derivative approximation of the state and the right-hand side of the dynamics at the

midpoints between collocation points. This error estimate employed in Refs. [31, 32]

induces a great deal of noise, however, making the method computationally intractable

when a high-accuracy solution is desired, and does not take advantage of the exponential

convergence rate of an orthogonal collocation method. On the other hand, the error

estimate used in Refs. [61, 33, 34] takes advantage of the exponential convergence rate of

an orthogonal collocation method by estimating the error using an interpolation of the

current approximation of the state on a finer mesh and then integrating the dynamics

evaluated at the interpolation points to generate a second approximation to the solution

of the differential equations. Based on the error estimate used in Refs. [61, 33, 34], these

hp adaptive mesh refinement methods evaluate whether the accuracy tolerance is satisfied

within a given mesh interval. If the accuracy tolerance is not satisfied, then either the

polynomial degree is increased or the mesh is refined by dividing the mesh interval into

subintervals. Additionally, the mesh refinement methods used in Refs. [33, 34] employ a

mesh reduction scheme that can reduce the number of collocation points used in mesh

intervals which already satisfy the error tolerance and can be approximated using a lower

order degree Lagrange polynomial, and/or merges neighboring mesh intervals together

that both meet the error tolerance and can be approximated using the same Lagrange

polynomial basis.

Although Refs. [31, 32, 61, 33, 34] have shown that convergence using hp methods

can be achieved with a significantly smaller finite-dimensional approximation than

would be required when using either an h or a p-method, an undesirably large amount

of mesh refinement may still be required when solving an optimal control problem with

a discontinuous solution. In particular, typically the h-method portions of hp adaptive

mesh refinement methods simply consists of creating equally sized subintervals [31, 32,
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61, 33, 34]. This naive manner of breaking mesh intervals into subintervals works well

when a mesh interval only needs to be subdivided in order to capture a quickly changing

solution. On the other hand, when the solution is discontinuous, increasing the number

of mesh intervals near a discontinuity leads to an excessively large mesh near the point

of discontinuity. The error tolerance in intervals containing discontinuities often can

not be met until a mesh point of a newly created subinterval is in close proximity to

the location of the discontinuity. Recognizing this need to place new mesh points near

the discontinuity, the hp adaptive mesh refinement methods in Refs. [62, 63] employ

discontinuity detection and estimation schemes that attempt to identify and locate

discontinuities. For problems where the control appear linearly in the Hamiltonian

of the continuous optimal control problem, Ref. [62] attempts to place a new mesh

point in erroneous intervals marked for h-method refinement at an estimated point of

discontinuity by computing the switching functions associated with the Hamiltonian at

each point in the mesh interval and then finding where an interpolation of those values

vanish (that is, where the sign of the switching function estimates change). Similarly,

Ref. [63] also attempts to place a new mesh point at estimated points of discontinuity by

using a jump function approximation which is capable of observing gaps in the solution

profile so as to recognize discontinuities; additionally, two new other mesh points are

also created closely around the newly placed mesh point to attempt to bracket the

estimated discontinuity locations. Both of the discontinuity detection schemes employed

in Refs. [62, 63] demonstrate the potential to reduce the number of mesh refinements and

overall size of the mesh needed in order to meet a desired error tolerance; note, however,

that Refs. [62, 63] rely on the accuracy of the solution acquired from solving the previous

mesh and thus are vulnerable to errors in the approximated solution. Additionally, the

methods of Refs. [62, 63] can still require an undesirably large amount of mesh refinement,

because they are still dependent on placing mesh points close enough to the locations
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of the detected discontinuities in order to approximate the discontinuous solution using

piecewise polynomials.

The method developed in this thesis addresses the issue of mesh refinement in the

vicinity of points of discontinuity specifically for a class of bang-bang optimal control

problems. Bang-bang optimal control problems are a class of problems in which the

control appears linearly in the Hamiltonian. Due to this linearity of the control and

assuming that the solution does not contain any singular arcs, Pontryagin’s minimum

principle then applies such that the optimal control lies either at its maximum or

minimum value depending on the sign of the corresponding switching function associated

with the Hamiltonian. As a result of the control being at its limits throughout the optimal

solution, a bang-bang structure occurs whenever the control switches from its maximum to

minimum value (or vice-versa) and causes distinct discontinuities within the control profile

at those points. Different from the previously developed mesh refinement methods where a

large number of collocation points are placed in segments near a discontinuity, the method

developed in this thesis employs estimates of the switching functions associated with the

Hamiltonian in order to algorithmically detected the structure of the bang-bang control

solution. By detecting the structure of the bang-bang optimal control profile, the time

interval can be partitioned into the appropriate number of domains where the domains

are connected by variable mesh points. The use of variable mesh points to connect the

domains facilitates the introduction of switch time parameters which can then be solved

for on subsequent mesh iterations directly by the NLP solver so as to obtain the optimal

switch times for the bang-bang control. Moreover, the degrees of freedom of the problem

are maintained by holding the control at its appropriate limit within each domain based

on the detected structure obtained using the estimates of the switching functions. It is

noted that the Legendre-Gauss-Radau orthogonal collocation method is particularly useful

in the contexts of this bang-bang mesh refinement method, as Legendre-Gauss-Radau

collocation is able to obtain accurate approximations of the state, control, and costate
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which are necessary for estimating the switching functions of the Hamiltonian (the basis

of the method). Thus by detecting the structure of the bang-bang control profile, the

method is capable of solving for the optimal switch times using variable mesh points to

connect multiple domains employing constant control. The effectiveness of the method

is demonstrated on several examples where it is shown to reduce the number of mesh

iterations, collocation points, and computation time required to satisfy a specified mesh

accuracy tolerance when compared to the previously developed hp mesh refinement

methods.

Finally, this dissertation also describes a new optimal control software called

CGPOPS that employs the aforementioned variable-order Legendre-Gauss-Radau

orthogonal collocation method, derivative estimation techniques, and novel bang-bang

mesh refinement method. It is noted that although CGPOPS employs the same optimal

control framework utilized by the previously developed optimal control software known

as GPOPS− II that was published in Ref. [15], CGPOPS is a fundamentally different

software package. First, CGPOPS is written in C++, a compiled language more suitable

for software infrastructure and resource-constrained applications, while GPOPS− II

is a MATLAB software which is an interpreted language. Being implemented in C++

gives CGPOPS a significant advantage over GPOPS− II in terms of both computational

efficiency and system availability (that is, portability). Moreover, MATLAB software

requires expensive subscription costs to be used while C/C++ compilers are freely

available, thus making it more accessible relative to MATLAB.

CGPOPS being developed in the C++ object-oriented programming language also

facilitates the usage of the aforementioned bicomplex-step and hyper-dual derivative

approximations which rely on defining classes for each type of complex number and

operator overloading in order to employ the necessary arithmetic to produce the

derivative estimates. While defining classes and operator overloading is possible in

MATLAB, the fact that MATLAB is an interpreted language leads to extremely inefficient
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computation when attempting to perform complex arithmetic when compared with

C++. This limitation of MATLAB in effectively utilizing the complex number derivative

estimations gives a distinct advantage to CGPOPS over GPOPS− II, as the accuracy

of the bicomplex-step and hyper-dual derivatives is superior relative to the sparse

finite-differencing available in either CGPOPS or GPOPS− II. Although GPOPS− II also

has the automatic differentiation software ADiGator [65] available for computing machine

precision derivatives, ADiGator has potential issues when attempting to migrate it for use

in newer versions of MATLAB developed after the release of ADiGator. Furthermore, as

a result of having the bicomplex-step and hyper-dual derivative approximations available,

CGPOPS is able to determine the exact sparsity patterns of the NLP constraint Jacobian

and NLP Lagrangian Hessian. On the other hand, GPOPS− II uses an over-estimated

sparsity pattern for the NLP Lagrangian Hessian, as it is only capable of determining

first-order derivative dependencies. This difference in the determination of the sparsity

patterns of the NLP derivative matrices further improves the computational efficiency of

CGPOPS over GPOPS− II as it reduces the number of operations performed per NLP

iteration to provide the necessary derivative matrices to the NLP solver. Finally, the

aforementioned novel bang-bang mesh refinement method employed by CGPOPS utilizes

the hyper-dual derivative approximation in order to identify when the control appears

linearly in the Hamiltonian (and thus a candidate for bang-bang mesh refinement).

Additionally, the hyper-dual derivative approximation is used to estimate the values of the

switching functions at the collocation points, thus serving as the means of algorithmically

detecting the structure of the bang-bang control profile.

The CGPOPS software described in this dissertation employs the aforementioned

Legendre-Gauss-Radau orthogonal collocation method [30, 28, 29, 40] in differential form.

Additionally, the key components of the software are described in detail. Finally, the

software is demonstrated on various benchmark optimal control problems, followed by a

discussion of the capabilities and potential limitations of CGPOPS.
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This dissertation is organized as follows. Chapter 2 describes the mathematical

background necessary to understand the concepts of optimal control. A nonlinear optimal

control problem is defined and the continuous first-order necessary conditions for this

problem definition are derived. Next, numerical methods for solving optimal control

problems are discussed using both indirect and direct methods. Furthermore, three

orthogonal collocation methods are described. Chapter 3 provides a detailed description of

the structure of the Legendre-Gauss-Radau orthogonal collocation method in differential

form when applied to a general multiple-phase optimal control problem. Moreover, an

efficient method to compute the NLP derivative functions directly from the derivatives

of the continuous optimal control problem functions is described. Chapter 4 provides

a comparison of the four aforementioned derivative estimation techniques in terms of

their computational efficiency for use in solving optimal control problems using direct

collocation. Chapter 5 provides motivation for using discontinuity detection in mesh

refinement and describes the aforementioned novel bang-bang mesh refinement method.

Chapter 6 describes in detail the new C++ implemented general-purpose optimal control

problem software CGPOPS. Finally, Chapter 7 provides a summary of the contributions of

this research and possible directions of interest for future work.
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CHAPTER 2
MATHEMATICAL BACKGROUND

The first objective of this chapter is to provide an overview of types of numerical

methods that can be employed to solve optimal control problems. Numerical methods

for solving optimal control problems are divided into two categories: indirect methods

and direct methods. The key approaches within each category (indirect and direct) of

methods are described. Next, the particular methodology that forms the basis of this

thesis is described. Specifically, the family of Gaussian quadrature orthogonal collocation

methods is described in detail. This family of methods includes Legendre-Gauss,

Legendre-Gauss-Radau, and Legendre-Gauss-Lobatto quadrature collocation.

Furthermore, after describing the orthogonal collocation methods that arise from using

these points, a justification is provided for using Legendre-Gauss-Radau collocation as the

basis of the methods developed in the remainder of this dissertation. Finally, the third

objective of this chapter is to provide a short introduction to finite-dimensional numerical

optimization.

2.1 Bolza Optimal Control Problem

The goal of an optimal control problem is to determine the state and control along

with the initial and terminal time that optimize a specified performance index subject

to dynamic constraints, path constraints, and boundary conditions. Without loss

of generality, consider the following general optimal control problem in Bolza form.

Determine the state y(t) ∈ Rny and the control u(t) ∈ Rnu on the domain t ∈ [t0, tf ], the

initial time t0, and the terminal time tf that minimize the objective functional

J =M(y(t0), t0, y(tf ), tf ) +

∫ tf
t0

L(y(t), u(t), t) dt , (2–1)

subject to the dynamic constraints

ẏ ≡ dy

dt
= a(y(t), u(t), t) , (2–2)
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the path constraints

c(y(t), u(t), t) ≤ 0 , (2–3)

and the boundary conditions

b(y(t0), t0, y(tf ), tf ) = 0 , (2–4)

where the functions M, L, a, c, and b are defined by the following mappings:

M : Rny × R× Rny × R → R ,

L : Rny × Rnu × R → R ,

a : Rny × Rnu × R → Rny ,

c : Rny × Rnu × R → Rnc ,

b : Rny × R× Rny × R → Rnb .

Historically, the Bolza problem of Eqs. 2–1 to 2–4 has been solved using a branch of

mathematics called calculus of variations to obtain a set of first-order necessary conditions

for optimality [66, 67, 68]. A solution to the optimality conditions is called an extremal

solution, and second-order conditions can be checked to verify that the extremal solution

is a minimum (or maximum). For unconstrained optimization problems that depend

on continuous functions of time, the first variation, δJ (y(t), δy(t)), of the objective

functional, J (y(t)), on an optimal path, y∗(t), vanishes for all admissible variations,

δy(t), such that

δJ (y∗(t), δy(t)) = 0 . (2–5)

For a constrained optimization problem, the calculus of variations are applied to an

augmented objective in order to derive the continuous-time first-order necessary conditions

needed to generate an extremal solution. By appending the constraints to the objective
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functional using Lagrange multipliers, the augmented objective is obtained as

Ja = M(y(t0), t0, y(tf ), tf )− ν
T

b(y(t0), t0, y(tf ), tf )

+

∫ tf
t0

[
L(y(t), u(t), t)− λT

(t) (ẏ(t)− a(y(t), u(t), t))

− µ
T

(t)c(y(t), u(t), t)
]
dt ,

(2–6)

where λ(t) ∈ Rny , µ(t) ∈ Rnc , and ν ∈ Rnb are the Lagrange multipliers corresponding

to Eqs. 2–2, 2–3, and 2–4, respectively. The quantity λ(t) is called the costate (or the

adjoint). Setting the first variation of Ja given in 2-6 to zero leads to a set of first-order

optimality conditions. These first-order optimality conditions are given as

ẏ
T

(t) =
∂H
∂λ

= a
T

(y(t), u(t), t) ,

λ̇
T

(t) = −∂H
∂y

,

0 =
∂H
∂u

,

λ
T

(t0) = − ∂M
∂y(t0)

+ ν
T ∂b

∂y(t0)
,

λ
T

(tf ) =
∂M
∂y(tf )

− νT ∂b

∂y(tf )
,

H(t0) =
∂M
∂t0
− νT ∂b

∂t0
,

H(tf ) = −∂M
∂tf

+ ν
T ∂b

∂tf
,

(2–7)

where

H(y(t), u(t),λ(t), t) = L(y(t), u(t),λ(t), t) + λ
T

(t)a(y(t), u(t), t)

− µ
T

(t)c(y(t), u(t), t) .
(2–8)

is the augmented Hamiltonian. It is noted that the the fourth through seventh equations

in Eq. 2–7 are called the transversality conditions and are applicable component-wise when

either the corresponding variation in the state at the initial or terminal time or the initial

or terminal time itself is not zero. Furthermore, the following complementary slackness
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conditions on the path constraints must be satisfied:

µi(t) = 0 when ci(y(t), u(t), t) < 0 ,

µi(t) ≤ 0 when ci(y(t), u(t), t) = 0 ,
(i = 1, ... , nc) , (2–9)

where the negative value of µi(t) ≤ 0 when ci(t) = 0 is interpreted such that improving

the objective can only be achieved by violating the constraint [67].

The strong form of Pontryagin’s minimum principle is that the optimal control is

obtained from

0 =
∂H
∂u

, (2–10)

as shown in the third equation of Eq. 2–7. When the control lies on the boundary of the

feasible control set, however, the optimal control must be determined using the weak form

of Pontryagin’s minimum principle. The weak form is

u∗(t) = arg min
u∈U
H(y∗(t), u(t),λ∗(t), t∗) , (2–11)

where U is the permissible set of controls.

A set of necessary conditions that must be satisfied for an extremal solution of an

optimal control problem is defined by the first-order optimality conditions of Eq. 2–7.

The extremal solution can then be verified as a desired minimum (or maximum) by

implementing second-order sufficiency conditions.

2.2 Numerical Methods for Differential Equations

The differential equations governing an optimal control problem must often be solved

using numerical methods. Consider the initial-value problem (IVP),

ẋ(t) = f(x(t), t) , x(t0) = x0 . (2–12)

Furthermore, consider an interval [ti , ti+1] over which the solution to the differential

equation of Eq. 2–12 is desired; that is, given the value of the state at ti , x(ti) ≡ xi , it is

desired to obtain the value of the state at ti+1, x(ti+1) ≡ xi+1. Integrating the differential
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equation of Eq. 2–12, the state at ti+1 is obtained as

xi+1 = xi +

∫ ti+1

ti

ẋ(t)dt = xi +

∫ ti+1

ti

f(x(t), t) dt , (2–13)

where the integral appearing in Eq. 2–13 is computed using numerical methods. Numerical

methods for solving differential equations from an initial state as shown in Eq. 2–13 fall

into two categories: explicit simulation and implicit simulation. In an explicit simulation,

or a time-marching method, the solution at each successive time step is obtained using

the solution at the current and/or previous time steps. Alternatively, in an implicit

simulation, or a collocation method, the continuous-time interval of interest is discretized

at a finite set of grid points, and the solution at all discretization points is then obtained

simultaneously.

2.2.1 Explicit Simulation (Time-Marching)

An explicit simulation, or equivalently, time-marching method, for solving differential

equations obtain a solution at each successive time step by using information of the

solution at the current and/or previous time steps. Time-marching methods are divided

into two categories: multiple-step methods, and multiple-stage methods.

Multiple-step methods for time-marching obtain the solution at each successive time

step tk+1 by using the information at the current and/or previous time steps tk−j , ... , tk ,

where j + 1 is the number of steps used. The simplest multiple-step method is a single-step

method in which just the solution at the current time step, tk , is used. The most common

explicit single-step method is the Euler forward method, given as

xk+1 = xk + hkf(xk , tk) , (2–14)

where xk ≡ x(tk). The most common explicit multiple-step method is the

Adams-Bashforth method, where the three-step Adams-Bashforth method is given

as

xk+1 = xk + hk

(
23

12
f(xk , tk)−

16

12
f(xk−1, tk−1) +

5

12
f(xk−2, tk−2)

)
. (2–15)
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Implicit multiple-step methods are also used for time-marching. The most common

implicit single-step methods are the Euler backward and Crank-Nicolson methods, given as

xk+1 = xk + hkf(xk+1, tk+1) , (2–16)

and

xk+1 = xk +
hk
2

(f(xk , tk) + f(xk+1, tk+1)) , (2–17)

respectively. The most common implicit multiple-step method is the Adams-Moulton

method, where the third-order Adams-Moulton method is given as

xk+1 = xk + hk

(
5

12
f(xk+1, tk+1) +

2

3
f(xk , tk) +

1

12
f(xk−1, tk−1)

)
. (2–18)

By inspection of Eqs. 2–14 to 2–18, it is observed that the desired value of xk+1 appears

implicitly on the right-hand side of the formulas for the implicit methods of Eqs. 2–16

to 2–18 (hence the name), while xk+1 does not appear on the right-hand side of the

formulas for the explicit methods (Eqs. 2–14 and 2–15). In order to implement the implicit

methods, a predictor-corrector scheme is employed where the value of the state at tk+1 is

predicted using an explicit formula, and then a correction for xk+1 is computed using the

implicit formula. Although implicit methods are more stable than explicit methods [69],

implicit methods require more computation at each step due to the need to implement a

predictor-corrector scheme when being used for a time-marching method application.

Multiple-stage methods for time-marching obtain the solution at each successive time

step using information at the current time step and an approximation to the integral of

the dynamics across the step. Suppose the interval across the step [ti , ti+1] is divided into

K subintervals [τj , τj+1] where

τj = ti + hiαj , j = 1, ... ,K , hi = ti+1 − ti , (2–19)
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and 0 ≤ αj ≤ 1, (j = 1, ... ,K). Each value of τj is called a stage. The integral from ti to

ti+1 can then be approximated via a quadrature as∫ ti+1

ti

f(x(t), t) dt ≈ hi
K∑
j=1

βj f(xj , τj) , (2–20)

where xj ≡ x(τj). It is seen from Eq. 2–20 that the values of the state at each stage are

required in order to compute the quadrature approximation. The intermediate values of

xj , j = 1, ... ,K are obtained using

x(τj)− x(ti) =

∫ τj

ti

f(x(t), t) dt ≈ hi
K∑
l=1

γjl f(xl , τl) . (2–21)

Combining Eqs. 2–20 and 2–21, the family of K -stage Runge-Kutta methods [5, 70, 71, 72,

73, 74, 75] are obtained as∫ ti+1

ti

f(x(t), t) dt ≈ hi

K∑
l=1

βj fij ,

fij = f

(
xi + hi

K∑
l=1

γjl fil , ti + hiαj

)
,

(2–22)

where the values of αj , βj , and γjl for j , l = 1, ... ,K are captured succinctly in the

well-known Butcher arrays [72, 73],

α1 γ11 · · · γ1K

...
...

. . .
...

αK γK1 · · · γKK

β1 · · · βK

.

Using the aforementioned definitions of explicit and implicit methods, a Runge-Kutta

method is explicit if its associated Butcher array has γjl = 0 for all j ≤ l (that is, it is

lower triangular), and is implicit otherwise. The approximation at ti+1 is computed using

information prior to ti+1 when employing an explicit Runge-Kutta method, whereas an

implicit Runge-Kutta method requires x(ti+1) in order to determine the approximation

at ti+1. Thus when an implicit Runge-Kutta method is employed, a predictor-corrector

scheme is implemented as similarly described for the implicit multiple-step methods.
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As it turns out, the Euler forward, Euler backward, and Crank-Nicolson single-step

methods of Eqs. 2–14, 2–16, and 2–17, respectively, are also first-order Runge-Kutta

methods. Typically, higher-order Runge-Kutta methods are employed. The most

well-known higher-order method is the classical Runge-Kutta method, given as

k1 = fi ,

k2 = f

(
xi +

hi
2

k1, ti +
hi
2

)
,

k3 = f

(
xi +

hi
2

k2, ti +
hi
2

)
,

k4 = f (xi + hik3, ti + hi) ,

xi+1 = xi +
hi
6

(k1 + k2 + k3 + k4) ,

(2–23)

where fi ≡ f(xi , ti), and Eq. 2–23 is an explicit fourth-order method. Another higher-order

Runge-Kutta method is the Hermite-Simpson method, given as

x̄ =
1

2
(xi + xi+1) +

hi
8

(fi − fi+1) ,

f̄ = f

(
x̄, ti +

hi
2

)
,

xi+1 = xi +
hi
6

(
fi + 4f̄ + fi+1

)
,

(2–24)

where Eq. 2–24 is an implicit third-order method. The Butcher arrays for the commonly

used Runge-Kutta methods of Eqs. 2–14, 2–16, 2–17, 2–23, and 2–24 are shown in

Fig. 2-1.

2.2.2 Implicit Simulation (Collocation)

An implicit simulation, or equivalently, collocation, for solving differential equations

is the process by which the time interval of interest is discretized at a set of nodes, and

the solution is then obtained simultaneously at all the nodes. Specifically, collocation

is employed by breaking the time interval of interest [ti , ti+1] into K subintervals Sk =

[Tk−1,Tk ] such that ti = T0 < T1 < ... < TK−1 < TK = ti+1. The continuous-time

interval is then discretized at the Tk , k = 0, ... ,K nodes which define the subintervals

Sk , k ∈ {1, ... ,K}. Next, the state is approximated using a piecewise polynomial
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0 0

1
(a) Euler forward

1 1

1
(b) Euler backward

0 0 0
1 1/2 1/2

1/2 1/2
(c) Crank-Nicolson

0 0 0 0 0
1/2 1/2 0 0 0
1/2 0 1/2 0 0

1 0 0 1 0

1/6 1/3 1/3 1/6
(d) Classical Runge-Kutta

0 0 0 0
1/2 5/24 1/3 −1/24

1 1/6 2/3 1/6

1/6 2/3 1/6
(e) Hermite-Simpson

Figure 2-1. Butcher arrays for common single-stage and multiple-stage methods for solving
initial-value problems.

consisting of known basis (or trial) functions multiplied by unknown coefficients which

interpolates the values of the state at the K + 1 nodes. Additionally, the differential

equation as shown in Eq. 2–12 is collocated at the k = 0, ... ,K − 1 nodes such that

xk = xk−1 + X (xk−1, xk , hk) , hk = Tk − Tk−1 , k = 1, ... ,K , (2–25)

where X (xk−1, xk , hk) is a quadrature method for approximating the integration of

the differential equation over each interval Sk , k ∈ {1, ... ,K}. A solution to the

differential equation is then obtained by satisfying the collocation conditions of Eq. 2–25

via determination of the unknown coefficients defining the interpolating polynomials

used to approximate the state. These coefficients are solved for simultaneously at all K

collocation points in order to obtain a solution to the differential equation.

Upon inspection of Eq. 2–22, Runge-Kutta methods can be thought of as either

a time-marching method or collocation. When a Runge-Kutta method is applied as

collocation, the differential equations are said to be solved for simultaneously because

the solution is obtained for all unknown parameters at the same time. Additionally, the

solution of the state is said to be implicitly simulated because the values of the state at

each node are determined at the same time. On the other hand, when a Runge-Kutta

method is applied as a time-marching method, the solution is obtained at each time step
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sequentially. Furthermore, a key difference between implicit and explicit simulation is

that when using collocation, it is not necessary to implement a predictor-corrector scheme

because the solution of the state is obtained at all time steps (nodes) at simultaneously.

2.3 Numerical Methods for Optimal Control

Analytic solutions to optimal control problems are often difficult, if not impossible,

to obtain. Moreover, with increasing complexity of the optimal control problem, finding

solutions using analytical methods becomes intractable (or an analytic solution may not

even exist). As a result, almost all optimal control problems must be solved numerically.

Numerical methods for solving optimal control problems fall into one of the following

two categories: indirect methods and direct methods. In an indirect method, the

calculus of variations is employed to derive the first-order optimality conditions of

Eqs. 2–7 and 2–9. Furthermore, an extremal solution is obtained by satisfying the

derived first-order optimality conditions. In a direct method, the control or the state

and the control are parameterized using an appropriate basis of approximation functions

(for example, a polynomial approximation or piecewise constant parameterization).

Additionally, an objective function is used to approximate the objective functional of

the continuous-time problem. The coefficients of the function approximations are then

treated as optimization variables, effectively transcribing the optimal control problem into

a numerical optimization problem.

2.3.1 Indirect Methods

In an indirect method, the calculus of variations is employed to obtain the first-order

optimality conditions shown in Eqs. 2–7 and 2–9. These conditions result in a two-point

(or, in the case of a complex problem, a multi-point) boundary-value problem, also known

as a Hamiltonian boundary-value problem (HBVP). An indirect method has the feature

that both the state and costate are obtained as part of the solution. As a result, the

proximity of the solution to the HBVP to an extremal solution can be verified. The

disadvantage of an indirect method is that it is often extremely difficult to solve the
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HBVP, particularly for problems where the dynamics change quickly relative to the time

interval of interest or for problems with interior point constraints.

2.3.1.1 Indirect Shooting

Consider the following HBVP that results from the first-order optimality conditions of

Eq. 2–7,

ṗ(t) =

 HT

λ

−HT

y

 = g(p(t), t) , (2–26)

with the boundary conditions

b(p(t0), t0, p(tf ), tf ) = 0 , (2–27)

where Eq. 2–27 is determined by the specified values of the state at the initial and

terminal times as well as the active transversality conditions from Eq. 2–7. The first-order

optimality conditions of Eq. 2–7 do not provide the complete set of boundary conditions

for the initial and terminal values of the state and/or costate. Therefore, in order to

obtain a solution to the HBVP, an initial guess for the state and costate at t0, denoted p0,

is made and the differential equation of Eq. 2–26 is solved via a time-marching method

from t0 to tf in order to determine the resulting values of the state and costate at tf ,

denoted pf , as is described in Section 2.2.1. An iterative process is then implemented

where the p0, t0, and tf are updated and the differential equations are solved. The value

of p0 that produces a value pf such that b(p0, t0, pt , tf ) is within a specified tolerance

from zero is then considered to be an approximation of an extremal solution. In essence,

a shooting method is a root-finding method where the boundary condition function of

Eq. 2–27 is the function whose root is obtained. Because the solution obtained from the

HBVP satisfies the first-order optimality conditions of Eq. 2–7 (to within a specified

tolerance), the proximity of the solution obtained from indirect shooting to an extremal

solution can be verified.
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Although indirect shooting appears to be a simple approach that leads to a

low-dimensional root-finding problem, it can be difficult to implement in practice. First,

it is required that the first-order optimality conditions of the optimal control problem

be derived, which can be a very difficult process. Second, providing an initial guess

for unknown values of the problem can be difficult, as the values of the costate at the

boundary conditions are often non-intuitive. Finally, the error from numerical integration

can grow rapidly due to the dynamics changing rapidly within the time interval of interest

or integrating over a long time span [76].

2.3.1.2 Indirect Multiple-Shooting

Consider the following boundary-value problem that results from the first-order

optimality conditions of Eq. 2–7,

ṗ(t) =

 HT

λ

−HT

y

 = g(p(t), t) , (2–28)

with the boundary conditions

b(p(t0), t0, p(tf ), tf ) = 0 , (2–29)

where Eq. 2–27 is determined by the specified values of the state at the initial and

terminal times as well as the active transversality conditions from Eq. 2–7 for the costate.

It is apparent that the first-order optimality conditions of Eq. 2–7 do not provide the

complete set of boundary conditions for the initial and terminal values of the state and/or

costate. In order to obtain a solution to the HBVP, the time domain is divided into

K intervals, where the k th interval is on the domain [Tk−1,Tk ] such that t0 = T0 <

T1 < ... < TK = tf . An initial guess for the state and costate at Tk−1, denoted

p−k−1, (k = 1, ... ,K), is made and the differential equation of Eq. 2–26 is solved via a

time-marching method from Tk−1 to Tk in order to determine the resulting values of the

state and costate at Tk , denoted p+
k , (k = 1, ... ,K), as is described in Section 2.2.1.
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A solution for the HBVP is thus obtained by means of the rooting-finding problem

b(p−0 , t0, p+
K , tf ) = 0 with p−k − p+

k = 0, (k = 1, ... ,K − 1). It is noted that the condition

p−k − p+
k = 0 is included in order to enforce continuity in the state and costate between

adjacent intervals. Because the solution obtained from the HBVP satisfies the first-order

optimality conditions of Eq. 2–7 (to within a specified tolerance), the proximity of the

solution obtained from indirect multiple-shooting to an extremal solution can be verified.

Like indirect shooting, indirect multiple-shooting requires that the first-order

optimality conditions be derived. Unlike indirect shooting, however, the integration

for indirect multiple-shooting is performed over subintervals of the original domain.

Moreover, more variables and constraints arise from using indirect multiple-shooting than

indirect shooting. Despite seeming more difficult due to the larger problem size, indirect

multiple-shooting actually has several advantages over indirect shooting. Because the

integration is performed over subintervals (as opposed to over the entire time interval as

is the case with indirect shooting), instabilities in the dynamics are not allowed to grow

as significantly as would be the case if indirect shooting is used. Furthermore, the smaller

intervals employed can also better handle dynamics that have multiple time-scales, thus

increasing the set of problems that can be solved.

2.3.1.3 Indirect Collocation

Consider the following boundary-value problem that results from the first-order

optimality conditions of Eq. 2–7,

ṗ(t) =

 HT

λ

−HT

y

 = g(p(t), t) , (2–30)

with the boundary conditions

b(p(t0), t0, p(tf ), tf ) = 0 , (2–31)
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where Eq. 2–31 is determined by the specified values of the state at the initial and

terminal times as well as the active transversality conditions from Eq. 2–7. It is important

to note that the first-order optimality conditions of Eq. 2–7 do not provide a full set of

initial or terminal conditions for the state and costate (that is, the full state and full

costate are not known at one of the endpoints). Using indirect collocation, the trajectory

p(t) is discretized at a finite set of nodes as described in Section 2.2.2 such that an

implicit simulation is used to solve the differential equations for the state and costate

at each of the discretization points simultaneous. The unknown values of the initial

and terminal state along with the unknown coefficients defining the state and costate

approximations are determined iteratively to satisfy the collocation conditions of Eq. 2–25

and the boundary conditions of Eq. 2–31 to within a specified tolerance. Because the

solution obtained from the HBVP satisfies the first-order optimality conditions of Eq. 2–7

(to within a specified tolerance), the proximity of the solution obtained from indirect

collocation to an extremal solution can be verified.

Like indirect shooting and indirect multiple-shooting, indirect collocation still

requires that the first-order optimality conditions be derived. Unlike indirect shooting

or indirect multiple-shooting, an implicit simulation of the path trajectory is performed.

Moreover, more variables and constraints often arise from using indirect collocation than

indirect shooting or indirect multiple-shooting in order to appropriately approximate

the solution using the basis functions. Furthermore, the results obtained using indirect

collocation may be less accurate than those obtained using an indirect shooting or indirect

multiple-shooting method depending on the appropriateness of the basis functions and set

of collocation points used to approximate the solution.

2.3.2 Direct Methods

It is often difficult to formulate the first-order optimality conditions of Eq. 2–7.

Moreover, an accurate initial guess that can often be non-intuitive is generally required

in order to use numerical methods that solve these equations (indirect methods). For
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these reasons, direct methods have become a very popular alternative to indirect methods.

Instead of formulating a set of optimality conditions as is done when using indirect

methods, direct methods transcribe the infinite-dimensional optimal control problem into

a finite-dimensional optimization problem with algebraic constraints. There are three

fundamental steps to a direct transcription method [21]:

Step 1: Convert the dynamic system into a problem with a finite set of variables and

algebraic constraints.

Step 2: Solve the finite-dimensional problem using a parameter optimization method.

Step 3: Determine the accuracy of the finite-dimensional approximation and if

necessary repeat the transcription and optimization steps.

The size of the nonlinear optimization problem [or nonlinear programming problem

(NLP)] can be rather small (for example, when using direct shooting) or may be quite

large (for example, when using direct collocation) depending upon the type of direct

method employed. Although solving the larger NLP resulting from a direct method

seems intuitively less desirable than solving the HBVP of an indirect method, in practice,

the NLP can be easier to solve and does not require as accurate of an initial guess.

Additionally, several powerful and well known NLP solvers exist such as SNOPT [1, 52],

IPOPT [2], and KNITRO [3].

In direct methods, there is no need to discretize and approximate the costate that

appears when using indirect methods. However, information from an accurate costate

estimation can help validate the optimality of a solution acquired from a direct approach.

Consequently, producing a costate approximation based on the NLP Lagrange multipliers

involved in the finite-dimensional nonlinear optimization problem is often performed when

using a direct method.
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2.3.2.1 Direct Shooting

In the direct shooting method, the control is parameterized using a specified

functional of the form

ũ(t) =

p∑
i=1

αiβi(t) , (2–32)

where (α1, ... ,αp) is the set of control parameters, and (β1(t), ... , βp(t)) is a set of basis

(or trial) functions. The Bolza problem of Eqs. 2–1 to 2–4 is then transformed to have the

following form. Minimize the cost

J =M(y0, t0, yf , tf ) +

∫ tf
t0

L(y(t), ũ(t), t) dt , (2–33)

subject to the boundary conditions

b(y0, t0, yf , tf ) = 0 , (2–34)

where the state at the initial and terminal times are approximated using y0 and yf ,

respectively. The unknown components of the initial state approximation, y0, and the

unknowns coefficients, (α1, ... ,αp), of the control parameterization are then determined

by directly minimizing the objective function of Eq. 2–33 while satisfying the boundary

conditions of Eq. 2–34, where the terminal state approximation, yf , is obtained using a

time-marching method as described in Section 2.2.1, and the integral of the objective cost

is computed using a quadrature approximation.

2.3.2.2 Multiple Direct Shooting

By dividing the time domain into K multiple time intervals where each time interval

is on the domain Sk = [Tk−1,Tk ], k = 1, ... ,K , and t0 = T0 < T1 < ... < TK = tf ,

and then applying the direct shooting technique in each of the K intervals, the method

of multiple direct shooting is performed. The control is parameterized using a specified

functional of the form

ũ(k)(t) =

p(k)∑
i=1

α(k)
i β(k)

i (t) , (k = 1, ... ,K) , (2–35)
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where (α(k)
1 , ... ,α(k)

p(k)) is the set of control parameters, and (β(k)
1 (t), ... , β(k)

p(k)(t)) are a set

of basis (or trial) functions in interval k . The Bolza problem of Eqs. 2–1 to 2–4 is then

transformed to have the following form. Minimize the cost

J =M(y−0 , t0, y+
K , tf ) +

K∑
k=1

∫ Tk
Tk−1

L(y(k)(t), ũ(k)(t), t) dt , (2–36)

subject to the boundary conditions

b(y−0 , t0, y+
K , tf ) = 0 , (2–37)

and the continuity constraints

y+
k = y−k , (k = 1, ... ,K − 1) , (2–38)

where the value of the state at the times defining the beginning of the intervals Sk , k =

1, ... ,K , are approximated using the variables y−k , k = 0, ... ,K − 1, and the value of the

state at the times defining the end of the intervals Sk , k = 1, ... ,K , are approximated

using the variables y+
k , k = 1, ... ,K . Furthermore, the variables y+

k , k = 1, ... ,K ,

are obtained by using a time-marching method to solve the differential equation in each

interval Sk , k = 1, ... ,K for y−k−1 as the initial condition. The solution is then found by

determining the unknown variables of the state approximation, y−k , k = 0, ... ,K − 1, and

the unknown coefficients, (α(k)
1 , ... ,α(k)

p(k)), k = 1, ... ,K , of the control parameterization

that minimize the objective function of Eq. 2–36 while satisfying the boundary conditions

and continuity constraints of Eq. 2–37 and Eq. 2–38, respectively, where the integrals of

the objective cost are obtained using a quadrature approximation.

2.3.2.3 Direct Collocation

In direct collocation methods, both the state and control are parameterized, and

the solution is obtained using an implicit simulation as described in Section 2.2.2. This

class of numerical methods for optimal control has become very popular over the last few

decades as a result of the improvement and availability of large scale NLP solvers. In a
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direct collocation method, a specified functional form is used to approximate both the

state and control, where the two most common forms are local collocation and global

collocation. In local collocation methods, the time domain is divided into K multiple time

intervals (similar to multiple direct shooting) where each time interval is on the domain

[Tk−1,Tk ], (k = 1, ... ,K) and t0 = T0 < T1 < · · · < TK = tf . Moreover, a functional

approximation is applied to the state and control in each of the K intervals. For global

collocation methods, a functional approximation to both the state and control is applied

over the entire domain. Additionally, local collocation methods typically use a low order

functional approximation in each interval over many intervals while global collocation

methods use a much higher order functional approximation over a single interval. In

Section 2.4, a specific class of direct collocation methods called orthogonal collocation

methods is described in detail where the collocation is performed at a set of orthogonal

Gaussian-quadrature points.

2.4 Family of Legendre-Gauss Direct Collocation Methods

In this section, a detailed description of direct collocation methods using

Legendre-Gauss-Lobatto (LGL), Legendre-Gauss (LG), and Legendre-Gauss-Radau

(LGR) points is provided. The first approach using LGL collocation is referred to as

the Legendre-Gauss-Lobatto collocation method, while the second approach using LG

collocation is called the Legendre-Gauss collocation method, and the third approach

using LGR collocation is called the Legendre-Gauss-Radau collocation method.

It is noted that only the single-interval formulation for the three aforementioned

Gaussian-quadrature collocation methods is described in this section. A detailed

description of the multiple-interval formulation for Gaussian-quadrature collocation

which is used when implementing hp-adaptive methods is presented in Chapter 3.

2.4.1 Transformed Continuous Bolza Problem

The Bolza problem of Eqs. 2–1 to 2–4 is defined on the time horizon t ∈ [t0, tf ],

where time is the independent variable. Without loss of generality, it is useful to redefine
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the Bolza problem so that the independent variable is contained on a fixed domain by

mapping t to a new independent variable τ ∈ [−1, +1] via the affine transformation

τ ≡ τ(t, t0, tf ) =
2t

tf − t0
+
tf + t0
tf − t0

. (2–39)

Using Eq. 2–39 the Bolza problem of Eqs. 2–1 to 2–4 can be redefined as follows.

Determine the state y(τ) ∈ Rny , the control u(τ) ∈ Rnu , the initial time t0, and the

terminal time tf that minimize the objective functional

J =M(y(−1), t0, y(+1), tf ) +
tf − t0

2

∫ +1

−1

L(y(τ), u(τ), t(τ , t0, tf )) dτ , (2–40)

subject to the dynamic constraints

dy

dτ
=
tf − t0

2
a(y(τ), u(τ), t(τ , t0, tf )) , (2–41)

the inequality path constraints

c(y(τ), u(τ), t(τ , t0, tf )) ≤ 0 , (2–42)

and the boundary conditions

b(y(−1), t0, y(+1), tf ) = 0 . (2–43)

The optimal control problem of Eqs. 2–40 to 2–43 will be referred to as the transformed

continuous Bolza problem. It is noted that the domain τ ∈ [−1, +1] can be transformed

back to the time horizon t ∈ [t0, tf ] via the affine transformation

t ≡ t(τ , t0, tf ) =
tf − t0

2
τ +
tf + t0

2
. (2–44)

2.4.2 LG, LGR, and LGL Collocation Points

The Legendre-Gauss (LG), Legendre-Gauss-Radau (LGR), and

Legendre-Gauss-Lobatto (LGL) collocation points lie on the open interval τ ∈ (−1, +1),

the half open interval τ ∈ [−1, +1) or τ ∈ (−1, +1], and the closed interval τ ∈ [−1, +1],
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respectively. Fig. 2-2 depicts these three sets of collocation points where it is seen that the

LG points contain neither −1 or 1, the LGR points contain only the point −1 or 1, and

the LGL points contain both −1 and 1. Denoting N as the number of collocation points

and PN(τ) as the Nth-degree Legendre polynomial defined as

PN(τ) =
1

2NN!

dN

dτN
[
(τ 2 − 1)N

]
, (2–45)

the LG points are the roots of PN(τ), the LGR points are the roots of (PN−1(τ) + PN(τ)),

and the LGL points are the roots of ṖN−1(τ) together with the points -1 and 1. The

polynomials whose roots are the respective points are summarized as follows:

LG: Roots obtained from PN(τ) ,

LGR: Roots obtained from (PN−1(τ) + PN(τ)) ,

LGL: Roots obtained from ṖN−1(τ) together with the points -1 and 1.

From Fig. 2-2, it is seen that the LG and LGL points are symmetric about the origin
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Figure 2-2. Schematic showing LGL, LGR, and LG orthogonal collocation points.

whereas the LGR points are asymmetric. Additionally, the LGR points are not unique
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in that two sets of points exist (one including the point −1 and the other including the

point 1). The LGR points that include the terminal endpoint at 1 are often called the

flipped LGR points; this dissertation, however, focuses on the standard set of LGR points

(includes initial endpoint at −1).

2.4.3 Legendre-Gauss-Lobatto Orthogonal Collocation Method

Using the Legendre-Gauss-Lobatto orthogonal collocation method, both

collocation and interpolation are performed at the LGL points. The state in the

Legendre-Gauss-Lobatto collocation method is approximated as

y(τ) ≈ Y(τ) =

N∑
i=1

Yi`i(τ) , (2–46)

where the basis of Lagrange polynomials `i(τ), (i = 1, ... ,N) are defined as

`i(τ) =

N∏
j=1

j 6=i

τ − τj
τi − τj

. (2–47)

The derivative of the state is then approximated as

dy(τ)

dτ
≈ dY(τ)

dτ
=

N∑
i=1

Yi
d`i(τ)

dτ
. (2–48)

The approximation to the derivative of the state given in Eq. 2–48 is then applied at the

N LGL collocation points (τ1, ... , τN) as

dy(τj)

dτ
≈ dY(τj)

dτ
=

N∑
i=1

Yi
d`i(τj)

dτ
=

N∑
i=1

YiD
LGL
ji , (j = 1, ... ,N) , (2–49)

where DLGLji , (j , i = 1, ... ,N) is the N × N Legendre-Gauss-Lobatto collocation method

differentiation matrix. Furthermore, it is noted that the Legendre-Gauss-Lobatto

collocation method differentiation matrix is singular. As a result of the

Legendre-Gauss-Lobatto collocation method differentiation matrix being singular, there

is no equivalent integral form for the Legendre-Gauss-Lobatto collocation method. The
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continuous-time dynamics given in Eq. 2–41 are then collocated at the N LGL points as

N∑
i=1

YiD
LGL
ji − tf − t0

2
a(Yj , Uj , t(τj , t0, tf )) = 0 , (j = 1, ... ,N) , (2–50)

where Uj is the parameterization of the control at the j th collocation point (j = 1, ... ,N).

Next, a Gauss-Lobatto quadrature is used to approximate the continuous-time objective

functional as

J ≈M(Y1, t0, YN , tf ) +
tf − t0

2

N∑
i=1

wLGLi L(Yi , Ui , t(τi , t0, tf )) (2–51)

where wLGLi , (i = 1, ... ,N), are the LGL weights at each collocation point. The path

constraints are then approximated at the N LGL collocation points as

c(Yi , Ui , t(τi , t0, tf )) ≤ 0 , (i = 1, ... ,N) . (2–52)

Finally, the continuous-time boundary conditions are approximated as

b(Y1, t0, YN , tf ) = 0 . (2–53)

It is noted that the resulting nonlinear programming problem of Eqs. 2–50 to 2–53 is for

the single-interval formulation. A detailed description of the multiple-interval formulation

when applying Gaussian-quadrature for implicit simulation is given in Chapter 3.

2.4.4 Legendre-Gauss Orthogonal Collocation Method

In the Legendre-Gauss orthogonal collocation method, collocation is performed at the

LG points, while interpolation is performed at the LG points and the initial point τ0 =

−1. Additionally, the support point τN+1 = 1 is added in order to enforce the boundary

conditions. The state in the Legendre-Gauss collocation method is approximated as

y(τ) ≈ Y(τ) =

N∑
i=0

Yi`i(τ) , (2–54)
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where the Lagrange polynomials `i(τ), (i = 0, ... ,N), are defined as

`i(τ) =

N∏
j=0

j 6=i

τ − τj
τi − τj

. (2–55)

The derivative of the state is then approximated as

dy(τ)

dτ
≈ dY(τ)

dτ
=

N∑
i=0

Yi
d`i(τ)

dτ
. (2–56)

The approximation to the derivative of the state given in Eq. 2–56 is then applied at the

N LG collocation points (τ1, ... , τN) as

dy(τj)

dτ
≈ dY(τj)

dτ
=

N∑
i=0

Yi
d`i(τj)

dτ
=

N∑
i=0

YiD
LG
ji , (j = 1, ... ,N) , (2–57)

where DLGji , (j = 1, ... ,N; i = 0, ... ,N), is the N × [N + 1] Legendre-Gauss collocation

method differentiation matrix. Because the state is approximated using a different

set of points than are used to collocate the dynamics, the Legendre-Gauss collocation

method differentiation matrix is not square (it has more columns than rows), unlike the

Legendre-Gauss-Lobatto collocation method differentiation matrix (a square matrix).

Concurrently, the Legendre-Gauss collocation method can be written in an equivalent

integral form as follows. Using the definitions

Yi = Y(τi) , i = 0, ... ,N

Ẏi = Ẏ(τi) , i = 1, ... ,N ,
(2–58)

the derivative of the state approximation, Ẏ(τ), can be interpolated exactly by the

Lagrange polynomials `†j (τ) as

dY(τ)

dτ
= Ẏ(τ) =

N∑
j=1

Ẏj`
†
j (τ) . (2–59)
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Integrating Ẏ(τ) from −1 to τi , the value of the state at the i th collocation point is

obtained as

Yi = Y0 +

N∑
j=1

ẎjAij , (2–60)

where

Aij =

∫ τi

−1

`†j (τ)dτ , i = 1, ... ,N . (2–61)

Utilizing the notation of Eq. 2–58, Eq. 2–60 can be written as

Yi = Y0 +
(
AẎ
)
i

, (2–62)

where Ẏ is a matrix whose rows are made up of Ẏi , i = 1, ... ,N, and
(
AẎ
)
i

is the i th row

of the matrix AẎ. Next, Eq. 2–57 can be written as

Ẏ = DLGY , (2–63)

where Y is a matrix whose rows are made up of Yi , i = 0, ... ,N. Rewriting Eq. 2–63 as

Ẏ = DLG0 Y0 + DLG1:NY1:N , (2–64)

such that DLG0 is the first column of DLG , DLG1:N are the second through N + 1 columns of

DLG , Eq. 2–63 can then be multiplied by (DLG1:N)−1 to obtain

Y1:N = 1Y0 + (DLG1:N)−1Ẏ , (2–65)

where the property of (DLG1:N)−1D0 = −1 is utilized. Finally, equating Eqs. 2–62 and

Eq. 2–65, it is seen that

A = (DLG1:N)−1 . (2–66)

Although the Legendre-Gauss collocation method can be written in both the integral

and differential forms as shown in Eqs. 2–62 and Eq. 2–65, it is often useful to use the

differential form due to the elegant structure that results. In particular, the dynamics are
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collocated at the N LG points as

N∑
i=0

YiD
LG
ji −

tf − t0
2

a(Yj , Uj , t(τj , t0, tf )) = 0 , (j = 1, ... ,N) . (2–67)

An additional variable YN+1 is then defined via Gauss quadrature as

YN+1 ≡ Y0 +
tf − t0

2

N∑
i=1

wLGi a(Yi , Ui , t(τi , t0, tf )) , (2–68)

in order to account for both the initial and terminal points (i.e., the boundary points

τ0 = −1 and τN+1 = 1). Additionally, a Gauss quadrature is used to approximate the

continuous-time objective functional as

J ≈M(Y0, t0, YN+1, tf ) +
tf − t0

2

N∑
i=1

wLGi L(Yi , Ui , t(τi , t0, tf )) , (2–69)

where wLGi , (i = 1, ... ,N) are the Legendre-Gauss weights at each collocation point,

and the endpoint objective in the Legendre-Gauss collocation method is evaluated at the

boundary points τ0 = −1 and τN+1 = 1. The path constraints are then approximated at

the N LG points as

c(Yi , Ui , t(τi , t0, tf )) ≤ 0 , (i = 1, ... ,N) . (2–70)

Finally, similar to the way that the endpoint objective is evaluated at the boundary

points, the continuous-time boundary conditions are also approximated at the boundary

points as

b(Y0, t0, YN+1, tf ) = 0 . (2–71)

It is noted that the resulting nonlinear programming problem of Eqs. 2–67 to 2–71 is for

the single-interval formulation. A detailed description of the multiple-interval formulation

when applying Gaussian-quadrature for implicit simulation is given in Chapter 3.

2.4.5 Legendre-Gauss-Radau Orthogonal Collocation Method

In the Legendre-Gauss-Radau orthogonal collocation method, collocation is performed

at the LGR points, while interpolation is performed at the LGR points and the terminal
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non-collocated point τN+1 = 1. The state in the Legendre-Gauss-Radau collocation

method is approximated as

y(τ) ≈ Y(τ) =

N+1∑
i=1

Yi`i(τ) , (2–72)

where the Lagrange polynomials `i(τ), (i = 1, ... ,N + 1), are defined as

`i(τ) =

N+1∏
j=1

j 6=i

τ − τj
τi − τj

. (2–73)

The derivative of the state is then approximated as

dy(τ)

dτ
≈ dY(τ)

dτ
=

N+1∑
i=1

Yi
d`i(τ)

dτ
. (2–74)

The approximation to the derivative of the state given in Eq. 2–74 is then applied at the

N LGR collocation points (τ1, ... , τN) as

dy(τj)

dτ
≈ dY(τj)

dτ
=

N+1∑
i=1

Yi
d`i(τj)

dτ
=

N+1∑
i=1

YiD
LGR
ji , (j = 1, ... ,N) , (2–75)

where DLGRji , (j = 1, ... ,N; i = 1, ... ,N + 1), is the N × [N + 1] Legendre-Gauss-Radau

collocation method differentiation matrix. It is noted that the Legendre-Gauss-Radau

collocation method differentiation matrix is not square (it has more columns than rows)

because the state is approximated using a different set of points than are used to collocate

the dynamics. Concurrently, the Legendre-Gauss collocation method can be written in an

equivalent integral form as follows. Using the definitions

Yi = Y(τi) , i = 1, ... ,N + 1

Ẏi = Ẏ(τi) , i = 1, ... ,N ,
(2–76)

the derivative of the state approximation, Ẏ(τ), can be interpolated exactly by the

Lagrange polynomials `†j (τ) as

dY(τ)

dτ
= Ẏ(τ) =

N∑
j=1

Ẏj`
†
j (τ) . (2–77)
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Integrating Ẏ(τ) from −1 to τi , the value of the state at the i th collocation point is

obtained as

Yi = Y0 +

N∑
j=1

ẎjAij , (2–78)

where

Aij =

∫ τi

−1

`†j (τ)dτ , i = 2, ... ,N + 1 . (2–79)

Utilizing the notation of Eq. 2–76, Eq. 2–78 can be written as

Yi = Y0 +
(
AẎ
)
i

, (2–80)

where Ẏ is a matrix whose rows are made up of Ẏi , i = 1, ... ,N, and
(
AẎ
)
i

is the i th row

of the matrix AẎ. Next, Eq. 2–75 can be written as

Ẏ = DLGRY , (2–81)

where Y is a matrix whose rows are made up of Yi , i = 1, ... ,N + 1. Rewriting Eq. 2–81

as

Ẏ = DLGR1 Y1 + DLGR2:N+1Y2:N+1 , (2–82)

such that DLGR1 is the first column of DLGR and DLGR2:N+1 are the second through N + 1

columns of DLG , Eq. 2–81 can then be multiplied by (DLG2:N+1)−1 to obtain

Y2:N+1 = 1Y0 + (DLG2:N+1)−1Ẏ , (2–83)

where the property of (DLG2:N+1)−1D0 = −1 is utilized. Finally, equating Eqs. 2–80 and

Eq. 2–83, it is seen that

A = (DLG2:N+1)−1 . (2–84)

Although the Legendre-Gauss-Radau collocation method can be written in both the

integral and differential forms as shown in Eqs. 2–80 and Eq. 2–83, it is often useful to use

the differential form due to the elegant structure that results. In particular, the dynamics
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are collocated at the N LGR points as

N+1∑
i=1

YiD
LGR
ji − tf − t0

2
a(Yj , Uj , t(τj , t0, tf )) = 0 , (j = 1, ... ,N) . (2–85)

Next, a Gauss-Radau quadrature is used to approximate the continuous-time objective

functional as

J ≈M(Y1, t0, YN+1, tf ) +
tf − t0

2

N∑
i=1

wLGRi L(Yi , Ui , t(τi , t0, tf )) , (2–86)

where it is noted that the endpoint objective in the Legendre-Gauss-Radau collocation

method is evaluated at the boundary points τ1 = −1 and τN+1 = 1. The path constraints

are then approximated at the N LGR points as

c(Yi , Ui , t(τi , t0, tf )) ≤ 0 , (i = 1, ... ,N) . (2–87)

Finally, similar to the way that the endpoint objective is applied at the boundary points,

the continuous-time boundary conditions are also approximated at the boundary points as

b(Y1, t0, YN+1, tf ) = 0 . (2–88)

It is noted that the resulting nonlinear programming problem of Eqs. 2–85 to 2–88 is for

the single-interval formulation. A detailed description of the multiple-interval formulation

when applying Gaussian-quadrature for implicit simulation is given in Chapter 3.

2.4.6 Benefits of Using Legendre-Gauss-Radau Collocation Method

The Legendre-Gauss-Radau collocation method is the focus of this dissertation

for the following reasons. First, the differentiation matrix associated with

the Legendre-Gauss-Radau collocation method is not singular as it is in the

Legendre-Gauss-Lobatto collocation method. Moreover, several problems arise with the

Legendre-Gauss-Lobatto collocation method due to the LGL differentiation matrix being

singular, including a poor costate approximation from the Lagrange multipliers and for

some problems, a failure to find an accurate control. Second, the Legendre-Gauss-Radau
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collocation method has the terminal state (and initial state) as discretized variables,

unlike the Legendre-Gauss collocation method that depends upon using an integration

quadrature to obtain the terminal state. Additionally, the Legendre-Gauss-Radau

collocation method has the feature of parameterizing the value of the control at one of

the endpoints, making the Legendre-Gauss-Radau collocation uniquely valuable when

implemented as a multiple interval method because the control remains collocated at the

interval points. Finally, the LGR collocation method has a well established convergence

theory as described in Refs. [77, 78, 79, 80, 81].

2.5 Numerical Optimization

By using a direct collocation method to solve an optimal control problem, the

continuous-time optimal control problem is transcribed into a nonlinear programming

problem (NLP). The objective of a NLP is to find a set of parameters that minimizes

some objective function that is subject to a set of algebraic equality and/or inequality

constraints. This section will provide a background of unconstrained optimization, equality

constrained optimization, and inequality constrained optimization so as to describe how a

NLP yields an optimal solution.

2.5.1 Unconstrained Optimization

Consider the following problem of determining the minimum of a function of multiple

variables subject to no constraints. Minimize the objective function

J(x) , (2–89)

where x ∈ Rn. The objective function must be greater when evaluated at any neighboring

point, x̄, in order for x∗ to be a locally minimizing point, i.e.,

J(x̄) > J(x∗) . (2–90)

In order to develop a set of sufficient conditions that define a locally minimizing point, x∗,

first, a three term Taylor series expansion about some point, x, is used to approximate the
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objective function as

J(x̄) = J(x) + g(x)(x̄− x) +
1

2
(x̄− x)

T

H(x)(x̄− x) , (2–91)

where the gradient vector, g(x) ∈ R1×n, is

g(x) =

[
∂J
∂x1
· · · ∂J

∂xn

]
, (2–92)

and the symmetric Hessian matrix, H(x) ∈ Rn×n is

H(x) =



∂2J
∂x2

1

∂2J
∂x1∂x2

· · · ∂2J
∂x1∂xn

∂2J
∂x2∂x1

∂2J
∂x2

2
· · · ∂2J

∂x2∂xn

...
...

. . .
...

∂2J
∂xn∂x1

∂2J
∂xn∂x2

· · · ∂2J
∂x2
n


. (2–93)

Two conditions must be satisfied in order for x∗ to be a local minimizing point. First, it is

a necessary condition that g(x∗) must be zero, i.e.,

g(x∗) = 0 . (2–94)

Because the first-order necessary condition by itself only defines an extremal point (which

can be a local minimum, local maximum, or saddle point), in order to ensure x∗ is a local

minimum, an additional condition which must be satisfied is

(x̄− x∗)
T

H(x̄− x∗) > 0 . (2–95)

Together, Eqs. 2–94 and 2–95 define the necessary and sufficient conditions for a local

minimum.

2.5.2 Equality Constrained Optimization

Consider the following equality constrained optimization problem. Minimize the

objective function

J(x) , (2–96)
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subject to the equality constraints

f(x) = 0 , (2–97)

where x ∈ Rn, and f(x) ∈ Rm. To find the minimum of the objective function subject

to equality constraints, an approach similar to the calculus of variations approach for

determining the extremal of functionals is used. The Lagrangian is defined as

`(x,λ) = J(x)− λT

f(x) , (2–98)

where λ ∈ Rm is the set of Lagrange multipliers associated with the equality constraints.

Furthermore, the necessary conditions for the minimum of the Lagrangian is that (x∗,λ∗)

satisfies the conditions

∇x`(x∗,λ∗) = g(x)− λT

G(x) = 0 ,

∇λ`(x∗,λ∗) = −f(x) = 0 ,
(2–99)

where the Jacobian matrix, G(x) ∈ Rm×n, is defined as

G(x) = ∇xf(x) =



∂f1
∂x1

∂f1
∂x2

· · · ∂f1
∂xn

∂f2
∂x1

∂f2
∂x2

· · · ∂f2
∂xn

...
...

. . .
...

∂fm
∂x1

∂fm
∂x2

· · · ∂fm
∂xn


. (2–100)

It is noted that the equality constraint of Eq. (2–97) is satisfied at an extremal of the

Lagrangian. Moreover, the necessary conditions of Eq. (2–99) do not specify a minimum

and are satisfied at any extremal points. In order to specify a minimum, the Hessian of the

Lagrangian is defined as

H`(x,λ) = ∇2
xx`(x,λ) = ∇2

xxJ(x)−
m∑
i=1

λi∇2
xxfi(x) , (2–101)

such that a sufficient condition for a minimum is given by

v
T

H`(x,λ)v > 0 , (2–102)
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for any vector v in the constraint tangent space.

2.5.3 Inequality Constrained Optimization

Consider the following optimization problem that has both equality constraints, and

inequality constraints. Minimize the objective function

J(x) , (2–103)

subject to the equality constraints

f(x) = 0 , (2–104)

and the inequality constraints

c(x) ≤ 0 , (2–105)

where x ∈ Rn, f(x) ∈ Rm, and c(x) ∈ Rp. Some of the inequality constraints c(x) are

satisfied as equalities such that

cj(x) = 0 , j ∈ A ,

cj(x) < 0 , j ∈ B ,

(2–106)

where A is considered the active set, and B is the inactive set. The Lagrangian is then

defined as

`(x,λ) = J(x)− λT

f(x)− (ψ(A))
T

c(A)(x) , (2–107)

where λ ∈ Rm is the set of Lagrange multipliers associated with the equality constraints,

ψ(A) ∈ Rq is the set of Lagrange multipliers associated with the active set of the inequality

constraints c(A), and q is the number of active constraints of c(x). Moreover, it is noted

that ψ(B) = 0 such that the inactive set of constraints are ignored. The necessary

conditions for the minimum of the Lagrangian are that the point (x∗,λ∗,ψ(A)∗) satisfies

∇x`(x∗,λ∗,ψ(A)∗) = g(x)− λT

Gf(x)− (ψ(A))
T
Gc(A)(x) = 0 ,

∇λ`(x∗,λ∗,ψ(A)∗) = −f(x) = 0 ,

∇ψ(A)`(x∗,λ∗,ψ(A)∗) = −c(A)(x) = 0 ,

(2–108)

56



where Gf and Gc(A) are the Jacobian matrices associated with the equality constraints

and active set of inequality constraints, respectively. It is noted that the constraints

of Eqs. 2–104 and 2–105 are satisfied at an extremal of the Lagrangian. Moreover, a

minimum is not specified by the necessary conditions of Eq. 2–108 as the condition

is satisfied at all extremal points. In order to specify a minimum, the Hessian of the

Lagrangian is defined as

H`(x,λ,ψ(A)) = ∇2
xx`(x,λ,ψ(A)) = ∇2

xxJ(x)−
m∑
i=1

λi∇2
xxfi(x)−

q∑
j=1

ψ(A)
j ∇

2
xxcj(x) , (2–109)

such that a sufficient condition for a minimum is that

v
T

H`(x,λ,ψ(A))v > 0 , (2–110)

for any vector v in the constraint tangent space.
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CHAPTER 3
EXPLOITING SPARSITY IN LEGENDRE-GAUSS-RADAU COLLOCATION METHOD

The objective of this chapter is to present the formulation of the multiple-interval

Legendre-Gauss-Radau orthogonal collocation method and the finite-dimensional nonlinear

programming problem (NLP) that results from transcribing the continuous optimal control

problem using the Legendre-Gauss-Radau collocation method. Although an overview of

the single-interval formulation for Gaussian-quadrature collocation methods was presented

in Chapter 2, the multiple-interval formulation is used when solving a problem in practice

with hp-adaptive methods. The reader is reminded that hp-methods were previously

defined on page 16 as achieving convergence using direct transcription by increasing the

number of mesh intervals used and/or the degree of the polynomial within each mesh

interval. The description of the resulting form of the NLP includes the sparse structures of

the NLP derivative matrices at the first- and second-order derivative levels. Additionally,

exploitation of the sparsity found in the NLP derivative matrices is achieved by deriving

expressions for the NLP derivative matrices in terms of the derivatives of the continuous

functions of the original optimal control problem. The material in this chapter is based on

Ref. [53].

This chapter is organized as follows. In Section 3.1 the notation and conventions

used throughout this chapter are provided. Section 3.2 defines the general multiple-phase

optimal control problem. Section 3.3 describes the Legendre-Gauss-Radau collocation

method. Section 3.4 describes the transcribed NLP objective function, decision vector,

constraint vector, and Lagrangian along with the sparsity patterns that arise in the first-

and second-order derivative matrices required by the NLP solver. Finally, Section 3.5

provides conclusions on this research.

3.1 Notation and Conventions

Throughout this chapter the following notation and conventions will be employed. All

scalars will be represented by lower-case symbols (for example, x , u). All vector functions

58



of time will be treated as row vectors and will be denoted by lower-case bold symbols.

Thus, if p(t) ∈ R1×n is a vector function of time, then p(t) = [p1(t) · · · pn(t)]. Any

vector that is not a function of time will be denoted as a column vector, that is a static

vector z ∈ Rn×1 will be treated as a column vector. Next, matrices will be denoted by

upper case bold symbols. Thus, P ∈ RN×n is a matrix of size N × n. Furthermore, if

f(p), f : R1×n → R1×m, is a function that maps row vectors p ∈ R1×n to row vectors

f(p) ∈ R1×m, then the result of evaluating f(p) at the points (p1, ... , pN) is the matrix

F ∈ RN×m ≡ [f(pi)]
1
N ; that is

F ≡ [f(pi)]
1
N =


f(p1)

...

f(pN)

 .

A single subscript i attached to a matrix denotes a particular row of the matrix; that is,

Pi is the i th row of the matrix P. A double subscript i , j attached to a matrix denotes the

element located in row i and column j of the matrix; that is, Pi ,j is the (i , j)th element of

the matrix P. Furthermore, the notation P:,j will be used to denote all of the rows and

column j of a matrix P as used similarly in the MATLAB language syntax. Finally, P
T

will be used to denote the transpose of a matrix P.

Next, let P and Q be n ×m matrices. Then the element-by-element multiplication of

P and Q is defined as

P ◦Q =


p11q11 · · · p1mq1m

...
. . .

...

pn1qn1 · · · pnmqnm

 .

It is noted further that P◦Q is not standard matrix multiplication. Furthermore, if p ∈ Rn

(that is, a column or row vector of length n), then the operation diag (p) denotes the n× n
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diagonal matrix formed by the elements of p,

diag (p) =



p1 0 · · · 0

0 p2 · · · 0

...
...

. . .
...

0 0 · · · pn


.

Finally, the notation 0n×m represents an n × m matrix of zeros, while 1n×m represent an

n ×m matrix of all ones.

Next, we define the notation for derivatives of functions of vectors. First, let f (p),

f : Rn → R. Then ∇pf (p) ∈ Rn is a row vector of length n and is defined as

∇pf (p) =

[
∂f (p)

∂p1

· · · ∂f (p)

∂pn

]
.

Next, let f(p), f : Rn → Rm, where p may be either a row vector or a column vector and

f(p) has the same orientation (that is, either row vector or column vector) as p. Then

∇pf(p) is the m by n matrix whose i th row is ∇pfi(p); that is,

∇pf(p) =


∇pf1(p)

...

∇pfm(p)

 =


∂f1(p)

∂p1

· · · ∂f1(p)

∂pn
...

. . .
...

∂fm(p)

∂p1

· · · ∂fm(p)

∂pn

 .

The following conventions will be used for second derivatives of scalar functions. Given a

function f (p, q), where f : Rn × Rm → R maps a pair of vectors p ∈ Rn and q ∈ Rm to a

scalar f (p, q) ∈ R, then the mixed second derivative ∇2
pq is an n by m matrix,

∇2
pqf (p, q) =


∂2f (p, q)

∂p1∂q1

· · · ∂2f (p, q)

∂p1∂qm
...

. . .
...

∂2f (p, q)

∂pn∂q1

· · · ∂2f (p, q)

∂pn∂qm

 =
[
∇2

qpf (p, q)
]T

.
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Thus, for a function of the form f (p), where f : Rn → R we have

∇2
ppf (p) =


∂2f (p)

∂p2
1

· · · ∂2f (p)

∂p1∂pn
...

. . .
...

∂2f (p)

∂pn∂p1

· · · ∂2f (p)

∂p2
n

 =
[
∇2

ppf (p)
]T

.

Additionally, the following convention will be used for distinguishing the variables of

different phases in the problem. Given a variable p ∈ Rn, then p(i) designates the

values of p in phase i of the problem. Moreover, the following convention will be used

for distinguishing the variables of different intervals in the mesh used to discretize each

phase of the problem. Given a variable p ∈ Rn in phase i of the problem, p(i), then p(i ,j)

designates the values of the variable p in interval j of the mesh used for phase i of the

problem. Finally, it is noted that a slight abuse of the notation for matrices (that is, bold

capital letters) is used for denoting the approximations of the continuous-time vectors

appearing in the transcribed NLP; however, when this occurs the context is stated overtly.

3.2 General Multiple-Phase Optimal Control Problem

Without loss of generality, consider the following general multiple-phase optimal

control problem. First let p ∈ {1, ... ,P} be the phase number where P is the total number

of phases. Determine the state y(p)(t) ∈ R1×n(p)
y and the control u(p)(t) ∈ R1×n(p)

u as

functions of the independent variable t, as well as the integrals q(p) ∈ Rn
(p)
q ×1, the start

times t(p)
0 ∈ R, and the terminus times t(p)

f ∈ R in all phases p, along with the static

parameters s ∈ Rns×1 that minimize the objective functional

J = φ(e(1), ... , e(P), s), (3–1)

subject to the dynamic constraints

dy(p)(t)

dt
= a(p)(y(p)(t), u(p)(t), t, s) , p ∈ {1, ... ,P} , (3–2)
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the event constraints

bmin ≤ b(e(1), ... , e(P), s) ≤ bmax , (3–3)

the inequality path constraints

c
(p)
min ≤ c(p)(y(p)(t), u(p)(t), t, s) ≤ c(p)

max , p ∈ {1, ... ,P} , (3–4)

the integral constraints

q
(p)
min ≤ q(p) ≤ q(p)

max , p ∈ {1, ... ,P} , (3–5)

and the static parameter constraints

smin ≤ s ≤ smax , (3–6)

where e(p) ∈ R2n
(p)
y +n

(p)
q +2 is defined as

e(p) =

[
y(p)(t

(p)
0 ) t

(p)
0 y(p)(t

(p)
f ) t

(p)
f

[
q(p)
]T

]T

, p ∈ {1, ... ,P} , (3–7)

and the integral vector components in each phase are defined as

q
(p)
j =

∫ t(p)
f

t
(p)
0

g
(p)
j (y(p)(t), u(p)(t), t, s) dt , j ∈ {1, ... , n(p)

q }, p ∈ {1, ... ,P} . (3–8)

It is noted that the event constraints of Eq. 3–3 contain functions which can relate

information at the start and/or terminus of any phase. The functions φ, g(p), a(p), and c(p)

in each phase p ∈ {1, ... ,P}, and b are defined by the following mappings:

φ : R[2n
(1)
y +n

(1)
q +2]×1 × R[2n

(2)
y +n

(2)
q +2]×1 × ...× R[2n

(P)
y +n

(P)
q +2]×1 × Rns×1 → R,

g(p) : R1×n(p)
y × R1×n(p)

u × R× Rns×1 → R1×n(p)
q ,

a(p) : R1×n(p)
y × R1×n(p)

u × R× Rns×1 → R1×n(p)
y ,

c(p) : R1×n(p)
y × R1×n(p)

u × R× Rns×1 → R1×n(p)
c ,

b : R[2n
(1)
y +n

(1)
q +2]×1 × R[2n

(2)
y +n

(2)
q +2]×1 × ...× R[2n

(P)
y +n

(P)
q +2]×1 × Rns×1 → Rnb×1,

where the reader is reminded that all vector functions of time are treated as row vectors.
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In this chapter, it will be useful to modify the optimal control problem given in

Eqs. 3–1 to 3–8 as follows. Let τ ∈ [−1, +1] be a new independent variable. The variable

t is then defined in terms of τ for each phase p ∈ {1, ... ,P} as

t ≡ t(τ , t
(p)
0 , t

(p)
f ) =

t
(p)
f − t

(p)
0

2
τ +
t

(p)
f + t

(p)
0

2
. (3–9)

The optimal control problem of Eqs. 3–1 to 3–8 is then defined in terms of the variable

τ as follows. Determine the state y(p)(τ) ∈ R1×n(p)
y and the control u(p)(τ) ∈ R1×n(p)

u as

functions of the independent variable τ , as well as the integrals q(p) ∈ Rn
(p)
q ×1, the start

times t(p)
0 ∈ R, and the terminus times t(p)

f ∈ R in all phases p, along with the static

parameters s ∈ Rns×1 that minimize the objective functional

J = φ(e(1), ... , e(P), s), (3–10)

subject to the dynamic constraints

dy(p)(τ)

dτ
=
t

(p)
f − t

(p)
0

2
a(p)(y(p)(τ), u(p)(τ), t(τ , t

(p)
0 , t

(p)
f ), s) , p ∈ {1, ... ,P} , (3–11)

the event constraints

bmin ≤ b(e(1), ... , e(P), s) ≤ bmax , (3–12)

the inequality path constraints

c
(p)
min ≤ c(p)(y(p)(τ), u(p)(τ), t(τ , t

(p)
0 , t

(p)
f ), s) ≤ c(p)

max , p ∈ {1, ... ,P} , (3–13)

the integral constraints

q
(p)
min ≤ q(p) ≤ q(p)

max , p ∈ {1, ... ,P} , (3–14)

and the static parameter constraints

smin ≤ s ≤ smax, (3–15)
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where

e(p) =

[
y(p)(−1) t

(p)
0 y(p)(+1) t

(p)
f

[
q(p)
]T

]T

, p ∈ {1, ... ,P} , (3–16)

and the integral vector components in each phase are defined as

q
(p)
j =

t
(p)
f − t

(p)
0

2

∫ +1

−1

g
(p)
j (y(p)(τ), u(p)(τ), t(τ , t

(p)
0 , t

(p)
f ), s) dτ ,

j ∈ {1, ... , n(p)
q }, p ∈ {1, ... ,P} .

(3–17)

Additionally, suppose now that the mesh used to discretize each phase p ∈ {1, ... ,P} is

further divided into K (p) multiple-intervals such that each interval S(p)
k = [T

(p)
k−1,T

(p)
k ]

for k ∈ {1, ... ,K (p)} and −1 = T
(p)
0 < T (p)

1 < ... < T (p)

K (p) = +1. The Eqs. 3–10 to

3–17 are then written as follows. First, the forms of the cost functional, event constraints,

integral constraints, static parameter constraints and endpoint vector maintain the same

forms as shown in Eqs. 3–10, 3–12, 3–14, 3–15, and 3–16, respectively. Next, the dynamic

constraints of Eq. 3–11 are written for mesh interval k of phase p as,

dy(p,k)(τ)

dτ
=
t

(p)
f − t

(p)
0

2
a(p)(y(p,k)(τ), u(p,k)(τ), t(τ , t

(p)
0 , t

(p)
f ), s) ,

k ∈ {1, ... ,K (p)}, p ∈ {1, ... ,P} .

(3–18)

Furthermore, the path constraints of Eq. 3–13 are written for mesh interval k of phase p

as,

c
(p)
min ≤ c(p)(y(p,k)(τ), u(p,k)(τ), t(τ , t

(p)
0 , t

(p)
f ), s) ≤ c(p)

max ,

k ∈ {1, ... ,K (p)}, p ∈ {1, ... ,P} ,
(3–19)

Additionally, the integral vector component definitions of Eq. 3–17 are given in each phase

p as

q
(p)
j =

K (p)∑
k=1

∫ T (p)
k

T
(p)
k−1

g
(p)
j (y(p,k)(τ), u(p,k)(τ), t(τ , t

(p)
0 , t

(p)
f ), s) dt ,

j ∈ {1, ... , n
(p)
q }, p ∈ {1, ... ,P}.

(3–20)

64



Finally, because the state must be continuous at each interior mesh point for all phases of

the problem, it is required that the condition y(p,k−1)(T
(p)
k ) = y(p,k)(T

(p)
k ), be satisfied at

the interior mesh points (T
(p)
1 , ... ,T

(p)

K (p)−1
) for each phase p ∈ {1, ... ,P}.

3.3 Variable-Order Legendre-Gauss-Radau Collocation Method

The multiple-interval form of the multiple-phase continuous optimal control problem

in Section 3.2 is discretized using the previously developed Legendre-Gauss-Radau

orthogonal collocation method as described in Ref. [30]. While the Legendre-Gauss-Radau

orthogonal collocation method is chosen, the approach developed in this chapter can

be used with other orthogonal collocation methods (for example, the Legendre-Gauss

orthogonal collocation method [35, 26, 12] or the Legendre-Gauss-Lobatto

orthogonal collocation method [24]) by making only slight modifications. Using the

Legendre-Gauss-Radau orthogonal collocation method has the advantage that the

continuity conditions y(p,k−1)(T
(p)
k ) = y(p,k)(T

(p)
k ), k ∈ {1, ... ,K (p) − 1}, p ∈ {1, ... ,P},

across interior mesh points are particularly easy to implement.

Using the Legendre-Gauss-Radau collocation method, the state of the continuous

optimal control problem is approximated in each mesh interval k ∈ {1, ... ,K (p)} of each

phase p ∈ {1, ... ,P} as

y(p,k)(τ) ≈ Y(p,k)(τ) =

N
(p)
k +1∑
j=1

Y
(p,k)
j `(p,k)

j (τ) , `(p,k)
j (τ) =

N
(p)
k +1∏
l=1
l 6=j

τ − τ (p,k)
l

τ (p,k)
j − τ (p,k)

l

, (3–21)

where τ ∈ [−1, +1], `(p,k)
j (τ), j ∈ {1, ... ,N

(p)
k + 1}, is a basis of Lagrange polynomials,

(τ (p,k)
1 , ... , τ (p,k)

N
(p)
k

) are the N(p)
k Legendre-Gauss-Radau [82] (LGR) collocation points in

mesh interval k of phase p defined on the subinterval τ ∈ [T
(p)
k−1,T

(p)
k ), and τ (p,k)

N
(p)
k +1

= T
(p)
k

is a non-collocated endpoint. Differentiating Y(p,k)(τ) in Eq. 3–21 with respect to τ , the

derivative of the state approximation is obtained as

dY(p,k)(τ)

dτ
=

N
(p)
k +1∑
j=1

Y
(p,k)
j

d`(p,k)
j (τ)

dτ
, k ∈ {1, ... ,K (p)}, p ∈ {1, ... ,P} . (3–22)
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By then collocating the dynamics of Eq. 3–18 at the N(p)
k LGR points in mesh interval

k ∈ {1, ... ,K (p)} of phase p ∈ {1, ... ,P} using Eq. 3–22, the collocation condition is

obtained as

0 =

N
(p)
k +1∑
j=1

Y
(p,k)
j D

(p,k)
ij − t

(p)
f − t

(p)
0

2
a(p)(Y

(p,k)
i , U

(p,k)
i , t(τ (p,k)

i , t
(p)
0 , t

(p)
f ), s) ,

i ∈ {1, ... ,N
(p)
k }, k ∈ {1, ... ,K (p)}, p ∈ {1, ... ,P} ,

(3–23)

where U
(p,k)
i , i ∈ {1, ... ,N

(p)
k }, are the approximations of the control at the N(p)

k LGR

points in mesh interval k ∈ {1, ... ,K (p)} of phase p ∈ {1, ... ,P}, and

D
(p,k)
ij =

[
d`(p,k)
j (τ)

dτ

]
τ

(p,k)
i

, i ∈ {1, ... ,N
(p)
k }, j ∈ {1, ... ,N

(p)
k + 1} , (3–24)

together form the N(p)
k × [N

(p)
k + 1] Legendre-Gauss-Radau orthogonal collocation

differentiation matrix [30] in mesh interval k ∈ {1, ... ,K (p)} of phase p ∈ {1, ... ,P}. Next,

the path constraints of Eq. 3–19 in mesh interval k ∈ {1, ... ,K (p)} of phase p ∈ {1, ... ,P}

are enforced at the N(p)
k LGR points as

c
(p)
min ≤ c(p)(Y

(p,k)
i , U

(p,k)
i , t(τ (p,k)

i , t
(p)
0 , t

(p)
f ), s) ≤ c

(p)
max ,

i ∈ {1, ... ,N
(p)
k }, k ∈ {1, ... ,K (p)}, p ∈ {1, ... ,P} .

(3–25)

The integral vector component definition of Eq. 3–20 is then approximated in each phase p

as

q
(p)
i ≈ Q

(p)
i =

K (p)∑
k=1

N
(p)
k∑
j=1

t
(p)
f − t

(p)
0

2
w

(p,k)
j g

(p)
i (Y

(p,k)
j , U

(p,k)
j , t(τ (p,k)

j , t
(p)
0 , t

(p)
f ), s) ,

i ∈ {1, ... , n
(p)
q }, p ∈ {1, ... ,P} ,

(3–26)

where w (p,k)
j , j ∈ {1, ... ,N

(p)
k }, are the LGR quadrature weights [82] at the collocation

points in mesh interval k ∈ {1, ... ,K (p)} of phase p ∈ {1, ... ,P} defined on the interval

τ ∈ [T
(p)
k−1,T

(p)
k ). The endpoint vector of Eq. 3–16 for each phase p is then approximated
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as

e(p) ≈ E(p) =

[
Y

(p)
1 t

(p)
0 Y

(p)

N(p)+1
t

(p)
f

[
Q(p)

]T

]T

, p ∈ {1, ... ,P} , (3–27)

where Y
(p)
1 is the approximation of y(p)(T

(p)
0 = −1), and Y

(p)

N(p)+1
is the approximation of

y(p)(T
(p)

K (p) = +1) such that N(p) is the total number of collocation points used in phase p

given by

N(p) =

K (p)∑
k=1

N
(p)
k .

Furthermore, the event, integral, and static parameter constraints of Eqs. 3–12, 3–14, and

3–15, respectively, maintain the same form using the approximated endpoint vectors and

integral vectors; that is, the event constraints are

bmin ≤ b(E(1), ... , E(P), s) ≤ bmax , (3–28)

the integral constraints are

q
(p)
min ≤ Q(p) ≤ q(p)

max , p ∈ {1, ... ,P} , (3–29)

and the static parameter constraints are

smin ≤ s ≤ smax. (3–30)

It is noted that continuity in the state at the interior mesh points k ∈ {1, ... ,K (p) − 1} of

phase p ∈ {1, ... ,P} is enforced via the condition

Y
(p,k)

N
(p)
k +1

= Y
(p,k+1)
1 , k ∈ {1, ... ,K (p) − 1}, p ∈ {1, ... ,P} , (3–31)

where we note that the same variable is used for both Y
(p,k)

N
(p)
k +1

and Y
(p,k+1)
1 . Hence,

the constraint of Eq. 3–31 is eliminated from the problem because it is taken into

account explicitly. Finally, it is noted that the objective functional of Eq. 3–10 is now

approximated with an objective function of the same form since the integral vector is now
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being approximated using Gaussian quadrature; that is,

J = φ(E(1), ... , E(P), s) . (3–32)

The NLP that arises from the Legendre-Gauss-Radau orthogonal collocation method is

then to minimize the cost function of Eq. 3–32 subject to the algebraic constraints of

Eqs. 3–23 to 3–30.

Suppose now that the following quantities in mesh intervals k = 1, ... ,K (p) − 1 and

the final mesh interval K (p) of phase p ∈ {1, ... ,P} are defined as

τ (p,k) =
[
τ (p,k)
i

]1

N
(p)
k

, k = 1, ... ,K (p) ,

t(p,k) =
[
t

(p,k)
i

]1

N
(p)
k

, t
(p,k)
i = t(τ (p,k)

i , t
(p)
0 , t

(p)
f ) ,

i = 1, ... ,N
(p)
k ,

k = 1, ... ,K (p) ,

w(p,k) =
[
w

(p,k)
i

]1

N
(p)
k

, k = 1, ... ,K (p) ,

Y(p,k) =
[
Y

(p,k)
i

]1

N
(p)
k

, k = 1, ... ,K (p) − 1 , Y(p,K (p)) =
[
Y

(p,K (p))
i

]1

N
(p)

K(p)
+1

,

U(p,k) =
[
U

(p,k)
i

]1

N
(p)
k

, k = 1, ... ,K (p) ,

A(p,k) =
[
a(p)(Y

(p,k)
i , U

(p,k)
i , t(τ (p,k)

i , t
(p)
0 , t

(p)
f ))

]1

N
(p)
k

, k = 1, ... ,K (p) ,

C(p,k) =
[
c(p)(Y

(p,k)
i , U

(p,k)
i , t(τ (p,k)

i , t
(p)
0 , t

(p)
f ))

]1

N
(p)
k

, k = 1, ... ,K (p) ,

G(p,k) =
[
g(p)(Y

(p,k)
i , U

(p,k)
i , t(τ (p,k)

i , t
(p)
0 , t

(p)
f ))

]1

N
(p)
k

, k = 1, ... ,K (p) .

(3–33)
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Furthermore, the following quantities are defined as well for phase p ∈ {1, ... ,P}:

τ (p) =


τ (p,1)

...

τ (p,K (p))

 , t(p) =


t(p,1)

...

t(p,K (p))

 ,

w(p) =


w(p,1)

...

w(p,K (p))

 , Y(p) =


Y(p,1)

...

Y(p,K (p))

 ,

U(p) =


U(p,1)

...

U(p,K (p))

 , A(p) =


A(p,1)

...

A(p,K (p))

 ,

C(p) =


C(p,1)

...

C(p,K (p))

 , G(p) =


G(p,1)

...

G(p,K (p))

 .

(3–34)

It is noted for completeness that for phase p ∈ {1, ... ,P}, τ (p) ∈ RN(p)×1, t(p) ∈ RN(p)×1,

w(p) ∈ RN(p)×1, Y(p) ∈ R[N(p)+1]×n(p)
y , U(p) ∈ RN(p)×n(p)

u , A(p) ∈ RN(p)×n(p)
y , C(p) ∈ RN(p)×n(p)

c , and

G(p) ∈ RN(p)×n(p)
q . The discretized dynamic constraints given in Eq. 3–23 are then written

compactly for each phase p ∈ {1, ... ,P} as

∆(p) = D(p)Y(p) − t
(p)
f − t

(p)
0

2
A(p) = 0 , (3–35)

where ∆(p) ∈ RN(p)×n(p)
y and D(p) ∈ RN(p)×[N(p)+1] are, respectively, the defect constraint

matrix and the composite Legendre-Gauss-Radau orthogonal collocation differentiation

matrix for phase p. A schematic of the composite Legendre-Gauss-Radau orthogonal

collocation differentiation matrix D(p) for a phase p ∈ {1, ... ,P} is shown in Fig. 3-1
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Figure 3-1. Structure of composite Legendre-Gauss-Radau orthogonal collocation
differentiation matrix in phase p where the mesh consists of K (p) mesh
intervals.

where it is seen that D(p) has a block structure with nonzero elements in the row-column

indices

([∑k−1
l=1 N

(p)
l + 1 · · ·

∑k
l=1N

(p)
l

]
,

[∑k−1
l=1 N

(p)
l + 1 · · ·

∑k
l=1N

(p)
l + 1

])
for

mesh intervals k = 1, ... ,K (p) such that the nonzero elements of each mesh interval

k ∈ {1, ... ,K (p)} are defined by the matrix given in Eq. 3–24. Next, the discretized path

constraints of Eq. 3–25 for each phase p ∈ {1, ... ,P} are expressed as

C
(p)
min ≤ C(p) ≤ C(p)

max, (3–36)

where C(p) is the discretized path constraint matrix in phase p, and C
(p)
min and C

(p)
max

are matrices of the same size as C(p) whose rows contain the vectors c
(p)
min and c

(p)
max,

respectively, in phase p. Furthermore, the discretized integral approximation constraints of
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Eq. 3–26 for each phase p ∈ {1, ... ,P} are expressed as

ρ(p) =
[
Q(p)

]T

− t
(p)
f − t

(p)
0

2
[w(p)]

T

G(p) = 0, p ∈ {1, ... ,P} , (3–37)

where ρ(p) ∈ R1×n(p)
q is the integral approximation constraint vector in phase p. Moreover,

the discretized event constraints and the static parameter constraints of Eq. 3–28 and

3–30, respectively, remain as

bmin ≤ b(E(1), ... , E(P), s) ≤ bmax , (3–38)

and

smin ≤ s ≤ smax , (3–39)

respectively. The nonlinear programming problem (NLP) associated with the

Legendre-Gauss-Radau orthogonal collocation method is then to minimize the cost

function of Eq. 3–32 subject to the algebraic constraints of Eqs. 3–35 to 3–39. Finally, let

(α(p),β(p)) ∈ RN(p)×1 for each phase p ∈ {1, ... ,P} be defined as

α(p) =
∂t(p)

∂t(p)
0

=
1− τ (p)

2
, β(p) =

∂t(p)

∂t(p)
f

=
1 + τ (p)

2
, (3–40)

where the derivatives in Eq. 3–40 are obtained from Eq. 3–9.

3.4 Form of NLP Resulting from LGR Transcription

In this section, the form of the resulting NLP from transcribing the continuous

optimal control problem using the Legendre-Gauss-Radau collocation method developed in

Section 3.3 is described. Furthermore, the sparse structure of the resulting NLP derivative

matrices is exploited by deriving the NLP derivative matrices in terms of the derivatives

of the continuous optimal control problem functions and variables. Exploiting the sparsity

appearing in the NLP derivative matrices significantly improves the computational

efficiency of the NLP solver employed to solve the transcribed NLP.
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3.4.1 NLP Decision Vector Arising from LGR Transcription

For a continuous optimal control problem consisting of P phases that has been

transcribed into a NLP using the Legendre-Gauss-Radau collocation method, the following

NLP decision vector, z, arises:

z =



z(1)

...

z(P)

s1
...

sns


, where z(p) =



Y
(p)
:,1

...

Y
(p)

:,n
(p)
y

U
(p)
:,1

...

U
(p)

:,n
(p)
u

Q(p)

t
(p)
0

t
(p)
f



. (3–41)

Y(p) ∈ RN(p)×n(p)
y is the state approximation matrix, U(p) ∈ RN(p)×n(p)

u is the control

approximation matrix, Q(p) ∈ Rn
(p)
q ×1 is the integral approximation vector, and

t
(p)
0 and t(p)

f are scalars of the initial and final time variables, respectively, for phase

p ∈ {1, ... ,P}, while si for i ∈ {1, ... , ns} are the static parameters appearing

throughout the entire problem. Thus z(p) ∈ R[(N(p)+1)n
(p)
y +N(p)n

(p)
u +n

(p)
q +2]×1 and

z ∈ R{ns+
∑P
p=1[(N(p)+1)n

(p)
y +N(p)n

(p)
u +n

(p)
q +2]}×1.

3.4.2 NLP Objective Function Arising from LGR Transcription

For a continuous optimal control problem consisting of P phases that has been

transcribed into a NLP using the Legendre-Gauss-Radau collocation method, the NLP

objective function, f (z), is calculated as

f (z) = φ(E(1), ... , E(P), s) , (3–42)
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and the typical cost functional of a general multiple-phase optimal control problem has

been turned simply into a Mayer cost function by using the integral approximation vector,

Q(p), to approximate the Lagrange cost in each phase p ∈ {1, ... ,P}.

3.4.3 Gradient of NLP Objective Function

For a continuous optimal control problem consisting of P phases that has been

transcribed into a NLP using the Legendre-Gauss-Radau collocation method, the gradient

of the NLP objective function, ∇zf (z), is given by

∇zf (z) =

[
∇z(1)f (z) · · · ∇z(P)f (z) ∇s1f (z) · · · ∇sns f (z) ,

]
(3–43)

where ∇zf (z) ∈ R1×{ns+∑P
p=1[(N(p)+1)n

(p)
y +N(p)n

(p)
u +n

(p)
q +2]} is only dependent on the variables

appearing in the approximated endpoint vectors E(p), p = 1, ... ,P, and the static

parameter vector s. Furthermore, for for each phase p ∈ {1, ... ,P}, the ∇z(p)f (z) is defined

as

∇z(p)f (z) =

[
∇

Y
(p)
:,1
f (z) · · · ∇

Y
(p)

:,n
(p)
y

f (z) ∇
U

(p)
:,1
f (z) · · · ∇

U
(p)

:,n
(p)
u

f (z)

∇Q(p)f (z) ∇
t

(p)
0
f (z) ∇

t
(p)
f
f (z)

]
∈ R1×[(N(p)+1)n

(p)
y +N(p)n

(p)
u +n

(p)
q +2].

(3–44)

Thus, ∇zf (z) has a maximum total of ns +
∑P
p=1[2n

(p)
y + n

(p)
q + 2] nonzero elements and

the form

∇zf (z) =

[
horzcatPp=1

[[
∂φ

∂y
(p)
1 (t

(p)
0 )

01×[N(p)−1]
∂φ

∂y
(p)
1 (t

(p)
f )

]
· · ·[

∂φ

∂y
(p)

n
(p)
y

(t
(p)
0 )

01×[N(p)−1]
∂φ

∂y
n

(p)
y

(t
(p)
f )

]
0

1×[N(p)n
(p)
u ]

∂φ

∂q
(p)
1

· · · ∂φ

∂q
(p)

n
(p)
q

∂φ

∂t
(p)
0

∂φ

∂t
(p)
f

]
∂φ
∂s1
· · · ∂φ

∂sns

]

∈ R1×{ns+∑P
p=1[(N(p)+1)n

(p)
y +N(p)n

(p)
u +n

(p)
q +2]} ,

(3–45)
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where horzcat denotes the horizontal concatenation of vectors/matrices as used similarly

in the MATLAB language syntax. It is noted that Eq. 3–45 exploits the sparse structure

of the gradient of the NLP objective function by deriving the gradient in terms of the

derivatives of the continuous time functions and variables of the original optimal control

problem.

3.4.4 NLP Constraint Vector Arising from LGR Transcription

For a continuous optimal control problem consisting of P phases that has been

transcribed into a NLP using the Legendre-Gauss-Radau collocation method, the NLP

constraint vector appears as

H =



h(1)

...

h(P)

b


, where h(p) =



∆
(p)
:,1

...

∆
(p)

:,n
(p)
y

C
(p)
:,1

...

C
(p)

:,n
(p)
c[

ρ(p)
]T



, (3–46)

∆(p) ∈ RN(p)×n(p)
y , C(p) ∈ RN(p)×n(p)

c , and ρ(p) ∈ R1×n(p)
q are, respectively, the defect constraint

matrix, discretized path constraint matrix, and integral approximation constraint vector

for phase p ∈ {1, ... ,P}, and b ∈ Rnb×1 is the event constraint vector for the entire

problem.

3.4.5 NLP Constraint Jacobian

For a continuous optimal control problem consisting of P phases that has been

transcribed into a NLP using the Legendre-Gauss-Radau collocation method, the NLP
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constraint Jacobian has the form

∇zH =



∇zh(1)

...

∇zh(P)

∇zb


, where ∇zh(p) =



∇z∆
(p)
:,1

...

∇z∆
(p)

:,n
(p)
y

∇zC
(p)
:,1

...

∇zC
(p)

:,n
(p)
c

∇zρ
(p)
1

...

∇zρ
(p)

n
(p)
q



. (3–47)

The partial of each column l ∈ {1, ... , n
(p)
y } of the defect constraint matrix, ∆(p), in phase

p ∈ {1, ... ,P} with respect to the NLP decision vector, z, is given by

∇z∆
(p)
:,l =

[
∇z(1)∆

(p)
:,l · · · ∇z(P)∆

(p)
:,l ∇s1∆

(p)
:,l · · · ∇sns∆

(p)
:,l

]
,

l ∈ {1, ... , n
(p)
y } , p ∈ {1, ... ,P} ,

(3–48)

where

∇z(r)∆
(p)
:,l =

[
∇

Y
(r)
:,1

∆
(p)
:,l · · · ∇

Y
(r)

:,n
(r)
y

∆
(p)
:,l ∇

U
(r)
:,1

∆
(p)
:,l · · · ∇

U
(r)

:,n
(r)
u

∆
(p)
:,l

∇Q(r)∆
(p)
:,l ∇

t
(r)
0

∆
(p)
:,l ∇

t
(r)
f

∆
(p)
:,l

]
, r , p ∈ {1, ... ,P} .

(3–49)
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Expanding Eq. 3–48 using Eq. 3–49 for each column l ∈ {1, ... , n
(p)
y } of the defect

constraint matrix, ∆(p) in phase p ∈ {1, ... ,P} yields

∇z∆
(p)
:,l =

[
horzcatp−1

r=1

[
0
N(p)×[(N(r)+1)n

(r)
y +N(r)n

(r)
u +n

(r)
q +2]

]
[[
δ1,lD

(p)

:,1:N(p) −
t

(p)
f −t

(p)
0

2
diag

([
∂a

(p)
l

∂y
(p)
1

]1

N(p)

)]
δ1,lD

(p)

:,N(p)+1

]
· · ·

δ
n

(p)
y ,l

D
(p)

:,1:N(p) −
t

(p)
f −t

(p)
0

2
diag

[ ∂a
(p)
l

∂y
(p)

n
(p)
y

]1

N(p)

 δ
n

(p)
y ,l

D
(p)

:,N(p)+1


[
− t

(p)
f −t

(p)
0

2
diag

([
∂a

(p)
l

∂u
(p)
1

]1

N(p)

)]
· · ·

[
− t

(p)
f −t

(p)
0

2
diag

([
∂a

(p)
l

∂u
(p)

n
(p)
u

]1

N(p)

)]
0
N(p)×n(p)

q[
1
2

[
a

(p)
l

]1

N(p)

− t
(p)
f −t

(p)
0

2
α(p) ◦

[
∂a

(p)
l

∂t

]1

N(p)

]
[
−1

2

[
a

(p)
l

]1

N(p)

− t
(p)
f −t

(p)
0

2
β(p) ◦

[
∂a

(p)
l

∂t

]1

N(p)

]
horzcatPr=p+1

[
0
N(p)×[(N(r)+1)n

(r)
y +N(r)n

(r)
u +n

(r)
q +2]

]
[
− t

(p)
f −t

(p)
0

2

[
∂a

(p)
l

∂s1

]1

N(p)

]
· · ·

[
− t

(p)
f −t

(p)
0

2

[
∂a

(p)
l

∂sns

]1

N(p)

]]
∈ RN

(p)×
[
ns+

∑P
r=1[(N(r)+1)n

(r)
y +N(r)n

(r)
u +n

(r)
q +2]

]
,

(3–50)

where ∇z∆
(p)
:,l has a maximum total of N(p)(N(p) + n

(p)
y + n

(p)
u + 2 + ns) nonzero elements,

and δij for i , j ∈ N is the Kronecker delta function such that δij = 1 for i = j , and δij = 0

for i 6= j . It is noted that Eq. 3–50 exploits the sparse structure of the gradient of the NLP

defect constraints by deriving the gradient in terms of the derivatives of the continuous

time functions and variables of the original optimal control problem.

Similarly, the partial of each column m ∈ {1, ... , n
(p)
c } of the discretized path

constraint matrix, C(p), in phase p ∈ {1, ... ,P} with respect to the NLP decision vector, z,
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is given by

∇zC
(p)
:,m =

[
∇z(1)C

(p)
:,m · · · ∇z(P)C

(p)
:,m ∇s1C

(p)
:,m · · · ∇snsC

(p)
:,m

]
,

m ∈ {1, ... , n
(p)
c } , p ∈ {1, ... ,P} ,

(3–51)

where

∇z(r)C
(p)
:,m =

[
∇

Y
(r)
:,1

C
(p)
:,m · · · ∇

Y
(r)

:,n
(r)
y

C
(p)
:,m ∇

U
(r)
:,1

C
(p)
:,m · · · ∇

U
(r)

:,n
(r)
u

C
(p)
:,m

∇Q(r)C
(p)
:,m ∇

t
(r)
0

C
(p)
:,m ∇

t
(r)
f

C
(p)
:,m

]
, r , p ∈ {1, ... ,P} .

(3–52)

Expanding Eq. 3–51 using Eq. 3–52 for each column m ∈ {1, ... , n
(p)
c } of the discretized

path constraint matrix, C(p) in phase p ∈ {1, ... ,P} yields

∇zC
(p)
:,m =

[
horzcatp−1

r=1

[
0
N(p)×[(N(r)+1)n

(r)
y +N(r)n

(r)
u +n

(r)
q +2]

]
[

diag

([
∂c

(p)
m

∂y
(p)
1

]1

N(p)

)
0N(p)×1

]
· · ·

diag

[ ∂c
(p)
m

∂y
(p)

n
(p)
y

]1

N(p)

 0N(p)×1


diag

([
∂c

(p)
m

∂u
(p)
1

]1

N(p)

)
· · · diag

([
∂c

(p)
m

∂u
(p)

n
(p)
u

]1

N(p)

)

0
N(p)×n(p)

q
α(p) ◦

[
∂c

(p)
m

∂t

]1

N(p)

β(p) ◦
[
∂c

(p)
m

∂t

]1

N(p)

horzcatPr=p+1

[
0
N(p)×[(N(r)+1)n

(r)
y +N(r)n

(r)
u +n

(r)
q +2]

]
[
∂c

(p)
m

∂s1

]1

N(p)

· · ·
[
∂c

(p)
m

∂sns

]1

N(p)

]
∈ RN

(p)×
[
ns+

∑P
r=1[(N(r)+1)n

(r)
y +N(r)n

(r)
u +n

(r)
q +2]

]
.

(3–53)

where ∇zC
(p)
:,m has a maximum total of N(p)(n

(p)
y + n

(p)
u + 2 + ns) nonzero elements. It is

noted that Eq. 3–53 exploits the sparse structure of the gradient of the NLP discretized

path constraints by deriving the gradient in terms of the derivatives of the continuous time

functions and variables of the original optimal control problem.
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Similarly, the partial of each component j ∈ {1, ... , n
(p)
q } of the integral approximation

constraint vector, ρ(p), in phase p ∈ {1, ... ,P} with respect to the NLP decision vector, z,

is given by

∇zρ
(p)
j =

[
∇z(1)ρ

(p)
j · · · ∇z(P)ρ

(p)
j ∇s1ρ

(p)
j · · · ∇sns ρ

(p)
j

]
,

j ∈ {1, ... , n
(p)
q } , p ∈ {1, ... ,P} ,

(3–54)

where

∇z(r)ρ
(p)
j =

[
∇

Y
(r)
:,1
ρ(p)
j · · · ∇

Y
(r)

:,n
(r)
y

ρ(p)
j ∇

U
(r)
:,1
ρ(p)
j · · · ∇

U
(r)

:,n
(r)
u

ρ(p)
j

∇Q(r)ρ
(p)
j ∇

t
(r)
0
ρ(p)
j ∇

t
(r)
f
ρ(p)
j

]
, r , p ∈ {1, ... ,P} .

(3–55)

Expanding Eq. 3–54 using Eq. 3–55 for each component j ∈ {1, ... , n
(p)
q } of the integral

approximation constraint vector, ρ(p), in phase p ∈ {1, ... ,P} yields
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∇zρ
(p)
j =

[
horzcatp−1

r=1

[
0

1×[(N(r)+1)n
(r)
y +N(r)n

(r)
u +n

(r)
q +2]

]
[
− t

(p)
f −t

(p)
0

2

(
w(p) ◦

[
∂g

(p)
j

∂y
(p)
1

]1

N(p)

)T

0

]
· · ·

− t(p)
f −t

(p)
0

2

w(p) ◦

[
∂g

(p)
j

∂y
(p)

n
(p)
y

]1

N(p)

T

0


− t

(p)
f −t

(p)
0

2

(
w(p) ◦

[
∂g

(p)
j

∂u
(p)
1

]1

N(p)

)T

· · ·

− t
(p)
f −t

(p)
0

2

(
w(p) ◦

[
∂g

(p)
j

∂u
(p)

n
(p)
u

]1

N(p)

)T

horzcatj−1
i=1

[
0

]
1 horzcat

n
(p)
q

i=j+1

[
0

]
[

1
2

(w(p))
T
G

(p)
:,j −

t
(p)
f −t

(p)
0

2
(w(p))

T

(
α(p) ◦

[
∂g

(p)
j

∂t

]1

N(p)

)]
[
−1

2
(w(p))

T
G

(p)
:,j −

t
(p)
f −t

(p)
0

2
(w(p))

T

(
β(p) ◦

[
∂g

(p)
j

∂t

]1

N(p)

)]

horzcatPr=p+1

[
0

1×[(N(r)+1)n
(r)
y +N(r)n

(r)
u +n

(r)
q +2]

]
− t

(p)
f −t

(p)
0

2
(w(p))

T

[
∂g

(p)
j

∂s1

]1

N(p)

· · · − t
(p)
f −t

(p)
0

2
(w(p))

T

[
∂g

(p)
j

∂sns

]1

N(p)

]
∈ R1×

[
ns+

∑P
r=1[(N(r)+1)n

(r)
y +N(r)n

(r)
u +n

(r)
q +2]

]
,

(3–56)

where ∇zρ
(p)
j has a maximum total of N(p)(n

(p)
y + n

(p)
u ) + 3 + ns nonzero elements. It

is noted that Eq. 3–56 exploits the sparse structure of the gradient of the NLP integral

approximation constraints by deriving the gradient in terms of the derivatives of the

continuous time functions and variables of the original optimal control problem.
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Similarly, the partial of each component v ∈ {1, ... , nb} of the event constraint vector,

b(p), with respect to the NLP decision vector, z, is given by

∇zbv =

[
∇z(1)bv · · · ∇z(P)bv ∇s1bv · · · ∇sns bv

]
, v ∈ {1, ... , nb} , (3–57)

where

∇z(p)bv =

[
∇

Y
(p)
:,1
bv · · · ∇Y

(p)

:,n
(p)
y

bv ∇U
(p)
:,1
bv · · · ∇U

(p)

:,n
(p)
u

bv

∇Q(p)bv , ∇
t

(p)
0
bv , ∇

t
(p)
f
bv

]
, p ∈ {1, ... ,P} .

(3–58)

Expanding Eq. 3–57 using Eq. 3–58 for each component v ∈ {1, ... , nb} of the event

constraint vector, b, yields

∇zbv =

[
horzcatPp=1

[[
∂bv

∂y
(p)
1 (t

(p)
0 )

, 01×[N(p)−1] , ∂bv

∂y
(p)
1 (t

(p)
f )

]
· · ·[

∂bv

∂y
(p)

n
(p)
y

(t
(p)
0 )

01×[N(p)−1]
∂bv

∂y
(p)

n
(p)
y

(t
(p)
f )

]
0

1×[N(p)n
(p)
u ]

∂bv

∂q
(p)
1

· · · ∂bv

∂q
(p)

n
(p)
q

∂bv

∂t
(p)
0

∂bv

∂t
(p)
f

]
∂bv
∂s1

· · · ∂bv
∂sns

]

∈ R1×
[
ns+

∑P
p=1[(N(p)+1)n

(p)
y +N(p)n

(p)
u +n

(p)
q +2]

]
.

(3–59)

where ∇zbv has a maximum total of 2n
(p)
y + n

(p)
q + 2 + ns nonzero elements. It is noted

that Eq. 3–59 exploits the sparse structure of the gradient of the NLP event constraints

by deriving the gradient in terms of the derivatives of the continuous time functions and

variables of the original optimal control problem.

3.4.6 NLP Lagrangian Arising from LGR Transcription

For a continuous optimal control problem consisting of P phases that has been

transcribed into a NLP using the Legendre-Gauss-Radau collocation method, the NLP

Lagrangian appears as

L = σf (z) + ΛTH(z), (3–60)
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where

Λ =



Λ(1)

...

Λ(P)

ν


, Λ(p) =



Γ
(p)
:,1

...

Γ
(p)

:,n
(p)
y

Ψ
(p)
:,1

...

Ψ
(p)

:,n
(p)
c

θ(p)



, (3–61)

Γ(p) ∈ RN(p)×n(p)
y , Ψ(p) ∈ RN(p)×n(p)

c , and θ(p) ∈ Rn
(p)
q ×1 are, respectively, the NLP Lagrange

multipliers associated with the defect constraint matrix, discretized path constraint

matrix, and integral approximation constraint vector for phase p ∈ {1, ... ,P}, σ ∈ R is the

NLP Lagrange multiplier associated with the NLP objective function, and ν ∈ Rnb×1 are

the NLP Lagrange multipliers associated with the event constraint vector.

The NLP Lagrangian of Eq. 3–60 can be reformulated as

L = σφ +

P∑
p=1

[
(Λ(p))

T

h(p)
]

+ ν
T

b , (3–62)

such that

L = LE + LI , (3–63)

where

LE = σφ +

nb∑
v=1

[νvbv ] , (3–64)

and

LI =

P∑
p=1

 n(p)
y∑
i=1

[
(Γ

(p)
:,i )

T

∆
(p)
:,i

]
+

n
(p)
c∑
m=1

[
(Ψ(p)

:,m)
T

C(p)
:,m

]
+

n
(p)
q∑
j=1

[
θ(p)
j ρ(p)

j

] . (3–65)

Thus the NLP Lagrangian, L, has been broken into the following two parts: first, LE

which contains functions of the endpoints of phases, and second, LI which contains

functions of the collocation points within each phase.
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3.4.7 NLP Lagrangian Hessian

For a continuous optimal control problem consisting of P phases that has been

transcribed into a NLP using the Legendre-Gauss-Radau collocation method, the Hessian

of the NLP Lagrangian appears as

∇2
zzL = ∇2

zzLE +∇2
zzLI , (3–66)

where for X ∈ {E , I}, the Hessian of LX is given by

∇2
zzLX =

∇2
z(1)z(1)LX · · ·

(
∇2

z(P)z(1)LX
)T (

∇2
s1z(1)LX

)T
· · ·

(
∇2
sns z(1)LX

)T
...

. . .
...

...
...

...

∇2
z(P)z(1)LX · · · ∇2

z(P)z(P)LX
(
∇2
s1z(P)LX

)T
· · ·

(
∇2
sns z(P)LX

)T
∇2
s1z(1)LX · · · ∇2

s1z(P)LX ∇2
s1s1
LX · · ·

(
∇2
sns s1
LX
)T

... · · · ...
...

. . .
...

∇2
sns z(1)LX · · · ∇2

sns z(P)LX ∇2
sns s1
LX · · · ∇2

sns sns
LX


,

(3–67)

where

∇2
z(r)z(p)LX =

∇2
Y(r)Y(p)LX ∇2

Y(r)U(p)LX ∇2
Y(r)Q(p)LX ∇2

Y(r)t
(p)
0

LX ∇2

Y(r)t
(p)
f

LX

∇2
U(r)Y(p)LX ∇2

U(r)U(p)LX ∇2
U(r)Q(p)LX ∇2

U(r)t
(p)
0

LX ∇2

U(r)t
(p)
f

LX

∇2
Q(r)Y(p)LX ∇2

Q(r)U(p)LX ∇2
Q(r)Q(p)LX ∇2

Q(r)t
(p)
0

LX ∇2

Q(r)t
(p)
f

LX

∇2

t
(r)
0 Y(p)

LX ∇2

t
(r)
0 U(p)

LX ∇2

t
(r)
0 Q(p)

LX ∇2

t
(r)
0 t

(p)
0

LX ∇2

t
(r)
0 t

(p)
f

LX

∇2

t
(r)
f Y(p)

LX ∇2

t
(r)
f U(p)

LX ∇2

t
(r)
f Q(p)

LX ∇2

t
(r)
f t

(p)
0

LX ∇2

t
(r)
f t

(p)
f
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,

r , p ∈ {1, ... ,P} ,

(3–68)

and

∇2
siz(p)LX =

[
∇2
siY(p)LX ∇2

siU(p)LX ∇2
siQ(p)LX ∇2

si t
(p)
0

LX ∇2

si t
(p)
f

LX
]

,

i ∈ {1, ... , ns}, p ∈ {1, ... ,P} .

(3–69)
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From Eqs. 3–68 and 3–69, the sparsity of the NLP Lagrangian Hessian is exploited by

deriving it in terms of the derivatives of the continuous optimal control problem functions

in a similar manner as shown for the NLP constraint Jacobian in Section 3.4.5.

3.5 Conclusions

The approach for sparsity exploitation developed in this chapter serves as an efficient

means to provide the first- and second-level derivative information for the NLP solver

used to solve the NLP resulting from the direct transcription of a multiple-phase optimal

control problem using Legendre-Gauss-Radau collocation. The original continuous optimal

control problem functions governing the problem are evaluated and superpositioned with

one another appropriately to assemble the necessary first- and second- level derivative

matrices of the transcribed NLP problem. Finally, exploiting the sparsity patterns in

the NLP derivative matrices arising from the transcription of the continuous optimal

control problem greatly reduces the effort required to supply the NLP solver the necessary

derivatives.
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CHAPTER 4
COMPARISON OF DERIVATIVE ESTIMATION METHODS IN SOLVING OPTIMAL

CONTROL PROBLEMS USING DIRECT COLLOCATION

The objective of this chapter is to evaluate the effectiveness of using the following

four derivative estimation methods for use when solving an NLP arising from the direct

collocation of an optimal control problem: central finite-differencing, bicomplex-step,

hyper-dual, and automatic differentiation. A variety of different approaches have been

developed for estimating derivatives. These approaches can be divided broadly into

algorithmic methods and approximation methods. In an algorithmic method, a derivative

is obtained by decomposing the function into a sequence of elementary operations

and applying rules of differential calculus. Algorithmic approaches include analytic

differentiation, symbolic differentiation, and automatic differentiation [58]. Analytic

differentiation is the process of obtaining the derivative manually by differentiating

each step in the chain rule by hand [83]. As a result, analytic differentiation is often

referred to as hand differentiation. Symbolic differentiation is the process of obtaining a

derivative using computer algebra such as that implemented in Maple or Mathematica.

Finally, automatic differentiation is the process of decomposing a computer program

into a sequence of elementary function operations and applying the calculus chain rule

algorithmically through the computer [57]. It is noted that all of the aforementioned

algorithmic methods can be derived from the unifying chain rule described in Ref. [58].

Finally, an approximation method evaluates the function at one or more neighboring

points and estimates the derivative using this information.

Algorithmic and approximation methods for computing derivatives have relative

advantages and disadvantages. The key advantage of an algorithmic method is that an

exact derivative (that is, a derivative accurate to machine precision on a computer) is

obtained. In addition, in some cases using an algorithmic method makes it possible to

obtain a derivative in a computationally efficient manner, thus maximizing the reliability

and computational efficiency of solving the nonlinear programming problem arising
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from a direct collocation method. It is noted, however, that algorithmic methods have

several limitations. First, for a practical problem it is generally intractable to obtain an

analytic derivative. Second, symbolic differentiation used in computer algebra systems

suffer from expression explosion that make it intractable to compute derivatives whose

forms are algebraically complex. Third, automatic differentiation can only be performed

on functions where the differentiation rule has been defined via a library or database of

functions. In fact, it is often intractable to define derivative rules for highly complicated

functions (for example, determining the derivative rule associated with the interpolation of

a multi-dimensional table).

In particular, the well-known open source automatic differentiation software ADOL-C

[84, 85], which is included as part of the comparison in this chapter, requires a tape

recording of the function evaluation for each derivative calculation. Because the record

used in ADOL-C does not account for changes in flow control, problems utilizing piecewise

models or interpolation of tabular data must be re-recorded upon each input in order to

ensure the proper derivative calculation is performed. Although recording of the function

evaluation for the derivative to be calculated can be efficient if reused, the conditional flow

control nature of many functions requires re-recording in order to ensure the proper flow

control is computed for each input. A key advantage of an approximation method is that

only the function needs to be evaluated in order to estimate the derivative which generally

makes an approximation method computationally efficient. It is noted, however, that

typical approximation methods (for example, finite-differencing) are not very accurate,

thereby reducing the robustness with which a solution to the NLP can be obtained.

While a general NLP may not contain a great deal of structure, it has been shown

in Refs. [86, 40, 53] that the derivative functions of an NLP arising from the direct

collocation of an optimal control problem have a very well-defined structure. In particular,

Refs. [86, 40, 53] have shown that the derivative functions of the NLP arising from

a direct collocation method can be obtained with increased efficiency by computing
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the derivatives of the functions associated with the optimal control problem at the

collocation points as opposed to computing the derivatives of the NLP functions. This

exploitation of sparsity in a direct collocation NLP makes it possible to compute the

derivatives of the lower-dimensional optimal control problem functions relative to the

much higher-dimensional derivatives of the NLP functions. Given the increased efficiency

that arises from sparsity exploitation, any derivative method employed when solving an

optimal control problem using direct collocation should exploit this NLP sparsity.

The aforementioned discussion makes it relevant and useful to evaluate the

effectiveness of using various approximation methods for computing derivatives required

when solving an NLP arising from a direct collocation method. Typically, finite-difference

approximation methods are used when solving a direct collocation NLP [21, 54, 5].

In recent years, however, much more accurate derivative approximation methods

have been developed. Two such recent developments that enable the computation of

higher-order (that is, beyond first-derivative) derivatives are the bicomplex-step [55], and

hyper-dual [56] derivative approximations. In a bicomplex-step derivative approximation,

a new class of numbers, called bicomplex numbers, is created. As its name implies, a

bicomplex number is one that has one real component, two imaginary components,

and one bi-imaginary component. Derivative approximations are then obtained by

evaluating the functions at a particular bicomplex input argument. While more accurate

than finite-difference methods, the bicomplex-step derivative approximation still has

inaccuracies stemming from the bicomplex arithmetic [55]. Next, in a hyper-dual

derivative approximation, a new class of numbers, called hyper-dual numbers, is created

[56]. As its name implies, a hyper-dual number is one that has one real component, two

imaginary components, and one bi-imaginary component. While hyper-dual numbers

share some properties with those of bicomplex numbers, the mathematics associated with

a hyper-dual number are fundamentally different from those of a bicomplex number.

The difference in the mathematics associated with a hyper-dual number relative to other
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approximation methods leads to a derivative approximation that does not suffer from

truncation error and is insensitive to the step size. Finally, it is noted that all three of

the aforementioned derivative approximation methods fall into the category of Taylor

series-based approximation methods.

The objective of this chapter is to provide a comprehensive comparison of the

computational efficiency with which a direct collocation NLP can be solved using a

Newton NLP solver with the four aforementioned derivative estimation methods. The

evaluation is based on the number of iterations required to obtain a solution to the NLP,

the overall computation time required to solve the NLP, and the average computation time

required per iteration to compute the required derivatives. It is found that while central

finite-differencing is typically more efficient per iteration than either the hyper-dual or

bicomplex-step, the latter two methods have a significantly lower overall computation time

due to the fact that fewer iterations are required by the nonlinear programming problem

solver using these latter two methods when compared with central finite-differencing.

Furthermore, it is found that although the bicomplex-step and hyper-dual are similar in

performance, the hyper-dual derivative approximation is significantly easier to implement.

Moreover, the three Taylor series-based derivative approximations are found to be

substantially more computationally efficient methods when compared to an automatic

differentiation method provided by the open source software ADOL-C [84, 85]. The results

of this study show that the hyper-dual derivative approximation offers several benefits over

the other two derivative approximations and the tested automatic differentiation derivative

estimation method, both in terms of computational efficiency and ease of implementation.

The material in this chapter is based on Ref. [87].

This chapter is organized as follows. Section 4.1 defines the general

multiple-phase optimal control problem. Section 4.2 describes the rationale for using

Legendre-Gauss-Radau collocation points as the set of nodes to discretize the continuous

optimal control problem and the Legendre-Gauss-Radau collocation method. Section 4.3
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briefly overviews the form of the nonlinear programming problem that results from

transcribing the optimal control problem. Section 4.4 describes the basis of the four

derivative estimation methods: central finite-differencing, bicomplex-step derivative

approximation, hyper-dual derivative approximation, and automatic differentiation.

Section 4.5 briefly compares the derivative approximations obtained when using

central finite-differencing versus a bicomplex-step derivative approximation, hyper-dual

derivative approximation, or automatic differentiation. Section 4.6 provides examples

that demonstrate the performance of the NLP solver when using a central finite-difference

method versus a bicomplex-step method, hyper-dual method, or automatic differentiation

method. Section 4.7 provides a discussion of both the approach and the results. Finally,

Section 4.8 provides conclusions on this research.

4.1 General Multiple-Phase Optimal Control Problem

Without loss of generality, consider the following general multiple-phase optimal

control problem, where each phase is defined on the interval τ ∈ [−1, +1]. First, let

p ∈ {1, ... ,P} be the phase number where P is the total number of phases. Determine the

state y(p)(τ) ∈ R1 × n(p)
y , the control u(p)(τ) ∈ R1 × n(p)

u , the integrals q(p) ∈ R1 × n(p)
q , the

start times t(p)
0 ∈ R, and the terminus times t(p)

f ∈ R in all phases p ∈ {1, ... ,P}, along

with the static parameters s ∈ R1 × ns that minimize the objective functional

J = φ
(
e(1), ... , e(P), s

)
, (4–1)

subject to the dynamic constraints

dy

dτ
≡ ẏ(p) =

t
(p)
f − t

(p)
0

2
a(p)

(
y(p)(τ), u(p)(τ), t(p)(τ , t

(p)
0 , t

(p)
f ), s

)
, p ∈ {1, ... ,P} , (4–2)

the event constraints

bmin ≤ b
(
e(1), ... , e(P), s

)
≤ bmax , (4–3)
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the inequality path constraints

c
(p)
min ≤ c(p)

(
y(p)(τ), u(p)(τ), t(p)(τ , t

(p)
0 , t

(p)
f ), s

)
≤ c(p)

max , p ∈ {1, ... ,P} , (4–4)

the integral constraints

q
(p)
min ≤ q(p) ≤ q(p)

max , p ∈ {1, ... ,P} , (4–5)

and the static parameter constraints

smin ≤ s ≤ smax , (4–6)

where

e(p) =
[
y(p)(−1), t

(p)
0 , y(p)(+1), t

(p)
f , q(p)

]
, p ∈ {1, ... ,P} , (4–7)

t(p) ≡ t(p)(τ , t
(p)
0 , t

(p)
f ) =

t
(p)
f − t

(p)
0

2
τ +
t

(p)
f + t

(p)
0

2
, (4–8)

and the vector components of the integral q(p) are defined as

q
(p)
j =

t
(p)
f − t

(p)
0

2

∫ +1

−1

g
(p)
j

(
y(p)(τ), u(p)(τ), t(p)(τ , t

(p)
0 , t

(p)
f ), s

)
dt ,

j ∈ {1, ... , n
(p)
q } , p ∈ {1, ... ,P} .

(4–9)

It is noted that the event constraints of Eq. 4–3 contain functions which can relate

information at the start and/or terminus of a phase.

4.2 Legendre-Gauss-Radau Collocation

As stated at the outset, the objective of this research is to compare the efficiency

of various derivative approximation methods for use in solving a nonlinear programming

problem (NLP) arising from the direct collocation of an optimal control problem. In order

to make the analysis tractable, a particular direct collocation method must be chosen.

While in principle any collocation method can be used to approximate the optimal control

problem given in Section 4.1, in this research the basis of comparison will be a recently

developed adaptive Gaussian quadrature method called the Legendre-Gauss-Radau (LGR)
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collocation method [30, 28, 29, 39, 61, 33, 34]. It is noted that the NLP arising from

the LGR collocation method has an elegant structure. In addition, the LGR collocation

method has a well established convergence theory as described in Refs. [77, 78, 79].

In the context of this research, a multiple-interval form of the LGR collocation

method is chosen. In the multiple-interval LGR collocation method, for each phase p of

the optimal control problem (where the phase number p ∈ {1, ... ,P} has been omitted in

order to improve clarity of the description of the method), the time interval τ ∈ [−1, +1]

is divided into K mesh intervals, Sk = [Tk−1,Tk ] ⊆ [−1, +1], k ∈ {1, ... ,K} such that

K⋃
k=1

Sk = [−1, +1] ,

K⋂
k=1

Sk = {T1, ... ,TK−1} , (4–10)

and −1 = T0 < T1 < ... < TK−1 < TK = +1. For each mesh interval, the LGR

points used for collocation are defined in the domain of [Tk−1,Tk ] for k ∈ {1, ... ,K}. The

state of the continuous optimal control problem is then approximated in mesh interval

Sk , k ∈ {1, ... ,K}, as

y(k)(τ) ≈ Y(k)(τ) =

Nk+1∑
j=1

Y
(k)
j `(k)

j (τ) , `(k)
j (τ) =

Nk+1∏
l=1
l 6=j

τ − τ (k)
l

τ (k)
j − τ

(k)
l

, (4–11)

where `(k)
j (τ) for j ∈ {1, ... ,Nk + 1} is a basis of Lagrange polynomials on Sk ,(

τ (k)
1 , ... , τ (k)

Nk

)
are the set of Nk Legendre-Gauss-Radau (LGR) [82] collocation

points in the interval [Tk−1,Tk), τ (k)
Nk+1 = Tk is a non-collocated support point, and

Y
(k)
j ≡ Y(k)(τ (k)

j ). Differentiating Y(k)(τ) in Eq. (4–11) with respect to τ gives

dY(k)(τ)

dτ
=

Nk+1∑
j=1

Y
(k)
j

d`(k)
j (τ)

dτ
. (4–12)

The dynamics are then approximated at the Nk LGR points in mesh interval

k ∈ {1, ... ,K} as

Nk+1∑
j=1

D
(k)
ij Y

(k)
j =

tf − t0
2

a
(

Y
(k)
i , U

(k)
i , t(τ (k)

i , t0, tf ), s
)

, i ∈ {1, ... ,Nk} , (4–13)
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where

D
(k)
ij =

d`(k)
j (τ (k)

i )

dτ
, i ∈ {1, ... ,Nk} , j ∈ {1, ... ,Nk + 1} ,

are the elements of the Nk × (Nk + 1) Legendre-Gauss-Radau differentiation matrix [30]

in mesh interval Sk , k ∈ {1, ... ,K}, and U
(k)
i is the approximated control at the i th

collocation point in mesh interval Sk . Finally, introducing the previously omitted phase

number, the P phases of the problem are linked together by the event constraints

bmin ≤ b
(
E(1), ... , E(P), s

)
≤ bmax , (4–14)

where E(p) is the endpoint approximation vector in phase p defined as

E(p) =
[
Y

(p)
1 , t

(p)
0 , Y

(p)

N(p)+1
, t

(p)
f , Q(p)

]
, (4–15)

such that N(p) is the total number of collocation points used in phase p given by,

N(p) =

K (p)∑
k=1

N
(p)
k , (4–16)

and Q(p) ∈ R1 × n(p)
q is the integral approximation vector in phase p.

The aforementioned LGR approximation of the continuous optimal control problem

leads to the following NLP for a P-phase optimal control. Minimize the objective function

J = φ
(
E(1), ... , E(P), s

)
, (4–17)

subject to the defect constraints

∆(p) = D(p)Y(p) − t
(p)
f − t

(p)
0

2
A(p) = 0 , p ∈ {1, ... ,P} , (4–18)

the path constraints

c
(p)
min ≤ C

(p)
i ≤ c(p)

max , i ∈ {1, ... ,N(p)} , p ∈ {1, ... ,P} , (4–19)
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the event constraints

bmin ≤ b
(
E(1), ... , E(P), s

)
≤ bmax , (4–20)

the integral constraints

q
(p)
min ≤ Q(p) ≤ q(p)

max , p ∈ {1, ... ,P} , (4–21)

the static parameter constraints

smin ≤ s ≤ smax , (4–22)

and integral approximation constraints

ρ(p) = Q(p) − t
(p)
f − t

(p)
0

2

[
w(p)

]T

G(p) = 0 , p ∈ {1, ... ,P} , (4–23)

where

A(p) =


a(p)

(
Y

(p)
1 , U

(p)
1 , t

(p)
1 , s

)
...

a(p)
(

Y
(p)

N(p), U
(p)

N(p), t
(p)

N(p), s
)
 ∈ RN(p) × n(p)

y , (4–24)

C(p) =


c(p)

(
Y

(p)
1 , U

(p)
1 , t

(p)
1 , s

)
...

c(p)
(

Y
(p)

N(p), U
(p)

N(p), t
(p)

N(p), s
)
 ∈ RN(p) × n(p)

c , (4–25)

G(p) =


g(p)

(
Y

(p)
1 , U

(p)
1 , t

(p)
1 , s

)
...

g(p)
(

Y
(p)

N(p), U
(p)

N(p), t
(p)

N(p), s
)
 ∈ RN(p) × n(p)

q , (4–26)

D(p) ∈ RN(p) × [N(p)+1] is the LGR differentiation matrix in phase p ∈ {1, ... ,P}, and w(p) ∈

RN(p) × 1 are the LGR weights at each node in phase p. It is noted that a(p) ∈ R1 × n(p)
y ,

c(p) ∈ R1 × n(p)
c , and g(p) ∈ R1 × n(p)

q correspond, respectively, to the functions that define

the right-hand side of the dynamics, the path constraints, and the integrands in phase

p ∈ {1, ... ,P}, where n(p)
y , n(p)

c , and n(p)
q are, respectively, the number of state components,

path constraints, and integral components in phase p. Finally, the state matrix, Y(p), and

92



the control matrix, U(p), in phase p ∈ {1, ... ,P} are formed as

Y(p) =


Y

(p)
1

...

Y
(p)

N(p)+1

 and U(p) =


U

(p)
1

...

U
(p)

N(p)

 , (4–27)

respectively, where n(p)
u is the number control components in phase p.

4.3 Nonlinear Programming Problem Arising from LGR Collocation

In this section, a brief overview of the resulting nonlinear programming problem

(NLP) that arises when discretizing a continuous optimal control problem using

Legendre-Gauss-Radau (LGR) collocation is given. The decision vector of the NLP is

comprised of the values of the state at the LGR points plus the final point in each phase,

the values of the control at the LGR points in each phase, the initial time of each phase,

the final time of each phase, the components of the integral vector in each phase, and

any static parameters (which are independent of phase). The NLP constraints vector is

comprised of the defect constraints applied at the LGR points in each phase, the path

constraints at the LGR points in each phase, the integral constraints in each phase, and

the event constraints (where, in general, the event constraints depend upon information

at the start and/or terminus of each phase). It is noted for completeness that sparsity

exploitation as derived in Refs. [40, 15, 53] requires that the first- and second-order partial

derivatives of the continuous optimal control problem functions be computed at the

collocation points [40, 15, 53]. These derivatives are then inserted into the appropriate

locations in the NLP constraints Jacobian and Lagrangian Hessian. Schematics of the

LGR collocation NLP derivative matrices are shown in Fig. 4-1 for a single phase optimal

control problem. It is noted that for the NLP constraints Jacobian, all of the off-diagonal

phase blocks relating constraints in phase i to variables in phase j for i 6= j are all zeros.

Similarly, for the NLP Lagrangian Hessian, all of the off-diagonal phase blocks relating

variables in phase i to variables in phase j

93



(a) NLP Constraints Jacobian

(b) NLP Lagrangian Hessian

Figure 4-1. Example NLP constraints Jacobian and Lagrangian Hessian sparsity patterns
for single-phase optimal control problem with ny state components, nu control
components, nq integral components, nc path constraints, ns static parameters,
and nb event constraints.
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for i 6= j are all zeros except for the variables making up the endpoint vectors which may

be related via the objective function or event constraints. The sparsity patterns shown in

Fig. 4-1 are determined explicitly by identifying the derivative dependencies of the NLP

objective and constraints functions with respect to the NLP decision vector variables.

Techniques for identifying the derivative dependencies of the continuous optimal control

problem functions in terms of the problem variables can significantly increase the sparsity

of the NLP derivative matrices by enabling the removal of any elements which are simply

zero. The derivation of the structure of the NLP derivative matrices and the associated

sparsity exploitation has been described in detail in Refs. [40, 15, 53] and is beyond the

scope of this chapter.

4.4 Derivative Approximation Methods

As stated at the outset, the objective of this research is to provide a comparison of

the use of various Taylor series-based derivative approximation methods for use in direct

collocation methods for optimal control. To this end, this section provides a description of

the following three Taylor series-based approximation methods: (1) finite-difference, (2)

bicomplex-step, and (3) hyper-dual. In addition, a description is provided of automatic

differentiation. The computational efficiency of all three Taylor series-based derivative

approximation methods are compared to one another and to automatic differentiation.

4.4.1 Finite-Difference Methods

Consider a real function, f (x) : R → R such that f (x) is analytic, infinitely

differentiable, and is defined on a domain D ⊆ R. By truncating a Taylor series expansion

of f (x0) to the first-order derivative, df
dx

(x0), the central finite-difference first-order

derivative approximation can be derived as

df

dx
(x0) ≈ f (x0 + h)− f (x0 − h)

2h
, (4–28)

where h = |x − x0| is the step size taken for the approximation and the truncation error

for Eq. 4–28 is on the order O(h2). Similarly, the central finite-difference second-order
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derivative approximation can be written as

d2f

dx2
(x0) ≈ f (x0 + h)− 2f (x0) + f (x0 − h)

h2
, (4–29)

where the truncation error for Eq. 4–29 is on the order O(h2). Extending the concepts of

finite-difference methods to multivariable functions, for a real function g(x , y) : R×R→ R,

the second-order mixed partial derivative of g at x0, y0 ∈ R can be approximated with the

central finite-difference method as

∂2g(x0, y0)

∂x∂y
≈ (g(x0 + hx , y0 + hy)− g(x0 + hx , y0 − hy)− g(x0 − hx , y0 + hy)

+ g(x0 − hx , y0 − hy)) / (4hxhy) ,

(4–30)

where hx and hy are the step sizes taken for the independent variables x0 and y0,

respectively. The truncation error for Eq. 4–30 is on the order O(hxhy).

In addition to truncation error, the derivative approximations in Eqs. 4–28 to

4–30 are all subject to roundoff error due to the differences being taken to compute the

approximations. Due to finite-difference methods being subject to both truncation and

roundoff error, when implementing finite-differencing, an appropriate step size, h, must be

chosen in order to reduce the truncation error while refraining from exacerbating roundoff

error. For the purposes of using finite-differencing as a method for an optimization

software, the appropriate step size, h, may be computed as,

h = hO1
(1 + |x0|) , (4–31)

where |x0| is the magnitude of the independent variable at the point of interest and the

base perturbation size, hO1
, is chosen to be the optimal step size for a function whose

input and output are ≈ O(1) as described in Ref. [54].

4.4.2 Bicomplex-step Derivative Approximation

In this section, the basis of bicomplex-step derivative approximations are derived. As

described in Ref. [55], an efficient and accurate way to compute derivatives required by

96



the NLP solver is to use the bicomplex-step derivative approximation. Consider a complex

number

c ∈ C1 = x + i1y , (4–32)

where x , y ∈ R ≡ C0 and i1 designates the imaginary component of the complex number

in the complex plane C1 and has the property i21 = −1. Extending the concept of complex

numbers to second-order imaginary numbers, a bicomplex number is defined as

z ∈ C2 = c1 + i2c2 , (4–33)

where c1, c2 ∈ C1 and i2 designates an imaginary component distinct from that of the

i1 imaginary direction. The additional imaginary direction, i2, is similar to i1 in that

i22 = −1. For bicomplex numbers, i1i2 remains i1i2 (that is, i1i2 is considered a bi-imaginary

component distinct from either i1 or i2) and the multiplicative relationship between

imaginary number components is commutative (that is i1i2 = i2i1). Using the definitions

of complex numbers from Eq. 4–32, Eq. 4–33 may be expanded and written in terms of its

real number components as

z = x1 + i1y1 + i2x2 + i1i2y2 . (4–34)

Using this definition of bicomplex numbers, consider a bicomplex function f (z) :

C2 → C2 that is analytic in the domain D ∈ C2. Because the functions of interest are

real-valued, the values of z can be restricted to the domain D ∈ R such that f (x) :

R → R is isomorphic with respect to f (z), z ∈ D (that is, bicomplex numbers with zero

imaginary components). For z0 ∈ D, a Taylor series expansion may be taken about the

real component x of the bicomplex number z0 by taking purely imaginary steps hi1 and hi2

in both the imaginary component directions such that

z0 = x ,

z = x + i1h + i2h .
(4–35)
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Extending the concept of a Taylor series expansion of a bicomplex function to a

multivariable bicomplex function, the following partial derivative approximations can

be made for a given analytic function

f (x , y) : R× R→ R:

∂2f (x , y)

∂x2
≈ Im1,2 [f (x + hi1 + hi2, y)]

h2
,

∂2f (x , y)

∂y 2
≈ Im1,2 [f (x , y + hi1 + hi2)]

h2
,

∂2f (x , y)

∂x∂y
≈ Im1,2 [f (x + hi1, y + hi2)]

h2
,

∂f (x , y)

∂x
≈ Im1 [f (x + hi1 + hi2, y)]

h
=

Im2 [f (x + hi1 + hi2, y)]

h
,

∂f (x , y)

∂y
≈ Im1 [f (x , y + hi1 + hi2)]

h
=

Im2 [f (x , y + hi1 + hi2)]

h
,

∂f (x , y)

∂x
≈ Im1 [f (x + hi1, y + hi2)]

h
,

∂f (x , y)

∂y
≈ Im2 [f (x + hi1, y + hi2)]

h
,

(4–36)

where h > 0 is the step size taken in a given imaginary direction and the Taylor series

expansion is truncated to the second-order derivative such that the truncation error

is O(h2). Thus for any given function f (x , y) evaluated at inputs x , y ∈ R, the first-

and second-order partial derivatives may be obtained by evaluating the function with

bicomplex inputs that have the same real parts and additionally the appropriate imaginary

direction components so to obtain the desired partial derivatives. Such an approximation

for the first- and second-order derivatives is extremely useful, as it avoids the need to

explicitly (or implicitly) derive the differential equations. Additionally, bicomplex-step

derivative approximations do not require taking any differences, thus avoiding roundoff

error associated with finite-differencing and allowing the step sizes taken in the imaginary

directions to be made arbitrarily small in order to reduce the truncation error. It is

noted that although bicomplex-step derivative approximations avoid roundoff error

in the method itself, the bicomplex arithmetic necessary for evaluating the functions

are still subject to roundoff error in implementation, thus limiting the step size from
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being too small [55]. Moreover, the independent nature of the bicomplex-step derivative

approximations for first-order derivatives enables two independent first-order partial

derivative approximations to be computed for the same function using a single bicomplex

evaluation. Furthermore, the ease of using the bicomplex-step derivative approximation

to simply evaluate the function at the point of interest using bicomplex inputs with

appropriate imaginary components can be taken advantage of by using operator

overloading in C++. By defining a bicomplex class and using operator overloading for

all elementary functions, a function written in C++ can be easily evaluated with a

bicomplex input, and the resulting bicomplex output can be used to determine the desired

partial derivatives. The bicomplex-step derivative approximation thus provides a fast and

accurate means of determining the first- and second-order partial derivatives of a given

function.

4.4.3 Hyper-Dual Derivative Approximation

In this section, the basis of hyper-dual derivative approximations are derived. As

described in Ref. [56], an efficient and exact way to compute derivatives required by the

NLP solver is to use the hyper-dual derivative approximation. Consider a dual number,

d ∈ D1 = x + ε1y , (4–37)

where x , y ∈ R ≡ D0 and ε1 designates the imaginary component of the dual number in

the dual plane D1 and has the property ε2
1 = 0 (that is, ε1 is nilpotent). Extending the

concept of a dual number to second-order imaginary numbers, a hyper-dual number is

defined as

w ∈ D2 = d1 + ε2d2 , (4–38)

where d1, d2 ∈ D1 and ε2 designates an imaginary component distinct from that of

the ε1 imaginary direction. The additional imaginary direction, ε2, is similar to ε1 in

that ε2
2 = 0. The multiplicative relationship between the imaginary directions of the

hyper-dual plane is also analogous to how the bicomplex imaginary directions relate as
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described in Section 4.4.2 (that is ε1ε2 remains ε1ε2 and the multiplication of components

is commutative).

Using this definition of hyper-dual numbers, consider a hyper-dual function f (w) :

D2 → D2 that is analytic in the domain E ∈ D2. Because the functions of interest are

real-valued, values of w can be restricted to the domain E ∈ R such that f (w) : R → R

is isomorphic with respect to f (w), w ∈ E (that is, hyper-dual numbers with zero

imaginary components). For w0 ∈ E , a Taylor series expansion may be taken about the

real component x of the hyper-dual number w0 by taking purely imaginary steps hε1 and

hε2 in both the imaginary component directions such that

w0 = x ,

w = x + ε1h + ε2h .
(4–39)

Extending the concept of a Taylor series expansion of a hyper-dual function to a

multivariable hyper-dual function, the following partial derivative approximations can

be made for a given analytic function f (x , y) : R× R→ R:

∂2f (x , y)

∂x2
=

Ep1,2 [f (x + hε1 + hε2, y)]

h2
,

∂2f (x , y)

∂y 2
=

Ep1,2 [f (x , y + hε1 + hε2)]

h2
,

∂2f (x , y)

∂x∂y
=

Ep1,2 [f (x + hε1, y + hε2)]

h2
,

∂f (x , y)

∂x
=

Ep1 [f (x + hε1 + hε2, y)]

h
=

Ep2 [f (x + hε1 + hε2, y)]

h
,

∂f (x , y)

∂y
=

Ep1 [f (x , y + hε1 + hε2)]

h
=

Ep2 [f (x , y + hε1 + hε2)]

h
,

∂f (x , y)

∂x
=

Ep1 [f (x + hε1, y + hε2)]

h
,

∂f (x , y)

∂y
=

Ep2 [f (x + hε1, y + hε2)]

h
,

(4–40)

where h > 0 is the step size taken in a given imaginary direction and there is no

truncation error in any of the approximations due to the nilpotent property of the

hyper-dual number imaginary directions. The partial derivative approximations given in
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Eq. 4–40 are known as hyper-dual derivative approximations. Thus for any given function

f (x , y) evaluated at inputs x , y ∈ R, the first- and second-order partial derivatives may be

obtained by evaluating the function with hyper-dual inputs that have the same real parts

and additionally the appropriate imaginary direction components so to obtain the desired

partial derivatives. Such an approximation for the first- and second-order derivatives is

extremely useful, as it avoids the need to explicitly (or implicitly) derive the differential

equations. Additionally, hyper-dual derivative approximations do not require taking

any differences and avoid roundoff error associated with finite-differencing. Due to the

properties of the hyper-dual arithmetic [56], the hyper-dual derivative approximations

also avoid any susceptibility to roundoff error during function evaluation so as to maintain

machine precision for all step sizes. Moreover, there is no truncation error when using the

hyper-dual derivative approximations so the step size may be chosen arbitrarily. Similar

to the bicomplex-step derivative approximation, the independent nature of the hyper-dual

derivative approximations for first-order derivatives enables two independent first-order

partial derivative approximations to be computed for the same function using a single

hyper-dual evaluation, and C++ operator overloading may be employed to allow easy

evaluation of functions with hyper-dual inputs. The hyper-dual derivative approximation

thus provides a fast and accurate means of determining the first- and second-order partial

derivatives of a given function.

4.4.4 Automatic Differentiation

In this section, the basis of automatic differentiation is discussed. As described in

Ref. [58], automatic (algorithmic) differentiation may be derived from the unifying chain

rule and supplies numerical evaluations of the derivative for a defined computer program

by decomposing the program into a sequence of elementary function operations and

applying the calculus chain rule algorithmically through the computer [57]. The process of

automatic differentiation is described in detail in Ref. [57], and is beyond the scope of this

chapter. It is noted, however, that the Taylor series-based derivative methods described in
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Sections 4.4.1 through 4.4.3 are compared with the open source automatic differentiation

software ADOL-C [84, 85].

4.5 Comparison of Various Derivative Approximation Methods

The purpose of this section is to highlight the important aspects and differences of

implementing the derivative estimation methods described in Section 4.4.

4.5.1 Derivative Approximation Error

The estimates of the truncation error for the central finite-difference, bicomplex-step,

and hyper-dual derivative approximation methods derived in Sections 4.4.1 to 4.4.3,

respectively, are based on a Taylor series expansion of an analytic function. Both

the central finite-difference and the bicomplex-step derivative approximations have

a truncation error that is O(h2), where h is the step size used for the derivative

approximation. On the other hand, the hyper-dual derivative approximation has no

truncation error. Moreover, finite-difference methods are inherently subject to roundoff

errors due to the difference quotient used in the method. Although the bicomplex-step

derivative approximation does not inherently appear to suffer from roundoff error, the

evaluation of the bicomplex arithmetic for complicated functions (for example, logarithmic,

power, or inverse trigonometric functions) can lead to roundoff error in the derivative

approximation. On the other hand, the hyper-dual derivative approximation avoids

roundoff error altogether, as the method itself requires no differences to be taken, and the

values computed for the first- and second-order derivative levels are accurate to machine

precision regardless of the step size used for the perturbations in the imaginary directions.

Suppose now that the relative error in a quantity d is defined as

εr =
|d − d̂ |
1 + |d |

, (4–41)

where d̂ is the approximation of d . Using the definition of the relative error given in

Eq. 4–41, the accuracy of the three Taylor series-based derivative approximations is shown
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in Fig. 4-2 for the example function

f (x) =
x2

sin(x) + x exp(x)
, (4–42)

evaluated at x = 0.5. It is noted for completeness that the analytic first- and second-order

derivatives of Eq. 4–42 are given, respectively, as

df (x)

dx
=
x
(

2 sin(x)− x cos(x) +
(
x − x2

)
exp(x)

)
(sin(x) + x exp(x))

2
,

d2f (x)

dx2
=

((
x2 + 2

)
sin2(x) +

(
−4x cos(x)− 6x2 exp(x)

)
sin(x) + 2x2 cos2(x)

+ 4x3 exp(x) cos(x) +
(
x4 − 2x3

)
exp(2x)

)
/ (sin(x) + x exp(x))

3 .

(4–43)

It is seen from Fig. 4-2 that the derivative approximation error using the central

finite-difference method decreases until h ≈ 10−5 and then starts to increase for h < 10−5.

Next, it is seen from Fig. 4-2 that the bicomplex-step derivative approximation error

decreases as h decreases until the error reaches near machine precision (with a value

εr ≈ 10−15). Finally, it is seen from Fig. 4-2 that the hyper-dual derivative approximation

error remains near machine precision regardless of the value of h. It is noted that the

derivative approximation error for automatic differentiation is not shown in Fig. 4-2

because automatic differentiation (see Section 4.4.4) employs the calculus chain rule and,

thus, is accurate to machine precision.

4.5.2 Computational Efficiency Expectations

As described in Sections 4.4.1 to 4.4.3, for first- and second-order derivative

approximations, central finite-differencing requires two and four real function evaluations,

respectively, while both the bicomplex-step and hyper-dual derivative approximations

require just one function evaluation for both first- and second-derivatives. Although the

required number of function evaluations may make it appear as if the bicomplex-step

and hyper-dual derivative approximations are more computationally efficient, neither

of these two methods is guaranteed to be more computationally efficient than central

finite-differencing. In particular, despite requiring more function evaluations, central
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(a) First-Order Derivative Approximation. (b) Second-Order Derivative Approximation.

Figure 4-2. Comparison of relative error of derivative approximations obtained using
central finite-difference, bicomplex-step, and hyper-dual methods for example
function in Eq. 4–42.

finite-differencing only requires real arithmetic, while the bicomplex-step and hyper-dual

derivative approximations require bicomplex and hyper-dual number arithmetic,

respectively. Specifically, both bicomplex and hyper-dual numbers consist of four real

components that lie along distinct directions. Therefore, a function evaluation using either

a bicomplex or hyper-dual number requires at least four times as many operations as the

function evaluation of a real number. For example, a single addition or subtraction of two

bicomplex numbers requires four real number operations. Furthermore, functions such as

inverse trigonometric functions and logarithmic functions require an even larger number

of operations on real numbers when using either bicomplex or hyper-dual arithmetic. It

is noted that hyper-dual derivative approximations require between one and 3.5 times

more operations than central finite-differencing [56], and bicomplex-step derivative

approximations may require even more operations due to the complexity of the bicomplex

arithmetic [55]. Consequently, although central finite-differencing requires multiple real

function evaluations to compute the derivative approximation, it may still be the case

that central finite-differencing will require fewer real arithmetic function evaluations when

104



compared with a single hyper-dual or bicomplex function evaluation. It is noted that the

computational efficiency of the bicomplex-step and hyper-dual methods can be improved

significantly by taking advantage of the ability to compute simultaneous partial derivatives

of the same function using a single bicomplex or hyper-dual function evaluation. In

fact, whenever possible, it is important to use a single bicomplex or hyper-dual function

evaluation to simultaneously estimate multiple derivatives so that the number of function

evaluations is minimized. The performance of the three Taylor series-based methods

relative to one another in regards to computational efficiency will thus depend on the

overall complexity of the function whose partial derivatives are of interest, as well as the

number of partial derivatives needed for the function.

Finally, although the automatic differentiation described in Section 4.4.4 utilizes

real number arithmetic, the number of operations performed to compute the derivative

estimation may be substantial as a result of the tracing process used to tape the record

of the function evaluation that is of interest that is required when using automatic

differentiation software such as ADOL-C [84, 85]. Due to the complex nature of optimal

control problems, the flow control of the computer programs defining the optimal control

problem functions are often conditionally-based on the function inputs (for example,

as a result of piecewise models or interpolation of tabular data). Any such conditional

flow control requires the tracing process of the automatic differentiation method to be

invoked each time a derivative is needed, as the flow control must be properly recorded

for any given input value, thus leading to a substantial amount of computation time to

supply derivative estimates [85]. Consequently, even though the derivative obtained using

automatic differentiation is of very high quality, the repeated retracing of the function to

compute the derivative significantly decreases computational efficiency.

4.5.3 Identification of Derivative Dependencies

In order to maximize computational efficiency when solving an NLP arising from

a direct collocation method, it is important that the fewest number of derivatives be
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computed. In particular, many of the functions of the original continuous optimal

control problem (for example, the vector fields that define the right-hand side of the

differential equations, the path constraints, and the integrands) are functions of only

some of the components of the state and control. Consequently, the process of exploiting

the sparse structure of the NLP leads to many zero blocks in the constraints Jacobian

and Lagrangian Hessian because of the independence of these functions with respect to

certain variables. Moreover, eliminating these derivatives from the constraints Jacobian

and Lagrangian Hessian can significantly improve the computational efficiency with

which the NLP is solved. The aforementioned discussion makes it important and useful

to determine the NLP derivative dependencies based on the dependencies of the optimal

control problem functions.

As it turns out, the bicomplex-step and hyper-dual derivative approximation

methods described in Sections 4.4.2 and 4.4.3 have a key property that the the imaginary

components for either of these methods have an independent nature that enables an

accurate determination of the optimal control problem derivative dependencies which, in

turn, enables computing the fewest derivatives required for use by the NLP solver. As

stated, determining these derivative dependencies leads to full exploitation of the sparsity

in the NLP as described in Section 4.3. On the other hand, central finite-differencing

as described in Section 4.4.1 cannot easily be utilized as a tool for identifying derivative

dependencies because central finite-differencing is highly susceptible to both truncation

and roundoff error. In particular, because the step size used for central finite-differencing

cannot be made arbitrarily small, an approximation error is always present. Thus, when

trying to identify second-order derivative sparsity patterns, the evaluation of mixed partial

derivatives may be nonzero even when the partial derivative itself is zero.

Because central finite-differencing cannot be employed effectively for the

determination of derivative dependencies, other approaches need to be employed if

central finite-differencing is chosen as the derivative estimation method when solving
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the NLP. One possibility for determining derivative dependencies when using central

finite-differences is to use a technique that employs NaN (not a number) or Inf (infinity)

propagation. Methods that employ NaN (or Inf) propagation involve evaluating a function

of interest for variable dependence by setting a variable of interest equal to NaN (or Inf)

and seeing if the output of the function of interest returns NaN (or Inf), which would

indicate the function of interest is dependent on the variable of interest. It is noted,

however, that NaN and Inf approaches are limited in that they can only identify first-order

derivative dependencies. As a result, NaN and Inf propagation methods lead to an

over-estimation of second-order derivative dependencies where some derivatives, which may

actually be zero, are estimated to be nonzero. This over-estimation of the second-order

derivative dependencies leads to a denser NLP Lagrangian Hessian which can significantly

decrease computational efficiency when solving the NLP. On the other hand, using either

the bicomplex-step or hyper-dual derivative approximation methods, the sparsity patterns

of the NLP derivative matrices can be determined exactly which, in turn, can significantly

improve computational efficiency when solving the NLP. It is noted that the automatic

differentiation as discussed in Section 4.4.4 may also be utilized to obtain an exact first-

and second-order NLP derivative matrices sparsity pattern because the obtained derivative

estimates are accurate to machine precision.

4.6 Examples

In this section, the derivative estimation methods described in Section 4.4 are

compared to one another in terms of their effectiveness as methods for use when solving

the nonlinear programming problem (NLP) resulting from the transcription of the

continuous optimal control problem using Legendre-Gauss-Radau (LGR) collocation, as

developed in Sections 4.1 through 4.3. The first example is the free-flying robot optimal

control problem taken from Ref. [88]. The second example is the minimum time-to-climb

of a supersonic aircraft optimal control problem taken from Ref. [89]. The third example

problem is the space station attitude control optimal control problem taken from Ref. [21].
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All three examples demonstrate that the more accurate derivative estimates of the

bicomplex-step, hyper-dual, and automatic differentiation methods as described in

Section 4.5.1 can significantly reduce the number of NLP solver iterations required to

solve the NLP as compared to when using a central finite-difference method. Note,

however, that the results also show the improved computational efficiency obtained using

either the bicomplex-step or hyper-dual methods relative to central finite-differencing

because the NLP solver requires fewer NLP iterations to converge to a solution using

the bicomplex-step and hyper-dual methods. Furthermore, even though the derivative

obtained using automatic differentiation is accurate to machine precision, the lower

computational efficiency of the automatically computed derivative results in a significant

decrease in computational efficiency when solving the NLP. Finally, the increase in

computational efficiency provided by exactly identifying the first- and second-order

derivative dependencies of the continuous functions as discussed in Section 4.5.3 is

highlighted by all three examples.

The following terminology is used in each example. First, K denotes the number

of mesh intervals used to discretize the continuous optimal control problem, where the

number of collocation points used in each interval k ∈ {1, ... ,K} is Nk . Furthermore,

the notation OC , EC , BC , HD and AD is used to denote the over-estimated sparsity

central finite-difference, exact sparsity central finite-difference, bicomplex-step, hyper-dual,

and automatic differentiation methods, respectively. The over-estimated sparsity central

finite-difference (OC ) method refers to using central finite-differencing with the NLP

derivative matrices sparsity pattern obtained from identifying the derivative dependencies

using NaN propagation, and the exact sparsity central finite-difference (EC ) method

refers to using central finite-differencing with the NLP derivative matrices sparsity pattern

obtained by using the hyper-dual derivative approximations to identify the derivative

dependencies, as discussed in Section 4.5.3. It is noted that the bicomplex-step (BC ),

hyper-dual (HD), and automatic differentiation (AD) methods utilize the same NLP
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derivative matrices sparsity pattern as the exact sparsity central finite-difference (EC )

method. Moreover, I , T , and Φ denote the number of NLP solver iterations to converge,

the total computation time required to solve the NLP, and the average computation time

expended per iteration to compute the derivative approximations. Finally, the use of ΓAξ

for ξ ∈ {I , T , Φ}, A ∈ {EC ,BC ,HD,AD}, denotes the percent reduction between the

value of ξ required using the A method versus the OC method, as given by

ΓAξ =
ξOC − ξA
ξOC

× 100 , ξ ∈ {I , T , Φ} , A ∈ {EC ,BC ,HD,AD} . (4–44)

It is noted that the OC method is used as a baseline of performance comparison in order

to highlight the reduced (or increased) computational expense acquired when utilizing the

other methods.

All results shown in this chapter were obtained using the C++ optimal control

software CGPOPS [90] using the NLP solver IPOPT [2]. The NLP solver was set to an

optimality tolerance of 10−7 for all three examples. All first- and second-order derivatives

for the NLP solver were obtained using the derivative estimation methods described in

Section 4.4. All computations were performed on a 2.9 GHz Intel Core i7 MacBook Pro

running MAC OS-X version 10.13.6 (High Sierra) with 16GB 2133MHz LPDDR3 of RAM.

C++ files were compiled using Apple LLVM version 9.1.0 (clang-1000.10.44.2).

4.6.1 Example 1: Free-Flying Robot Problem

Consider the following optimal control problem taken from Ref. [21] and [88].

Minimize the cost functional

J =

∫ tf
0

(u1(t) + u2(t) + u3(t) + u4(t)) dt , (4–45)

subject to the dynamic constraints

ẋ(t) = vx(t) , ẏ(t) = vy(t) ,

v̇x(t) = (F1(t) + F2(t)) cos(θ(t)) , v̇y(t) = (F1(t) + F2(t)) sin(θ(t)) ,

θ̇(t) = ω(t) , ω̇(t) = αF1(t)− βF2(t) ,

(4–46)
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the control inequality constraints

0 ≤ ui(t) ≤ 1000 , (i = 1, 2, 3, 4) , Fi(t) ≤ 1 , (i = 1, 2) , (4–47)

and the boundary conditions

x(0) = −10 , x(tf ) = 0 , y(0) = −10 , y(tf ) = 0 ,

vx(0) = 0 , vx(tf ) = 0 , vy(0) = 0 , vy(tf ) = 0 ,

θ(0) = π
2

, θ(tf ) = 0 , ω(0) = 0 , ω(tf ) = 0 ,

(4–48)

where

F1(t) = u1(t)− u2(t) , F2(t) = u3(t)− u4(t) , α = 0.2 , β = 0.2 . (4–49)

The optimal control problem described by Eqs. 4–45 to 4–49 was approximated as

an NLP using LGR collocation (see Section 4.2) using K = (2, 4, 8, 16, 32) mesh

intervals with Nk = 5 in each mesh interval. The resulting set of NLPs for the different

values of K were then solved using an over-estimated and exact sparsity with central

finite-difference, and using exact sparsity patterns with bicomplex-step, hyper-dual, and

automatic differentiation. The solutions obtained in all cases are essentially identical

and converge to the exact solution given in Ref. [21] as K increases (see pages 328 to

329 of Ref. [21]). Comparisons of the computational efficiency in terms of I , T , and Φ

for varying values of K are displayed in Table 4-1. It is observed from Table 4-1(a) that

both the bicomplex-step, hyper-dual, and automatic differentiation methods consistently

require fewer NLP solver iterations to converge than the central finite-difference method

using either an over-estimated or exact sparsity pattern. Furthermore, Table 4-1(b)

shows that both the hyper-dual and bicomplex-step methods require less computation

time than the central finite-difference method because the NLP solver required fewer

iterations to converge using either of the former two methods. Moreover, Table 4-1(c)

demonstrates how identifying the exact sparsity pattern of the NLP derivative matrices

can significantly improve the computational efficiency of the method, as the exact
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sparsity central finite-difference method takes between 43 percent to 75 percent less

time on average per NLP solver iteration relative to the over-estimated sparsity central

finite-difference method. Finally, it is observed from Tables 4-1(b) and 4-1(c) that

automatic differentiation requires substantially more computation time than any of

the Taylor series-based methods because automatic differentiation must repeatedly retrace

the function in order to obtain the derivative.

Table 4-1. Performance results for Example 1 using OC , EC , BC , HD and AD methods
for varying number of mesh intervals K using Nk = 5 collocation points in each
mesh interval.

(a) NLP solver iterations, I .

K I ΓECI ΓBCI ΓHDI ΓADI
2 40 0 22.50 22.50 22.50
4 45 0 28.89 28.89 28.89
8 62 16.13 19.35 19.35 19.35
16 48 0 22.92 22.92 22.92
32 66 0 21.21 21.21 21.21

(b) Computation Time, T .
K T (s) ΓECT ΓBCT ΓHDT ΓADT
2 0.0876 14.96 29.54 18.30 -5982.22
4 0.1205 8.54 29.28 24.48 -5741.15
8 0.2510 24.51 27.44 25.50 -8390.67
16 0.2973 14.43 27.34 24.76 -10326.47
32 0.7769 7.32 29.36 30.71 -14885.30

(c) Average Time per NLP Iteration, Φ.

K Φ (ms) ΓECΦ ΓBCΦ ΓHDΦ ΓADΦ

2 0.5777 64.00 68.50 64.08 -28402.91
4 0.6411 59.72 61.32 56.49 -32794.73
8 0.9041 57.78 51.78 52.59 -45800.42
16 1.5164 48.46 41.63 38.81 -53367.95
32 2.9180 35.00 30.01 34.96 -74946.84

4.6.2 Example 2: Minimum Time-to-Climb Supersonic Aircraft Problem

Consider the following optimal control problem taken from Ref. [89]. Minimize the

cost functional

J = tf , (4–50)
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subject to the dynamic constraints

ḣ(t) = v(t) sin(γ(t)) ,

v̇(t) =
T (t) cos(α(t))−D(t)

m(t)
− µ sin(γ(t))

r 2(t)
,

ṁ(t) = −T (t)

g0Isp
,

γ̇(t) =
T (t) sin(α(t)) + L(t)

m(t)v(t)
+ cos(γ(t))

(
v(t)

r(t)
− µ

v(t)r 2(t)

)
,

(4–51)

the control inequality constraint

−π
4
≤ α(t) ≤ π

4
, (4–52)

and the boundary conditions

h(0) = 0 m , h(tf ) = 19994.88 m ,

v(0) = 129.314 m/s , v(tf ) = 295.092 m/s ,

γ(0) = 0 deg , γ(tf ) = 0 deg ,

m(0) = 0 kg , m(tf ) = Free ,

(4–53)

where

r(t) = h(t) + Re , CLα(t) = CLα(M(t)) ,

A(t) = A(h(t)) , M(t) =
v(t)

A(t)
,

CL(t) = CLα(t)α(t) , T (t) = T (h(t),M(t)) ,

ρ(t) = ρ(h(t)) , CD0
(t) = CD0

(M(t)) ,

q(t) =
1

2
ρ(t)v 2(t) , η(t) = η(M(t)) ,

L(t) = Sq(t)CL(t) , D(t) = Sq(t)CD(t) ,

CD(t) = CD0
(t) + η(t)CLα(t)α2(t) ,

Re = 6378145 m , µ = 3.986× 1014 m3/s2 ,

g0 = 9.80665 m/s2 , S = 49.2386 m2 , Isp = 1600 s .

(4–54)

The models used for the problem were created using data taken from Ref. [89].
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The optimal control problem described by Eqs. 4–50 to 4–54 was approximated using

LGR collocation (see Section 4.2) using K = (2, 4, 8, 16, 32) mesh intervals with Nk = 5

collocation points in each mesh interval. The resulting set of NLPs for the different values

of K were then solved using an over-estimated and exact sparsity pattern with central

finite-difference, and using exact sparsity patterns with bicomplex-step, hyper-dual, and

automatic differentiation. The solutions obtained in all cases are essentially identical and

converge to the exact solution (see pages 256 to 264 of Ref. [21]). Comparisons of the

computational efficiency in terms of I , T , and Φ for varying values of K are displayed

in Table 4-2. It is seen in Table 4-2(a) that in nearly all cases the bicomplex-step,

hyper-dual, and automatic differentiation methods require fewer NLP solver iterations

to converge than the central finite-difference method using either an over-estimated or

exact sparsity pattern. Furthermore, Table 4-2(b) shows that both the hyper-dual and

bicomplex-step methods require less computation time than the central finite-difference

method because the NLP solver requires fewer iterations to converge using either of

the former two methods. Moreover, Table 4-2(c) shows that the bicomplex-step and

hyper-dual methods can be more computationally efficient per NLP iteration than the

central finite-difference method. In particular, for this example the central finite-difference

method takes approximately 30 percent longer on average than either of the former two

methods. Finally, it may be observed from Tables 4-2(b) and 4-2(c) that the AD method

requires substantially more computation time than any of the Taylor series-based methods

because automatic differentiation must repeatedly retrace the function in order to obtain

the derivative.

4.6.3 Example 3: Space Station Attitude Control

Consider the following space station attitude control optimal control problem taken

from Refs. [91] and [21]. Minimize the cost functional

J =
1

2

∫ tf
t0

uTu dt , (4–55)
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Table 4-2. Performance results for Example 2 using OC , EC , BC , HD, and AD methods
for varying number of mesh intervals K using Nk = 5 in each mesh interval.

(a) NLP Solver Iterations, I .

K I ΓECI ΓBCI ΓHDI ΓADI
2 248 26.61 79.03 66.94 71.37
4 30 6.67 -43.33 -43.33 -43.33
8 52 -1.92 30.77 30.77 30.77
16 70 -7.14 32.86 32.86 32.86
32 53 0 26.42 26.42 26.42

(b) Computation Time, T .
K T (s) ΓECT ΓBCT ΓHDT ΓADT
2 0.6529 31.25 81.39 69.64 -1315.45
4 0.1428 5.09 -14.69 -12.51 -7375.47
8 0.4029 -1.34 44.02 41.11 -4682.36
16 1.0057 -1.12 49.06 48.54 -4541.37
32 1.4072 0.71 40.26 42.88 -5130.10

(c) Average Time per NLP Iteration, Φ.

K Φ (ms) ΓECΦ ΓBCΦ ΓHDΦ ΓADΦ

2 1.5267 8.21 37.41 33.18 -8227.16
4 2.7067 5.92 32.05 36.20 -8781.22
8 5.2132 2.38 36.38 34.10 -9851.17
16 10.8110 7.92 38.30 38.23 -8865.56
32 20.3869 2.69 32.18 36.26 -8895.19

subject to the dynamic constraints

ω̇ = J−1
{
τ gg(r)− ω⊗ [Jω + h]− u

}
,

ṙ =
1

2

[
rrT + I + r⊗

]
[ω − ω0(r)] ,

ḣ = u ,

(4–56)

the inequality path constraint

‖h‖ ≤ hmax , (4–57)
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and the boundary conditions

t0 = 0 , tf = 1800 ,

ω(0) = ω̄0 , r(0) = r̄0 , h(0) = h̄0 ,

0 = J−1
{
τ gg(r(tf ))− ω⊗(tf ) [Jω(tf ) + h(tf )]

}
,

0 =
1

2

[
r(tf )rT(tf ) + I + r⊗(tf )

]
[ω(tf )− ω0(r(tf ))] ,

(4–58)

where (ω, r, h) is the state and u is the control. In this formulation ω is the angular

velocity, r is the Euler-Rodrigues parameter vector, h is the angular momentum, and u is

the input moment (and is the control). Furthermore,

ω0(r) = −ωorbC2 , τ gg(r) = 3ω2
orbC⊗3 JC3 ,

ωorb = 0.06511
π

180
, hmax = 10000 ,

(4–59)

and C2 and C3 are the second and third column, respectively, of the matrix

C = I +
2

1 + rTr

(
r⊗r⊗ − r⊗

)
. (4–60)

In this example the matrix J is given as

J =


2.80701911616× 107 4.822509936× 105 −1.71675094448× 107

4.822509936× 105 9.5144639344× 107 6.02604448× 104

−1.71675094448× 107 6.02604448× 104 7.6594401336× 107

 , (4–61)
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while the initial conditions ω̄0, r̄0, and h̄0 are

ω̄0 =


−9.5380685844896× 10−6

−1.1363312657036× 10−3

+5.3472801108427× 10−6

 ,

r̄0 =


2.9963689649816× 10−3

1.5334477761054× 10−1

3.8359805613992× 10−3

 , h̄0 =


5000

5000

5000

 .

(4–62)

A more detailed description of this problem, including all of the constants J, ω̄0, r̄0, and

h̄0, can be found in Refs. [91] or [21].

The optimal control problem described in Eqs. 4–55 to 4–62 was approximated using

LGR collocation (see Section 4.2) using K = (2, 4, 8, 16, 32) mesh intervals with Nk = 5

collocation points in each mesh interval. The resulting set of NLPs for the different values

of K were then solved using an over-estimated and exact sparsity pattern with central

finite-difference, and an exact sparsity pattern using bicomplex-step, hyper-dual, and

automatic differentiation. The solutions obtained in all cases are essentially identical and

converge to the exact solution (see pages 296 – 297 of Ref. [21]). Comparisons of the

computational efficiency in terms of I , T , and Φ for varying values of K are displayed

in Table 4-3. It is seen in Table 4-3(a) that for K < 32 mesh intervals that the number

of NLP solver iterations is approximately the same for any of the five methods. On the

other hand, for K = 32 mesh intervals, both the bicomplex-step and hyper-dual methods

require 39.72 percent fewer iterations than the over-estimated central finite-difference

method, while the exact sparsity central finite-difference and automatic differentiation

methods require 24.11 percent and 36.88 percent fewer iterations, respectively.

Furthermore, Table 4-3(b) shows that for all of the cases studied both the hyper-dual

and bicomplex-step methods also require less computation time than the over-estimated

sparsity central finite-difference method. Moreover, Table 4-3(c) shows the increase in
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computational efficiency per iteration when using an exact NLP sparsity pattern, as the

exact sparsity central finite-difference method takes 61 percent to 73 percent less time

on average per NLP iteration than the over-estimated sparsity central finite-difference

method on all tested instances. Finally, it is observed in Tables 4-3(b) and 4-3(c) that the

automatic differentiation method requires substantially more computation time than any

of the Taylor series-based methods.

Table 4-3. Performance results for Example 3 using OC , EC , BC , HD, and AD methods
for varying number of mesh intervals K with Nk = 5 collocation points in each
mesh interval.

(a) NLP Solver Iterations, I .

K I ΓECI ΓBCI ΓHDI ΓADI
2 22 0 0 0 0
4 33 0 0 0 0
8 44 -4.55 -4.55 -4.55 -4.55
16 50 -6.00 -10.00 -6.00 -8.00
32 141 24.11 39.72 39.72 36.88

(b) Computation Time, T .
K T (s) ΓECT ΓBCT ΓHDT ΓADT
2 0.2628 53.71 55.53 52.39 -7420.02
4 0.4703 50.86 46.98 49.26 -11200.24
8 0.8522 43.72 33.75 33.63 -16350.86
16 1.4118 40.61 20.10 27.41 -22562.69
32 7.7361 53.20 57.38 57.50 -12922.78

(c) Average Time per NLP Iteration, Φ.

K Φ (ms) ΓECΦ ΓBCΦ ΓHDΦ ΓADΦ

2 8.2873 73.38 74.45 75.30 -10222.58
4 9.2951 72.13 68.57 69.24 -16673.23
8 11.6082 69.75 54.49 56.43 -25547.80
16 15.8056 65.05 36.13 40.89 -36645.81
32 26.1159 60.06 26.06 26.66 -42707.56

4.7 Discussion

As developed in Sections 4.1 through 4.3, transcribing a continuous optimal control

problem into a large sparse nonlinear programming problem (NLP) using direct collocation

introduces the necessity of an efficient method for the NLP solver employed to solve the
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resulting NLP. The central finite-differencing, bicomplex-step derivative approximation,

and hyper-dual derivative approximation described in Sections 4.4.1 through 4.4.3 have

truncation error estimates based on Taylor series expansions [54, 55, 56]. Section 4.5.1

demonstrated that, while the central finite-differencing and the bicomplex-step derivative

approximations have truncation errors on the order of O(h2), the bicomplex-step

derivative approximation has a significant advantage over central finite-differencing

because of the roundoff error associated with central finite differencing. Moreover, as

seen in Fig. 4-2, the bicomplex-step derivative approximation can be employed using an

arbitrarily small step size such that the truncation error reaches near machine precision

[55]. Conversely, when employing central finite-differencing, a step size must be chosen

in a manner that minimizes the sum of the truncation error and the roundoff error [54].

Next, the hyper-dual derivative approximation does not suffer from either truncation error

or roundoff error. As a result, an arbitrary step size may be used when implementing

the hyper-dual derivative approximation, and this approximation is always accurate to

machine precision. The accuracy of the hyper-dual derivative approximation is also shown

in Fig. 4-2. Finally, the derivative estimates obtained using the automatic differentiation

discussed in Section 4.4.4 are accurate to machine precision, because the derivative is

computed algorithmically using the calculus chain rule.

The immunity of the bicomplex-step and hyper-dual derivative approximations

to roundoff error enables either of these derivative approximation methods to provide

extremely accurate derivative approximations for the NLP solver. In fact, the derivative

estimates obtained using either of these methods are comparable in accuracy to the

derivatives obtained using automatic differentiation. The accuracy of the derivative

estimates supplied to the NLP solver has an enormous impact on the search direction

taken by the NLP solver and the associated rate of convergence. As demonstrated by the

three example problems shown in Section 4.6, the increased accuracy of the derivative

estimates provided by the bicomplex-step, hyper-dual, and automatic differentiation
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methods most often enables the NLP solver to converge in fewer iterations when compared

with using the derivative estimates obtained using central finite-differencing. The reason

that the NLP solver does not in all cases converge in fewer iterations using bicomplex-step,

hyper-dual, or automatic differentiation when compared with central finite-differencing is

due to the fact that the NLP solver employs a Newton method to determine the search

direction on each iteration. In particular, the Newton method is based upon a quadratic

approximation which may not lead to the fastest convergence rate in the case where the

NLP is highly nonlinear. Thus even though the bicomplex-step, hyper-dual, and automatic

differentiation methods provide more accurate approximations of the NLP derivative

matrices, the search directions chosen upon each iteration using the less accurate central

finite-difference methods may, in a relatively infrequent number of cases, inadvertently

cause the NLP solver to converge in fewer iterations.

For all three example problems in Section 4.6, the fewer number of NLP solver

iterations leads to reduced computation time when using either the bicomplex-step or

hyper-dual method as compared to the central finite-difference method. This lower

computation time arises from the fact that the majority of computation time to solve the

NLP is spent computing derivative approximations. These fewer iterations lead to fewer

computations of the derivative estimates and makes the bicomplex-step and hyper-dual

methods advantageous over the central finite-difference method. Interestingly, the fewer

number of iterations required when using automatic differentiation is outweighed by the

large computation time per iteration required when using automatic differentiation relative

to the other derivative approximation methods.

Finally, for all three Taylor series-based derivative approximations presented in

Sections 4.4.1 through 4.4.3, a perturbation to the inputs of the function whose derivative

is of interest is required in order to compute the derivative approximation. As discussed

in Section 4.4.1, central finite-differencing is subject to both roundoff and truncation

error, thus limiting the minimum step size that can be used. The effect of the less
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accurate derivative approximation of central finite-differencing is demonstrated in

Section 4.6 where the central finite-difference methods generally require more NLP

solver iterations to converge when compared with either bicomplex-step, hyper-dual, or

automatic differentiation. While the bicomplex-step derivative approximation described

in Section 4.4.2 appears to be subject to only truncation error, in practice roundoff

error can occur due to the evaluation of the bicomplex number arithmetic when using

double precision computations. The fact that some of the derivative approximations

become less accurate for step sizes below a certain magnitude when implementing the

bicomplex-step derivative approximation is an artifact of using double precision arithmetic

in the implementation. On the other hand, the hyper-dual derivative approximation

presented in Section 4.4.3 is immune to both roundoff and truncation error. Thus when

implementing the hyper-dual derivative approximation, the perturbation step size is

arbitrary and does not affect the accuracy of the approximation. Conversely, the accuracy

of central finite-differencing and bicomplex-step derivative approximations are dependent

upon the step size, leading to scaling and rounding issues that make implementation

more difficult and less accurate when compared with the hyper-dual approximation.

Finally, although automatic differentiation provides derivative estimates that are accurate

to machine precision, the computational overhead required is found to be excessively

expensive, thus making implementation impractical when compared to any of the Taylor

series-based derivative approximation methods.

4.8 Conclusions

Four derivative estimation methods, central finite-differencing, bicomplex-step,

hyper-dual, and automatic differentiation, have been compared in terms of their

effectiveness for use with direct collocation methods for solving optimal control problems.

The process of transcribing a continuous optimal control problem into a large sparse

nonlinear programming problem using a previously developed Legendre-Gauss-Radau

direct collocation method is described. The form of the resultant nonlinear programming
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problem and the need for an efficient method to facilitate the NLP solver employed

is presented. The three Taylor series-based derivative approximations, central

finite-differencing, bicomplex-step, and hyper-dual, are derived. These three Taylor

series-based methods are then compared to one another and compared to automatic

differentiation in terms of accuracy, computational efficiency, and implementation.

The performance of a nonlinear programming problem solver is then demonstrated

on three benchmark optimal control problems. The performance of the NLP solver is

assessed in terms of number of iterations to solve, computation time per iteration, and

computation time. Despite the observation that central finite-differencing requires less

computation time per iteration than either the bicomplex-step or the hyper-dual method,

the latter two methods require significantly less overall computation time because the

NLP solver requires significantly fewer iterations to converge to a solution. Moreover, the

bicomplex-step and hyper-dual methods are found to have similar performance, although

the hyper-dual method is found to be significantly easier to implement. Additionally,

automatic differentiation is found to require substantially more computation time than any

of the Taylor series-based methods. Finally, a preliminary comparison of the derivative

estimation methods for solving optimal control problems using direct collocation is

found to favor the hyper-dual method in terms of computational efficiency and ease of

implementation.
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CHAPTER 5
MESH REFINEMENT METHOD FOR SOLVING BANG-BANG OPTIMAL CONTROL

PROBLEMS USING DIRECT COLLOCATION

The objective of this chapter is to describe the development of a mesh refinement

method designed for handling the discontinuities which appear in a particular class of

optimal control problems known as bang-bang optimal control problems. Bang-bang

optimal control problems arise in a wide variety of well-known application areas [92]. A

key feature of an optimal control problem with a bang-bang optimal control is that the

Hamiltonian is linear with respect to one or more components of the control. Due to the

linear dependence of the Hamiltonian on the control and under the assumption that the

solution does not contain any singular arcs, Pontryagin’s minimum principle applies such

that the optimal control lies at either its minimum or maximum limit. In the context of

a mesh refinement method using collocation, if the method could algorithmically detect

the bang-bang structure of the optimal solution, it may be possible to obtain an accurate

solution in a more computationally efficient manner than would be possible using a

standard mesh refinement method that does not exploit the structure of the solution.

While the hp mesh refinement methods as described in Refs. [31, 32, 61, 33, 34] can

improve accuracy and computational efficiency when compared with traditional h or p

methods, a key missing aspect of these methods is that they do not exploit the structure

of the optimal solution. The reader is reminded that hp-methods were previously defined

on page 16 as achieving convergence using direct transcription by increasing the number

of mesh intervals used and/or the degree of the polynomial within each mesh interval.

In particular, in the case where the optimal solution is nonsmooth, rather than refining

the mesh based on knowledge of the structure of the solution, these previously developed

methods improve accuracy by increasing the number of collocation points in the vicinity

of a discontinuity. As a result, these methods often place an undesirably large number of

collocation points in the neighborhood of a discontinuity. Consequently, optimal control
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problems whose controls are discontinuous can require a large number of mesh refinement

iterations to converge using the previously developed hp-adaptive methods.

The objective of this research is to develop a mesh refinement method for solving

bang-bang optimal control problems by algorithmically exploiting the structure of the

optimal solution. In particular, this research focuses on the development of a method

that significantly improves computational efficiency while simultaneously reducing the

mesh size and the number of mesh refinement iterations required in order to obtain a

solution to a bang-bang optimal control problem. Previous research for solving bang-bang

optimal control problems has been conducted using indirect methods. Refs. [93, 94, 95,

96, 97, 98, 99, 100] employ indirect shooting while Refs. [99, 100] include the second-order

optimality conditions for bang-bang optimal control problems. Furthermore, Refs. [101,

102, 103] employ a direct shooting method for solving bang-bang optimal control problems

by parameterizing the control using piecewise constants where the durations of the

intervals are added as optimization parameters in order to solve for the bang-bang

control profile. In particular, Ref. [103] combines the switch time computation and the

time-optimal switching method developed in Refs. [101] and [102], respectively. In the

context of hp-adaptive mesh refinement methods, knotting methods have been developed

in Refs. [104, 105] which allow discontinuities in optimal control profiles to be taken into

account by explicitly introducing a switch time variable to the problem definition. In

particular, Ref. [104] utilizes the concept of super-elements which introduce switch time

variables that are taken into account as parameters in the resulting optimization process.

The modified Legendre pseudospectral scheme described in Ref. [92] also uses a similar

approach by handling bang-bang optimal control problems using a knotting method that

solves for the optimal control using an assumed number of switch times and constant

control arcs. The assumed number of switch times is then increased or decreased for

each iteration based on the approximated solution, with the scheme converging upon the

solution for the optimal number of switch times. Additionally, Ref. [62] describes a slight
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modification of the hp-adaptive mesh refinement derived in Ref. [34], where new mesh

points are placed at discontinuity locations that are estimated based on the switching

functions of the Hamiltonian of the optimal control problem. Finally, Ref. [63] describes a

mesh refinement method that is used in conjunction with the aforementioned hp-adaptive

mesh refinement methods and detects discontinuities via jump function approximations.

In this chapter a new direct collocation mesh refinement method is developed for

solving optimal control problems whose solutions have a bang-bang structure. While in

principle the method of this chapter can be used with any collocation method, in this

chapter the Legendre-Gauss-Radau collocation method [39, 30, 28, 29, 77, 80, 81] is

employed because it produces accurate state, control, and costate approximations [39, 30,

28, 29, 81]. Moreover, the approach of this chapter is designed to be used in conjunction

with a previously developed hp mesh refinement method such as those described in

Refs. [31, 32, 61, 33, 34]. First, a solution is obtained on a coarse mesh. Next, using the

solution on this coarse mesh, the costate is estimated at the collocation points using the

methods developed in Refs. [30, 28, 29]. Then, the state and costate approximations

on the coarse mesh are used to determine algorithmically if the Hamiltonian is linear

with respect to one or more components of the control. Using the state and costate

approximations, the switching functions are estimated at the collocation points for

those components of the control for which the Hamiltonian depends upon linearly. The

estimates of the switching functions are then used to estimate a discontinuity in the

control between any two collocation points where a switching function changes sign. Using

these estimates of the control discontinuities, the locations of the switch times in the

control are then introduced as optimization variables and the optimal control problem

is divided into multiple domains. Within each domain, those components of the control

that have a bang-bang solution structure are fixed at either their lower or upper limits

depending upon the sign of the switching function. It is important to note that those

control components that do not have a bang-bang structure remain free to vary within
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their defined bounds. Furthermore, it is noted that the multiple-domain formulation is

analogous to using super-elements as described in Ref. [104], with a key difference being

that the structure of the bang-bang optimal control profile has been algorithmically

detected using the estimates of the switching functions found on the initial mesh. The

multiple-domain optimal control problem is then solved using LGR collocation where

it is noted again that the switch times are determined as part of the optimization. The

material in this chapter is based on Ref. [64].

This chapter is organized as follows. Section 5.1 defines the general single-phase

optimal control problem in Bolza form. Section 5.2 describes the rationale for using

Legend-Gauss-Radau collocation points as the set of nodes to discretize the continuous

optimal control problem and the Legendre-Gauss-Radau collocation method. Section 5.3

briefly overviews the form of bang-bang optimal control problems. Section 5.4 describes

the bang-bang mesh refinement method of this chapter. Section 5.5 demonstrates the

performance of the mesh refinement method of this chapter when solving bang-bang

optimal control problems as compared to the four previously developed hp-adaptive mesh

refinement methods of Refs. [61, 31, 33, 34]. Section 5.6 provides a discussion of both the

approach and the results. Finally, Section 5.7 provides conclusions on this research.

5.1 Single-Phase Optimal Control Problem

Without loss of generality, consider the following general single-phase optimal control

problem in Bolza form defined on the time horizon t ∈ [t0, tf ]. Determine the state

y(t) ∈ R1 × ny , the control u(t) ∈ R1 × nu , the start time t0 ∈ R, and the terminus time

tf ∈ R that minimize the objective functional

J =M(y(t0), t0, y(tf ), tf ) +

∫ tf
t0

L(y(t), u(t), t) dt , (5–1)

subject to the dynamic constraints

dy

dt
= a(y(t), u(t), t) , (5–2)

125



the inequality path constraints

cmin ≤ c(y(t), u(t), t) ≤ cmax , (5–3)

and the boundary conditions

bmin ≤ b(y(t0), t0, y(tf ), tf ) ≤ bmax . (5–4)

5.2 Legendre-Gauss-Radau Collocation

In order to develop the method described in this chapter, a direct collocation

method must be chosen. While in principle any direct collocation method can

be used to approximate the optimal control problem given in Section 5.1, in this

research the previously developed Legendre-Gauss-Radau (LGR) collocation method

[39, 30, 28, 29, 61, 81] will be used because it has been shown that the LGR collocation

method produces an accurate state, control, and costate [39, 30, 28, 29, 81]. It is noted

that the accuracy of the costate estimate of the LGR collocation method plays an

important role in the method of this chapter because the accuracy of the costate directly

influences the accuracy of the estimates of the switching functions of the Hamiltonian

which are in turn used to estimate the switch times in the optimal control (forming the

basis of the method of this chapter).

In the context of this research, a multiple-interval form of the LGR collocation

method is chosen. The time horizon t ∈ [t0, tf ] may be divided into Q time domains,

Pd = [t
[d−1]
s , t

[d ]
s ] ⊆ [t0, tf ], d ∈ {1, ... ,Q}, such that

Q⋃
d=1

Pd = [t0, tf ] ,

Q⋂
d=1

Pd = {t [1]
s , ... , t [Q−1]

s } , (5–5)

where t [d ]
s , d ∈ {1, ... ,Q − 1} are the switch time variables of the problem, t [0]

s = t0,

and t [Q]
s = tf . Thus in the case where Q = 1 the domain consists of only a single domain

P1 = [t0, tf ] and {t [1]
s , ... , t

[Q−1]
s } = ∅. In the multiple-interval LGR collocation method,

each of the time domains Pd = [t
[d−1]
s , t

[d ]
s ], d ∈ {1, ... ,Q}, is converted into the domain
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τ ∈ [−1, +1] using the affine transformation,

t =
t

[d ]
s − t [d−1]

s

2
τ +
t

[d ]
s + t

[d−1]
s

2
,

τ = 2
t − t [d−1]

s

t
[d ]
s − t [d−1]

s

− 1 .

(5–6)

The interval τ ∈ [−1, +1] for each domain Pd is then divided into K mesh intervals,

Sk = [Tk−1,Tk ] ⊆ [−1, +1], k ∈ {1, ... ,K} such that

K⋃
k=1

Sk = [−1, +1] ,

K⋂
k=1

Sk = {T1, ... ,TK−1} , (5–7)

and −1 = T0 < T1 < ... < TK−1 < TK = +1. For each mesh interval, the LGR

points used for collocation are defined in the domain of [Tk−1,Tk ] for k ∈ {1, ... ,K}. The

state of the continuous optimal control problem is then approximated in mesh interval

Sk , k ∈ {1, ... ,K}, as

y(k)(τ) ≈ Y(k)(τ) =

Nk+1∑
j=1

Y
(k)
j `(k)

j (τ) , `(k)
j (τ) =

Nk+1∏
l=1
l 6=j

τ − τ (k)
l

τ (k)
j − τ

(k)
l

, (5–8)

where `(k)
j (τ) for j ∈ {1, ... ,Nk + 1} is a basis of Lagrange polynomials on Sk ,(

τ (k)
1 , ... , τ (k)

Nk

)
are the set of Nk Legendre-Gauss-Radau (LGR) [82] collocation

points in the interval [Tk−1,Tk), τ (k)
Nk+1 = Tk is a non-collocated support point, and

Y
(k)
j ≡ Y(k)(τ (k)

j ). Differentiating Y(k)(τ) in Eq. (5–8) with respect to τ gives

dY(k)(τ)

dτ
=

Nk+1∑
j=1

Y
(k)
j

d`(k)
j (τ)

dτ
. (5–9)

The dynamics are then approximated at the Nk LGR points in mesh interval

k ∈ {1, ... ,K} as

Nk+1∑
j=1

D
(k)
lj Y

(k)
j −

tf − t0
2

a
(

Y
(k)
l , U

(k)
l , t(τ (k)

l , t0, tf )
)

= 0 , l ∈ {1, ... ,Nk} , (5–10)

where

D
(k)
lj =

d`(k)
j (τ (k)

l )

dτ
, l ∈ {1, ... ,Nk} , j ∈ {1, ... ,Nk + 1} ,
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are the elements of the Nk × (Nk + 1) Legendre-Gauss-Radau differentiation matrix [30]

in mesh interval Sk , k ∈ {1, ... ,K}, and U
(k)
l is the approximation of the control at

the l th collocation point in mesh interval Sk . It is noted that continuity in the state and

time between mesh intervals Sk−1 and Sk , k ∈ {1, ... ,K}, is enforced by using the same

variables to represent Y
(k−1)
Nk−1+1 and Y

(k)
1 , while continuity in the state between the domains

Pd−1 and Pd , d ∈ {2, ... ,Q}, is achieved using the additional continuity constraint

Y
[d−1]

N [d−1]+1
= Y

[d ]
1 , (5–11)

where the superscript [d ] is used to denote the d th time domain, Y
[d ]
j denotes the value of

the state approximation at the j th discretization point in the time domain Pd , and N [d ] is

the total number of collocation points used in time domain Pd computed by

N [d ] =

K [d ]∑
k=1

N
[d ]
k . (5–12)

The Legendre-Gauss-Radau approximation of the multiple-domain optimal control

problem then leads to the following nonlinear programming problem (NLP). Minimize the

objective function

J =M(Y
[1]
1 , t0, Y

[Q]

N [Q]+1
, tf ) +

Q∑
d=1

t
[d ]
s − t [d−1]

s

2

[
w[d ]

]T
L[d ] , (5–13)

subject to the defect constraints

∆[d ] = D[d ]Y[d ] − t
[d ]
s − t [d−1]

s

2
A[d ] = 0 , d ∈ {1, ... ,Q} , (5–14)

the path constraints

cmin ≤ C
[d ]
j ≤ cmax , j ∈ {1, ... ,N [d ]} , d ∈ {1, ... ,Q} , (5–15)

the boundary conditions

bmin ≤ b(Y
[1]
1 , t0, Y

[Q]

N [Q]+1
, tf ) ≤ bmax . (5–16)
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and the continuity constraints

Y
[d−1]

N [d−1]+1
= Y

[d ]
1 , d ∈ {2, ... ,Q} , (5–17)

where

A[d ] =


a
(

Y
[d ]
1 , U

[d ]
1 , t

[d ]
1

)
...

a
(

Y
[d ]

N [d ], U
[d ]

N [d ], t
[d ]

N [d ]

)
 ∈ RN [d ] × ny , (5–18)

C[d ] =


c
(

Y
[d ]
1 , U

[d ]
1 , t

[d ]
1

)
...

c
(

Y
[d ]

N [d ], U
[d ]

N [d ], t
[d ]

N [d ]

)
 ∈ RN [d ] × nc , (5–19)

L[d ] =


L
(

Y
[d ]
1 , U

[d ]
1 , t

[d ]
1

)
...

L
(

Y
[d ]

N [d ], U
[d ]

N [d ], t
[d ]

N [d ]

)
 ∈ RN [d ] × 1 , (5–20)

D[d ] ∈ RN [d ] × [N [d ]+1] is the LGR differentiation matrix in time domain Pd , d ∈ {1, ... ,Q},

and w[d ] ∈ RN [d ] × 1 are the LGR weights at each node in time domain Pd , d ∈ {1, ... ,Q}.

It is noted that a ∈ R1 × ny , c ∈ R1 × nc , and L ∈ R1 × 1 correspond, respectively, to

the vector fields that define the right-hand side of the dynamics, the path constraints,

and the integrand of the optimal control problem, where ny and nc are, respectively, the

number of state components and path constraints in the problem. Additionally, the state

matrix, Y[d ] ∈ R[N [d ]+1] × ny , and the control matrix, U[d ] ∈ RN [d ] × nu , in time domain

Pd , d ∈ {1, ... ,Q}, are formed as

Y[d ] =


Y

[d ]
1

...

Y
[d ]

N [d ]+1

 and U[d ] =


U

[d ]
1

...

U
[d ]

N [d ]

 , (5–21)

respectively, where nu is the number of control components in the problem. Finally,

as described in Ref. [30], estimates of the costate may be obtained at each of the
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discretization points in the time domain Pd , d ∈ {1, ... ,Q}, using the transformation

λ[d ] = (W[d ])−1Λ[d ] , λ[d ]

N [d ]+1
= (D

[d ]

N [d ]+1
)TΛ[d ] , (5–22)

where λ[d ] ∈ RN [d ] × ny is a matrix of the costate estimates at the collocation points in time

domain Pd , W[d ] = diag(w[d ]) is a diagonal matrix of the LGR weights at the collocation

points in time domain Pd , Λ[d ] ∈ RN [d ] × ny is a matrix of the NLP multipliers obtained

from the NLP solver corresponding to the defect constraints at the collocation points

in time domain Pd , λ[d ]

N [d ]+1
∈ R1 × ny is a row vector of the costate estimates at the

non-collocated end point in time domain Pd , and D
[d ]

N [d ]+1
∈ RN [d ] × 1 is the last column of

the LGR differentiation matrix in time domain Pd .

5.3 Control-Linear Hamiltonian

The Hamiltonian of the Bolza optimal control problem defined in Eqs. 5–1 to 5–4 is

given as

H(y(t),λ(t), u(t), t) = L(y(t), u(t), t) + λ(t)aT(y(t), u(t), t). (5–23)

Assume now that the Hamiltonian given in Eq. 5–23 has the following form:

H(y(t),λ(t), u(t), t) = f (y(t),λ(t), z(t), t) + σ(y(t),λ(t), t)vT(t), (5–24)

where f ∈ R, σ ∈ R1 × I , v(t) = (u1(t), ... , uI (t)) ∈ R1×I and z(t) = (uI+1(t), ... , unu(t)) ∈

R1×(nu−I ). It is noted that v(t) and z(t) are vectors that correspond, respectively, to

those components of the control upon which the Hamiltonian depends linearly and

nonlinearly, while σ = (σ1, ... ,σI ) is a vector that defines the I switching functions. In

other words, the components (u1(t), ... , unu(t)) of the control are ordered such that any

control-linear component has an index that is lower than any control-nonlinear component

and (σ1, ... ,σI ) are functions of the state and the costate that are used to determine

locations where a switch in the control may occur. Then, assuming that the optimal

solution contains no singular arcs, the optimal control for any control-linear component,

130



u∗i (t), i ∈ {1, ... , I}, is obtained from Pontryagin’s minimum principle as

u∗i (t) =

 u
min
i , σi(y(t),λ(t), t) > 0,

umax
i , σi(y(t),λ(t), t) < 0,

(i = 1, ... , I ) , (5–25)

where the signs of the switching functions, σi , i ∈ {1, ... , I}, are determined by the state

y(t), the costate λ(t), and the time t. Thus, the optimal control will have a bang-bang

structure where discontinuities in the solution occur whenever a switching function,

σi , i ∈ {1, ... , I}, changes sign (again, assuming no singular arcs).

Assume now that the optimal control problem has been approximated using the

LGR collocation method as described in Section 5.2. Furthermore, assume that the NLP

resulting from LGR collocation has been solved to obtain estimates of the state, control,

and costate as given in Eqs. 5–21 and 5–22. Then the approximation can be utilized to

detect possible switch times in the optimal control. These possible discontinuity locations

can be detected by evaluating the switching functions σi , i ∈ {1, ... , I}, at each of the

collocation points and checking for sign changes in σi between two adjacent collocation

points. In particular, a sign change in σi between any two adjacent collocation points tk

and tk+1 indicates that σi has a root in the time interval t ∈ [tk , tk+1], thus indicating

a switch in the control at a time t ∈ [tk , tk+1]. As discussed in Ref. [106], the rationale

for using changes in the sign of σi to detect switches in the control is due to the fact that

the gradient of the objective with respect to a switching point in a bang-bang control is

proportional to the coefficient σi of the control in the Hamiltonian. Consequently, the

gradient of the objective with respect to a switching point only vanishes at values of

time where the coefficient of the control vanishes, and the change in sign of σi between

a pair of points provides an estimate of a switch time in the component of the control

corresponding to the switching function σi .
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5.4 Bang-Bang Control Mesh Refinement Method

In this section, the bang-bang mesh refinement method is developed. The method

consists of several steps. The first step, described in Section 5.4.1 determines if the

Hamiltonian is linear in one or more components of the control. The second step,

described in Section 5.4.2 computes estimates of the locations of discontinuities in

each component of the control upon which the Hamiltonian depends upon linearly.

The third step, described in Section 5.4.3, reformulates the optimal control problem into

a multiple-domain optimal control problem where the domains are determined based on

the estimates of the discontinuity locations obtained in the second step of the method.

The interior endpoints of these domains are then treated as optimization variables by

introducing an appropriate number of switch time parameters which use the estimates

of the discontinuity locations as initial guesses for these new variables. In addition, any

component of the control for which the Hamiltonian has been determined to depend

upon linearly is then fixed at either its minimum or maximum value in each domain

depending upon the direction of the switch in sign of the corresponding switching function

component identified in the second step. The multiple-domain optimal control problem

is then solved iteratively using the LGR collocation method described in Section 5.2

together with a previously developed hp-adaptive mesh refinement method (to refine

the mesh based on the error in the solution for those control components for which

the Hamiltonian does not depend upon linearly and provide sufficient resolution in the

state approximation). Finally, Section 5.4.4 provides a summary of the bang-bang mesh

refinement method.

5.4.1 Method for Identifying Bang-Bang Optimal Control Problems

Assume now that the optimal control problem as formulated in Section 5.1 has been

transcribed into a nonlinear programming problem using the LGR collocation method

as developed in Section 5.2 assuming that Q = 1 (that is, a single domain is used).

Furthermore, assume that the resulting NLP has been solved to obtain estimates of the
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state, control, and costate as given in Eqs. 5–21 and 5–22, and that the mesh refinement

accuracy tolerance has not been satisfied and, thus, mesh refinement is required. As a

result, it is possible that the optimal solution may possess a bang-bang optimal control.

The first step in determining if a bang-bang optimal control is a possibility is to determine

if the Hamiltonian is linear in one or more of the components of the control. Moreover,

the method should be able to detect a control-linear Hamiltonian without requiring any

external intervention.

In this research, the determination of a control-linear Hamiltonian is made using

hyper-dual derivative approximations [56]. In particular, using the state and costate

approximations obtained from the LGR collocation method, the hyper-dual derivative

approximation of Ref. [56] is used to compute the first- and second-derivatives of the

Hamiltonian with respect to each component of the control. In order to identify linearity

in the Hamiltonian with respect to a given control component, sample values of the control

component are taken between the bounds of the control and partial derivatives of the

Hamiltonian are then taken with respect to that control component while holding all other

variables constant. If the partial derivatives of the Hamiltonian obtained using the various

sample values of the control component are found to be constant, then the Hamiltonian

is identified as possibly being linear with respect to that control component. Moreover, if

any control component has been identified to have a zero second derivative and has zero

second-order partial derivatives with respect to any other control components [that is, all

cross partial derivatives ∂2H
∂ui∂uj

= 0, (i 6= j)], then the Hamiltonian is linear with respect

to that component of the control and is thus a candidate for bang-bang control mesh

refinement. Estimates of the switching functions of the Hamiltonian are then obtained by

computing the partial of the Hamiltonian with respect to each control-linear component

using hyper-dual derivative approximations. Finally, it is noted that the hyper-dual

derivative approximation is not subject to truncation error up to second derivatives and,
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thus, provides exact (that is, to machine precision) first- and second-derivatives of the

Hamiltonian with respect to the control.

5.4.2 Estimating Locations of Switches in Control

Once it has been determined that the Hamiltonian is linear in at least one control

component, the next step is to estimate times at which a control component may switch

between its lower and upper limit, thus leading to a discontinuity in the control solution

profile. Assuming that the optimal solution contains no singular arcs, a discontinuity in

the control will occur when a switching function σi , i ∈ {1, ... , I} changes sign. Given

that the solution of the optimal control problem has been approximated using the LGR

collocation as given in Section 5.2, an estimate of a discontinuity in a control component

will be when a switching function σi changes sign between two adjacent collocation

points. Furthermore, because any switching function, σi may change sign one or more

times, it is possible that any or all components of the control v(t) may have one or more

discontinuities and that the discontinuity time for a particular component, vi(t), may

differ from the discontinuity time of another control-linear component, vj(t), (i 6= j).

In order to accommodate the possibility of multiple discontinuities within a given

mesh interval, Sk , k ∈ {1, ... ,K}, each discontinuity estimate time (t id)(k) in Sk for a given

control component ui , i ∈ {1, ... , I} is computed using

(t id)(k) =
(t iσ)(k) + (t iu)

(k)

2
, (5–26)

where (t iσ)(k) is the midpoint time between the two adjacent discretization points

showing a change in sign of the corresponding switching function σi within Sk , and

(t iu)
(k) is the midpoint time between the two adjacent discretization points displaying

the largest absolute difference in the value of the i th control-linear component ui within

Sk . An example schematic of estimating the discontinuity time, (t id)(k), for control-linear

component, ui , for mesh interval Sk is shown in Fig. 5-1.

134



Figure 5-1. Estimates of discontinuity location (t id)(k) corresponding to control component
ui in mesh interval Sk using corresponding switching function σi(t) with six

collocation points {t(k)
1 , ... , t

(k)
6 }.

By taking into account both of the midpoint times (t iσ)(k) and (t iu)
(k) in estimating

the discontinuity time (t id)(k), the bang-bang control profile can be properly maintained

relative to all control-linear components within a mesh interval Sk containing multiple

discontinuities. Furthermore, in the event that the switching function σi changes

sign across two adjacent mesh intervals Sk and Sk+1, the mesh point Tk that lies at

the interface between the mesh intervals Sk and Sk+1 is used as the estimate for the

discontinuity time (t id)(k) (that is (t id)(k) = Tk) as shown in Fig. 5-2.

Figure 5-2. Estimates of discontinuity location (t id)(k) corresponding to control component
ui across mesh intervals Sk and Sk+1 using corresponding switching function
σi(t) and four collocation points in each mesh interval

{t(k)
1 , ... , t

(k)
4 , t

(k+1)
1 , ... , t

(k+1)
4 }.
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After checking all mesh intervals Sk , k ∈ {1, ... ,K}, for possible discontinuities,

the computed discontinuity estimates, (t id)(k), i ∈ {1, ... , I}, k ∈ {1, ... ,K}, are

arranged in ascending order and used as initial guesses for the switch time parameters

t
[S]
s , S ∈ {1, ... , ns}, that are to be introduced in the subsequent mesh iterations, where

ns is equal to the total number of discontinuities detected in the solution obtained on

the initial mesh. Finally, the limit of each control-linear component ui , i ∈ {1, ... , I},

to be used on the subsequent mesh iterations in each of the newly created time domains

Pd , d ∈ {1, ... ,Q}, is identified by checking the sign of the corresponding switching

function σi within Pd , while each control-nonlinear component ui , i ∈ {I + 1, ... , nu}, is

left free to vary between its defined bounds, where Q = ns + 1 on the subsequent mesh

iterations. Thus, by using the estimates of the switching functions, the structure of the

bang-bang optimal control profile has been automatically detected and used to set up the

subsequent mesh iterations to include ns switch time parameters.

5.4.3 Reformulation of Optimal Control Problem Into Multiple Domains

Assuming the optimal control problem has been identified suitable for bang-bang

mesh refinement as described in Section 5.4.1, the method for automatically detecting

the structure of the bang-bang control as described in Section 5.4.2 may be employed.

Once acquired, the detected structure of the bang-bang control may be used to introduce

the appropriate number of switch time parameters, t [S]
s , S ∈ {1, ... , ns}, to be solved

for on subsequent mesh iterations, where the initial guess for each switch time parameter

t
[S]
s is the estimated discontinuity time that was found using the process described in

Section 5.4.2. The switch time parameters are included by using variable mesh points

between the newly created time domains, Pd , d ∈ {1, ... ,Q}, where Q = ns + 1 .

Specifically, the variable mesh points are employed by dividing the time horizon t = [t0, tf ]

of the optimal control problem identified as a bang-bang control into Q = ns + 1 time

domains as described in Section 5.2, where ns is the number of switch time parameters

introduced based on the detected structure of the bang-bang control profile for the
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solution on the initial mesh. Each of the time domains Pd = [t
[d−1]
s , t

[d ]
s ], d ∈ {1, ... ,Q},

has bounds enforced on t [d−1]
s and t [d ]

s which appropriately bracket the estimated

discontinuity times detected from the structure. Additionally, the bounds of the

control-linear components ui , i ∈ {1, ... , I}, within each time domain Pd , d ∈ {1, ... ,Q},

are set to the identified constant bang control limit for each control-linear component

during the corresponding spans of time based on the previously detected structure,

while the bounds of the control-nonlinear components ui , i ∈ {I + 1, ... , nu}, are left

unchanged. Thus the bang-bang optimal control problem is effectively transcribed into a

multiple-domain optimal control problem employing constant values for the control-linear

components in each time domain Pd , d ∈ {1, ... ,Q}, such that the optimal switch times

are solved for on the subsequent mesh iterations while the control-nonlinear components

are left free to vary between their respective bounds. A schematic for the process of

dividing the identified bang-bang optimal control problem into a multiple-domain

optimal control problem employing constant values for the control-linear components

ui , i ∈ {1, ... , I}, in each time domain is shown in Fig. 5-3.

Figure 5-3. Schematic of process that creates a multiple-domain optimal control problem
with Q = ns + 1 domains where variable mesh points are introduced as
optimization parameters in order to determine the ns optimal switch times in
the components of the control for which the Hamiltonian depends upon
linearly.
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5.4.4 Summary of Bang-Bang Control Mesh Refinement Method

A summary of the bang-bang control mesh refinement method developed in this

chapter appears below. Here M denotes the mesh number, and in each loop of the

method, the mesh number increases by 1. The method terminates in Step 4 when the

error tolerance is satisfied or when M reaches a prescribed maximum Mmax.

The bang-bang control mesh refinement method steps are as follows:

Step 1: Specify initial mesh.

Step 2: Solve LGR collocation NLP of Eqs. 5–13 to 5–17 on current mesh.

Step 3: Compute relative error e on current mesh.

Step 4: If e < ε or M > Mmax, then quit. Otherwise, go to Step 5.

Step 5: If M = 1, determine the number I of control components for which
Hamiltonian is linear in the control in manner described in Section 5.4.1.
Otherwise, go to Step 6.

Step 6: If I = 0 or M > 1, employ standard mesh refinement and return to Step 2.

Step 7: If I > 0 and M = 1, employ bang-bang mesh refinement using the following
steps:

(a) Estimate ns discontinuities in control components using method described in
Section 5.4.2.

(b) Partition time domain into multiple (Q = ns + 1) domains using method of
Section 5.4.3.

(c) Solve multiple-domain optimal control problem that includes following
features:

(i) Include ns variable mesh points in multiple-domain formulation.

(ii) Fix I bang-bang control components at either lower/upper limit in
each of the Q domains.

(d) Increment M −→ M + 1 and return to Step 2.

5.5 Examples

In this section, three nontrivial bang-bang optimal control problems are solved using

the bang-bang mesh refinement method described in Section 5.4. The first example
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is the three compartment model problem taken from Ref. [99]. The second example

is the robot arm problem taken from Ref. [107]. The third example is the free-flying

robot problem taken from Ref. [108]. The efficiency of the bang-bang mesh refinement

method developed in this chapter is evaluated and compared against four previously

developed hp-adaptive mesh refinement methods described in Refs. [61, 31, 33, 34]. For

problems requiring more than a single mesh refinement to meet accuracy tolerance, the

bang-bang mesh refinement method will utilize the hp-adaptive method described in

Ref. [34] to further refine the phases not meeting the specified mesh accuracy tolerance. It

is noted that any of the four previously developed hp-adaptive mesh refinement methods

may be paired with the bang-bang mesh refinement method. An initial coarse mesh

of ten intervals with five collocation points in each interval is used for each problem.

Furthermore, upon identification of the bang-bang control solution profile, the bang-bang

mesh refinement method initially employs two mesh intervals to discretize each of the

newly created time domains employing constant values for the control-linear components,

with five collocation points in each mesh interval for the first and second examples and

six collocation points in each mesh interval for the third example. The performance of

the mesh refinement methods are evaluated based on the number of mesh iterations, total

number of collocation points used, and the total computation time for the problem to be

solved satisfactorily for the specified mesh accuracy tolerance. All plots were created using

MATLAB Version R2016a (build 9.0.0.341360).

The following conventions are used for all of the examples. First, M denotes the

number of mesh refinement iterations required to meet the mesh refinement accuracy

tolerance of ε = 10−6, where M = 1 corresponds to the initial mesh. Second, Nf

denotes the total number of collocation points on the final mesh. Third, T denotes the

total computation time required to solve the optimal control problem. Furthermore, the

hp-adaptive mesh refinement methods described in Refs. [61, 31, 33, 34] are referred to,

respectively, as the hp-I, hp-II, hp-III, and hp-IV mesh refinement methods. Additionally,
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the bang-bang mesh refinement method developed in this chapter is referred to as the

hp-BB mesh refinement method. Finally, for all mesh refinement methods, a minimum

and maximum number of three and ten collocation points in each mesh interval is

enforced, respectively. All results shown in this chapter were obtained using the C++

optimal control software CGPOPS [90] using the NLP solver IPOPT [2] in full Newton

(second-derivative) mode with an NLP solver optimality tolerance of 10−9. All first-

and second-derivatives required by the NLP solver were computed using the hyper-dual

derivative approximation method described in Ref. [56]. All computations were performed

on a 2.9 GHz Intel Core i7 MacBook Pro running MAC OS-X version 10.13.6 (High

Sierra) with 16GB 2133MHz LPDDR3 of RAM. C++ files were compiled using Apple

LLVM version 9.1.0 (clang-1000.10.44.2).

5.5.1 Example 1: Three Compartment Model Problem

Consider the following optimal control problem taken from Ref. [99]. Minimize the

objective functional

J = r1N1(t) + r2N2(t) + r3N3(t) +

∫ T
0

u1(t) dt , (5–27)

subject to the dynamic constraints

Ṅ1(t) = −a1N1(t) + 2a3N3(t)(1− u1(t)) ,

Ṅ2(t) = −a2N2(t)u2(t) + a1N1(t) ,

Ṅ3(t) = a3N3(t) + a2N2(t)u2(t) ,

(5–28)

the control inequality constraints

0 ≤ u1(t) ≤ 1 ,

umin
2 ≤ u2(t) ≤ 1 ,

(5–29)

140



and the boundary conditions

N1(0) = 38 , N1(tf ) = Free ,

N2(0) = 2.5 , N2(tf ) = Free ,

N3(0) = 3.25 , N3(tf ) = Free ,

(5–30)

where a1 = 0.197, a2 = 0.395, a3 = 0.107, r1 = 1, r2 = 0.5, r3 = 1, T = 7,

and umin
2 = 0.70. The optimal control problem given in Eqs. 5–27 to 5–30 was solved

using each of the five mesh refinement methods hp-BB, hp-I, hp-II, hp-III, and hp-IV.

The solutions obtained using any of these five mesh refinement methods are in close

agreement and match the solution given in Ref. [99] (see pages 200 – 203 of Ref. [99]),

and a summary of the performance of each method is shown in Table 5-1. In particular,

it is seen in Table 5-1 that the hp-BB method is more computationally efficient, requires

fewer mesh iterations, and results in a smaller final mesh to meet the mesh refinement

accuracy tolerance of 10−6 when compared with any of the other mesh refinement

methods. Furthermore, as shown in Fig. 5-4, the solution obtained using the hp-BB

mesh refinement method accurately captures the bang-bang control profile of the optimal

solution. Specifically, it is seen that the optimal switch times are obtained to nearly

machine precision. Furthermore, estimates of the switching functions obtained using the

solution on the initial mesh are shown in Fig. 5-5, where it is seen that the roots of the

switching functions are in close proximity to the locations of the optimal switch times.

Thus, while the previously developed hp-adaptive mesh refinement methods are able to

satisfy the mesh refinement accuracy tolerance in a reasonable number of iterations, the

hp-BB method outperforms all of these methods. Moreover, unlike the other methods

where a large number of collocation points are placed in the vicinity of a discontinuity

(as seen in Fig. 5-4), the hp-BB method places no unnecessary collocation points at

the discontinuity due to the fact that optimal control problem has been divided into

multiple domains and variable mesh points are included that define the locations of the

discontinuities in the control (again, see Fig. 5-4).
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Table 5-1. Mesh refinement performance results for Example 1 using hp-BB, hp-I, hp-II,
hp-III, and hp-IV mesh refinement methods.

hp-BB hp-I hp-II hp-III hp-IV

M 2 10 4 5 5

Nf 40 85 86 115 95

T (s) 0.1234 0.4859 0.2826 0.4132 0.3054

Figure 5-4. Comparison of control for Example 1 obtained using hp-BB and hp-II mesh
refinement methods.

Figure 5-5. Estimates of the switching functions σ(t) = (σ1(t),σ2(t)) for Example 1 using
solution obtained on the initial mesh.

5.5.2 Example 2: Robot Arm Problem

Consider the following optimal control problem taken from Ref. [107]. Minimize the

objective functional

J = tf , (5–31)

subject to the dynamic constraints

ẏ1(t) = y2(t) , ẏ3(t) = y4(t) , ẏ5(t) = y6(t) ,

ẏ2(t) = u1(t)/L , ẏ4(t) = u2(t)/Iθ(t) , ẏ6(t) = u3(t)/Iφ(t) ,
(5–32)
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the control inequality constraints

− 1 ≤ ui(t) ≤ 1 , (i = 1, 2, 3) , (5–33)

and the boundary conditions

y1(0) = 9/2 , y1(tf ) = 9/2 , y2(0) = 0 , y2(tf ) = 0 ,

y3(0) = 0 , y3(tf ) = 2π/3 , y4(0) = 0 , y4(tf ) = 0 ,

y5(0) = π/4 , y5(tf ) = π/4 , y6(0) = 0 , y6(tf ) = 0 ,

(5–34)

where

Iθ(t) =
((L− y1(t))3 + y 3

1 (t))

3
sin2(y5(t)) , Iφ(t) =

((L− y1(t))3 + y 3
1 (t))

3
, L = 5 .

(5–35)

The optimal control problem given in Eqs. 5–31 to 5–35 was solved using each of

the five mesh refinement methods hp-BB, hp-I, hp-II, hp-III, and hp-IV. The solutions

obtained using any of these five mesh refinement methods are in close agreement and

match the solution given in Ref. [107] (see page 20 of Ref. [107]), and a summary of the

performance of each method is shown in Table 5-2. In particular, it is seen in Table 5-2

that the hp-BB method is more computationally efficient, requires fewer mesh iterations,

and results in a smaller final mesh to meet the mesh refinement accuracy tolerance of 10−6

when compared with any of the other mesh refinement methods. Furthermore, as shown

in Fig. 5-6, the solution obtained using the hp-BB mesh refinement method accurately

captures the bang-bang control profile of the optimal solution. Specifically, it is seen that

the optimal switch times are obtained to nearly machine precision. Furthermore, estimates

of the switching functions obtained using the solution on the initial mesh are shown in

Fig. 5-7, where it is seen that the roots of the switching functions are in close proximity

to the locations of the optimal switch times. Thus, while the previously developed

hp-adaptive mesh refinement methods are able to satisfy the mesh refinement accuracy

tolerance in a reasonable number of iterations, the hp-BB method outperforms all of these
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methods. Moreover, unlike the other methods, where a large number of collocation points

are placed in the vicinity of a discontinuity (as seen in Fig. 5-6), the hp-BB method places

no unnecessary collocation points at the discontinuity due to the fact that optimal control

problem has been divided into multiple domains and variable mesh points are included

that define the locations of the discontinuities in the control (again, see Fig. 5-6).

Table 5-2. Mesh refinement performance results for Example 2 using hp-BB, hp-I, hp-II,
hp-III, and hp-IV mesh refinement methods.

hp-BB hp-I hp-II hp-III hp-IV

M 2 7 5 6 4

Nf 60 80 78 114 85

T (s) 0.2183 0.6234 0.5000 0.8461 0.4156

Figure 5-6. Comparison of control for Example 2 obtained using hp-BB and hp-IV mesh
refinement methods.

5.5.3 Example 3: Free-Flying Robot Problem

Consider the following optimal control problem taken from Ref. [108]. Minimize the

cost functional

J =

∫ tf
0

(u1(t) + u2(t) + u3(t) + u4(t))dt , (5–36)
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Figure 5-7. Estimates of the switching functions σ(t) = (σ1(t),σ2(t),σ3(t)) for Example
2 using solution obtained on the initial mesh.

subject to the dynamic constraints

ẋ(t) = vx(t) , ẏ(t) = vy(t) ,

v̇x(t) = (F1(t) + F2(t)) cos(θ(t)) , v̇y(t) = (F1(t) + F2(t)) sin(θ(t)) ,

θ̇(t) = ω(t) , ω̇(t) = αF1(t)− βF2(t) ,

(5–37)

the control inequality constraints

0 ≤ ui(t) ≤ 1 , (i = 1, 2, 3, 4) , Fi(t) ≤ 1 , (i = 1, 2) , (5–38)

and the boundary conditions

x(0) = −10 , x(tf ) = 0 , y(0) = −10 , y(tf ) = 0 ,

vx(0) = 0 , vx(tf ) = 0 , vy(0) = 0 , vy(tf ) = 0 ,

θ(0) = π
2

, θ(tf ) = 0 , ω(0) = 0 , ω(tf ) = 0 ,

(5–39)

where F1(t) = u1(t) − u2(t) and F2(t) = u3(t) − u4(t) are the real control, α = 0.2, and

β = 0.2.

The optimal control problem given in Eqs. 5–36 to 5–39 was solved using each of

the five mesh refinement methods hp-BB, hp-I, hp-II, hp-III, and hp-IV. The solutions

obtained using any of these five mesh refinement methods are in close agreement and

match the solution given in Ref. [107] (see pages 328 – 329 of Ref. [21]), and a summary

of the performance of each method is shown in Table 5-3. In particular, it is seen in

Table 5-3 that the hp-BB method is more computationally efficient, requires fewer mesh

145



iterations, and results in a smaller final mesh to meet the mesh refinement accuracy

tolerance of 10−6 when compared with any of the other mesh refinement methods.

Furthermore, as shown in Fig. 5-8, the solution obtained using the hp-BB mesh refinement

method accurately captures the bang-bang control profile of the optimal solution.

Specifically, it is seen that the optimal switch times are obtained to nearly machine

precision. Furthermore, estimates of the switching functions obtained using the solution

on the initial mesh are shown in Fig. 5-9, where it is seen that the roots of the switching

functions are in close proximity to the locations of the optimal switch times. Thus, while

the previously developed hp-adaptive mesh refinement methods are able to satisfy the

mesh refinement accuracy tolerance in a reasonable number of iterations, the hp-BB

method outperforms all of these methods. Moreover, unlike the other methods, where a

large number of collocation points are placed in the vicinity of a discontinuity (as seen in

Fig. 5-8), the hp-BB method places no unnecessary collocation points at the discontinuity

due to the fact that optimal control problem has been divided into multiple domains and

variable mesh points are included that define the locations of the discontinuities in the

control (again, see Fig. 5-8).

Table 5-3. Mesh refinement performance results for Example 3 using hp-BB, hp-I, hp-II,
hp-III, and hp-IV mesh refinement methods.

hp-BB hp-I hp-II hp-III hp-IV

M 2 16 9 8 8

Nf 90 204 235 283 194

T (s) 0.7019 8.4331 4.0833 4.7948 3.6157

Figure 5-8. Comparison of control (F1(t),F2(t)) = (u1(t)− u2(t), u3(t)− u4(t)) for
Example 3 obtained using hp-BB, and hp-IV mesh refinement methods.
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Figure 5-9. Estimates of the switching functions σ(t) = (σ1(t),σ2(t),σ3(t),σ4(t)) for
Example 3 using solution obtained on the initial mesh.

5.6 Discussion

The results of Section 5.5 demonstrate the effectiveness of the mesh refinement

method developed in this chapter for problems whose optimal control has a bang-bang

structure. In particular, the results of Section 5.5 show that, while the previously

developed mesh refinement methods are able to find a solution that meets a specified

mesh refinement accuracy tolerance, these methods place an unnecessarily large number

of collocation points in the vicinity of a discontinuity in the control. In addition, these

methods often require a large amount of mesh refinement to meet a desired accuracy

tolerance. On the other hand, for problems whose optimal control has a bang-bang

structure, the mesh refinement method developed in this chapter locates discontinuities

accurately. This improved accuracy (over a standard mesh refinement method) is due to

the fact that accurate estimates are obtained of the switching functions associated with

those components of the control upon which the Hamiltonian depends linearly (where an

accurate estimate of the switching functions is obtained because the costate of the optimal

control problem is approximated accurately using the LGR collocation method). Then,

by partitioning the horizon into multiple domains, introducing variables that define the

locations of the switch times in the control-linear components, and fixing the control-linear

components to lie at either its lower or upper limit in each domain, the method developed

in this chapter accurately identifies the switch times. Moreover, solutions that meet
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the specified accuracy tolerance are obtained in fewer mesh refinement iterations when

compared with using one of the previously developed mesh refinement methods.

5.7 Conclusions

A mesh refinement method has been described for solving bang-bang optimal control

problems using direct collocation. First, the solution of the optimal control problem

is approximated on a coarse mesh. If the approximation on the coarse mesh does not

satisfy the specified accuracy tolerance, the method determines automatically if the

Hamiltonian of the optimal control problem is linear with respect to any components

of the control. Then, for any control component upon which the Hamiltonian depends

linearly, the locations of the discontinuities in the control are obtained by estimating the

roots of the switching functions associated with any component of the control that appears

linearly in the Hamiltonian using estimates of the switching functions obtained using the

state and costate obtained from the solution on the initial mesh. The estimates of the

switching functions are then used to determine the bang-bang structure of the optimal

solution. Using estimates of the locations of discontinuities in the control obtained from

the detected structure, the horizon is partitioned into multiple domains and parameters

corresponding to the the locations of the switch times are introduced as variables in the

optimization. Then, by fixing in each domain any component of the control that has a

bang-bang structure to lie at either its lower or upper limit, the multiple-domain optimal

control problem is solved to accurately determine the switch times. The method has been

demonstrated on three examples where it has been shown to efficiently obtain accurate

approximations to solutions of bang-bang optimal control problems.
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CHAPTER 6
CGPOPS: A C++ SOFTWARE FOR SOLVING MULTIPLE-PHASE OPTIMAL

CONTROL PROBLEMS USING ADAPTIVE GAUSSIAN QUADRATURE
COLLOCATION AND SPARSE NONLINEAR PROGRAMMING

In this chapter a new optimal control software called CGPOPS is described that

employs hp direct orthogonal collocation methods. The reader is reminded that

hp-methods were previously defined on page 16 as achieving convergence using direct

transcription by increasing the number of mesh intervals used and/or the degree of the

polynomial within each mesh interval. An hp method is a hybrid between an h and a

p-method, where h and p-methods are also previously defined on page 16, in that both

the number of mesh intervals and the degree of the approximating polynomial within each

mesh interval can be varied in order to achieve a specified accuracy. As a result, in an

hp method it is possible to take advantage of the exponential convergence of a Gaussian

quadrature method in regions where the solution is smooth and introduce mesh points

only when necessary to deal with potential nonsmoothness or rapidly changing behavior

in the solution. Originally, hp methods were developed as finite-element methods for

solving partial differential equations [17, 18, 19, 20]. In the past few years the problem

of developing hp methods for solving optimal control problems has been of interest

[32, 31, 61, 33, 34]. The work of [32, 31, 61, 33, 34] provides examples of the benefits of

using an hp-adaptive method over either a p method or an h method. This recent research

has shown that convergence using hp methods can be achieved with a significantly smaller

finite-dimensional approximation than would be required when using either an h or a p

method.

It is noted that previously the software GPOPS− II was developed as described

in Ref. [15]. Although both the GPOPS− II and CGPOPS software programs

implement Gaussian quadrature collocation with hp mesh refinement, CGPOPS is a

fundamentally different software from GPOPS− II. First, GPOPS− II is a MATLAB

software program, while CGPOPS is a C++ software program. Furthermore, because
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CGPOPS is implemented in C++, it has the potential for improved computational

efficiency and portability over a MATLAB software such as GPOPS− II. Second, while

GPOPS− II employs both sparse finite-differencing and automatic differentiation using

the software ADiGator [65], CGPOPS employs the following four derivative estimation

methods: central finite differencing, bicomplex-step [55], hyper-dual [56], and automatic

differentiation [57]. Both the bicomplex-step and hyper-dual derivative approximations

are referred to as semi-automatic differentiation methods and are implemented via

source code transformation and operator overloading. Third, while GPOPS− II is only

capable of identifying the first-order derivative dependencies and over-estimates the

dependencies of the second derivatives, CGPOPS is able to exactly identify both the

first- and second-order derivative dependencies of the continuous optimal control problem

functions when the derivatives are approximated using the hyper-dual method. The

improvement in determining the dependencies at the level of second derivatives further

improves computational efficiency over GPOPS− II.

The objective of this chapter is to describe a computationally efficient general-purpose

C++ optimal control software that accurately solves a wide variety of constrained

continuous optimal control problems. In particular, the software described in this chapter

employs a differential form of the multiple-interval version of the Legendre-Gauss-Radau

(LGR) collocation method [30, 28, 29, 40]. The LGR collocation method is chosen

for use in the software because it provides highly accurate state, control, and costate

approximations while maintaining a relatively low-dimensional approximation of the

continuous problem. The key components of the software are then described and the

software is demonstrated on five examples from the open literature. Each example

demonstrates different capabilities of the software. The first example is the hyper-sensitive

optimal control problem taken from Ref. [109] and demonstrates the ability of the software

to accurately solve a problem whose optimal solution changes rapidly in particular regions

of the solution. The second example is the reusable launch vehicle entry problem taken
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from Ref. [21] and demonstrates the ability of CGPOPS to compute an accurate solution

using a relatively coarse mesh. The third example is the space station attitude control

problem taken from Refs. [91, 21] and demonstrates the ability of the software to generate

accurate solutions to a problem whose solution is not intuitive. The fourth example is a

free-flying robot problem taken from Refs. [21, 88] and shows the ability of the software

to handle bang-bang optimal control problems using the novel bang-bang control mesh

refinement method included in the software. The fifth example is a launch vehicle ascent

problem taken from Refs. [35, 12, 21] that demonstrates the ability of the software to solve

a multiple-phase optimal control problem. In order to validate the results, the solutions

obtained using CGPOPS are compared against the solutions obtained using the software

GPOPS− II [15]. The material in this chapter is based on Ref. [90].

This chapter is organized as follows. In Section 6.1 the general multiple-phase optimal

control problem is presented. In Section 6.2 the Legendre-Gauss-Radau collocation method

that is used as the basis of CGPOPS is described. In Section 6.3 the key components of

CGPOPS are described. In Section 6.4 the results obtained using the software on the five

aforementioned examples are shown. In Section 6.5 a discussion of the capabilities of the

software that are demonstrated by the results obtained using the software is provided.

In Section 6.6 possible limitations of the software are discussed. Finally, in Section 6.7

conclusions on the work described in this chapter are provided.

6.1 General Multiple-Phase Optimal Control Problems

The general multiple-phase optimal control problem that can be solved by

CGPOPS is given as follows. Without loss of generality, consider the following general

multiple-phase optimal control problem where each phase is defined on the interval

t ∈ [t
(p)
0 , t

(p)
f ]. First let p ∈ {1, ... ,P} be the phase number where P is the total number of

phases. Determine the state y(p)(t) ∈ R1 × n(p)
y , the control u(p)(t) ∈ R1 × n(p)

u , the integrals

q(p) ∈ R1 × n(p)
q , the start times t(p)

0 ∈ R, and the terminus times t(p)
f ∈ R in all phases

p ∈ {1, ... ,P}, along with the static parameters s ∈ R1 × ns that minimize the objective
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functional

J = φ
(
e(1), ... , e(P), s

)
, (6–1)

subject to the dynamic constraints

dy(p)

dt
≡ ẏ(p) = a(p)

(
y(p)(t), u(p)(t), t, s

)
, p ∈ {1, ... ,P} , (6–2)

the event constraints

bmin ≤ b
(
e(1), ... , e(P), s

)
≤ bmax , (6–3)

the inequality path constraints

c
(p)
min ≤ c(p)

(
y(p)(t), u(p)(t), t, s

)
≤ c(p)

max , p ∈ {1, ... ,P} , (6–4)

the integral constraints

q
(p)
min ≤ q(p) ≤ q(p)

max , p ∈ {1, ... ,P} , (6–5)

and the static parameter constraints

smin ≤ s ≤ smax , (6–6)

where

e(p) =
[
y(p)(t

(p)
0 ), t

(p)
0 , y(p)(t

(p)
f ), t

(p)
f , q(p)

]
, p ∈ {1, ... ,P} , (6–7)

and the integral vector components in each phase are defined as

q
(p)
j =

∫ t(p)
f

t
(p)
0

g
(p)
j

(
y(p)(t), u(p)(t), t, s

)
dt ,

j ∈ {1, ... , n
(p)
q } , p ∈ {1, ... ,P} .

(6–8)

It is important to note that the event constraints of Eq. (6–3) contain functions which can

relate information at the start and/or terminus of any phase (including any relationships

involving any integral or static parameters), with phases not needing to be in sequential

order to be linked. Moreover, it is noted that the approach to linking phases is based on

152



well-known formulations in the literature such as those given in Ref. [110] and [21]. A

schematic of how phases can potentially be linked is given in Fig. 6-1.

Figure 6-1. Schematic of linkages for multiple-phase optimal control problem. The
example shown in the picture consists of seven phases where the termini of
phases 1, 2, and 4 are linked to the starts of phases 2, 3, and 5, respectively,
while the termini of phases 1 and 6 are linked to the starts of phases 6 and 4,
respectively.

6.2 Legendre-Gauss-Radau Collocation Method

As stated at the outset, the objective of this research is to provide researchers

a computationally efficient general-purpose optimal control software for solving of a

wide variety of complex constrained continuous optimal control problems using direct

collocation. While in principle any collocation method can be used to approximate the

optimal control problem given in Section 6.1, in this research the Legendre-Gauss-Radau

(LGR) collocation method [30, 28, 29, 39, 61, 33, 34] is employed. It is noted that the

NLP arising from the LGR collocation method has an elegant sparse structure which can

be exploited as described in Refs. [15, 40, 53]. In addition, the LGR collocation method

has a well established convergence theory as described in Refs. [77, 78, 79, 80, 81].

In the context of this research, a multiple-interval form of the LGR collocation

method is chosen. In the multiple-interval LGR collocation method, for each phase p of

the optimal control problem (where the phase number p ∈ {1, ... ,P} has been omitted in
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order to improve clarity of the description of the method), the time interval t ∈ [t0, tf ] is

converted into the domain τ ∈ [−1, +1] using the affine transformation,

t =
tf − t0

2
τ +
tf + t0

2
,

τ = 2
t − t0
tf − t0

− 1 .
(6–9)

The domain τ ∈ [−1, +1] is then divided into K mesh intervals, Sk = [Tk−1,Tk ] ⊆

[−1, +1], k ∈ {1, ... ,K} such that

K⋃
k=1

Sk = [−1, +1] ,

K⋂
k=1

Sk = {T1, ... ,TK−1} , (6–10)

and −1 = T0 < T1 < ... < TK−1 < TK = +1. For each mesh interval, the LGR

points used for collocation are defined in the domain of [Tk−1,Tk ] for k ∈ {1, ... ,K}.

The control is parameterized at the collocation points within each mesh interval. The

state of the continuous optimal control problem is then approximated in mesh interval

Sk , k ∈ {1, ... ,K}, as

y(k)(τ) ≈ Y(k)(τ) =

Nk+1∑
j=1

Y
(k)
j `(k)

j (τ) , `(k)
j (τ) =

Nk+1∏
l=1
l 6=j

τ − τ (k)
l

τ (k)
j − τ

(k)
l

, (6–11)

where `(k)
j (τ) for j ∈ {1, ... ,Nk + 1} is a basis of Lagrange polynomials,

(
τ (k)

1 , ... , τ (k)
Nk

)
are the set of Nk Legendre-Gauss-Radau (LGR) [82] collocation points in the interval

[Tk−1,Tk) in Sk , τ (k)
Nk+1 = Tk is a non-collocated support point, and Y

(k)
j ≡ Y(k)(τ (k)

j ).

Differentiating Y(k)(τ) in Eq. (6–11) with respect to τ gives

dY(k)(τ)

dτ
=

Nk+1∑
j=1

Y
(k)
j

d`(k)
j (τ)

dτ
. (6–12)

The dynamics are then approximated at the Nk LGR points in mesh interval

k ∈ {1, ... ,K} as

Nk+1∑
j=1

D
(k)
ij Y

(k)
j =

tf − t0
2

a
(

Y
(k)
i , U

(k)
i , t(τ (k)

i , t0, tf ), s
)

, i ∈ {1, ... ,Nk} , (6–13)
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where

D
(k)
ij =

d`(k)
j (τ (k)

i )

dτ
, i ∈ {1, ... ,Nk} , j ∈ {1, ... ,Nk + 1} ,

are the elements of the Nk × (Nk + 1) Legendre-Gauss-Radau differentiation matrix

[30] in mesh interval Sk , k ∈ {1, ... ,K}, and U
(k)
i is the parameterized control at

the i th collocation point in mesh interval k . Finally, reintroducing the phase notation

p ∈ {1, ... ,P}, the phases of the problem are linked together by the event constraints

bmin ≤ b
(
E(1), ... , E(P), s

)
≤ bmax , (6–14)

where E(p) is the endpoint approximation vector for phase p defined as

E(p) =
[
Y

(p)
1 , t

(p)
0 , Y

(p)

N(p)+1
, t

(p)
f , Q(p)

]
, (6–15)

such that N(p) is the total number of collocation points used in phase p given by,

N(p) =

K (p)∑
k=1

N
(p)
k , (6–16)

and Q(p) ∈ R1 × n(p)
q is the integral approximation vector in phase p.

The aforementioned LGR discretization then leads to the following NLP. Minimize

the objective function

J = φ
(
E(1), ... , E(P), s

)
, (6–17)

subject to the defect constraints

∆(p) = D(p)Y(p) − t
(p)
f − t

(p)
0

2
A(p) = 0 , p ∈ {1, ... ,P} , (6–18)

the path constraints

c
(p)
min ≤ C

(p)
i ≤ c(p)

max , i ∈ {1, ... ,N(p)}, p ∈ {1, ... ,P} , (6–19)

the event constraints

bmin ≤ b
(
E(1), ... , E(P), s

)
≤ bmax , (6–20)

155



the integral constraints

q
(p)
min ≤ Q(p) ≤ q(p)

max , p ∈ {1, ... ,P} , (6–21)

the static parameter constraints

smin ≤ s ≤ smax , (6–22)

and the integral approximation constraints

ρ(p) = Q(p) − t
(p)
f − t

(p)
0

2

[
w(p)

]T

G(p) = 0 , p ∈ {1, ... ,P} , (6–23)

where

A(p) =


a(p)

(
Y

(p)
1 , U

(p)
1 , t

(p)
1 , s

)
...

a(p)
(

Y
(p)

N(p), U
(p)

N(p), t
(p)

N(p), s
)
 ∈ RN(p) × n(p)

y , (6–24)

C(p) =


c(p)

(
Y

(p)
1 , U

(p)
1 , t

(p)
1 , s

)
...

c(p)
(

Y
(p)

N(p), U
(p)

N(p), t
(p)

N(p), s
)
 ∈ RN(p) × n(p)

c , (6–25)

G(p) =


g(p)

(
Y

(p)
1 , U

(p)
1 , t

(p)
1 , s

)
...

g(p)
(

Y
(p)

N(p), U
(p)

N(p), t
(p)

N(p), s
)
 ∈ RN(p) × n(p)

q , (6–26)

D(p) ∈ RN(p) × [N(p)+1] is the LGR differentiation matrix in phase p ∈ {1, ... ,P}, and

w(p) ∈ RN(p) × 1 are the LGR weights at each node in phase p. It is noted that a(p) ∈

R1 × n(p)
y , c(p) ∈ R1 × n(p)

c , and g(p) ∈ R1 × n(p)
q correspond, respectively, to the functions

that define the right-hand side of the dynamics, the path constraints, and the integrands

in phase p ∈ {1, ... ,P}, where n(p)
y , n(p)

c , and n(p)
q are, respectively, the number of state

components, path constraints, and integral components in phase p. Finally, the state

matrix, Y(p) ∈ R[N(p)+1] × n(p)
y , and the control matrix, U(p) ∈ RN(p) × n(p)

u , in phase
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p ∈ {1, ... ,P} are formed as

Y(p) =


Y

(p)
1

...

Y
(p)

N(p)+1

 and U(p) =


U

(p)
1

...

U
(p)

N(p)

 , (6–27)

respectively, where n(p)
u is the number of control components in phase p.

6.3 Major Components of CGPOPS

In this section we describe the major components of the C++ software CGPOPS

that implements the aforementioned LGR collocation method. In Section 6.3.1, the

large sparse nonlinear programming problem (NLP) associated with the LGR collocation

method is described. In Section 6.3.2, the structure of the NLP described in Section 6.3.1

is shown. In Section 6.3.3 the method for scaling the NLP via scaling of the optimal

control problem is over-viewed. In Section 6.3.4, the approach for estimating the

derivatives required by the NLP solver is explained. In Section 6.3.5, the method for

determining the dependencies of each optimal control function in order to provide the

most sparse NLP derivative matrices to the NLP solver is presented. In Section 6.3.6

the hp mesh refinement methods that are included in the software in order to iteratively

determine a mesh that satisfies a user-specified accuracy tolerance are described. Finally,

in Section 6.3.7 we provide a high level description of the algorithmic flow of CGPOPS.

6.3.1 Sparse NLP Arising from Radau Collocation Method

The resulting nonlinear programming problem (NLP) that arises when using LGR

collocation to discretize the continuous optimal control problem is given as follows.

Determine the NLP decision vector, z, that minimizes the NLP objective function,

f (z) , (6–28)

subject to the constraints

Hmin ≤ H(z) ≤ Hmax , (6–29)
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and the variable bounds

zmin ≤ z ≤ zmax . (6–30)

It is noted that, while the size of the NLP arising from the LGR collocation method

changes depending upon the number of mesh intervals and LGR points used in each phase,

the structure of the NLP remains the same regardless of the size of the NLP. Finally, in

the sections that follow, the subscript “:” denotes either a row or a column, where the “:”

notation is analogous to the syntax used in the MATLAB programming language.

6.3.1.1 NLP Variables

For a continuous optimal control problem transcribed into P phases, the NLP decision

vector, z, has the following form:

z =



z(1)

...

z(P)

s1
...

sns


, where z(p) =



Y
(p)
(:,1)

...

Y
(p)

(:,n
(p)
y )

U
(p)
(:,1)

...

U
(p)

(:,n
(p)
u )

(Q(p))
T

t
(p)
0

t
(p)
f



, (6–31)

Y(p) ∈ R[N(p)+1] × n(p)
y is the state approximation matrix [see Eq. 6–27], U(p) ∈ RN(p) × n(p)

u

is the control parameterization matrix [see Eq. 6–27], Q(p) ∈ R1 × n(p)
q is the integral

approximation vector, and t(p)
0 and t(p)

f are scalars of the initial and final time,

respectively, for phase p ∈ {1, ... ,P}, and si for i ∈ {1, ... , ns} are the static parameters

appearing throughout the entire problem.
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6.3.1.2 NLP Objective and Constraint Functions

The NLP objective function, f (z), is given in the form

f (z) = φ(E(1), ... , E(P), s) , (6–32)

where E(p), p ∈ {1, ... ,P}, is the endpoint approximation vector defined in Eq. 6–15, and

the typical cost functional of a general multiple-phase optimal control problem has been

turned simply into a Mayer cost function by using the integral approximation vector, Q(p),

to approximate the Lagrange cost in each phase p. The NLP constraint vector, H(z), is

given in the form

H(z) =



h(1)

...

h(P)

b


, where h(p) =



∆
(p)
(:,1)

...

∆
(p)

(:,n
(p)
y )

C
(p)
(:,1)

...

C
(p)

(:,n
(p)
c )

(ρ(p))
T



, p = {1, ... ,P} , (6–33)

∆(p) ∈ RN(p) × n(p)
y , ρ(p) ∈ R1 × n(p)

q , and C(p) ∈ RN(p) × n(p)
c , are, respectively, the defect

constraint matrix, the integral approximation constraint vector, and the path constraint

matrix in phase p ∈ {1, ... ,P}, and b ∈ Rnb × 1 is the event constraint vector for the entire

problem. The defect constraint matrix, integral approximation constraint vector, and path

constraint matrix in phase p are defined by Eqs. 6–18, 6–23, and 6–25, respectively. It is

noted that the constraints are divided into the equality defect and integral constraints

∆(p) = 0 ,

ρ(p) = 0 ,
p ∈ {1, ... ,P} , (6–34)
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and the inequality discretized path and event constraints

c
(p)
min ≤ C

(p)
i ≤ c

(p)
max , i ∈ {1, ... , n

(p)
c } , p ∈ {1, ... ,P} ,

bmin ≤ b ≤ bmax .
(6–35)

6.3.2 Sparse Structure of NLP Derivative Functions

The structure of the NLP created by the LGR collocation method has been described

in detail in Refs. [40] and [53]. Specifically, Refs. [40] and [53] describe the sparse structure

of the NLP for the differential form of the LGR collocation method for the single and

multiple phase optimal control problem, respectively. As described in Section 6.3.1.1,

the values of the state approximation coefficients at the discretization points, the control

parameters at the collocation points, the initial time, the final time, and the integral

approximation vector of each phase, as well as any static parameters of the problem

make up the NLP decision vector. The NLP constraint vector consists of the defect

constraints and path constraints applied at each of the collocation points, as well as any

integral approximation constraints, for each phase, and event constraints, as described

in Section 6.3.1.2. The derivation of the NLP derivative matrices in terms of the original

continuous optimal control problem functions is described in detail in Refs. [15, 40, 53]

and is beyond the scope of this chapter. It is noted that the sparsity exploitation derived

in Refs. [15, 40, 53] requires computing partial derivatives of the continuous optimal

control problem functions on the first- and second-order derivative levels.

Examples of the sparsity patterns of the NLP constraint Jacobian and Lagrangian

Hessian are shown, respectively, in Figs. 6-2(a) and 6-2(b) for a single-phase optimal

control problem. It is noted that for the NLP constraint Jacobian, all of the off-diagonal

phase blocks relating constraints in phase i to variables in phase j for i 6= j are all

zeros. Similarly, for the NLP Lagrangian Hessian, all of the off-diagonal phase blocks

relating variables in phase i to variables in phase j for i 6= j are all zeros except for

the variables making up the endpoint vectors which may be related via the objective
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function or event constraints. The sparsity patterns shown in Fig. 6-2 are determined

explicitly by identifying the derivative dependencies of the NLP objective and constraints

functions with respect to the NLP decision vector variables. It is noted that the phases are

connected using the initial and terminal values of the time and state in each phase along

with the static parameters.

6.3.3 Scaling of Optimal Control Problem for NLP

The NLP described in Section 6.3.1 must be well scaled in order for the NLP solver to

obtain a solution. CGPOPS includes the option for the NLP to be scaled automatically by

scaling the continuous optimal control problem. The approach to automatic scaling is to

scale the variables and the first derivatives of the optimal control functions to be ≈ O(1).

First, the optimal control variables are scaled to lie on the unit interval [−1/2, 1/2] and

is accomplished as follows. Suppose it is desired to scale an arbitrary variable x ∈ [a, b]

to x̃ such that x̃ ∈ [−1/2, 1/2]. This variable scaling is accomplished via the affine

transformation

x̃ = vxx + rx , (6–36)

where vx and rx are the variable scale and shift, respectively, defined as

vx =
1

b − a
,

rx =
1

2
− b

b − a
.

(6–37)

Every variable in the continuous optimal control problem is scaled using Eqs. 6–36 and

6–37. Next, the Jacobian of the NLP constraints can be made ≈ O(1) by scaling the

derivatives of the optimal control functions to be approximately unity. First, using

the approach derived in [21], in CGPOPS the defect constraints are scaled using the

same scale factors as were used to scale the state. Next, the objective function, event

constraints, and path constraints scale factors are obtained by sampling the gradient of

each constraint at a variety of sample points within the bounds of the unscaled optimal

control problem and taking the average norm of each gradient across all sample points.
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(a) NLP Constraint Jacobian

(b) NLP Lagrangian Hessian

Figure 6-2. Example sparsity patterns for single phase optimal control problem containing
ny state components, nu control components, nq integral components, and nc
path constraints, ns static parameters, and nb event constraints.
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6.3.4 Computation Derivatives of NLP Functions

The NLP derivative functions are obtained by exploiting the sparse structure of

the NLP arising from the hp LGR collocation method. Specifically, in Refs. [40, 53] it

has been shown that by using the derivative form of the LGR collocation method, the

NLP derivatives can be obtained by computing the derivatives of the optimal control

problem functions at the LGR points and inserting these derivatives into the appropriate

locations in the NLP derivative functions. In CGPOPS, the optimal control derivative

functions are approximated using one of four types of derivative estimation methods:

sparse central finite-differencing, bicomplex-step derivative approximations, hyper-dual

derivative approximations, and automatic differentiation.

6.3.4.1 Central Finite-Difference

To see how the central finite-difference derivative approximation works in practice,

consider the function f(x), where f : Rn → Rm is one of the optimal control functions (that

is, n and m are, respectively, the size of an optimal control variable and an optimal control

function). Then ∂f/∂x is approximated using a central finite-difference as

∂f

∂xi
≈ f(x + hi)− f(x− hi)

2h
, (6–38)

where hi arises from perturbing the i th component of x. The vector hi is computed as

hi = hiei (6–39)

where ei is the i th row of the n × n identity matrix and hi is the perturbation size

associated with xi . The perturbation hi is computed using the equation

hi = h(1 + |xi |), (6–40)

where the base perturbation size h is chosen to be the optimal step size for a function

whose input and output are ≈ O(1) as described in Ref. [54]. Second derivative

approximations are computed in a manner similar to that used for first derivative
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approximations with the key difference being that perturbations in two variables are

performed. For example, ∂2f/∂xi∂xj can be approximated using a central finite-difference

approximation as

∂2f(x)

∂xi∂xj
≈ f(x + hi + hj)− f(x + hi − hj)− f(x− hi + hj) + f(x− hi − hj)

4hihj
, (6–41)

where hi , hj , hi , and hj are as defined in Eqs. 6–39 and 6–40. The base perturbation size is

chosen to minimize round-off error in the finite-difference approximation. Furthermore, it

is noted that hi → h as |xi | → 0.

6.3.4.2 Bicomplex-step

To see how the bicomplex-step derivative approximation works in practice, consider

the function f(x), where f : Rn → Rm is one of the optimal control functions (that is,

n and m are, respectively, the size of an optimal control variable and an optimal control

function). Then ∂f/∂x is approximated using a bicomplex-step derivative approximation

as

∂f(x)

∂xi
≈ Im1 [f (x + i1hei)]

h
, (6–42)

where Im1[·] denotes the imaginary i1 component of the function evaluated with the

perturbed bicomplex input, ei is the i th row of the n × n identity matrix, and the

base perturbation size h is chosen to be a step size that will minimize truncation error

while refraining from encountering roundoff error due to bicomplex arithmetic, which is

described in detail in Ref. [55], and is beyond the scope of this chapter. It is noted that

the imaginary component i1 has the property i21 = −1. Second derivative approximations

are computed in a manner similar to that used for first derivative approximations

with the key difference being that perturbations in two variables are performed in two

separate imaginary directions. For example, ∂2f/∂xi∂xj can be approximated using a

bicomplex-step derivative approximation as

∂2f(x)

∂xi∂xj
≈ Im1,2 [f (x + i1hei + i2hej)]

h2
, (6–43)
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where Im1,2[·] denotes the imaginary i1i2 component of the function evaluated with the

perturbed bicomplex input, where it is noted that i22 = −1, and i1i2 is a bi-imaginary

direction distinct from either the i1 or i2 imaginary directions (i.e. i1i2 = i2i1).

6.3.4.3 Hyper-Dual

To see how the hyper-dual derivative approximation works in practice, consider the

function f(x), where f : Rn → Rm is one of the optimal control functions (that is, n and m

are, respectively, the size of an optimal control variable and an optimal control function).

Then ∂f/∂x is approximated using a hyper-dual derivative approximation as

∂f(x)

∂xi
=

Ep1 [f (x + ε1hei)]

h
, (6–44)

where Ep1[·] denotes the imaginary ε1 component of the function evaluated with the

perturbed hyper-dual input, ei is the i th row of the n × n identity matrix, and the

base perturbation size h is chosen to be unity because for first- and second-derivatives

the hyper-dual arithmetic does not suffer from either truncation or roundoff error

(described in detail in Ref. [56] and beyond the scope of this chapter). It is noted that

the imaginary component ε1 has the property of being nilpotent (that is, ε2
1 = 0).

Second derivative approximations are computed in a manner similar to that used for

first derivative approximations with the key difference being that perturbations in two

variables are performed in two separate imaginary directions. For example, ∂2f/∂xi∂xj can

be approximated using a hyper-dual derivative approximation as

∂2f(x)

∂xi∂xj
=

Ep1,2 [f (x + ε1hei + ε2hej)]

h2
, (6–45)

where Ep1,2[·] denotes the imaginary ε1ε2 component of the function evaluated with the

perturbed hyper-dual input, where it is noted that ε2 also has the property of being

nilpotent (i.e. ε2
2 = 0), and ε1ε2 is a bi-imaginary direction distinct from either the ε1 or ε2

imaginary directions (i.e. ε1ε2 = ε2ε1).
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6.3.4.4 Automatic Differentiation

In this section, the basis of automatic differentiation is discussed. As described in

Ref. [58], automatic (algorithmic) differentiation may be derived from the unifying chain

rule and supplies numerical evaluations of the derivative for a defined computer program

by decomposing the program into a sequence of elementary function operations and

applying the calculus chain rule algorithmically through the computer [57]. The process

of automatic differentiation is described in detail in Ref. [57], and is beyond the scope

of this chapter. It is noted, however, that the first- and second-order partial derivatives

obtained using the Taylor series-based derivative approximation methods described

in Sections 6.3.4.1 to 6.3.4.3 may be computed to machine precision using automatic

differentiation. Specifically, CGPOPS employs the well-known open source software

ADOL-C [84, 85] to compute derivatives using automatic differentiation.

6.3.5 Method for Determining the Optimal Control Function Dependencies

It can be seen from Section 6.3.2 that the NLP associated with the LGR collocation

method has a sparse structure where the blocks of the constraint Jacobian and Lagrangian

Hessian are dependent upon whether a particular NLP function depends upon a particular

NLP variable, as was shown in Refs. [40, 53]. The method for identifying the optimal

control function derivative dependencies in CGPOPS utilizes the independent nature of

the hyper-dual derivative approximations. Specifically, since the imaginary directions

used for hyper-dual derivative approximations are completely independent of one another,

second-order derivative approximations only appear nonzero if the partial actually exists

(same for first-order derivative approximations). For example, suppose that f(x) is a

function where f : Rn → Rm and x = [x1 ... xn]. The hyper-dual derivative approximation

of ∂2f(x)/∂xi∂xj will only be nonzero if the actual ∂2f(x)/∂xi∂xj exists and is nonzero.

Given this knowledge of the exact correspondence of hyper-dual derivative approximations

to the actual derivative evaluations, identifying derivative dependencies of optimal control

problem functions with respect to optimal control problem variables becomes simple,
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as existing partial derivatives will have nonzero outputs when approximated by the

hyper-dual derivative approximations, while non-existing partial derivatives will simply be

zero always. In order to ensure that derivative dependencies aren’t mistakenly missed due

to a derivative approximation happening to equal zero at the point it’s being evaluated

at for an existing nonzero partial derivative, the hyper-dual derivative approximations

are evaluated at multiple sample points within the variable bounds. In this manner, the

derivative dependencies of the optimal control problem functions can be easily identified

exactly for the first- and second-order derivative levels. The computational expense

of identifying the derivative dependencies in this manner is minimal, while the exact

second-order derivative sparsity pattern that is obtained can significantly reduce the cost

of computing the NLP Lagrangian Hessian when compared to using an over-estimated

sparsity pattern as done in GPOPS− II [15].

6.3.6 Adaptive Mesh Refinement

In the past few years, the subject of adaptive mesh refinement has been of

considerable study in the efficient implementation of Gaussian quadrature collocation

methods. The work on adaptive Gaussian quadrature mesh refinement has led to several

articles in the literature including those found in Refs. [32, 31, 61, 33, 34, 59]. CGPOPS

employs the recently developed mesh refinement methods described in [31, 61, 33, 34, 64].

The mesh refinement methods of Refs. [61], [31], [33], [34], and [64] are referred to,

respectively, as the hp-I, hp-II , hp-III, hp-IV, and hp-BB methods. In all five of the

hp-adaptive mesh refinement methods, the number of mesh intervals, width of each

mesh interval, and the degree of the approximating polynomial can be varied until a

user-specified accuracy tolerance has been achieved. When using any of the methods in

CGPOPS, the terminology hp-Method(Nmin,Nmax) refers to a method whose minimum

and maximum allowable polynomial degrees within a mesh interval are Nmin and Nmax,

respectively. All five methods estimate the solution error using a relative difference

between the state estimate and the integral of the dynamics at a modified set of LGR
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points. The key difference between the five methods lies in the manner in which the

decision is made to either increase the number of collocation points in a mesh interval or

to refine the mesh. In Ref. [31] the degree of the approximating polynomial is increased if

the ratio of the maximum curvature over the mean curvature of the state in a particular

mesh interval is below a user-specified threshold. On the other hand, Ref. [61] uses the

exponential convergence property of the LGR collocation method and increases the

polynomial degree within a mesh interval if the estimate of the required polynomial

degree is less than a user-specified upper limit. Similarly, Refs. [33] and [34] employ

nonsmoothness criterion to determine whether an h or p method should be used for a

given mesh interval, while also utilizing mesh reduction techniques in order to minimize

the size of the transcribed NLP in regions of the solution where such high resolution is

not required. If a p method refinement is prescribed for a given mesh interval and the

estimate of the polynomial degree exceeds the allowed upper limit, the mesh interval is

divided into more mesh intervals (i.e. h method employed). Lastly, the mesh refinement

method developed in Ref. [64] is designed for bang-bang optimal control problems and

employs estimates of the switching functions of the Hamiltonian in order to obtain the

solution profile. In CGPOPS, the user can choose between these five mesh refinement

methods. Finally, it is noted that CGPOPS has been designed in a modular way, making

it possible to add a new mesh refinement method in a relatively straightforward way if it is

so desired.

6.3.7 Algorithmic Flow of CGPOPS

In this section we describe the operational flow of CGPOPS with the aid of Fig. 6-3.

First, the user provides a description of the optimal control problem that is to be solved.

The properties of the optimal control problem are then extracted from the user description

from which the state, control, time, and parameter dependencies of the optimal control

problem functions are identified. Subsequently, assuming that the user has specified that

the optimal control problem be scaled automatically, the optimal control problem scaling
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Figure 6-3. Flowchart of the CGPOPS algorithm.

algorithm is called and these scale factors are determined and used to scale the NLP. The

optimal control problem is then transcribed to a large sparse NLP and the NLP is solved

on the initial mesh, where the initial mesh is either user-supplied or is determined by

the default settings in CGPOPS. Once the NLP is solved, the NLP solution is analyzed

as a discrete approximation of the optimal control problem and the error in the discrete

approximation for the current mesh is estimated. If the user-specified accuracy tolerance

is met, the software terminates and outputs the solution. Otherwise, a new mesh is

determined using one of the supplied mesh refinement algorithms and the resulting NLP is

solved on the new mesh.

6.4 Examples

CGPOPS is now demonstrated on five examples taken from the open literature. The

first example is the hyper-sensitive optimal control problem taken from Ref. [109] and

demonstrates the ability of CGPOPS to efficiently solve problems that have rapid changes
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in dynamics in particular regions of the solution. The second example is the reusable

launch vehicle entry problem taken from Ref. [21] and demonstrates the efficiency of

CGPOPS on a more realistic problem. The third example is the space station attitude

optimal control problem taken from Refs. [91] and [21] and demonstrates the efficiency of

CGPOPS on a problem whose solution is highly non-intuitive. The fourth example is a

free-flying robot problem taken from Ref. [21] and demonstrates the ability of CGPOPS

to solve a bang-bang optimal control problem using discontinuity detection. The fifth

example is a multiple-stage launch vehicle ascent problem taken from Refs. [12, 21, 35] and

demonstrates the ability of CGPOPS to solve a problem with multiple-phases.

All five examples were solved using the open-source NLP solver IPOPT [2] in second

derivative (full Newton) mode with the publicly available multifrontal massively parallel

sparse direct linear solver MA57 [111]. All results were obtained using the differential

form of the LGR collocation method and various forms of the aforementioned hp mesh

refinement method using default NLP solver settings and the automatic scaling routine in

CGPOPS. For CGPOPS, all first- and second-order derivatives for the NLP solver were

obtained using hyper-dual derivative approximations as described in Section 6.3.4.3 with a

perturbation step size of h = 1. All solutions obtained by CGPOPS are compared against

the solutions obtained using the previously developed MATLAB software GPOPS− II

[15] which also employs hp LGR collocation methods. For GPOPS− II, the first-

and second-order derivatives for the NLP solver were obtained using the automatic

differentiation software ADiGator [112] for all examples except the fifth example which

used sparse central finite-differences. All computations were performed on a 2.9 GHz

Intel Core i7 MacBook Pro running MAC OS-X version 10.13.6 (High Sierra) with 16GB

2133MHz LPDDR3 of RAM. C++ files were compiled using Apple LLVM version 9.1.0

(clang-1000.10.44.2). All m-scripts were executed using MATLAB Version R2016a (build

9.0.0.341360). All plots were created using MATLAB Version R2016a (build 9.0.0.341360).
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6.4.1 Example 1: Hyper-Sensitive Problem

Consider the following optimal control problem taken from Ref. [109]. Minimize the

objective functional

J =
1

2

∫ tf
0

(x2 + u2) dt , (6–46)

subject to the dynamic constraints

ẋ = −x3 + u , (6–47)

and the boundary conditions

x(0) = 1 , x(tf ) = 1.5 , (6–48)

where tf = 10000. It is known for a sufficiently large value of tf the interesting behavior

in the solution for the optimal control problem defined by Eqs. 6–46 to 6–48 occurs near

t = 0 and t = tf (see Ref. [109] for details), while the vast majority of the solution is a

constant. Given the structure of the solution, a majority of collocation points need to be

placed near t = 0 and t = tf .

The optimal control problem given in Eqs. 6–46 to 6–48 was solved using CGPOPS

with the mesh refinement methods hp-I(3,10), hp-II(3,10), hp-III(3,10), and hp-IV(3,10)

on an initial mesh of ten evenly spaced mesh intervals with three LGR points per

mesh interval. Furthermore, the NLP solver and mesh refinement accuracy tolerances

were set to 10−7 and 10−6, respectively. The solution obtained using CGPOPS with

the hp-IV(3,10) method is shown in Fig. 6-5 alongside the solution obtained using

GPOPS− II [15] with the hp-IV(3,10) method. It is seen that the CGPOPS and

GPOPS− II solutions are in excellent agreement. Moreover, the optimal objective

obtained using both CGPOPS and GPOPS− II was 3.3620559 to eight significant

figures. Additionally, the computation time required by CGPOPS and GPOPS− II to

solve the optimal control problem was 0.2153 s and 1.5230 s, respectively. In order to

demonstrate how CGPOPS is capable of capturing the interesting features of the optimal
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solution, Fig. 6-6 shows the solution on the intervals t ∈ [0, 25] (near the initial time)

and t ∈ [9975, 10000] (near the final time). It is seen that CGPOPS accurately captures

the rapid decay from x(0) = 1 and the rapid growth to meet the terminal condition

x(tf ) = 1.5, with the density of the mesh points near t = 0 and t = tf increasing as

the mesh refinement progresses. Additionally, Fig. 6-4 shows the mesh refinement history.

Finally, Tables 6-1 to 6-4 show the approximation of the error in the solution on each

mesh, where it is seen that the error approximation decreases with each mesh refinement

iteration using any of the hp methods.

Table 6-1. Performance of CGPOPS on Example 1 using hp-I(3,10).
Mesh Estimated Number of Estimated Number of

Iteration Error (CGPOPS) Collocation Error (GPOPS− II) Collocation
Number hp-I(3,10) Points hp-I(3,10) Points

1 28.27 31 28.27 31
2 4.090 67 4.090 67
3 7.060× 10−1 101 7.060× 10−1 101
4 1.661× 10−1 134 1.661× 10−1 134
5 1.476× 10−2 158 1.476× 10−2 158
6 1.139× 10−3 191 1.139× 10−3 191
7 7.557× 10−7 218 7.557× 10−7 218

Table 6-2. Performance of CGPOPS on Example 1 using hp-II(3,10).
Mesh Estimated Number of Estimated Number of

Iteration Error (CGPOPS) Collocation Error (GPOPS− II) Collocation
Number hp-II(3,10) Points hp-II(3,10) Points

1 28.27 31 28.27 31
2 1.667 65 1.667 65
3 3.193 106 3.193 106
4 1.557× 10−1 140 1.557× 10−1 140
5 4.142× 10−1 165 4.142× 10−1 165
6 1.261× 10−2 185 1.261× 10−2 185
7 4.423× 10−2 204 4.423× 10−2 204
8 4.707× 10−4 209 4.707× 10−4 209
9 1.090× 10−3 226 1.090× 10−3 226

10 7.742× 10−6 247 7.742× 10−6 247
11 7.470× 10−7 250 7.470× 10−7 250
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Table 6-3. Performance of CGPOPS on Example 1 using hp-III(3,10).
Mesh Estimated Number of Estimated Number of

Iteration Error (CGPOPS) Collocation Error (GPOPS− II) Collocation
Number hp-III(3,10) Points hp-III(3,10) Points

1 28.27 31 28.27 31
2 5.207 22 5.207 22
3 5.848× 10−1 112 5.848× 10−1 112
4 9.156× 10−2 139 9.156× 10−2 142
5 5.732× 10−3 115 5.732× 10−3 112
6 9.927× 10−5 146 9.927× 10−5 146
7 2.451× 10−5 153 2.451× 10−5 153
8 8.237× 10−7 160 8.237× 10−7 160

Table 6-4. Performance of CGPOPS on Example 1 using hp-IV(3,10).
Mesh Estimated Number of Estimated Number of

Iteration Error (CGPOPS) Collocation Error (GPOPS− II) Collocation
Number hp-IV(3,10) Points hp-IV(3,10) Points

1 28.27 31 28.27 31
2 4.763 46 4.763 46
3 8.214× 10−1 52 8.214× 10−1 55
4 1.813× 10−1 55 1.813× 10−1 58
5 2.114× 10−2 61 2.114× 10−2 61
6 1.688× 10−3 87 1.688× 10−3 87
7 8.991× 10−7 106 8.991× 10−7 106
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Figure 6-4. CGPOPS and GPOPS− II mesh refinement history for Example 1 using
hp-IV(3,10).
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Figure 6-5. CGPOPS and GPOPS− II solutions to Example 1 using hp-IV(3,10).
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Figure 6-6. CGPOPS and GPOPS− II solutions to Example 1 near t = 0 and t = tf using
hp-IV(3,10).
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6.4.2 Example 2: Reusable Launch Vehicle Entry

Consider the following optimal control problem taken from Ref. [21] where the

objective is to maximize the crossrange during the atmospheric entry of a reusable launch

vehicle (where the numerical values in Ref. [21] have been converted from English units to

SI units). Maximize the objective functional

J = θ(tf ) , (6–49)

subject to the dynamic constraints

ṙ = v sin γ , φ̇ =
v cos γ sinψ

r cos θ
,

θ̇ =
v cos γ cosψ

r
, v̇ = −D

m
− g sin γ ,

γ̇ =
L cosσ

mv
−
(g
v
− v
r

)
cos γ , ψ̇ =

L sinσ

mv cos γ
+
v cos γ sinψ tan θ

r
,

(6–50)

and the boundary conditions

h(0) = 79248 km , h(tf ) = 24384 km ,

φ(0) = 0 deg , φ(tf ) = Free ,

θ(0) = 0 deg , θ(tf ) = Free ,

v(0) = 7.803 km/s , v(tf ) = 0.762 km/s ,

γ(0) = −1 deg , γ(tf ) = −5 deg ,

ψ(0) = 90 deg , ψ(tf ) = Free ,

(6–51)

where r = h + Re is the geocentric radius, h is the altitude, Re is the polar radius of the

Earth, φ is the longitude, θ is the latitude, v is the speed, γ is the flight path angle, ψ is

the azimuth angle, and m is the mass of the vehicle. Furthermore, the aerodynamic and

gravitational forces are computed as

D = ρv 2SCD/2 , L = ρv 2SCL/2 , g = µ/r 2 , (6–52)
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where ρ = ρ0 exp(−h/H) is the atmospheric density, ρ0 is the density at sea level, H is the

density scale height, S is the vehicle reference area, CD is the coefficient of drag, CL is the

coefficient of lift, and µ is the gravitational parameter.

The optimal control problem given in Eqs. 6–49 to 6–52 was solved using CGPOPS

with the hp-I(4,10), hp-II(4,10), hp-III(4,10), and hp-IV(4,10) methods on an initial mesh

consisting of ten evenly spaced mesh intervals with four LGR points per mesh interval.

The NLP solver and mesh refinement accuracy tolerances were both set to 10−7. The

initial guess of the state was a straight line over the duration t ∈ [0, 1000] between the

known initial and final components of the state or a constant at the initial values of the

components of the state whose terminal values are not specified, while the initial guess

of both controls was zero. Tables 6-5 to 6-8 show the performance of both CGPOPS

and GPOPS− II on this example for the four hp methods, where the mesh refinement

history is nearly identical using any of the hp methods. The solution obtained using

CGPOPS with the hp-III(4,10) method is shown in Figs. 6-7(a) to 6-8(b) alongside the

solution obtained using the software GPOPS− II [15] with the hp-III(4,10) method,

where it is seen that the two solutions obtained are essentially identical. Moreover, the

optimal objective obtained using both CGPOPS and GPOPS− II was 0.59627639 to eight

significant figures. Finally, the computation time used by CGPOPS is approximately half

the amount of time required by GPOPS− II to solve the optimal control problem, taking

0.9105 s and 1.9323 s, respectively.

Table 6-5. Performance of CGPOPS on Example 2 using hp-I(4,10).
Mesh Estimated Number of Estimated Number of

Iteration Error (CGPOPS) Collocation Error (GPOPS− II) Collocation
Number hp-I(4,10) Points hp-I(4,10) Points

1 2.463× 10−3 41 2.463× 10−3 41
2 9.891× 10−5 103 9.896× 10−5 103
3 3.559× 10−6 118 3.559× 10−6 118
4 3.287× 10−7 133 3.287× 10−7 133
5 8.706× 10−8 134 8.706× 10−8 134
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Table 6-6. Performance of CGPOPS on Example 2 using hp-II(4,10).
Mesh Estimated Number of Estimated Number of

Iteration Error (CGPOPS) Collocation Error (GPOPS− II) Collocation
Number hp-II(4,10) Points hp-II(4,10) Points

1 2.463× 10−3 41 2.463× 10−3 41
2 6.026× 10−6 193 6.023× 10−6 193
3 8.227× 10−8 261 8.227× 10−8 261

Table 6-7. Performance of CGPOPS on Example 2 using hp-III(4,10).
Mesh Estimated Number of Estimated Number of

Iteration Error (CGPOPS) Collocation Error (GPOPS− II) Collocation
Number hp-III(4,10) Points hp-III(4,10) Points

1 2.463× 10−3 41 2.463× 10−3 41
2 2.850× 10−5 71 2.850× 10−5 71
3 2.065× 10−6 141 2.065× 10−6 141
4 8.887× 10−8 148 8.887× 10−8 148

Table 6-8. Performance of CGPOPS on Example 2 using hp-IV(4,10).
Mesh Estimated Number of Estimated Number of

Iteration Error (CGPOPS) Collocation Error (GPOPS− II) Collocation
Number hp-IV(4,10) Points hp-IV(4,10) Points

1 2.463× 10−3 41 2.463× 10−3 41
2 2.364× 10−5 122 3.364× 10−5 122
3 3.286× 10−7 200 3.286× 10−7 192
4 9.561× 10−8 203 1.285× 10−7 194
5 – – 9.561× 10−8 195
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(a) h(t) vs. t. (b) v(t) vs. t.

(c) φ(t) vs. t. (d) θ(t) vs. t.

(e) γ(t) vs. t. (f) ψ(t) vs. t.

Figure 6-7. CGPOPS and GPOPS− II state solutions to Example 2 using hp-III(4,10).
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(a) α(t) vs. t. (b) σ(t) vs. t.

Figure 6-8. CGPOPS and GPOPS− II control solutions to Example 2 using hp-III(4,10).
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Figure 6-9. CGPOPS and GPOPS− II mesh refinement history for Example 2 using
hp-III(4,10).

6.4.3 Example 3: Space Station Attitude Control

Consider the following space station attitude control optimal control problem taken

from Refs. [91] and [21]. Minimize the cost functional

J =
1

2

∫ tf
t0

uTu dt , (6–53)

subject to the dynamic constraints

ω = J−1
{
τ gg(r)− ω⊗ [Jω + h]− u

}
,

ṙ =
1

2

[
rrT + I + r⊗

]
[ω − ω0(r)] ,

ḣ = u ,

(6–54)
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the inequality path constraint

‖h‖ ≤ hmax , (6–55)

and the boundary conditions

t0 = 0 , tf = 1800 ,

ω(0) = ω̄0 , r(0) = r̄0 , h(0) = h̄0 ,

0 = J−1
{
τ gg(r(tf ))− ω⊗(tf ) [Jω(tf ) + h(tf )]

}
,

0 =
1

2

[
r(tf )rT(tf ) + I + r⊗(tf )

]
[ω(tf )− ω0(r(tf ))] ,

(6–56)

where (ω, r, h) is the state and u is the control. In this formulation ω is the angular

velocity, r is the Euler-Rodrigues parameter vector, h is the angular momentum, and u is

the input moment (and is the control). Furthermore,

ω0(r) = −ωorbC2 , τ gg(r) = 3ω2
orbC⊗3 JC3 ,

ωorb = 0.06511
π

180
, hmax = 10000 ,

(6–57)

and C2 and C3 are the second and third column, respectively, of the matrix

C = I +
2

1 + rTr

(
r⊗r⊗ − r⊗

)
. (6–58)

In this example the matrix J is given as

J =


2.80701911616× 107 4.822509936× 105 −1.71675094448× 107

4.822509936× 105 9.5144639344× 107 6.02604448× 104

−1.71675094448× 107 6.02604448× 104 7.6594401336× 107

 , (6–59)
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while the initial conditions ω̄0, r̄0, and h̄0 are

ω̄0 =


−9.5380685844896× 10−6

−1.1363312657036× 10−3

+5.3472801108427× 10−6

 ,

r̄0 =


2.9963689649816× 10−3

1.5334477761054× 10−1

3.8359805613992× 10−3

 , h̄0 =


5000

5000

5000

 .

(6–60)

A more detailed description of this problem, including all of the constants J, ω̄0, r̄0, and

h̄0, can be found in Refs. [91] or [21].

The optimal control problem given in Eqs. 6–53 to 6–60 was solved using CGPOPS

with the hp-I(4,10), hp-II(4,10), hp-III(4,10), and hp-IV(4,10) methods on an initial

mesh consisting of ten uniformly spaced mesh intervals and four LGR points per mesh

interval. The NLP solver and mesh refinement accuracy tolerances were set to 10−7 and

10−6, respectively. The initial guess was a constant over the time interval t ∈ [0, 1800],

where the constant was (ω̄0, r̄0, h̄0) for the state and zero for the control. The state and

control solutions obtained using CGPOPS are shown, respectively, in Fig. 6-10 and 6-11

alongside the solution obtained using the optimal control software GPOPS− II [15] with

the hp-I(4,10). It is seen that the CGPOPS solution matches extremely well with the

GPOPS− II solution. Moreover, the optimal objective obtained using both CGPOPS and

GPOPS− II was 3.5867511 × 10−6 to eight significant figures. Finally, the computation

time required by CGPOPS and GPOPS− II to solve the optimal control problem was

0.5338 s and 2.7696 s, respectively.

Table 6-9. Performance of CGPOPS on Example 3 using hp-I(4,10).
Mesh Estimated Number of Estimated Number of

Iteration Error (CGPOPS) Collocation Error (GPOPS− II) Collocation
Number hp-I(4,10) Points hp-I(4,10) Points

1 9.409× 10−6 41 9.409× 10−6 41
2 6.496× 10−7 47 6.496× 10−7 47
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Table 6-10. Performance of CGPOPS on Example 3 using hp-II(4,10).
Mesh Estimated Number of Estimated Number of

Iteration Error (CGPOPS) Collocation Error (GPOPS− II) Collocation
Number hp-II(4,10) Points hp-II(4,10) Points

1 9.409× 10−6 41 9.409× 10−6 41
2 2.389× 10−6 50 2.387× 10−6 50
3 7.125× 10−7 55 7.130× 10−7 55

Table 6-11. Performance of CGPOPS on Example 3 using hp-III(4,10).
Mesh Estimated Number of Estimated Number of

Iteration Error (CGPOPS) Collocation Error (GPOPS− II) Collocation
Number hp-III(4,10) Points hp-III(4,10) Points

1 9.409× 10−6 41 9.409× 10−6 41
2 9.542× 10−7 50 9.559× 10−7 50

Table 6-12. Performance of CGPOPS on Example 3 using hp-IV(4,10).
Mesh Estimated Number of Estimated Number of

Iteration Error (CGPOPS) Collocation Error (GPOPS− II) Collocation
Number hp-IV(4,10) Points hp-IV(4,10) Points

1 9.409× 10−6 41 9.409× 10−6 41
2 1.049× 10−7 53 1.046× 10−7 53
3 7.125× 10−7 57 7.130× 10−7 57
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Figure 6-10. CGPOPS and GPOPS− II solutions to Example 3 using hp-I(4,10).
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Figure 6-11. CGPOPS and GPOPS− II solutions to Example 3 using hp-I(4,10).
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6.4.4 Example 4: Free-Flying Robot Problem

Consider the following optimal control problem taken from Refs. [21] and [88].

Minimize the objective functional

J =

∫ tf
0

(u1 + u2 + u3 + u4)dt , (6–61)

subject to the dynamic constraints

ẋ = vx , ẏ = vy ,

v̇x = (F1 + F2) cos(θ) , v̇y = (F1 + F2) sin(θ) ,

θ̇ = ω , ω̇ = αF1 − βF2 ,

(6–62)

the control inequality constraints

0 ≤ ui ≤ 1 , (i = 1, 2, 3, 4) , Fi ≤ 1 , (i = 1, 2) , (6–63)

and the boundary conditions

x(0) = −10 , x(tf ) = 0 , y(0) = −10 , y(tf ) = 0 ,

vx(0) = 0 , vx(tf ) = 0 , vy(0) = 0 , vy(tf ) = 0 ,

θ(0) = π
2

, θ(tf ) = 0 , ω(0) = 0 , ω(tf ) = 0 ,

(6–64)

where

F1 = u1 − u2 , F2 = u3 − u4 , α = 0.2 , β = 0.2 . (6–65)

It is known that the optimal control problem defined by Eqs. 6–61 to 6–65 is a bang-bang

optimal control. Given the structure of the solution, the hp-BB(3,10) mesh refinement

method [64] is also employed to solve this example.

The optimal control problem given in Eqs. 6–61 to 6–64 was solved using CGPOPS

with the mesh refinement methods hp-I(3,10), hp-II(3,10), hp-III(3,10), hp-IV(3,10), and

hp-BB(3,10) on an initial mesh of ten evenly spaced mesh intervals with five LGR points

per mesh interval. Moreover, the NLP solver and mesh refinement accuracy tolerances

were set to 10−9 and 10−7, respectively. The solution obtained using CGPOPS with the
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hp-BB(3,10) method is shown in Figs. 6-13 and 6-14 alongside the solution obtained

with GPOPS− II [15] with the hp-II(3,10) method. It is seen that the CGPOPS and

GPOPS− II solutions are in excellent agreement. Furthermore, the optimal objective

obtained using CGPOPS and GPOPS− II are 7.9101471 and 7.9101421, respectively,

in agreement to six significant figures. Additionally, the computation time required

by CGPOPS and GPOPS− II to solve the optimal control problem was 0.6313 s and

9.1826 s, respectively. In order to demonstrate how CGPOPS is capable of accurately

and efficiently capturing the bang-bang control profile of the optimal solution, Fig. 6-14

shows the control solutions obtained using CGPOPS employed with the hp-BB(3,10)

mesh refinement method and GPOPS− II with the hp-II(3,10) mesh refinement method

(where it is noted that the mesh refinement methods used were the most effective for that

particular software program). It is seen that CGPOPS accurately captures the switching

times for all eight control discontinuities, while the solution obtained using GPOPS− II

is less accurate near the discontinuities for the third and fourth control components (see

Figs. 6-14(c), 6-14(d), and 6-14(f)). Additionally, Fig. 6-12 shows the mesh refinement

history for CGPOPS with the hp-BB(3,10) method and GPOPS− II with the hp-II(3,10)

method where CGPOPS only requires a single mesh refinement iteration to attain the

requested accuracy, while GPOPS− II takes nine mesh refinement iterations to attain that

same accuracy. Finally, Tables 6-13 to 6-17 show the estimated error on each mesh, where

it is seen that the approximation of the solution error decreases with each mesh refinement

iteration using any of the hp methods.
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Table 6-13. Performance of CGPOPS on Example 4 using hp-I(3,10).
Mesh Estimated Number of Estimated Number of

Iteration Error (CGPOPS) Collocation Error (GPOPS− II) Collocation
Number hp-I(3,10) Points hp-I(3,10) Points

1 5.7636× 10−4 50 5.7636× 10−4 50
2 2.3428× 10−4 82 1.2977× 10−4 82
3 7.5065× 10−5 122 2.3256× 10−4 120
4 6.2091× 10−5 157 1.1175× 10−5 161
5 9.4236× 10−6 184 6.2093× 10−5 188
6 3.9835× 10−6 209 4.8405× 10−6 212
7 2.8105× 10−6 224 2.8104× 10−6 234
8 8.3276× 10−7 237 1.5139× 10−6 253
9 5.4493× 10−7 250 6.9960× 10−7 261

10 3.4339× 10−7 258 7.5178× 10−7 268
11 3.4145× 10−7 268 2.7108× 10−7 281
12 1.3458× 10−7 274 5.5799× 10−7 287
13 2.3812× 10−7 275 2.3815× 10−7 295
14 9.0332× 10−8 278 9.0299× 10−8 297

Table 6-14. Performance of CGPOPS on Example 4 using hp-II(3,10).
Mesh Estimated Number of Estimated Number of

Iteration Error (CGPOPS) Collocation Error (GPOPS− II) Collocation
Number hp-II(3,10) Points hp-II(3,10) Points

1 5.7636× 10−4 50 5.7636× 10−4 50
2 2.3718× 10−4 98 1.1649× 10−4 98
3 6.4909× 10−5 162 9.3164× 10−5 146
4 2.1470× 10−5 219 1.1244× 10−4 207
5 9.3539× 10−6 263 3.2283× 10−6 267
6 1.0198× 10−6 297 3.5320× 10−7 302
7 1.7028× 10−7 310 2.3505× 10−7 320
8 9.8413× 10−8 315 1.3862× 10−7 322
9 – – 1.0431× 10−7 325

10 – – 9.5122× 10−8 328

Table 6-15. Performance of CGPOPS on Example 4 using hp-III(3,10).
Mesh Estimated Number of Estimated Number of

Iteration Error (CGPOPS) Collocation Error (GPOPS− II) Collocation
Number hp-III(3,10) Points hp-III(3,10) Points

1 5.7636× 10−4 50 5.7636× 10−4 50
2 1.8489× 10−4 68 1.8489× 10−4 68
3 5.8497× 10−5 185 5.8497× 10−5 185
4 4.3708× 10−6 275 4.3709× 10−6 264
5 8.2894× 10−7 349 2.3747× 10−6 324
6 4.5337× 10−7 395 2.4780× 10−7 389
7 8.1069× 10−8 460 1.5231× 10−7 410
8 – – 1.0142× 10−7 436
9 – – 2.1817× 10−7 437

10 – – 8.0985× 10−8 458
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Table 6-16. Performance of CGPOPS on Example 4 using hp-IV(3,10).
Mesh Estimated Number of Estimated Number of

Iteration Error (CGPOPS) Collocation Error (GPOPS− II) Collocation
Number hp-IV(3,10) Points hp-IV(3,10) Points

1 5.7636× 10−4 50 5.7636× 10−4 50
2 7.2614× 10−5 100 7.2614× 10−5 100
3 5.8350× 10−5 163 5.8350× 10−5 163
4 7.0276× 10−6 212 3.9712× 10−6 203
5 2.9097× 10−6 259 1.9372× 10−6 249
6 5.0338× 10−7 317 7.0224× 10−6 301
7 2.1987× 10−7 362 1.1880× 10−6 328
8 9.8979× 10−8 376 7.4092× 10−7 347
9 – – 1.9947× 10−7 360

10 – – 9.1526× 10−8 373

Table 6-17. Performance of CGPOPS on Example 4 using hp-BB(3,10).
Mesh Estimated Number of Estimated Number of

Iteration Error (CGPOPS) Collocation Error (GPOPS− II) Collocation
Number hp-BB(3,10) Points hp-II(3,10) Points

1 5.7636× 10−4 50 5.7636× 10−4 50
2 6.2675× 10−9 108 1.1649× 10−4 98
3 – – 9.3164× 10−5 146
4 – – 1.1244× 10−4 207
5 – – 3.2283× 10−6 267
6 – – 3.5320× 10−7 302
7 – – 2.3505× 10−7 320
8 – – 1.3862× 10−7 322
9 – – 1.0431× 10−7 325

10 – – 9.5122× 10−8 328
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Figure 6-12. CGPOPS and GPOPS− II mesh refinement history for Example 4 using
hp-BB(3,10) and hp-II(3,10), respectively.
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Figure 6-13. CGPOPS and GPOPS− II state solutions to Example 4 using hp-BB(3,10)
and hp-II(3,10), respectively.
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Figure 6-14. CGPOPS and GPOPS− II control solutions to Example 4 using hp-BB(3,10)
and hp-II(3,10), respectively.
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6.4.5 Example 5: Multiple-Stage Launch Vehicle Ascent Problem

Consider the following four-phase optimal control problem where the objective is

to steer a multiple-stage launch vehicle from the ground to the terminal orbit while

maximizing the final mass of the vehicle [35, 12, 21]. The problem is modeled as a

four-phase optimal control problem. Maximize the objective functional

J = m(t
(4)
f ) , (6–66)

subject to the dynamic constraints

ṙ(p) = v(p) ,

v̇(p) = − µ

‖r(p)‖3
r(p) +

T (p)

m(p)
u(p) +

D(p)

m(p)
,

ṁ(p) = −T
(p)

g0Isp
,

(p = 1, 2, 3, 4) , (6–67)

the initial conditions

r(t0) = r0 = (5605.2, 0, 3043.4)× 103 m ,

v(t0) = v0 = (0, 0.4076, 0)× 103 m/s ,

m(t0) = m0 = 301454 kg ,

(6–68)

the interior point constraints

r(p)(t
(p)
f )− r(p+1)(t

(p+1
0 ) = 0 ,

v(p)(t
(p)
f )− v(p+1)(t

(p+1)
0 ) = 0 , (p = 1, 2, 3) ,

m(p)(t
(p)
f )−m(p)

dry −m(p+1)(t
(p+1)
0 ) = 0 ,

(6–69)

the terminal constraints (corresponding to a geosynchronous transfer orbit)

a(t
(4)
f ) = af = 24361.14 km , e(t

(4)
f ) = ef = 0.7308 ,

i(t
(4)
f ) = if = 28.5 deg , θ(t

(4)
f ) = θf = 269.8 deg ,

φ(t
(4)
f ) = φf = 130.5 deg ,

(6–70)
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and the path constraints

|r(p)|2 ≥ Re ,

‖u(p)‖2
2 = 1 ,

(p = 1, ... , 4) . (6–71)

In each phase the quantities r = (x , y , z) and v = (vx , vy , vz) represent, respectively,

geocentric position measured relative to an inertial reference frame and the inertial

velocity measured in Earth-centered inertial (ECI) coordinates, µ is the gravitational

parameter, T is the vacuum thrust, m is the vehicle mass, g0 is the acceleration due to

gravity at sea level, Isp is the specific impulse of the engine, u = (ux , uy , uz) is the thrust

direction (and is the control), and D = (Dx ,Dy ,Dz) is the drag force. It is noted that the

drag force is given as

D = −1
2
CDSρ‖vrel‖vrel , (6–72)

where CD is the drag coefficient, S is the vehicle reference area, ρ = ρ0 exp(−h/H) is the

atmospheric density, ρ0 is the sea level density, h = r − Re is the altitude, r = ‖r‖2 =
√
x2 + y 2 + z2 is the geocentric radius, Re is the equatorial radius of the Earth, H is the

density scale height, vrel = v − ω × r is the velocity as viewed by an observer fixed to the

Earth expressed in ECI coordinates, and ω = (0, 0, Ω) is the angular velocity of the Earth

as viewed by an observer in the inertial reference frame expressed in ECI coordinates.

Furthermore, mdry is the dry mass of phases 1, 2, and 3 and is defined mdry = mtot −mprop,

where mtot and mprop are, respectively, the total mass and propellant mass of phases 1,

2, and 3. Finally, the quantities a, e, i , θ, and φ are, respectively, the semi-major axis,

eccentricity, inclination, longitude of ascending node, and argument of periapsis. The

vehicle data for this problem and the numerical values for the physical constants can be

found in Tables 6-18 and 6-19, respectively.

The multiple-stage launch vehicle ascent optimal control problem was solved using

CGPOPS with an initial mesh in each phase consisting of ten uniformly spaced mesh

intervals with four LGR points per mesh interval. The NLP solver and mesh refinement
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Table 6-18. Vehicle properties for the multiple-stage launch vehicle ascent problem.
Quantity Solid Boosters Stage 1 Stage 2
mtot (kg) 19290 104380 19300
mprop (kg) 17010 95550 16820
T (N) 628500 1083100 110094
Isp (s) 283.3 301.7 467.2

Number of Engines 9 1 1
Burn Time (s) 75.2 261 700

Table 6-19. Constants used in the multiple-stage launch vehicle ascent problem.
Constant Value

Payload Mass 4164 kg
S 4π m2

CD 0.5
ρ0 1.225 kg/m3

H 7200 m
t1 75.2 s
t2 150.4 s
t3 261 s
Re 6378145 m
Ω 7.29211585× 10−5 rad/s
µ 3.986012× 1014 m3/s2

g0 9.80665 m/s2

accuracy tolerances were set to 10−7 and 10−6, respectively. The initial guess of the

solution was constructed such that the initial guess of the position and the velocity in

phases 1 and 2 was constant at (r(0), v(0)) as given in Eq. 6–68 while in phases 3 and

4 the initial guess of the position and velocity was constant at (̃r, ṽ), where (̃r, ṽ) are

obtained via a transformation from orbital elements to ECI coordinates using the five

known orbital elements of Eq. 6–70 and a true anomaly of zero. Furthermore, in all phases

the initial guess of the mass was a straight line between the initial and final mass, m(t
(p)
0 )

and m(t
(p)
f ) (p ∈ [1, ... , 4]). Finally, in all phases the guess of the control was constant

at u = (0, 1, 0). The CGPOPS solution is shown in Fig. 6-15. In this example the mesh

refinement accuracy tolerance of 10−6 is satisfied on the initial mesh using both CGPOPS

and GPOPS− II, so no mesh refinement is necessary. The solution obtained using

CGPOPS matches closely with the solution obtained using the software GPOPS− II [15],

where it is noted that the optimal objective obtained using CGPOPS and GPOPS− II

are 7547.9729 and 7547.9739, respectively, agreeing to six significant figures. Finally, the
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computation time required by CGPOPS and GPOPS− II to solve the optimal control

problem was 2.9466 s and 18.9401 s, respectively.
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Figure 6-15. Solution of Example 5 using CGPOPS and GPOPS− II.
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6.5 Capabilities of CGPOPS

The five examples provided in Section 6.4 demonstrate the various capabilities of

CGPOPS. First, the capabilities of the hp mesh refinement methods were demonstrated

on the hyper-sensitive problem where the mesh was refined in the segments where the

solution changed rapidly. Additionally, the ability of the hp methods to maintain a small

mesh while satisfying a specified accuracy tolerance was shown in the reusable launch

vehicle entry problem. Second, the flexibility of the software to achieve better performance

by modifying the default settings of the mesh initialization and/or refinement process

is demonstrated by the space station attitude control problem and free-flying robot

problem. Third, all five examples demonstrate the increased computational efficiency

of implementing the optimal control framework developed in Sections 6.1 and 6.2 in

C++ as compared with the previous MATLAB software GPOPS− II. In particular,

the space station attitude control example shows the computational benefits of using an

exact NLP Lagrangian Hessian sparsity pattern (obtained by identifying the derivative

dependencies using either hyper-dual or bicomplex-step derivative approximations as

described in Section 6.3.5) as compared to the over-estimated Hessian sparsity pattern

employed in GPOPS− II. Next, because CGPOPS includes a newly developed mesh

refinement method for problems whose solutions have a bang-bang structure, it is possible

using CGPOPS to obtain an accurate solution to bang-bang optimal control problems

much more efficiently than when using previously developed hp methods. In addition,

the examples demonstrate the generality of the optimal control problem that can be

formulated and solved using CGPOPS. The fact that CGPOPS is capable of solving the

challenging benchmark optimal control problems shown in this chapter shows the general

utility of the software on problems that may arise in different application areas.

6.6 Limitations of CGPOPS

As with any software, CGPOPS has limitations. First, it is assumed that all functions

used to formulate an optimal control problem of interest have continuous first and second
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derivatives. It is noted, however, that for some applications the functions may have

discontinuous derivatives while the functions themselves are continuous. In cases where the

derivatives are discontinuous CGPOPS may have difficulty obtaining a solution because

the NLP solver operates under the assumption that all first and second derivatives are

continuous. Second, because CGPOPS is a direct collocation method, the ability to

obtain a solution depends upon the NLP solver that is used. In particular, while the NLP

solver IPOPT [2] used with CGPOPS may be effective for some examples, other NLP

solvers (for example, SNOPT [1] or KNITRO [3]) may be more effective than IPOPT for

certain problems. Moreover, for problems with high-index path constraints, the constraint

qualification conditions may not be satisfied when the mesh becomes extremely fine.

In such cases, unique NLP Lagrange multipliers may not exist or, in some cases, these

Lagrange multipliers may be unbounded. Furthermore, it may be difficult to obtain a

solution to a poorly scaled problem. Finally, as is true for any optimal control software,

optimal control problems whose solutions lie on a singular arc can create problems due

to the inability to determine the optimal control along the singular arc. Moreover, the

problems associated with a singular optimal control problem are exacerbated with mesh

refinement. Thus, when solving a singular optimal control problem, it may be necessary

to modify the original problem by including the higher-order optimality conditions that

define the control on the singular arc.

6.7 Conclusions

A general-purpose C++ software program called CGPOPS has been described

for solving multiple-phase optimal control problems using adaptive direct orthogonal

collocation methods. In particular, the software employs a Legendre-Gauss-Radau

quadrature orthogonal collocation where the continuous control problem is transcribed to

a large sparse nonlinear programming problem. The software implements five previously

developed adaptive mesh refinement methods that allow for flexibility in the number and

placement of the collocation and mesh points in order to achieve a specified accuracy. In
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addition, the software is designed to compute all derivatives required by the NLP solver

using one of four derivative estimation methods for the optimal control functions. The key

components of the software have been described in detail and the utility of the software is

demonstrated on five benchmark optimal control problems. The software described in this

chapter provides researchers a transitional platform upon which to solve a wide variety of

complex constrained optimal control problems for real-time applications.
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CHAPTER 7
SUMMARY AND FUTURE WORK

The research in this dissertation has been concerned with developing a C++

framework for solving nonlinear optimal control problems. Optimal control problems

arise in nearly every branch of engineering, medical sciences, and economics. Due

to the increasing size and complexity of the types of optimal control problems that

arise in these fields, numerical methods for obtaining solutions to optimal control

problems must be employed. In particular, the research in this dissertation employs

Legendre-Gauss-Radau (LGR) collocation to transcribe the continuous optimal control

problem into a finite-dimensional nonlinear programming problem (NLP) which can then

be solved using well-established NLP solvers. The direct transcription of an optimal

control problem using LGR collocation results in a sparse NLP that has a well-defined

and elegant structure. Furthermore, the sparsity of the resulting NLP can be exploited

by deriving the NLP derivative matrices in terms of the derivatives of the continuous

functions of the original optimal control problem. To facilitate the NLP solver employed

to solve the transcribed NLP, derivative estimates of the continuous functions must be

computed accurately and efficiently. Additionally, the accuracy of the approximated

solution returned by the NLP solver obtained by discretizing the continuous optimal

control problem must be assessed and the mesh used for the discretization must be

appropriately modified using mesh refinement techniques in order to satisfy a specified

accuracy tolerance.

The manner by which a continuous optimal control problem is transcribed into a

large, sparse NLP using LGR collocation is described in Chapter 3. The form of a general

multiple-phase optimal control problem is presented, and the process of using LGR

collocation to discretize the continuous interval is described. Furthermore, the form of the

transcribed NLP resulting from the LGR transcription is detailed. Finally, the exploitation
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of the sparsity arising in the transcribed NLP derivative matrices is developed and derived

in terms of the derivatives of the continuous functions of the optimal control problem.

Upon deriving the NLP derivative matrices in terms of the continuous function

derivatives, the need for derivative estimation techniques to compute the necessary

derivatives to facilitate the NLP solver becomes apparent. Chapter 4 overviews the types

of derivative estimation techniques available for this purpose. In particular, the four

derivative estimation techniques of sparse central finite-differencing, bicomplex-step

derivative approximation, hyper-dual derivative approximation, and automatic

differentiation are compared for use in solving optimal control problems using direct

collocation. Specifically, the aforementioned derivative estimation techniques are compared

in terms of computational efficiency measured by the number of NLP iterations to

converge, total computation time to solve, and average time per NLP iteration spent

on derivative estimation. It is found that the hyper-dual derivative approximation is

best-suited for optimal control applications, as it provides machine-precision derivative

estimates and ease relatively easy to implement using operator overloading.

In Chapter 5 a novel mesh refinement method for solving bang-bang optimal control

problems is developed. Mesh refinement methods are essential to ensuring that the

approximated solution obtained using direct transcription methods satisfies a specified

accuracy tolerance, and if not, appropriately modifies the mesh used to discretize the

continuous problem in order to obtain an accurate solution in a computationally efficient

manner. Discontinuities appearing in optimal solutions, however, can often require

an undesirably large amount of mesh refinement. Specifically, the class of bang-bang

optimal control problems in which the optimal control is either at its maximum or

minimum value throughout the solution contains discontinuities which often require a

large amount of mesh refinement in order to satisfy high accuracy tolerances. By using

estimates of the switching functions associated with the Hamiltonian of bang-bang

optimal control problems, the novel mesh refinement method developed in this research
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is capable of identifying the bang-bang control profile of an optimal control problem in

which the control appears linearly in the Hamiltonian. Then using the detected bang-bang

structure, the method employs multiple domains connected by variable mesh points so as

to introduce the appropriate number of switch time parameters to be solved for directly

by the NLP solver on subsequent mesh iterations. The degrees of freedom are maintained

by holding the control constant at the appropriate limit within each domain based on the

detected structure. In doing so, the novel bang-bang mesh refinement method is able to

converge in fewer iterations, using fewer collocation points, and in less computation time

than previously developed hp mesh refinement methods.

The optimal control framework described in Chapters 3 to 5 is implemented in the

C++ object-oriented programming language, resulting in the C++ general-purpose

optimal control problem solver CGPOPS described in Chapter 6. CGPOPS employs the

variable-order Legendre-Gauss-Radau collocation method, along with the aforementioned

derivative estimation techniques and hp adaptive mesh refinement methods. In particular,

the development of CGPOPS in the C++ compiled language facilitates the usage of

bicomplex-step and hyper-dual derivative approximations which require defining class

types and operator overloading in order to be used effectively and efficiently. Furthermore,

the hyper-dual derivative approximation is necessary for computing the estimates of the

switching functions associated with the Hamiltonian which are used to algorithmically

detect the bang-bang control profile when utilizing the aforementioned novel bang-bang

mesh refinement method. The CGPOPS software is demonstrated on several benchmark

optimal control problems, where it is shown to be able to obtain accurate solutions in a

computationally efficient manner.

The C++ framework for solving nonlinear optimal control problems developed

in this dissertation represents a significant development in the application of solving

optimal control problems for real-time optimal guidance. Being implemented in C++

enables the software to be computationally efficient and highly portable such that the
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software could be potentially used to compute online solutions for constrained dynamical

systems. Currently the CGPOPS software is interfaced with the widely used open source

NLP solver IPOPT which uses an interior point method to solve the transcribed NLP.

Although IPOPT works well for many problems, interfacing CGPOPS with a sequential

quadratic programming (SQP) NLP solver such as WORHP [113] could potentially

improve computationally efficiency, as SQP NLP solvers converge faster than interior

point method NLP solvers when given a good initial guess (which is often the case when

trying to solve the transcribed NLP after using mesh refinement). Furthermore, since

CGPOPS only requires a C++ compiler in order to be used on a given system, testing the

software on a system other than a laptop could prove useful in determining the potential

for generating online solutions (such as being employed on a flight computer or even a

microcontroller). In this regards, including mesh truncation schemes [114] to the CGPOPS

software could further facilitate the usage of the software for real-time optimal guidance.
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