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Vision is the most descriptive sense humans use to understand their 

surroundings.  It is extremely valuable to being able to navigate unknown and changing 

environments, so when vision is impaired, whether partially or fully, people must use 

other means for getting around.  The current set of available tools are still severely 

limiting in the amount of information and the quality of the information that is provided to 

people when trying to understand their surroundings.  By pairing sensing techniques 

commonly used in the field of robotics with a novel way of communicating this 

information to people through the sense of touch, a better navigation aid is created.   

The basic premise is to use a body mounted, 3D sensor to sense the geometry 

of the area around a person.  This 3D information can then be scaled down to arm’s 

length to create a virtual haptic feedback field that the user can explore by moving their 

hands around.  The feedback is conveyed to the user through a pair of gloves that 

simulate contact with the scaled down virtual objects through the sense of touch.  In 

order to create the sensation of a feedback field, it is necessary to know the location of 

the objects in the environment as well as the location and orientation of the user’s 

hands relative to their body.   
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The design and development of the prototype system is presented as is the 

performance of the system when put through validation testing.  The results show that 

the system is effective at conveying 3D information about the environment to users.  

Test subjects have been able to complete obstacle courses in various settings as well 

as complete other challenges such as determining the closest object or the tallest object 

using only the feedback provided through the gloves.  The system has been proven to 

be both useful and intuitive and has great potential for becoming a commercialized 

product that would give better clarity to those without sight than is possible with any 

other device.
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CHAPTER 1  
INTRODUCTION 

Human sensing abilities are nothing short of extraordinary. When matched 

against state of the art sensors and data interpretation algorithms, a human’s ability to 

perceive and quickly understand the environment is often the clear winner. So when a 

human’s sensory abilities are impaired, the effects can be burdensome and the lack of 

information can seem an insurmountable challenge.  And while man-made solutions will 

likely never be able to replace something as marvelous as the human eye, there have 

been technologies that can help individuals who live with visual impairment to overcome 

some of the disadvantages. Many of these sensing technologies have been heavily 

researched because of their application to the field of robotics, but there has also been 

much research done with the express intention of helping people who live with sensory 

impairments. 

Background on Visual Impairment 

For people living with visual impairment, the most important sense for navigating 

and understanding the world around them is nearly or totally cut off.  The number of 

people who live with blindness in the US is 1.3 million according to the National 

Federation of the Blind [1].  Blindness can be a congenital condition or something that 

occurs later in life.  When eye sight cannot be relied upon, it can make certain things 

impossible; like driving or bicycling; and it can make other things very difficult, such as 

walking around unknown environments or using computer applications designed with 

graphical user interfaces.   

Vision is the richest of the human senses. It is remarkable in both the amount of 

information the eyes take in and in the amount of brain power devoted to processing 
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and interpreting this information. The lens and iris work together to produce a focused 

image on the retina with proper brightness. The retina of the human eye detects 

electromagnetic radiation in the wavelength range of 400-700 nm and is capable of 

detecting color information and light intensity separately.  It is unclear whether human 

vision is processed with a discrete “update rate” or if it is more alike to a continuous 

signal, but in either case, discrete changes can be detected up to around 30 Hz.   

With two eyes (stereo vision), humans are able to perceive depth to an object by 

several methods. If both eyes are directed at an object, then the distance can be 

gauged by the amount of eye convergence, which is simply the angular difference 

between the direction of each eye.  Distance can also be estimated by the amount of 

disparity that exists between the eyes, a measure of how much objects appear to be 

shifted between one eye and the other.  Stereo vision enables depth to be gauged 

independently, but it also allows people to accurately compare distances to objects in 

order to determine which object is closer.  Two eyes are not the only way of determining 

depth, however.  A single eye can be used to determine distance because the brain 

infers the depth order from object occlusions and infers distance by comparing the 

apparent size of an object to its assumed size. 

A subjective analysis of human eye sight reveals that sight can be used to very 

quickly understand the qualities of our environment.  It can be used to observe the 

geometry of our surroundings.  Vision can tell us where it is safe to walk and where 

obstacles are. The brain can quickly discriminate between moving and static parts of the 

environment. It can inform us of the texture and light scattering properties of objects 

from which we can make inferences about material properties. Eye sight even helps 
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humans balance to some degree. And eye sight has many non-utilitarian purposes too. 

Being able to read the expression on someone’s face or look at visual art work are both 

impossible without vision.  By simply collecting, measuring, and interpreting the intensity 

and frequency of light coming into the eye, a wide range of critical information can be 

gathered.  

From the previous cursory discussion of human eye sight, it is obvious that any 

impairment leading to partial or total vision loss will cause significant degradation to a 

person’s quality of life.  With this in mind, it is important to devote research efforts 

towards alleviating some of the negative effects of blindness and providing solutions 

that will in some way compensate for the lack of sight.  To date, the blind community 

has been helped by an array of useful inventions, such as braille, text-to-speech 

software, text-to-speech book readers, electronic navigation aids, trained guide dogs, 

white canes, and more elaborate remote sensing devices tailored for obstacle 

avoidance.  

One area where people without sight can be helped is in the task of navigation. 

While there has been significant research on this topic since the 1960’s, many people 

who are blind today still use very low tech devices to find their way around and have not 

adopted newer high tech solutions. This can be attributed to a general hesitancy to 

adopt new technology, but the more likely reason is the inadequacies of products on the 

market and the unavailability of more useful product ideas that are still only in the 

research stage. 

Current Methods for Sensing Surroundings and Navigating 

In order to navigate known or unknown environments, people without useful 

eyesight have come to rely upon several tools to accomplish the task. The following list 
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does not encompass all of the methods used, simply the most common. These methods 

are not able to provide high level directional guidance to a person, but they are able to 

help an individual who can roughly navigate a pre-learned path to traveling along it 

without running into an obstacle or deviating off the walkway into a stairwell. These tools 

include the white cane, guide dogs, and very rarely echolocation. 

The White Cane 

The white cane is a stick about 4–5 feet long that is carried in an individual’s 

hand and can be tapped back and forth in front of the person to create a swath in which 

obstacles can be detected. The white cane is an excellent way to detect low obstacles, 

but not able to detect objects that protrude at torso height or head height. The white 

cane is also able to detect negative obstacles such as the drop off of a curb or a stair 

well. There are different ways to use the cane, but the side-to-side tapping technique is 

the most popular. The cane is very simple, requiring very little training and is not an 

expensive product. Figures 1-1 and 1-2 show examples of white canes in use. 

Guide Dogs 

Guide dogs are able to help direct individuals along walking routes while helping 

them to avoid obstacles, cars, and other pedestrians. They have the advantage of being 

another set of eyes that can discern more about the surroundings such as approaching 

traffic or unexpected dangers such as wet patches of ground. Guide dogs still need to 

be directed in the general direction of travel, but while walking in that direction, they 

provide excellent guidance.  Unlike canes, which are obstacle detectors, guide dogs are 

obstacle avoiders. They can be great companions and provide an added sense of 

security; yet, for all their benefits, they are more difficult to obtain than most people 

realize. The cost of all the training that guide dogs and users go through is estimated to 
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be between $25,000 and $40,000 and time required to get a guide dog is around 1-2 

years [2].  Figure 1-3 shows a guide dog being used in service. 

Echolocation 

The use of echolocation to detect obstacles is an amazing feat learned by many 

individuals without sight.  Using either ambient noise or a click made with their mouth, 

some people are able to detect where the sound bounced off a solid object and gauge 

its position, as shown in Figure 1-4.  The echo can even be used to detect the size of an 

object, and this technique can be used both indoors and outside.  This surprisingly 

adept method is only used by a small percentage of individuals who are blind, but it is 

still a method of navigating around obstacles that can be used with success [3].  

Background on Sensory Substitution 

One way of helping those with sensory impairments with day to day tasks is to 

provide them with the information they need artificially through alternative means.  The 

concept of replacing or enhancing human senses (especially in the case of senses that 

have been impaired) is referred to as sensory substitution, while adding sensory abilities 

that humans do not naturally have, is referred to as sensory augmentation. Sensory 

substitution is the process of replacing information that would normally be captured in 

one sensory mode with information through another sensory mode. This could mean 

that stimuli coming in on one channel, say hearing, are replaced with stimuli on another 

channel, say vision.  But this could also mean that information from one channel is 

passed through that same channel, but in a different mode. An example of this is 

moving the sense of touch from one side of the body to the other.  If someone’s sense 

of touch were lost on one side of the body, their sense of touch could be artificially 

replicated on the other side of their body by using a pressure sensor array on the 
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damaged half of their body which activated a tactile feedback array on an undamaged 

part of their body. But, most frequently, sensory substitution involves mapping sensory 

input from one channel to another.  

If information that is normally perceived through the ears is instead conveyed 

through vision, this would be an example of sensory substitution. One could imagine 

wearing glasses which use a heads-up style display, and a graphical shape, such as a 

radar screen, projected into the user’s field of vision. If the radar graphic had visual 

indicators to denote where loud sounds were coming from, the user would be able to 

understand where sounds are originating from using vision alone.  Another example 

could involve substituting the sense of balance with the sense of touch. Suppose an 

inclinometer were attached to a person and the inclination of his or her body was 

conveyed through the sense of touch, using devices that could exert a controllable 

pressure on the user’s shoulders.  In this case, an inclination to the left could trigger a 

pressure on the left shoulder, and an inclination to the right could trigger a pressure on 

the right shoulder.  This would enable the individual to sense their static balance 

through an entirely different sensory channel. 

Both of the previous examples have limitations in the amount of information that 

they convey as well as the quality of the information they convey.  This is an 

unfortunate, but unavoidable difficulty in the field of sensory substitution.  When 

replacing one sense with another, the degradation in information quality can be caused 

by physiological limits of the senses, the inability of the person to correctly interpret the 

new information in its alternate representation, or simply inherent limitations in mapping 

(translating) the data from one form to another.   
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Consider first the effect of physiological limits. If sound waves are captured using 

a microphone and the raw signal is mapped directly to a vibration motor on the surface 

of the skin, a bandwidth limitation in the tactile sense will be encountered.  While the 

ears can sense vibrations in the air up to 20 kHz, the tactile sense cannot distinguish 

between frequencies anywhere near that range. This is a hard and fast physiological 

barrier that cannot be surmounted using this type of substitution. While an alternative 

representation could be designed where different frequencies were mapped to different 

locations along the length of the arm (similar to a Fourier transform plot), this would 

bring up the second issue—the inability of the person to correctly interpret the 

information in its alternate representation. 

Sometimes it is too difficult or simply impossible for humans to correctly interpret 

an alternative representation of information.  To illustrate this point, consider the 

arrangement in which a sound wave’s frequency information is extracted and processed 

such that each frequency component is mapped to a different part along the forearm, 

and the signal strength at each frequency was mapped to the intensity of the vibration at 

the respective motor. While this mapping does convey more information, a person will 

likely never be able to interpret speech in this way. Another example of this type of 

limitation would be mapping sound information to vision by simply showing the user a 

screen that displayed a live spectrograph of auditory information. While much 

information is there, the human brain just isn’t capable of interpreting this information in 

a meaningful enough way to understand speech.  

Finally, some types of sensory information simply have inherent limitations when 

mapping from one channel to another. It would certainly seem infeasible to map vision 



 

24 

to taste. And because binocular vision gives depth information, it is not feasible to 

directly map the 3D depth we get from vision to the 2D surface of our skin. Certainly, 

some creative mapping schemes can be developed that attempt to overcome these 

limitations in sensory substitution, but the risk of creating confusing or convoluted data 

for the user is always a common problem. 

Sensory augmentation is another subject in which information not normally 

sensed by people is artificially passed through a person’s existing set of senses.  

People cannot normally sense magnetic fields, but if a magnetometer were used to 

sense magnetic North and this direction were conveyed to a person through a belt 

which created a vibration in that direction, then that person would have an augmented 

sense of direction.  Infrared goggles, used by pilots and military personnel, also 

augment the sense of sight by allowing people to see electromagnetic radiation in a 

wavelength they normally could not sense. 

Background on Relevant Sensor Technologies 

There are several sensing technologies which can provide data that in some way 

is similar to that of human vision. While most are inferior to human vision in the amount 

of information they provide and in the quality of the information they provide, they still 

can be used to gather information that may be beneficial in the attempt to aid non-

sighted individuals in day-to-day tasks through some form of sensory substitution.  

These technologies include cameras, stereo camera systems, laser ranging sensors, 

sonar sensors, and structured light sensors. 

Cameras 

Cameras have been around for many years and the transition from analog to 

digital models has spurred their use in many different applications. Cameras are 
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conceptually very similar to the human eye in that they can collect visual information 

about light intensity and color in the same wavelength range as humans.  They consist 

of a lens to focus the incoming light on an image plane and an imaging sensor to 

measure this light. Full color cameras record the strength of light in the red, green, and 

blue wavelength ranges, whereas black and white cameras measure only light intensity 

in the range of the visual spectrum.   

While cameras are very similar in nature to the human eye in the way they collect 

and measure light, the way this information is processed is a different story. Until 

recently, computer image processing was severely limited by the speed of computers 

such that high level information could not be quickly extracted from the raw images. 

Many image processing techniques were very simple in nature and only produced low 

level information such as edge detection, motion detection, color tracking, and other low 

level filters. But as computers became more powerful, the complexity of image 

processing algorithms increased, as did the usefulness of the output data.  Real time 

algorithms could perform classification, pattern recognition, visual odometry, and object 

tracking.  The field of computer vision is a very active area of research today and will 

continue to be so as autonomous systems continue to grow in popularity and as 

computing ability increases in power yet decreases in its physical footprint.  

Stereo Camera Systems 

Computer stereo vision has been around since at least the 1970s.  Using two 

cameras separated by some distance, a matching algorithm, and knowledge of the 

camera properties and some basic geometry, the depth to points in an image can be 

estimated.  The basic goal is to determine the depth of any given point in the scene by 

finding the same point in each of the images and calculating the distance through 
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triangulation.  Figure 1-5 illustrates a top down view of the basic geometry involved in 

stereoscopy for a side-by-side camera setup.  The star represents a point in the scene 

that is detected in both the left camera’s image plane and the right camera’s image 

plane.  Since the two cameras are separated by a distance T, the star appears in 

different parts for each image.  The left camera detects the star in its image plane at a 

point defined by xL and the right camera detects the star on its image plane at a point 

defined by xR.  The difference between xL and xR is the disparity associated with that 

point in the image.  If the disparity is known, it can be used with the other camera 

parameters to calculate the distance, Z, to the actual object. 

For example, Figure 1-6 shows a pair of stereo images with a horizontal slice 

highlighted.  In this slice, a green lamp pole (circled in red) is visible in both of the 

images, but the location in the image is different.  One common way the disparity 

between an object’s location in the left image and the location in the right image can be 

estimated is by sliding a window of pixels from the left image over the right image and 

then finding the location that minimizes a difference measure.  Figure 1-7 shows a 

window from the right image being slid over the left image.  Looking at the graph, the 

minimum of the difference measure occurs at the disparity that best aligns the two 

windows.  When this process of finding the disparity is performed at all locations in the 

image, a disparity map is created from which depth can be inferred, such as the one in 

Figure 1-8. 

Stereo vision systems have the benefit of being relatively cheap for the amount 

of data that they provide, they are completely passive, and they can be packaged into a 

small footprint.  These systems are very similar in nature to our eyes and, therefore, 
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offer a valuable option for augmenting natural senses if eye sight is impaired.  There are 

some drawbacks that must be considered though.  The quality of the data is very 

dependent on how much texture objects have, so scenes that have a very flat texture or 

have poor lighting will not be captured well by these systems.  Shadows can cause 

lighting variations that make processing difficult.  Improper exposure will generally 

cause issues with solving the correspondence problem because recognizable features 

get washed out in overexposed areas of the image or lost in the noise of underexposed 

areas.  In addition, the accuracy of the data is very dependent on the quality of the 

cameras and lenses as well as the calibration done to determine the internal camera 

properties and each camera’s position and orientation.   Additionally, the computational 

requirements for processing the image data to extract depth information is not menial 

and scales with image size. 

Laser Ranging Sensors 

Laser ranging sensors can provide very accurate distance information at very 

high rates. These sensors come in different versions that detect data in one, two, or 

three dimensions. These devices have been on the market long enough to gain good 

market acceptance and have been widely used on mobile robots and in industrial 

settings. They have the advantage of being able to operate both indoors and outdoors 

as they are not strongly affected by sunlight. Additionally, since they are active sensors 

providing their own radiation pulse, they can operate in the absence of ambient light and 

work day or night.   

Products which detect data in one dimension report the range of an object along 

a single line. Products capable of detecting data in two dimensions usually consist of a 

beam that is rotating around an axis perpendicular to the beam. The laser is pulsed so 
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as to create a 2D scan of the objects in the plane of the laser rotation. This creates a 

map similar to a radar sweep with a high degree of precision (~4 cm) and at relatively 

long ranges (~300 m). Products can be found with angular resolutions ranging from 1 

degree to 0.25 degrees and with update rates from 10 to 50 Hz. Some models have a 

field of view that is limited to 180 degrees while others have wider ranges up to 360 

degrees.  Products are also available which detect data in three dimensions by 

scanning with multiple lasers around one axis or by quickly sweeping a single laser 

about two axes. These can create dense point clouds of 3D data at high refresh rates, 

making them very valuable for robot navigation in unknown environments. This class of 

devices may operate by rapidly varying the angle of a single laser beam about two 

different axes, or they may operate by rotating an array of multiple laser beams about a 

single axis.  

Sonars 

Sonars can detect ranges to objects by creating a pulse of ultrasonic sound and 

listening for the echo. By measuring the time of flight between the pulse and the 

perceived echo, the distance can be calculated based on the speed of sound.  Sonars 

for robotic applications usually have ranges on the order of 10–20 feet.  Since sound 

propagates as a wave, these devices have a cone within which objects will be detected. 

They cannot be used to find where in the cone of detection an object is, only the range 

to the object. Sonars can be found with a range of different cone angles, with some 

models having narrow cones at around 10 degrees and other models having wide 

cones at around 60 degrees.   

Sonars are very useful short range distance sensors because of their small size, 

low power, and low price point. The limitation that they are by nature 1D sensors can be 
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overcome by creating arrays of multiple sensors aimed at different angles; however, 

interference will become an issue if the sensors are not synchronized to fire at separate 

times.  This fact imposes a limitation on the number of sonars that can be placed in an 

array and their overall update rate. 

Structured Light Sensor Systems 

Structured light sensors are the combination of a camera, a light pattern emitter, 

and a data processing module.  Usually, the light pattern is composed of infrared light 

so that the camera is able to filter out visible light and capture only the infrared light that 

came from the emitter.  To collect distance data, first a known pattern of light is 

projected onto a scene and the camera is used to detect the pattern once it has been 

cast onto the objects and reflected back. The idea is that once the pattern is reflected 

back to the camera, then the differences between the projected pattern and the 

detected pattern can be used to infer the geometry of the scene.   

This process is mainly that of triangulation.  For instance, consider the case 

where an infrared light emitter were placed 10 cm to the right of an infrared camera and 

both devices are aimed in the same direction.  If the infrared emitter projected single dot 

of infrared light directly ahead onto a wall, then the camera would be able to detect the 

dot somewhere in the right half plane of the camera’s image. The actual angle from the 

center of the camera to the sensed dot on the wall would be enough to calculate the 

distance to the wall.  The closer the wall was to the device, the further the dot would 

appear in the left of the image.  Now imagine an array of dots or some other known 

pattern. By doing the same calculation for each known element or feature in the light 

pattern, a fairly dense field of distance estimates can be calculated. Unfortunately, one 

of the major drawbacks of these devices is that because most rely on infrared light, they 
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do not function very well outdoors or wherever sunlight is present since so much of the 

sun’s spectrum contains infrared light. And while bright laser light could be used to 

overcome this drawback, it would pose an eye hazard for other people. 

 

 

Figure 1-1. A person using a white cane to navigate without running into obstacles [4]. 
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Figure 1-2. A white cane being used in a busy crosswalk [5].  

 

 

Figure 1-3. A guide dog leading a person down a street [6]. 
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Figure 1-4. A person using echolocation to judge his distance to the building [7]. 

 

 

Figure 1-5. Stereoscopy geometry. 
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Figure 1-6. Two corresponding features in a stereo image pair. 

 
Figure 1-7. A sliding window used to estimate disparity. 
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Figure 1-8. A stereo image pair and the resulting disparity map. In the disparity map, 
lighter colors represent greater disparity and closer range. 
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CHAPTER 2  
MOTIVATION 

The Need to Improve How People with Blindness Sense Their Environment 

The goal of this research is to provide people who are visually impaired with a 

better way of sensing their environment.  It is intended to use sensing techniques 

prevalent in the field of mobile robotics to enable people who cannot rely on eyesight to 

tap into vision information using other means.  Currently, the methods used by people 

with blindness to sense their environment when moving around are very simplistic.  

Simplicity is certainly not a drawback; indeed it is often an advantage, but the amount of 

information gathered by vision is so rich, that much of this information is passed up by 

using simplistic sensing methods.   

Consider the importance of visual information.  In the British Journal of Vision 

Impairment, Michael Tobin posits that the entirety of what is different between blind and 

sighted individuals is purely a matter of information available to them [8].  He implies 

that even differences which don’t obviously stem from a lack of information (cognitive 

abilities, spatial visualization abilities, etc.) are caused by a lack of information during 

formative years. He summarizes as follows: “Examples from published research reports 

and from commonly observed behavioral phenomena at various stages of the 

individual’s development are invoked to support the case that all delays and carriers 

experienced by blind people have as their causation the lack, the inadequacy, or the 

inaccessibility of information.”  Perhaps giving individuals with blindness better tools for 

understanding their environment will help in more ways than we might expect.   

There have been many attempts to provide aids that compensate somewhat for 

the lack of vision, but they have met with limited success or limited adoption. Vision is a 



 

36 

requisite to perform many basic tasks, so when vision is not possible, the effects are 

obviously enough to require extreme lifestyle changes.  While the effects of living 

without vision will never be completely alleviated without giving or restoring sight 

completely, much can be done with modern technology to make living with such a 

condition easier.  

There have been some wonderful advancements that have made life easier, 

such as braille, electronic text readers, speech-to-text software on computing devices, 

and extreme magnification devices for those without total vision loss; but navigation 

around unknown or dynamic environments is still quite a challenge.  Vision is used so 

often to understand new objects that are observed.  It is used to gain an understanding 

of where one is in their environment– to understand where one is relative to a landmark, 

or a building exit, or an intersection, or a pedestrian hazard.  So without vision, 

navigation is done completely differently.   Other senses, such as sound and touch, can 

be used to build a mental map of the surroundings, but with much less detail and speed.  

And with a diminished mental map of the immediate surroundings, the ability to navigate 

becomes that much more difficult.   

Safe and efficient pedestrian navigation is extremely valuable for an individual’s 

independence, community interaction, and a sense of freedom.  To this end, much of 

this research will be aimed at providing a better solution for safe pedestrian navigation 

in the absence (or near absence) of sight.  Part of the motivation to perform research in 

this area also stems from advancements seen in the field of sensing for robotic 

applications, which will be presented in the next section. 
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The Applicability of Robotic Sensor Systems 

Mobile robotic platforms that operate in unknown or dynamic environments must 

also overcome the challenge of understanding the surroundings in order to perform 

tasks such as obstacle avoidance, target tracking, path planning, and high level 

decision making.  Robots can only react to their environment if they are able to sense it 

in some way, and their reactions/decisions will only be as good as the information 

available to it.  Many creative sensor technologies have enabled robots to sense their 

environment, and many creative algorithms have enabled them to further understand 

this sensor data through higher level classification and abstraction schemes.  It is 

important to note that data is easily collected, but this data can only become usable 

information upon further processing and interpretation.   

On the one hand, the goal of providing meaningful information about the 

environment to robots is very similar to the goal of providing meaningful information 

about the environment to the visually impaired.  Having information about the geometry 

of the environment is an important factor when considering how to navigate.  There are 

other things which are important too, such as the ability to recognize and classify 

objects with known attributes or the ability to determine which parts of the ground are fit 

for load bearing.   But, for both applications, the geometric information about the 

environment gathered by manmade sensors can be very valuable.  Robots can use this 

information to estimate where it is safe to travel just as a human would use visual 

information to sense where it is safe to walk and where barriers, walls, or stairs may 

present a hazard.  

In the realm of robotics, once sensor data is collected and processed, the 

challenge is in further classifying and abstracting the data to make useful decisions.  In 
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the realm of sensory substitution, the challenge lies in representing this information in a 

way that is meaningful to the human using alternative sensory channels.  Because of 

the reasons discussed in the previous chapter, this can be quite difficult.  

Examine the normal flow of data in the decision making process in both 

autonomous systems and in humans.  In both cases, data is needed before knowledge 

can be formed and used in the decision making process.  A typical sequence for an 

autonomous system is data collection (sensing), processing, interpretation, 

representation, and decision making.  This sequence is illustrated in the left half of 

Figure 2-1. In the data collection stage, raw data from the environment is sensed. This 

could be raw voltage levels from a transducer or perhaps a phase shift from a laser 

pulse, or a time differential between an ultrasonic chirp and its subsequent return. This 

data could also be gathered from an array of sensors such as the grid of light sensing 

elements on a camera’s sensor, or from a laser range scanner with multiple lasers.  The 

next stage, processing, turns the raw data into something more meaningful and might 

remove noise as well as convert raw signals to actual distance values or light intensity 

values.  The interpretation stage is critical for usable data.  This can be an operation as 

simple as determining whether or not obstacles exist in front of the robot or something 

as complex as segmenting the data into discrete objects, classifying them based on an 

algorithm that was trained beforehand, and creating predictive models for the dynamic 

objects in the area.  Finally, the data must be represented in a way that a decision 

making algorithm can operate on the information. The data could be stored in a vector 

or rasterized format.  Perhaps it could be represented using parameterized models.  Or 

it could be represented in a probabilistic manner where definite values are not stored, 
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but rather probability density functions are used to represent object states.  Finally, 

decisions can be made using this data in the chosen representation format.  

An analogous sequence of events can be seen in the way humans process data 

about their environment.  This sequence is also illustrated in Figure 2-1 (on the right 

side) with the only difference being the representation stage is instead called the 

understanding stage.  The steps are not as clear cut on the natural side.  It is known 

that senses do capture inputs and transmit them as electrical signals, but the actual 

processing, interpretation, and knowledge stages are as mysterious to researchers as 

they are beyond the scope of this research.  

Giving consideration to how artificial sensing can be used to replace natural 

sensing, it can see, at a system level, how these systems can be useful for helping 

people cope with sensory disabilities such as blindness.  To create a sensory 

substitution system that can be used by a human, it must include artificial means to 

sense the environment, process it, and convert it to a new type of sensation that can be 

fed back through an alternate sensory channel.  This arrangement can be seen in 

Figure 2-2 which shows a visual-tactile substitution.  In the middle of the graphic, the 

path of visual data is shown marked off and in red to indicate a lack of information flow.  

In an attempt to compensate for this lack of visual information, an artificial vision system 

using cameras can be used to somehow transmit useful data back to the individual 

through the sense of touch.  By having the artificial sensing system process the visual 

data for the person and re-represent the data in a tactual way, the person can regain 

some understanding of the environment that normally would be sensed through 

eyesight.  As can be seen, the artificial sensing flow chart in Figure 2-2 is very similar to 
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that in Figure 2-1 except that the final step is to output the data to the individual instead 

of making autonomous decisions.   

Since the process of artificial sensing is applicable in concept to helping people 

with vision impairment, how exactly might a system like this function?  There are many 

different ways that robots sense the world, and there are many different ways to convey 

information to humans.  This results in a diverse array of possibilities for pairing artificial 

sensors with natural senses, and many of them have been explored by other 

researchers.  However, the task of providing humans with meaningful and intuitive 

information through alternative sensing channels requires thoughtfulness and ingenuity.  

If such a task is not given such care, the result can often be so cumbersome that it 

becomes more of a hindrance than a help and traditional guidance techniques such as 

the white cane have a clear advantage.   

Problem Statement 

To limit the scope of this research from the broad field of sensory substitution 

and blind navigational aids, a more specific problem statement was formulated.  The 

desire was to create a tool or system that would enable those who cannot rely on 

eyesight to gain an understanding of their surroundings with enough acuity to be able to 

navigate unknown environments.  The goal was to employ tactile-vision substitution, 

that is to provide some of the information that would normally be sensed through vision 

through the sense of touch, to convey geometrical (and perhaps even higher level 

information) about the scene to a user.  Furthermore, the operation of such a system 

should be intuitive, not requiring extensive training to reinterpret cryptic feedback that 

has little conceptual relation to the actual information it attempts to represent.  This 

requirement was presumed to be important to usability and user acceptance.   
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It is not intended for this tool to be a high level navigational aid with the ability to 

provide global orientation and location information or to be able to direct users along 

predefined routes.  This task is important, and heavily explored, but not within the scope 

of this research.  A system for high level navigation would be very useful for the overall 

navigational process, but this research only attempted to address the issues related to 

perception of the immediate surroundings.  The desire to provide people with a better 

understanding of their immediate environment is indeed only a solution to part of the 

problem, but it does appear to be the more difficult one.  High level navigation is within 

the scope of traditional path planning algorithms and the two major challenges lie in 1) 

the method used to convey the desired path to the user and 2) indoor position 

estimation which is difficult in the absence of GPS reception.  Since high level 

navigation and sensing of the surroundings are both important to being able to get 

around, a marriage between the two types of systems would be ideal in that a user 

would know in what general direction to walk and be able to navigate around obstacles, 

other people, and hazards.  That being said, the focus will be on the problem of low-

level, close-range navigation.   

To get a clearer picture of the intended system, the following list of requirements 

were selected: 

1. Wearable. The system should be wearable and allow the user to move 

about freely. 

2. Self-contained. The system should not rely on external power or 

computational processing. 
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3. Tactile feedback.  The system should provide feedback about the 

environment to the user through the sense of touch. 

4. Intuitive feedback. The system should provide feedback that is intuitive, a 

system for which most training will go into familiarizing users with the new 

form of feedback as opposed to a learning how to correlate abstract 

feedback signals with reality.  

5. Indoor/outdoor capability. The system should function indoors as well as 

outdoors. 

 

 

Figure 2-1. The flow of data in a typical autonomous system's decision making process 
and in a human's decision making process. 
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Figure 2-2. The flow of data in a typical sensory substitution application. 
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CHAPTER 3  
REVIEW OF LITERATURE 

 
This chapter presents the research that has been done in the area of blind 

navigation aids.  The literature contains some very early experiments done in the 1960s 

and 1970s up to the most recent research endeavors.  Since the proposed subject 

covers areas of sensory substitution, navigational aids for the blind, and specifically 

tactile feedback, the survey of literature will be broken down into four categories: 

sensory substitution, blind navigation aids, blind navigation aids using tactile feedback, 

and finally a special section on stereo vision which will prove to be a valuable tool for 

artificially sensing the environment. 

Sensory Substitution Research 

Two common devices seen in sensory substitution are vibrotactile elements, 

which use a motor to produce vibrations which can be sensed by the skin, and 

electrotactile elements, which produce a tactile sensation by applying a voltage and 

creating a current through the skin.  The science of electrotactile and vibrotactile 

feedback displays was discussed by Kaczmarec et al. in an article that attempted to 

summarize their usefulness in sensory substitution [9].  These feedback mechanisms 

have been used to transmit information by varying the stimulation frequency, varying the 

stimulation amplitude, or a combination of both.  The tactile elements can be arranged 

in both 1D or 2D arrays on the skin, and these arrays usually require training before 

people can use them with any effectiveness. 

One of the earlier experiments of sensory substitution was published in 1974 by 

Collins and Madley [10].  Collins and Madley developed a tactile feedback system to 

help those who lacked sensation in their fingertips.  The sensing device consisted of 
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strain gages mounted in a special glove to measure the force on each fingertip.  Users 

were also fitted with 5 electrotactile elements on their foreheads.  Each of the five 

sensors controlled the electrotactile stimulation intensity of one forehead electrode.  

During testing, users without sensation in the hands were able to use the gloves and the 

feedback on their foreheads to handle objects and distinguish between smooth and 

rough surfaces and between soft and hard objects. Despite the feedback system being 

very basic and the low resolution of the display (only having five feedback elements), 

the users were surprisingly able to detect edges and corners by the process of scanning 

the objects back and forth with their fingers.  This is an important phenomenon and it 

shows the power of exploration in understanding more complex information with limited 

feedback resolution.   

Another early experiment was performed by Bach-y-Rita, Collins, et al. in 1969 in 

which they tested the efficacy of vision substitution by tactile image projection [11].  It 

was an interesting attempt to convey visual information to non-sighted people that 

would lead to other similar implementations.  The setup was cumbersome because of 

technological limitations of the day, but one of the goals was to provide a practical aid 

for the blind.  In the experiment, the output of a video camera was mapped to a 20 x 20 

vibrotactile display in the backrest of a dentist’s chair in which the user sat.  (A 

vibrotactile element produces a tangible sensation by applying a vibration to the skin.)  

The intensity of the light at each location in the image controlled the strength of the 

corresponding vibration element on the user’s back.  In this way, the grayscale image 

could be felt by directly projecting this image to the feedback array on the back.  The 

video camera could be aimed by the person as he or she sat in the chair, enabling them 
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to explore the seen by tilting and panning the camera. The testing was primarily in 

object recognition tasks and identification times dropped significantly after 10-20 hours 

of training.  After training, subjects were able to identify letters after 10 seconds of 

scanning them with the camera.  Similarly subjects could identify one of several objects 

from a pre-learned training set after 5-20 seconds of scanning.  This research proved 

that visual information could, in a limited form, be translated to different sensory 

channels in a way that could be understood by people. 

A much more recent adaption of the previous experiment was published in 1998, 

again by Bach-y-Rita, et al. [12].  In this research, a 49 point electrotactile device was 

designed to be placed on the tongue instead of on the back.  The main focus was to 

study form perception of basic shapes using the 7x7 electrotactile array.  The long term 

goal was to build minimally invasive system which wirelessly transmits data from a small 

camera to the tongue display.  This was an attempt to take the tactile vision substitution 

system to a more practical level as previous attempts to interface them with the 

abdomen, back, thigh, and fingertip had man-machine interface limitations such as 

bulkiness and higher voltage requirements.  In testing, users were tasked with 

recognizing basic shapes like the ones shown in Figure 3-1. The shape recognition test 

showed a better rate than when using a similar raised dot display on the fingertips from 

their previous research; however, real world data from cameras were not used. 

Another application of a tactile array was in a device called the Optacon which 

converts printed text to letter outlines on the user’s finger tips using a handheld camera. 

Kaczmarec et al. note that systems with low resolution, such as the one developed by 

Collins and Madely, which only had five feedback electrodes on the forehead and 5 
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force sensor on the hand, enabled users to gauge shape and smoothness and edges 

very well (a feat which is somewhat unexpected with so few sensors.) They believe that 

this is a result of spatial information received by manually scanning objects, which they 

call “haptic exploration”.  While the finger tips are more sensitive than other parts of the 

body by an order of magnitude, they do note a critical limiting phenomenon which is that 

“the threshold amplitude for vibrotactile stimulation increases after a strong conditioning 

stimulus.”  This means that the fingertips tend to become more numb to slight stimuli 

after receiving a stronger stimulus for a while.  They reported that this effect went away 

after about 2 minutes of rest. 

When using an array of tactile feedback elements, whether from vibration motors 

or electrodes, the spatial resolution of tactile inputs can be measured with the Two Point 

Discriminatory Threshold (TPDT).  The TPDT is the minimum separation required to 

distinguish between two simultaneous stimuli.  This distance measure can be smaller if 

the two stimuli are activated alternately instead of simultaneously, but this value 

imposes a limit on the density or resolution of the array.  Another disadvantageous 

phenomenon known as “funneling” can occur when two or more different tactile stimuli 

are perceived as a stimulus from a single point.   

A similar effect observed in tactile feedback systems is called “masking” which is 

when two impulses in close spatial or temporal proximity interfere with each other so as 

to mask the intended pattern and inhibit signal recognition.  This effect limits the amount 

of information that can be effectively communicated through the skin. Masking can 

degrade the user’s ability to perceive the intended pattern or make it completely 

imperceptible. This is a key limitation in the information bandwidth that can be passed 
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through the tactile sense. While some people believe that this effect is due to 

physiological reasons with the nervous system’s transmission of the sensation or of the 

lingering stimulus sensation stored in the receptors, Loepelmann believes that the 

primary reason is actually temporal integration in our processing of the impulses [13]. 

The previous examples have all used tactile feedback as a form of sensory 

substitution, but this is just one of the possible options.  An interesting device called 

vOICe is designed to convey images to people through sound [14].  Developed by Peter 

B. Meijer, the device takes a 64x64 pixel image with 4-bit grayscale color depth (16 

different shades) and creates a 1-to-1 mapping of the images to sounds.  This means 

that the tone sequence produced is unique to each image and, thus, it is possible to 

invert the function and generate an image from the audio.  A computer would be able to 

produce the grayscale image exactly from the sound, but a human should also be able 

to make some sort of mental leap from the audible realm to the visual realm in their 

mind.  The concept is intended for eventual use by people who are blind and a software 

implementation has been developed for mobile computing devices.   

For the vOICe project, the image-to-sound mapping is performed as follows. 

Consider a single column of pixels from an image.  Each row is assigned a different 

tone so that frequency corresponds to the row number.  The amplitude of the tone is 

determined by the brightness of the corresponding pixel.  To convey a single column of 

the image, all tones for each row are played simultaneously.  To convey the entire 

image, the sounds generated by each column are played sequentially by scanning 

across the image from left to right which takes 1-2 seconds.  Then a click is played to 

indicate the start of a new frame and the process of playing back the image is repeated. 
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Meijer believes that simple shapes will be easily recognized.  He posits that more 

complicated images will be understandable with conscious effort but thinks that 

eventually, it will become subconscious.  Unfortunately, the ability for humans to 

interpret this information was not presented and the efficacy of this idea is still under 

active research. 

The next example is not purely sensory substitution, however it is an excellent 

example of how haptic feedback can be used to present information to those who are 

visually impaired.  In 2004, researchers at the Informatics and Telematics Institute in 

Greece developed a system to help train people to navigate using a haptic virtual 

environment using their hands and a virtual cane [15].  The goal was to create a training 

environment, but the concepts can be applied to sensory substitution if the system were 

modified to use actual data instead of a virtual environment.  The users are fitted with a 

force feedback glove shown in Figure 3-2 that can exert a pulling force on the fingers, 

and they are also equipped with tracking sensors on their arms.  The system is able to 

track a person and their pose using the MotionStar wireless tracker system which uses 

pulsed magnetic fields to track sensors located on their body.  Using the knowledge of 

where the user’s fingers are and where the virtual objects in the scene are, a collision 

detection algorithm runs to determine when one of the fingers is in contact with any of 

the virtual environment models. Once a finger comes into contact, a pulling force can be 

applied to the finger by the glove. (The entire hand could, however, be inserted through 

objects because there was no way to exert a force on the entire arm.)  The idea was 

then extended so that the user could use a virtual cane to detect objects instead of the 

fingers.  The virtual cane was programmed as an extension of the index finger.  When 
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the virtual cane collided with the ground, force was applied to the index finger.  When 

the cane hit an object to the left, force was applied to the ring finger, and when the cane 

hit an object to the right, force was applied to the thumb.  Additionally, if the virtual cane 

were to penetrate an object, a constant buzzing was generated.  In this way, users 

could explore the virtual scene while receiving force feedback when their virtual cane 

was touching one of the virtual objects.   

For testing, the researchers created a virtual model of an intersection crosswalk.  

In their experimental crossing-the-street simulation, they expected users to be able to 

cross the street in 3 minutes, and the average time was about 2 minutes.  The testing 

gave positive results for the overall concept of the system, but the system was limited to 

indoor laboratory testing because of the method of measuring the user’s hands and 

could only use virtual models.  The system measuring the hand’s position and 

orientation requires a fixed base station and the sensing range from this base station is 

limited to a 7 m radius.  Again, the purpose of this research wasn’t to be used as a 

practical navigation aid but rather a training tool to help people explore potentially 

dangerous scenarios in the safety of a laboratory.  Two valuable pieces of information 

were concluded at the end of the testing. One finding was that “It was deemed very 

important to utilize both acoustic and haptic feedbacks, as they are indispensable for 

the orientation. The majority of the participants preferred to have both feedbacks.”  The 

other finding was that “No connection was found between the age that blindness 

occurred and the test results.”  This supports the idea that haptic feedback that follows 

this intuitive and natural scheme can be useful for a broad range of people who are 

visually impaired.   
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Blind Navigation Aids 

Blind navigation aids are designed for the purpose of being practical devices that 

will help people navigate through an unknown area without using eyesight.  The 

National Research Council lists guidelines for electronic travel aids (ETAs) as they call 

them [16].  These guidelines are as follows: 

1. Detection of obstacles in the travel path from ground level to head height for the 
full body width. 

2. Travel surface information including textures and discontinuities. 
3. Detection of objects bordering the travel path for shorelining (wall following) and 

projection. 
4. Distant object and cardinal direction information for projection of a straight line. 
5. Landmark location and identification information. 
6. Information enabling self-familiarization and mental mapping of an environment. 
7. In addition: ergonomic, operate with minimal interface with natural sensory 

channels, single unit, reliable, user choice of auditory or tactile modalities, 
durable, easily repairable, robust, low power and cosmetically accepted. 
 
The previous list contains guidelines that provide situational awareness of the 

surroundings (1-3), high level directional information (4 and 5), and some interface and 

hardware requirements (6 and 7).  None of the devices found in the literature review, 

whether commercial products or experimental prototypes, met all of these guidelines– in 

fact most of them only met one or two of them, but these requirements should be kept in 

mind when developing a new type of aid. 

Simple Systems 

One of the earliest research experiments to use remote sensing technology for 

the visually impaired was performed by Leslie Kay in 1964 [17]. Kay realized that 

ultrasonic sensors can be a valuable method of sensing the environment for the blind.  

After performing initial research, he reported that blind people are averse to having 

artificial sounds fed into their ears and they do not take naturally to artificial aids.  He 
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also states that a functional aid must be capable of detecting all forms of obstacle 

including curbs and descending steps with 100% accuracy.  

The aid developed by Kay consisted of a handheld sonar range sensor, an 

electronics box which could be clipped to the belt and an in-ear speaker for auditory 

feedback seen in Figure 3-3. The system played a frequency which varied based on the 

distance to the object pointed at by the handheld sonar and could detect objects up to 

20 feet away.  The auditory feedback signal was a single frequency if only one sonar 

bounce was detected, but could contain multiple frequencies if multiple bounces were 

received (i.e. if multiple objects were within the sonar’s detection cone).  The testing 

was fairly limited and the study showed that “The aid was neither proved to be of great 

value, nor was it established that it was of little value as a result of these trials.” 

Two popular navigation aids today are the Mowat sensor (Figure 3-4) and the 

Polaron [18].  Karyl Moore, an orientation and mobility specialist, gives a non-empirical 

comparison of both of these sensors [19].  The Polaron and Mowat aids both use 

ultrasonic sensors to help visually impaired people detect obstacles. They use both 

auditory signals and tactile vibration to indicate the existence of and distance to the 

nearest obstacle in the cone of detection.  The Mowat gradually increases the frequency 

of the vibration feedback as an object gets closer whereas the Polaron has a stepped 

frequency scheme with three discrete frequencies denoting the distance as being close, 

near, or far. They both produce an audible pitch that scales with distance either through 

a speaker or optional headphones in the case of the Mowat.  The Mowat has a range up 

to 8 m and the Polaron has a shorter reach at about 5 m. She notes that due to the 

nature of sonar sensors, both can fail to detect angled obstacles such as the hood of a 
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car because the signal glances off instead of being reflected.  These sensors require 

scanning with the device to interpret the surroundings and can even be used to locate 

dropped objects of sufficient size by scanning the ground and feeling the change in 

vibration intensity.  

Since the task of helping people without sight navigate with minimal impedance 

is such a challenging problem, no one aid can solve the total problem.  Some aids 

attempt to provide safety in more specific scenarios.  An example of this is the Ultra 

Bodyguard [20].  This small device is worn on a lanyard about the neck and serves the 

purpose of alerting when a low hanging obstacle like a tree branch is imminent. This 

helps to alleviate the danger of obstacles at the torso or head level which the white cane 

would not detect. The device uses a sonar sensor and the warning can be vibrational or 

auditory.   

More Advanced Systems 

The previous examples were somewhat simplistic in their method of detecting 

objects and providing information to users.  This is not necessarily a drawback, but 

there are usually complexities in a scene that will not be easily sensed or understood 

when using a simple handheld sensor.  Much research has been done on more 

complex implementations in an attempt to provide more information to non-sighted 

individuals.  These types of setups usually rely on arrays of sonar sensors or stereo 

vision systems in order get a more detailed picture of the world around the user.  In 

obtaining more information, however, the added challenge is always in how to convey 

this information in the most usable and understandable way.   

A clever system was developed by students at Florida International University 

that creates virtual directional sounds to inform users of obstacles [21].  Using transfer 



 

54 

functions, a sound can be artificially manipulated to create the illusion that the origin of 

the sound is located at an arbitrary point in space.  This technique is leveraged to 

convey obstacles location information to the user.  The mobile system consists of head 

phones to convey the spatialized sound, six head-mounted sonars, and a pocket PC for 

data processing and synthesizing the spatialized sound shown in Figure 3-5. The 

system also contains a magnetometer which enables directional North to be 

communicated by another synthesized sound. The object-sound mapping scheme plays 

a sound coming from the direction of the obstacle with an amplitude that scales with its 

proximity 

This system was tested by having four blindfolded users navigate around the 

inside of a university building. Users were asked to navigate from point A to point B and 

the efficiency of the path the users was determined by comparing it to the ideal path 

length.  While the ratio of actual path length to ideal path length was relatively good, the 

average walking speed was fairly slow (34 ft/min or about 1/3 mph). The authors 

attribute possible causes to lack of user training or the small delay that precedes the 

auditory feedback which conveys the physical environment.  A similar project was 

completed that used the same method of communicating obstacle locations, but used 

stereo cameras instead of sonars as the sensor [22]. 

Another device called Navbelt used 8 body mounted sonars to detect obstacles 

at 8 different angles around a person [23].  The object locations were communicated to 

the user by translating the data into a succession of quick beeps similar to a radar 

sweep in which the amplitude of the beep indicated the distance. The nice thing about 

this system is it is very minimalistic and unencumbering, yet does a good job of 
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conveying the gross geometry of the immediate surroundings.  The disadvantage is that 

lower objects would not be detected and the auditory interface requires constant 

attention to be able to mentally map the tone sequence to the 2D object map that it 

represents. 

Other tools attempt to solve the problem of high level navigation.  One such 

navigational tool determines position and orientation from a GPS receiver, 

magnetometer, inertial measurement unit (IMU), and velocity sensor [24], [25]. Then 

using a geographic database of preloaded information, users are directed along 

predefined routes using auditory signals.  Audio signals for waypoint guidance can be of 

different forms such as the bearing to the next waypoint or a simple “Left”/”Right” 

command, but the one that yielded the best results was when the direction to the 

waypoint was indicated by a synthesized stereo effect, giving the impression that the 

audio command was coming from the direction of the waypoint.  One limitation of the 

system is that to navigate effectively, a relatively fast communication rate to the user is 

required (about every 5 seconds), but this limits the amount of other information that 

can be passed through the auditory channel such as obstacle avoidance ques.  In 

testing, users were able to navigate to the waypoints at roughly 1.5 mph. 

A similar system used physical markers located along a predefined route to guide 

users instead of predefined GPS waypoints [26].  The team developed the system by 

employing GPS for outdoor positioning and a chest mounted camera for visual marker 

detection and an RFID reader on the end of the white cane to detect landmark RFID 

chips placed in the ground. The vision based guidance is comprised of a detection 

algorithm which looks for white circles placed on the ground used to designate a 
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walking path. The angle to the nearest marker is calculated and discretized into one of 

five possible angles.  This correction angle is then conveyed to the user with one of five 

corresponding vibration motors on the body to indicate the direction to the next 

waypoint.  

Aids that use Stereo Vision 

A more advanced use of stereo vision in a navigation aid for the visually impaired 

was proposed by Molton et al. [27], [28].  They note that there have been a few sonar 

based mobility aids developed very early but they have not gained widespread 

adoption, probably because of their lack of detail as they don’t provide much more 

information than the low tech white cane.  They also note that a simple mapping from 

intensity information to electronic impulses on the skin such as those conducted by 

Collins and Bach-y-Rita and published in [11] and [12] result in information overload 

when used outside because of all the clutter in a typical outdoor scene.  (Most of their 

experiments were with simple black and white shape detection.)  One of the main goals 

of using stereo vision in their research was to attempt to distinguish obstacles from the 

ground plane.  To do this, the algorithm was designed to keep track of the ground plane 

in between each processing loop so as to distinguish objects that are on the ground 

from the ground itself.  A parameterized model of the ground plane’s expected position 

is maintained so that the disparity of detected objects can be compared to this model. If 

the disparity of any point is more than the predicted ground plane, it is marked as an 

obstacle. Testing was performed by mounting the cameras to a person, but the 

maximum translation of the cameras was limited to 0.2 m and the maximum rotation of 

the cameras was limited to 5 degrees.  The reported results focused mainly on the 

algorithm’s ability to track the ground plane and do not mention the ability to detect or 
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the accuracy of detecting actual obstacles. The method of communicating obstacle 

locations to the user was not discussed. 

The same researchers published another paper which detailed a system with 

additional features such as sonars and rudimentary stair detection [28].  Four sonar 

sensors were mounted around the person with vibration motors mounted next to each 

sensor to indicate close objects.  The stair detection algorithm did not detect the 3D 

geometry of stairs, but rather processed the 2D images looking for a pattern of 

horizontal lines.  This method works only if enough of the stairs are visible and the 

contrast is high between each step.  The overall goal of distinguishing obstacles from 

the ground plane is very useful, but the ability to do so was not adequately 

demonstrated, probably because of the complexities introduced by trying to predict the 

ground plane instead directly sensing it from frame to frame.   

Another stereo vision based aid called NAVI was developed which gave 

feedback through sound [29].  Wong et al. developed a navigational aid that uses head-

mounted stereo cameras to detect obstacles and a computer to convert the information 

about the obstacle to the user. The stereo algorithm first segments the two images and 

then attempts to computer disparities between the two using a rule based approach. 

The size and location of the object is translated to a “structured coded sound” and the 

distance is conveyed by a verbal sound. Simple shapes were tested (circles, triangles, 

squares). They tried to segment the background from the foreground and then extract 

the outline of the foreground object. The distance to an object is discretized into one of 

four distinct ranges. These ranges are communicated to the user by the system playing 

audio of someone saying “near”, “low”, “high”, or “far”. The shape of the blob is 
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conveyed using a tonal scheme where the vertical location in the image is mapped to 

tone amplitude and the horizontal location in the image is mapped to frequency.  Again, 

no testing results were reported.   

A system called SVETA used another variation of tonal feedback for collision 

avoidance [30].  Their system also employed head mounted stereo cameras with a 

slightly different auditory feedback scheme.  In this system, the depth map provided 

from the stereo algorithm is conveyed to the users using different tones and the left/right 

audio channels.  The vertical component of an object is mapped to the frequency of the 

tone, the horizontal component is mapped to the fade between the left and right audio 

channels, and the distance is mapped to the amplitude of the tone.  In this way, users 

were tested in recognizing basic shapes with success and a blind individual was shown 

to be able to navigate around obstacles in some capacity.   

Another research project employed stereo cameras to determine object locations 

which were then mapped to a vibration feedback belt [31]. Stereo cameras mounted at 

the hips were used to create a 2D slice of the scene.  Feedback was provided through 

14 vibration motors mounted to a belt which each corresponded to a different detection 

angle.  The ranges discovered by the stereo imaging slice controlled how strongly each 

motor vibrated (The closer the object, the greater the vibration).  The stereo algorithm 

worked by detecting edges in both cameras which it then used to compute disparity 

(depth) along a single horizontal slice of the image. However, since the granularity of 

the stereo algorithm was fairly coarse (it was not a dense stereo reconstruction), holes 

in the data occurred were defined edges were not present.   
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A similar stereo vision based aid called Tyros used the cameras to obtain depth 

information of the scene in front of the user [32], [33].  The depth information was then 

down sampled to a 4 x 4 grid and instead of relaying this via a vibration belt, as was 

done in [31], the system used a 4 x 4 grid of vibration pads mounted to the stomach.  

Stronger vibrations were mapped to closer proximities.  This system communicated 

more information than a single horizontal slice, but the low resolution still significantly 

limits the quality of the information.   

Blind Navigation Aids Using Tactile Feedback to the Hands 

Several devices have used tactile feedback to the hands as a way of 

communicating information about the surroundings.  Passing feedback to the hands has 

the added benefits of utilizing a part of the body that is both familiar to touch and extra 

sensitive [9].  Some devices use gloves to provide feedback while others are completely 

handheld with the sensing and feedback components packaged together.  

 One research project attempted to convey obstacles detected by stereo vision to 

users through vibration motors attached to their hands [34].  The researchers’ insight on 

the problem was noteworthy.  They state that “It is naïve to assume that the richness 

provided by the visual sense can be duplicated and represented in a tactile form, given 

that the tactile medium is already limited in the information it can convey compared to 

vision.”  This is very true of not just tactile substitution, but all forms of sensory 

substitution which attempt to compensate for a lack of vision.  They go on to summarize 

the design problem with the question of how to best utilize this “band-limited” form of 

sensory substitution information.  They also note that although much research has been 

an attempt to map information to an array of 1D or 2D vibration elements, they usually 

require training as the feedback is not natural.  They go on to point out the shortcomings 
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of ETAs that use sonar or laser in that “(1) the user must actively scan the environment 

to detect obstacles, which is time-consuming and requires a conscious effort; (2) the 

user must perform additional measurements to determine the dimensions and shape of 

obstacles; and (3) environmental sound cues interfere with acoustic feedback.” 

In implementing their idea to convey obstacles through the sense of touch to the 

hands, the researchers chose to use mechanical vibrators built into a glove for feedback 

and chose to use cameras for sensing because of the wealth of information collected 

and the similarity to sensing the environment the way the eye does.  Unfortunately, their 

method for conveying obstacles was quite rudimentary though, using only three 

feedback motors. One motor indicated an obstacle to the left, another motor on a 

different part of the hand indicated an obstacle in front of the user, and another motor 

indicated an obstacle to the right.  In this configuration, the entire 640 x 480 pixel image 

is reduced to just three outputs.  The vibration magnitude was mapped to distance and 

vibration frequency was mapped to certainty; the data was updated every 3-5 seconds.  

Their system was designed to help users avoid obstacles with a range of up to 10 

meters, but was not meant to be a complete way-finding replacement, only an augment 

to current way-finding devices. They also state that “The detection of curbs, stairs, and 

changes in terrain, in general, is not possible with the simple mapping described in this 

article” and discovered that objects with little texture would sometimes go undetected 

due to the requirements of the stereo vision processing. 

This source did outline a useful way of testing the effectiveness of way finding 

devices.  They used an obstacle course with two objects and an auditory signal to 

broadcast the location of the end goal. They then compared users’ paths to one 
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generated from a gradient descent method which they decided was the optimal route.  

Any additional distance walked by the users compared to the optimal route was 

considered inefficiency and counted against the score of the travel aid.  

Another example of a navigation aid that uses tactile feedback to the hands, is 

the Tactile Handle, a clever handheld device that uses four sonar range sensors and a 

coarse 4x4 array of vibration motors on the grip of the device to provide range 

information [35].  The team from Rutgers and Northeastern University attempted to 

intuitively map the sonar sensors on the Tactile Handle to the feedback motors so that 

obstacle locations are easily inferred.  When grasping the device, each finger has four 

vibration motors in contact with it. The distance to the nearest object is encoded as 

vibration amplitude on the feedback motors such that the closer the object is to the 

device, the greater the amplitude.  The direction to an object determines which of the 

tactile feedback motors are active.  Figure 3-6 shows that the sonars are mounted 

facing four different directions: left, right, down, and forward.  The concept of providing 

intuitive feedback had merit, but the implementation was less intuitive and informative 

than desired.  Since the sensors have a 60 degree detection cone, the information was 

a bit cloudy and the mapping between the obstacle directions and the fingers were not 

that intuitive after all.  It was desired for users of the device to be able to distinguish 

between different obstacle geometries based on which feedback motors were active, 

but the low resolution of the sonar sensors limited the perceived geometrical data to the 

point that the full capability of the feedback handle was not used.  No results for actual 

navigational testing were presented nor were subsequent publications found.  
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Another system which used feedback to the hands was developed by 

researchers at the University of Guelph [36].  They use a chest mounted stereo camera 

setup to detect objects and five vibration motors placed at the fingertips. The stereo 

cameras were used to detect obstacles and the space was divided into five angular 

regions. These five angular regions were mapped to the five fingers with the buzzers on 

them. When an object is detected closer than 3 feet away, the appropriate finger buzzer 

is activated to indicate an object in that direction.  As similar system was developed by 

Meers and Ward who used electrotactile elements on all ten fingers [37].  Besides using 

10 angular regions instead of 5, the system also produced a stimulation that was 

proportional to the nearness of the objects.   

Navigational systems can also use force feedback to convey obstacles.  The 

CyARM is a handheld device that also has a string that attaches to the user’s belt [38]. 

An ultrasonic range sensor determines the distance to the object it is pointed at and 

adjusts the tension on the string to create the sensation of a force pulling the handheld 

device backwards with increasing force as an object gets closer. This idea creates a 

very intuitive experience and requires little training.  Two drawbacks with this system 

are lack of resolution and lack of force feedback directionality.  The system has a 

relatively low resolution because the feedback is one dimensional (the force is exerted 

on a single handle) so detail is somewhat lacking.  And the force feedback is helpful, but 

not actually indicative of surface normals.  For example, the hand will always be pulled 

back towards the waist even though in some cases, such as pointing the device towards 

a wall to the right, a more useful feedback response would be to pull the handle to the 

left, not backwards. 
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Several studies have also been performed which attest to the power of touch 

when learning.  One such study was an experiment to see how three different modes of 

learning help convey spatial understanding to adults who are blind [39]. The three 

modes tested were 1) direct experience, 2) cartographic representation, and 3) verbal 

description. Learning ability through direct experience was tested by first leading the 

test subject on a route and then allowing the test subject to re-navigate the same route 

without aid. Learning ability through cartographic representation was tested by allowing 

users to feel around a scale model of the test route, complete with 3D landmarks and 

braille markings to identify the landmarks. Subjects were then tested on their ability to 

walk the predefined course laid out on the scale model. The results showed that when 

subjects were initially allowed to learn a route with a tactile map, their spatial knowledge 

was better than when learning with verbal description and even better than direct 

experience.  While this experiment illustrated the superiority of using tactile input (over 

auditory description) to learn large scale maps, the same should be true of learning 

small scale maps of nearby obstacles.  

Another study showed how haptic feedback devices enable individuals to 

mentally map the geometry of unseen objects.  Researchers from the Royal Institute of 

Technology in Sweden studied the interaction of blind and sighted users interacting in a 

virtual environment using a haptic feedback pointing device [40]. Two users, one 

sighted and one blind, were tasked with exploring a virtual environment and moving 

various primitive shapes around in the virtual environment. The exploration task 

required both users to determine where certain shapes were and what their dynamic 

properties were (such as their firmness and surface friction since they could be moved 
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around on the virtual floor). The task of moving these objects around required 

coordinated efforts from both users such as handing off objects from one grasper to the 

other grasper (the virtual grasper was controlled by the haptic pointing device).  They 

write: “The blind participants reported that they were able to form a haptic mental 

representation of the environment after some exploration.”  Some of the users did 

request a way of knowing when their feedback tool was outside the scope of the 

environment instead of being able to unknowingly leave the virtual working space, a 

feature that would be important for any type of haptic feedback device where 

exploration was allowed.  

A summary of the key navigation aids that have been reviewed so far is 

presented in Table 3-1.  This table lists the system’s sensing method, the output 

method, and notes on how the information was conveyed to the user.  They are 

generally sorted by the sensing method and level of complexity.  
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Table 3-1. Summary of reviewed navigation aids. 

Ref. Name Sensing method Output method Notes 

[12] – Not presented 49x49 electro-
tactile array on 
tongue 

Current proportional to 
pixel value. 

[14] vOICe Camera (64x64 
grayscale image) 

Audio Brightness mapped to 
tone amplitude, vertical 
direction mapped to 
frequency, horizontal 
columns played 
sequentially. 

[18], 
[19] 

Polaron, 
Mowat 

1 Sonar Audio tone Handheld device. 
Proximity mapped to 
pitch. 

[20] Ultra 
Bodyguard 

1 Sonar Vibration or 
warning tone 

Worn around neck. 
Warns if object closer 
than threshold dist. 

[38] CyARM 1 Sonar Force Proximity of object 
pointed to by handheld 
device creates greater 
pull towards body. 

[35] Tactile 
Handle 

4 Sonars 4 vibration 
motors in 
handheld device 

Proximity mapped to 
vibration intensity 

[23] Navbelt 8 Sonars on belt Sound Beeps played like a 
radar sweep were 
amplitude corresponds 
to proximity. 

[21] – 6 Sonars on head Spatialized 
sound 

Sound appears to 
come from direction of 
obstacle. 

[22] – Stereo cameras Spatialized 
sound 

Sound appears to 
come from direction of 
obstacle. 

[27], 
[28] 

– Stereo cameras 
and sonars on vest 

Vibration on vest 
(from sonar)  

Use of stereo data not 
discussed. Sonar 
proximity mapped to 
intensity of vibration 
motors on vest. 
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Table 3-1. Continued 

Ref. Name Sensing method Output method Notes 

[29] NAVI Stereo cameras Sound Vertical mapped to 
amplitude, horizontal 
mapped to frequency, 
and verbal cues 
{“near”, “far”} 

[30] SVETA Stereo cameras Sound Vertical mapped to 
frequency, horizontal 
mapped to L/R pan. 

[31] – Stereo cameras Vibrotactile Belt 2D slice from stereo 
cameras mapped to 
vibration motors on  
belt 

[32] TYROS Stereo cameras 4x4 vibrotactile 
grid on stomach 

Proximity mapped to 
vibration intensity 

[34] – Stereo cameras 3 vibration 
motors on hand 

Segment image into 3 
regions mapped to 
three feedback motors. 

[36] – Stereo cameras on 
chest 

Vibration motors 
on 5 fingers 

Segment image into 5 
regions. If a device is 
within 3 ft. the 
corresponding motor 
vibrates. 

[37] – Stereo cameras Electrotactile 
feedback on 10 
fingers 

Segment image into 10 
regions mapped to 
fingers. 

 

Stereo Vision 

As was mentioned earlier, computer vision offers capabilities that most closely 

resemble the capacity of human eyesight.  When attempting to provide a system to 

compensate for the lack of vision in people, the techniques used in the field of computer 

vision can be very useful.  Computer stereo vision is most akin to our mechanism of 

sight and was used in this research; thus a quick review of current stereo vision 

techniques follows.  Computer stereo vision is still an active area of research as new, 

improved algorithms are developed.  Improvements can be made by increasing the 
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accuracy of the data, by increasing the robustness to various types of lighting and 

texture conditions, or by adding resilience for confusing geometry.  Improvements are 

also made by increasing data density (i.e. minimizing areas where depth cannot be 

calculated) and by increasing the update rate through hardware or software 

advancements.  

The goal of stereo vision is simple.  Use the information from two different 

cameras to infer the distance to the objects in the scene.  The methods to do this vary 

considerable as many different approaches have been taken.  Stereo algorithms can be 

classified as dense, which attempt to assign a depth value to every pixel location, or as 

sparse or feature based algorithms which do not attempt to assign a value to each pixel. 

For instance a sparse algorithm may only assign distance values to edges in the image 

by first filtering the image for edges and then matching and triangulating these edges 

between the two images. A feature based stereo algorithm will only match key features 

which are detected between the frames, providing a limited subset of depth information 

compared to the more densely populated depth field that would be provided from a 

dense stereo algorithm. 

Scharstein and Szeliski developed a taxonomy and an evaluation framework for 

stereo vision algorithms and presented a variety of these algorithms with qualitative and 

quantitative comparisons [41].  In attempting to reduce the various algorithms 

developed to something that could be compared, they note that stereo algorithms 

usually perform all or some of the following steps: 

1. matching cost computation 

2. cost (support) aggregation 
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3. disparity computation/optimization  

4. disparity refinement 

The first step, matching cost computation, computes the cost for matching a pixel in one 

frame with a pixel in the other frame.  The goal is to match pixels in one frame with the 

pixels in the other frame that are focused on the same spot.  A lower cost means a 

better guess that these pixels are matched.  The second step, cost aggregation, is a 

way of grouping the best guesses together in such a way that they best fit the data 

when considered with their neighboring pixels.  This can be thought of as an 

optimization problem where the matching candidates are selected so as to best explain 

the image given certain assumptions of smoothness.  The third step, disparity 

computation, is the act of taking the matches given by the previous step and using 

these disparities to calculate the depth or distance to the object.  The fourth step is 

optional but can improve the accuracy of the depth map through noise reduction or 

other means.  The process of computing matching costs can be visualized using the 

figure below.  In this image, the two images from the two cameras are shown (Figure 3-

7a and 3-7b) where the dashed green line denotes the selected row.  The graph at the 

bottom (Figure 3-7c) shows the matching cost over a range of disparity and x values.  A 

brighter color indicates a higher disparity matching cost and a darker color indicates a 

lower cost.  Observing this graph, we can see that at most of the x (column) locations, 

there is a disparity that minimizes the matching cost.  Selecting the disparity at each x 

value that minimizes the cost is the simplest way of aggregating the costs and resolving 

the depth data along this scan line.   



 

69 

The task of determining matching points between the left and the right images 

(the correspondence problem) is commonly done using the sum-of-squared-differences 

(SSD) approach. In this method, a window of pixels from one image is slid across the 

other image and the sum of the squared difference between the pixel intensities is 

computed at each disparity. For each pixel, the best disparity (lowest matching error) is 

selected and assigned to that pixel.  The sliding window approach using the SSD is an 

example of a local method for finding correspondence since it does not consider the 

matching costs of other parts of the image simultaneously.  Global methods, on the 

other hand, use global optimization on the whole image during the correspondence 

step. These global methods attempt to solve the correspondence problem by finding the 

least cost disparity map by minimizing an energy or cost function on the whole as 

opposed to a local subset of the image. The cost function used in these methods often 

combines how well the disparity map matches the data and how smooth the disparity 

map is.  Adding a smoothness term to the cost function is a way of explicitly assuming a 

degree of smoothness in the depth field which is almost always the case [41].  

Some algorithms make sub-pixel accurate disparity maps [42]. Single pixel 

accuracy is sufficient for many applications, but leads to a definite discretization of the 

disparity space and hence a discretization of the distances that are computed from the 

correspondence algorithm.  Certain cases do require extra accuracy such as 3D 

scanning and life-like rendering, but for many cases such as obstacle detection, this 

extra accuracy is not worth the sacrifice of processing speed.  Other techniques can 

create multi-valued representations [43], voxel-based representations [44], and 

triangular meshes [45].   
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Research has also been directed at making algorithms that are faster and that 

can be run on hardware instead of in software.  Lai et al. have developed a simplified 

algorithm designed to run on a Digital Signal Processing chip (DSP) [46].  Their goal 

was to design a lower cost system for stereo imaging.  Their algorithm does not use the 

full blown stereo correspondence windows typically used, but instead uses a three step 

process consisting of a Gaussian filter for blurring, then a modified Sobel filter for edge 

finding, and then performing correspondence on those edges.  Using a DSP chip to 

process the images resulted in being able to process a 720x576 size image at about 25 

frames per second.  Unfortunately, application of the Sobel edge filter reduces features 

to find stereo correspondence for (in areas which lack edges) and the additional noise 

reduction filters reduce the amount of pixels with depth data by roughly 50%. 

Anderson et al. have developed an embedded stereo vision processing system 

with the intention of providing guidance to the visually impaired [47].  Their code runs on 

an FPGA which improves performance dramatically over running code on a CPU.  Their 

system actually attempts to represent the depth data along a horizontal scan line with a 

spline which is found using a genetic algorithm.  The success of the stereo algorithm 

was presented, but the interface with the human was not described.   

Once stereo data is collected and turned into a 3D point cloud, it needs to be 

further processed to be useful to a sensory substitution application.  For instance, 

objects can be extracted from the data and conveyed to the user.  Or the entire 3D 

geometry can be simplified so that objects in predefined zones trigger warning to users.  

Collision detection methods, such as the one presented in [48], can be used to speedily 
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determine if a region of space is occupied by data in the point cloud.  This can be useful 

for processing the large volume of raw data into something more meaningful.    

 

 

Figure 3-1. Shapes used in the identification testing of an electro-tactile tongue display. 

 

 

Figure 3-2. The CyberGrasp force feedback glove [15]. 
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Figure 3-3. An ultrasonic navigation aid [17]. 

 

 

Figure 3-4. MOWAT travel aid [19]. 
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Figure 3-5. The hardware setup and a diagram of the operation of the navigation aid 
developed at FIU [21]. 

 

 

Figure 3-6. The Tactile Handle [35]. 
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Figure 3-7. Illustration of disparity computation. A) The image from the left camera. B) 
The image from the right camera. C) The matching error as a function of 
disparity and column number. 
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CHAPTER 4  
SYSTEM DESIGN AND IMPLEMENTATION 

Concept 

The goal of this research was to develop a new system that makes it easier for 

people with blindness to understand the geometry of the surrounding world with more 

clarity and simplicity than ever before.  By taking motivation from how people naturally 

feel around with their hands to discover something new, it is desired to design an 

intuitive tactile feedback system that effectively extends the range at which people can 

feel with their hands.  This system should help people who are visually impaired to 

understand their environment and navigate using a more natural feedback method while 

giving them richer detail about their surroundings.   

Conceptually, the idea is to measure the geometry of the area around a user with 

a body-mounted 3D sensor, then to scale this sensed geometry down to arms-length to 

be used as the model for a feedback field.  The feedback field is a volume in front of the 

user which represents the scaled down environment geometry.  When the user’s fingers 

are in a position where they intersect a piece of the geometry in that feedback field, a 

stimulus is provided to that finger.  In this manner, a subject can learn about the 

geometry far beyond arms-length by simply moving his or her hands around in this 

space, sensing where objects are based on the feedback to the fingers, and forming a 

mental map of geometry.  This mental map can then be used to infer what the scene 

truly looks like.   

Additionally, the model used for the feedback field was updated continuously 

from the sensor data so that the model always represents the most current state of the 

environment, giving the user the ability to feel the scene in front of him or her in real 
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time.  Having a sufficiently fast update rate is important for several reasons.  One 

benefit is that as the scene changes, these changes can be sensed by the user.  For 

example, if a person were walking across the path of the individual using the device, the 

user would be able to hold out her hands and feel the sensation her fingers being 

stimulated sequentially from left to right, indicating that an object was moving in this 

direction.   Another benefit of having the data refresh quickly is that it enables the device 

to be used while walking and not just standing still.  As the user travels along a path, he 

can be sweeping the area in front of him with his hands in a search of potential 

obstacles.  For this to be useful, the data must be updated sufficiently fast.  Similarly, 

the user may want to change her field of view by scanning the area by rotating.  As she 

rotates, the feedback field must be refreshed so that it accurately reflects the scene in 

front of her.  Maintaining a sufficiently fast update frequency is critical to successfully 

creating the illusion of interacting with a live model.   

The system is comprised of four components: 1) a device to sense the geometry 

of the surroundings, 2) feedback gloves to provide tactile feedback, 3) a system to 

measure the location and orientation of the user’s hands, and 4) a computational device 

to process the data.  The feedback gloves are worn on the hands to convey the 

sensation of touching a surface, even though the surface is virtual.  This can be done by 

creating a vibration, an electrical stimulus, or by applying a force to the fingers.  The 

computational device runs the software which is responsible for processing the 3D data, 

processing the location of the hands, and setting the stimulation state of the feedback 

gloves to simulate the sensation of touching the virtual object.  
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The operation of the system is described using an example which is illustrated in 

Figure 4-1 – Figure 4-5.  Suppose that a person without vision is trying to understand 

the scene in front of him.  In Figure 4-1, he is standing in front of a car. The beams 

radiating from his body illustrate the 3D sensor’s field of view.  In Figure 4-2, the 3D 

model measured with the sensor is shown.  This data is scaled down and placed at 

arms-length from the user to create the virtual feedback field, shown in Figure 4-3.  This 

is the virtual object that the feedback gloves will attempt to convey as the user moves 

his hands and fingers within this space, giving him a tactile representation of the larger 

scene in front of him.   

Another scene is pictured in Figure 4-4.  Here a person is standing in an outdoor 

area with a picnic table and support columns.  The geometry of the surrounding area is 

captured using the 3D sensor and scaled down in size.  In the figure, the virtual 3D 

geometry is shown semi-transparent in blue.  The computer is constantly getting 

updated measurements of the user’s hand locations relative to this virtual 3D geometry 

so that when a finger is in contact with the virtual surface, a tactile sensation is triggered 

as depicted in Figure 4-5. 

The aim is to give non-sighted people the ability to extend their reach and 

thereby give them the ability to better navigate in unknown and changing environments. 

The hope is that if the system is intuitive enough, it can give people the ability to 

perform “haptic exploration” to form mental maps of the surrounding structures.    The 

system should be wearable, require no remote computer, and give a person the ability 

to use the system in their daily tasks, both indoors and outdoors.  The power of the 



 

78 

concept’s intuitive nature lies in being able to use the hands as a natural extension for 

probing the environment at artificially enhanced ranges. 

While this design has some similarities to that presented in [34], the vision-tactile 

mapping in that project was not intuitive and did not take the location of the user’s 

hands into account.  By not using the location of the hands relative to the body, the 

choice of placing the vibration motors on the hands is arbitrary and could just as well 

have been placed in other locations.  In that scheme, the power of haptic exploration in 

a feedback field is not enabled and the system is limited to expressing data in only 2 

dimensions.   

System Design 

The previous section described the desired operation of the system and the 

overall effect to be achieved.  This section discusses how those goals influenced the 

system design.  This includes what systems were selected for measuring the 

surroundings and the pose of the hands as well as the method of conveying stimuli 

through the gloves.  It also includes how the data is used to create the effect of a 

feedback field based on the surroundings. 

 
Design Considerations 

The first component of the design is the sensor for measuring the surrounding 

geometry.  This is critical for providing a useful picture to the user because the output 

information can only be as good as the input information.  This sensor needs to have an 

adequate working range for obstacle detection which is at least 3-4 meters.  It needs to 

be lightweight since it will be worn by the individual, and it needs to be effective both 
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indoors and outside.  The affordability of this sensor is also important if such a system 

will one day be commercialized for the market.   

Chapter 1 covered some options for detecting the geometry of the environment 

and listed their benefits and drawbacks.  To meet the requirement of being able to 

function both indoors and outside, structured light sensors cannot be used since most of 

these sensors do not function well in daylight due to the fact that sunlight washes out 

the visible or infra-red light pattern.  An array of sonars could be used to provide a fairly 

accurate image of the surroundings, but the resolutions would be limited by the number 

of sonars in the array and by their individual cone angles.  It’s easy to see that if we 

desire an array with a very modest resolution, say 10 x 10, then the 100 sonars required 

would cause the array to be very bulky.  Such an array would also require that the sonar 

pulses be staggered so as to not interfere with neighboring sensors causing a lengthy 

capture time.   

A laser range scanner would be excellent at providing an accurate and high 

resolution 3D image at fast update rates, but the cost of these sensors is still prohibitive 

for applications such as wearable electronics.  The 2 kg Velodyne HDL-32E is capable 

of producing dense point clouds at 10 Hz with a 40 degree vertical field of view and a 

full 360 degree horizontal field of view, but the cost is currently around $30,000, making 

it an excellent choice for performance, but a poor choice for meeting the price criterion.   

Stereo camera systems have been used for decades and have the benefits of 

being functional both inside and outside and are relatively inexpensive and light weight.  

They also produce a 3D image that can have the same angular resolution of the 

imaging sensor which is much higher than anything achievable with sonar.  There are 
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some drawbacks that make stereo cameras non-ideal, however.  They are affected by 

lighting conditions as all cameras are so dimly lit environments can cause the image to 

be too dark if a short exposure is used, or too blurry if a longer exposure is used.  And 

glare from the sun can cause saturated areas of the images that cannot be processed 

properly.  They are also ineffective at determining the distance to transparent surfaces 

such as glass doors or highly reflective surfaces such as water. 

In light of all this, stereo cameras were selected for the task of providing a 3D 

image of the surroundings because of their small size, affordability, and indoor/outdoor 

capability.  As computing power improves, larger stereo images can be processed at 

faster speeds, and the use of parallelized computing systems such as GPUs and 

FPGAs greatly increase the processing speed.  The size of the stereo cameras can also 

be eventually reduced to something that could fit in a pair of glasses, making them very 

unobtrusive.   

The second component of the design is the system for sensing the position and 

orientation of the hands.  This task is essential for knowing where the fingers are 

relative to the scaled down geometry that will be used as the feedback field.  When 

collisions are detected between the fingers and the feedback field model, a tactile 

sensation will be sent to the user’s corresponding fingers through the feedback gloves.  

Some of the options considered for measuring the hand positions are listed below: 

1) Visually sensing the positions of the hands using the stereo cameras 

2) Visually sensing the positions of the hands using a separate camera 

3) Mechanically sensing the positions of the hands 

And two of the options considered for measuring the hand orientation are listed below: 
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  A) Visually measuring the orientation of the hands 

 B) Measuring the orientation of the hands using MEMS inclinometers 

Option 1 was ruled out because initial tests showed that using the stereo cameras to 

sense the hand locations blocked out too much of the image, reducing the ability to 

sense objects close to the user.  Option 3 could have been implemented with a string 

potentiometer mounted to the hips with two additional rotation sensors to measure the 

angle at which the string was pulled.  Then by connecting the string to the gloves, the 

position could be determined.  This option was ruled out because it was cumbersome 

and the string could become snagged on an object.  To measure the orientation of the 

hands, option B was considered but was ruled out because it would be unable to 

measure the yaw of the hand.   

 The chosen solution was a system that measured both the position and 

orientation of the hands with a separate dedicated camera.  This was accomplished by 

using a 2D marker with a known pattern.  When the marker is in the field of view of the 

camera and its features can be distinguished, its position and orientation relative to the 

camera can be determined.  To accomplish this, a software system commonly used with 

augmented reality applications was adapted.  An example of what these markers looks 

like is shown in Figure 4-6.  These markers could then be placed on the back of the 

hands and the camera looking down at the hands could be used to estimate the hands’ 

pose relative to the camera. 

The third component of the design is the feedback gloves.  This is a crucial part 

of the system as it is all the user will experience.  Even if the data is perfect, and the 

processing is perfect, but the gloves don’t do an adequate job of conveying this 
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information, the system will be non-functional.  Since the overall goal of this work is to 

provide a feedback field model of the environment that can be explored with the hands, 

it is necessary to provide a sensation that indicates when the fingers are colliding with 

part of this model.  One thought was to emulate the haptic CyberGrasp glove used in 

[15] which was capable of exerting an upward force on individual fingers.  One 

drawback to this design is that if fingers can only be pulled upward, then it might be 

confusing if the top of the finger were to brush the side of a virtual wall and be lifted up 

when a more sensible response would be to push the finger downward.  So a system 

using force feedback to the fingers would preferably be able to exert a force in either 

direction depending on the orientation of the finger and the surface normal of the object.  

Such a glove would be fairly bulky though, so a simpler approach was selected.  

Vibration motors were placed at the fingertips of the gloves to simply provide vibration 

feedback upon collision with a surface in the feedback field model.  This made the 

gloves more light weight and less cumbersome.  Since one of the goals is to design the 

system to be as unobtrusive as possible, the small vibration motors could even be 

placed on the top of the fingers, and the gloves could be cut to expose the fingertips for 

reading braille and handling small objects.  Figure 4-7 shows one of the vibration motors 

used in the feedback gloves.  Figure 4-8 shows a user approaching an area with a light 

pole and park bench to his left as well as the corresponding feedback field.  Figure 4-9 

shows how individual fingers would be stimulated as the user’s hands explore the space 

and the fingers intersect parts of the geometry. 

The fourth component of the system is the computational resource.  This is 

responsible for processing the images from the stereo cameras and the hand tracking 
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camera and for setting the state of the feedback gloves to produce the intended effect.  

It is desired that this be small, lightweight, and have ample computing power for 

processing stereo video and performing all the other required processing.  This could 

eventually be miniaturized into an embedded system optimized for the task, but for this 

prototype, a laptop computer was selected to run the software required for the data 

processing.  While not ideal because of its weight and power requirements, it proves the 

system’s feasibility and could, of course, be replaced with a smaller system that is 

customized for such an application.   

 
System Functionality 

The system functionality includes all the specifics that are required to create the 

intended user experience.  Since it is desired to create a model of the surroundings that 

the user can feel with his or her hands, the location of the stereo cameras that sense 

the environment and the location of the third camera that senses the hands are both 

important design decision that affects how the system functions.  If the stereo cameras 

are placed on the user’s hips, they will capture in the direction their hips are facing; if 

they are mounted on the chest, they will capture the direction their torso is facing; and if 

the cameras are mounted on the head, they will capture images in whatever orientation 

the head is pointing.  Similarly, the location of the hand tracking camera will dictate the 

reference frame from which the hands are measured.  If the hand tracking camera is 

mounted to the chest, the hands will have a different detection zone than if the camera 

were mounted on the head.   

Also, considering that the finger collision detection step requires that the location 

and orientation of the hands be represented in the same coordinate system as the 3D 
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geometry measured with the stereo cameras, there are two possible mounting 

configurations.  The first is that the stereo cameras and the hand tracking camera are 

mounted on different parts of the body that can move relative to each other (e.g., the 

stereo cameras might be mounted to the head and the hand tracking cameras might be 

mounted to the chest).  In this scenario, the position and orientation of the stereo 

cameras must be measured relative to the hand tracking camera to translate positions 

from one coordinate system to another.  The other option is to mount the hand tracking 

camera and the stereo cameras on the same object so that they do not move relative to 

each other.  This scenario is beneficial because it does not require the measurement of 

any joints such as the neck joint with its many degrees of freedom.  A fixed, known 

transformation between the two camera systems will exist and can be used for placing 

the hands and the environment geometry in a common coordinate system. 

Taking the previous considerations into account, the decision was made to 

mount the stereo cameras rigidly to the hand tracking camera and to have these 

cameras mounted on the head as shown in Figure 4-10.  This offers a simpler design 

and the ability to change the field of view by turning their head, in the same way people 

with vision do.  In this configuration, a person wearing the system could be facing one 

direction, but be curious about what is to his immediate left.  By turning his head to the 

left and extending his left hand to his side, he would still be able to interact with the 

feedback field as the stereo cameras would be capturing in that direction and the hand 

tracking camera would be aimed toward his laterally extended hand as shown in Figure 

4-11.  This would not be possible if the cameras were mounted to the chest, as both the 
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3D geometry to the left and the laterally extended hand would be out of the field of view 

of the cameras. 

Another decision that must be made is how to inform users when their hand pose 

is either not properly detected or outside the field of view of the camera.  One option is 

to indicate this by playing a tone, perhaps one tone to indicate the left hand is 

undetected and different tone for the right hand.  Another option is to place an additional 

vibration motor somewhere else on the hand which would indicate by vibrating that that 

hand was not detected.  This information is important to convey so that when the hands 

do go undetected, the user does not interpret the lack of vibration feedback to the 

fingers as a lack of obstacles.  They should be made aware of the invalid state of the 

feedback gloves until the hand pose is reacquired.  It would also be possible to predict 

the location and orientation of the hands for a short period of time after the tracking 

pattern was lost, but because the hand motion is not constrained and is fairly random, 

no useful model for predicting hand motion would likely be valid for time spans greater 

than about a second.  Therefore, it was decided to not attempt to predict hand locations 

during the periods when pose measurements are lost, and instead to warn the user of 

this condition using an additional vibration motor mounted to the back of each hand. 

Another important design choice is the scheme used for scaling the sensed 

geometry of the surroundings.  The stereo cameras detect objects from a couple feet 

away to hundreds of feet away.  The way in which this data is scaled and translated 

affects which parts of the surroundings can be sensed by the user and how much detail 

is present.  It is desired to map the physical surroundings to a comfortable range of 

hand positions.  A reasonable range for obstacle detection would probably be from 
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about one half meter up to five meters.  This range should allow for the detection of 

obstacles which pose an immediate risk to walking as well as objects which are farther 

away that might be helpful for getting one’s bearing, such as walls, fences, buildings, or 

hedges.   

It is desirable to have the part of the feedback field that corresponds to the 

ground level be located at about the user’s waist level so that he or she can comfortably 

sense low objects by putting their hands at that height.  Higher objects can, of course, 

be sensed by raising the hands.  To achieve this, the 3D model from the stereo 

cameras will need to be scaled down and translated downward to the desired level.  

These scaling and translation values will need to be easily modified parameters in order 

to find the values that work best for the individual.  They may only need to be modified 

until a suitable value is found that works for most people, or they may need to be 

parameters that can be tuned by the users of the device so that a custom experience is 

achievable.  One way to do this automatically could be to have the user place their 

hands in a comfortable position and then activate a calibration process that then places 

the ground level where their hands are.   

In the case where either of the hands is not properly detected, the user will know 

of this condition by the vibration on the top of that hand.  This situation can arise when 

the marker on the back of the hand becomes undetectable by the hand-tracking camera 

for one of several reasons: 1) the hand marker goes outside the field of view of the 

hand-tracking camera, 2) the marker is rotated so much that the marker detection 

algorithm fails, 3) the marker is occluded by the other hand, or 4) poor image quality 

due to lighting or blurring causes the marker to become undetectable.  It is expected 
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that a normal method for navigating a pathway would be to walk with the hands at about 

waist height while sweeping them back and forth to detect potential obstructions.  This 

is similar to how a long cane would be used except that it would require less side-to-

side movement since there are effectively ten probes which increase the area of 

coverage (one for each finger).   

An important question arises when considering what geometric information to 

relay to the hands through the feedback field.  Should the ground surface be included in 

the 3D model?  If the ground surface is retained in the 3D model, then a user will be 

able to “touch” the ground with her hands and will need to be able to distinguish 

between touching the ground and touching an object that is on or above the ground.  

But if a method is used to remove the ground from the 3D model, then the user will be 

able to assume that any feedback she receives through the gloves is indicative of an 

object that is either on or above the ground plane.   

Figure 4-12 illustrates the scenario that would occur if a user were to come 

across a relatively short obstacle, in this case, a soccer ball.  All ten fingers are currently 

receiving feedback, making it nearly impossible to distinguish what is traversable 

ground and what is an impediment to walking.  A closer look is offered in Figure 4-13.  

Here it can be seen that the fingers are both intersecting the ground and touching the 

soccer ball model, creating a full feedback condition.  If the hands were raised slightly, 

perhaps the only fingers to receive feedback would be those touching the soccer ball, 

but since the ground geometry will be somewhat noisy, this could still strain the abilities 

of human perception.  To remediate this difficulty, the ground plane could be classified 

as such and not included in the feedback field.  Figure 4-14 shows the ground plane 
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drawn  in red to indicate that it is not used to create feedback, so even though the user’s 

hands are intersecting it, only the two fingers which are touching the soccer ball would 

have active stimuli and the trip hazard to the user could be recognized and avoided.  

The simplified model without the ground plane (Figure 4-15) provides a model which is 

much easier to scan for obstacles than the original model (Figure 4-12). 

In light of the fact that excluding the ground plane from the feedback model 

would make it much simpler to recognize shorter obstacles, it was decided to design 

this feature into the system.  The description of the process used for the ground plane 

exclusion is left for the next section on implementation.  One of the difficulties involved 

with removing the ground plane is that the orientation of the cameras relative to the 

ground is not measured.  This means that a simple scheme that eliminates points below 

a certain level in the camera’s reference frame will not produce the desired result since 

the true ground plane could be oriented at a wide range of angles from the camera.   

Another design choice involves how the feedback state of the gloves are 

determined as the fingers interact with the feedback field.  Since the geometry of the 

feedback field is based on the output of the stereo camera algorithm, only the outer 

surface of the objects in the environment are captured.  If the finger feedback is only 

activated when the fingertip is intersecting a surface in the feedback field, then feedback 

will not be provided if the fingertip has already penetrated through the surface.  

However, if the finger feedback is activated when the fingertip is either touching a 

surface or has been pushed through a surface, users will be less likely to overlook 

obstacles when they position their fingers inside of or beyond an object.   
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The model used in the feedback field is based on the data produced by the 

stereo algorithm which natively generates a disparity map. This disparity map can also 

be converted into a point cloud using the known mapping between the pixel locations 

and the angles they correspond to.  While the previous illustrations have depicted the 

feedback field model using smooth vector geometries, the actual model is a collection of 

points as shown in Figure 4-16.  This collection of points is the actual data on which the 

finger collision/penetration test is performed.   

Performance Goals 

There are several performance categories which are important for creating a 

helpful user experience.  These are categories which, if performed well in, are expected 

to produce a navigation aid that will be enjoyable to use and which will out-perform tools 

currently in use as well as the systems which have been developed in the research 

community thus far.  The performance goals in these categories are established by 

making an educated estimate about what level of performance should be required to 

achieve the intended effect of making a usable live feedback field.  These categories 

include 1) the update rate, 2) the ground detection accuracy, 3) the level of detail in the 

feedback field model, and 4) the level of accuracy in measuring the hand position and 

orientation.   

The update rate is critical for a usable human interface.  If the hand feedback 

state is computed based on hand position data and stereo vision data from a moment in 

time sufficiently long ago, then the delayed output will be confusing and it will be difficult 

to form a mental map based on haptic exploration.  It is crucial to deliver a sufficiently 

fast update rate for the entire process of sensing and processing the 3D environment 

data, sensing the pose of the hands, performing collision detection, and setting the 
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feedback state of the gloves.  Any delays will be perceived as unresponsiveness and 

will require the user to explore the feedback field more gradually and to walk more 

slowly.  It is desired to avoid this situation at all costs to ensure that the tool does not 

get in the way but rather enables the user to explore freely.  It is expected that 5 Hz will 

be the minimum allowable update rate, but a rate closer to 10 Hz is more desirable.   

The accuracy of the ground removal algorithm will also be important.  Since the 

ground removal algorithm will be responsible for delineating between potential obstacles 

and the load-bearing surface, it is important that it perform this task while minimizing 

false positives and false negatives.  False positives would incorrectly identify actual 

obstacles as ground, creating the hazard of not informing the user of the threat, 

whereas false negatives would incorrectly leave parts of the ground in the feedback field 

which could be interpreted as obstacles when really none are present.  Although the 

former is the greater danger, the latter will be an annoyance and will decrease the 

user’s confidence in the application’s output.   

The level of detail in the feedback field is another factor which will determine how 

useful the system will be.  A low resolution field might be useful for generally avoiding 

obstacles but a higher resolution field would provide enough detail to clearly understand 

properties such as how much walking space is available between two obstacles and 

whether a small obstacle is lying in the pathway.  The level of detail is dependent upon 

the resolution of the stereo images used in the stereo algorithm, the accuracy of the 

stereo system (a function of the stereo algorithm and the camera separation), and the 

type of post-processing performed on the data.   
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The level of accuracy of the system that detects the hands’ position and 

orientation is also critical to the overall experience.  Even if the quality of the feedback 

field is superb, if the estimation of the hands’ position and orientation is inaccurate, 

noisy, or intermittent, then the details of the feedback field will be nearly impossible to 

sense and interpret.  Ideally, the accuracy of the hand pose estimation would be similar 

to the resolution and accuracy of the feedback field model.  Keep in mind that since the 

feedback field is scaled down by a scaling factor, the accuracy of the feedback field 

geometry relative to the accuracy of the hand positions will proportionally better.   

It was desired that the aforementioned properties (the update rate, the detail and 

accuracy of the feedback field, the hand tracking accuracy, and the ground removal 

feature) be sufficient to create a user experience which allows people to perform tasks 

such as: 

1) Finding a doorway 

2) Perceiving obstacles on the ground which are at least the size of a shoebox 

3) Sensing and avoiding small trees, tree branches, and cables 

4) Sensing and avoiding moving obstacles such as people and bikes 

5) Finding a chair and understanding its orientation 

 

Prototype System Implementation 

This section covers the implementation details of the prototype device.  The 

design was implemented as a proof of concept system so there are many elements that 

can be improved upon if a commercialized device were desired; nevertheless, the 

system described below demonstrates the feasibility of the concept in all areas.  This 
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section will cover first the hardware which was either selected or fabricated followed by 

the software algorithms and architecture.   

Hardware 

The hardware for the proof of concept system consists of 1) a computing device, 

2) the cameras for the stereo system and the hand-tracking system, 3) the mounting 

hardware, and 4) a microcontroller board for controlling the vibration motors and camera 

timing. 

The computing device is a laptop PC with an Intel i7 quad-core processor and 8 

GB of RAM.  The three cameras are connected to this device as well as the feedback 

interface board with which it communicates over a serial connection.  The computer was 

not equipped with a dedicated Graphics Processing Unit (GPU), although having one 

would have enabled the stereo data processing step to be offloaded to the GPU, 

providing a noticeable speed boost since this step is very amenable to parallelization.   

The stereo cameras selected for the application are a pair of MatrixVision 

BlueFox 120aC machine vision cameras with a USB 2.0 Interface.  The cameras have a 

1/3” CCD (4.8 mm by 3.6 mm) which has a resolution of 640 by 480 pixels.  Attached to 

the cameras are 4 mm lenses which provide a field of view angle of 48.5 degrees in the 

vertical direction and 62 degrees in the horizontal; these values were determined using 

(4-1) and (4-2).  It would be desirable to eventually transition to using fish eye lenses 

with a field of view closer to 180 degrees.  The cameras can be triggered to capture an 

image at a regular interval or through an external signal.  If the cameras are not 

synchronized to capture at the same time and there is any motion in the scene (either 

from objects moving or the cameras moving) then the stereo algorithm will produce 

erroneous results since it assumes the pictures are captured simultaneously.  To avoid 
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this, the cameras are both triggered from a common external signal which is generated 

from a microcontroller board at a rate of 10 Hz. 

 

 
          (

      

 
) (4-1) 

   

 
          (

      

 
) (4-2) 

 

 
The hand-tracking camera is a Sony Playstation Eye camera.  This camera has a 

resolution of 640 by 480 pixels and can capture video at 120 Hz, although this speed is 

not needed as the processing algorithm runs much slower than this.  The camera has 

an adjustable focal length lens which is set to the widest setting giving a 75 degree field 

of view.  Both the stereo vision BlueFox cameras and the Eye camera are mounted on a 

helmet.  This is more cumbersome than is necessary and improvements to the design 

could be made by using smaller cameras and mounting them to perhaps a hat.  

A backpack is used to carry the laptop computer and the hand feedback interface 

electronics.  The cameras are, as mentioned earlier, rigidly mounted to a helmet.  From 

the backpack come all the wires for the feedback gloves and for the cameras (including 

the lines that carry the stereo camera triggering signal).  Figure 4-19 shows the 

complete navigation aid system worn by a user.   

A microcontroller board with an Atmel ATmega128 chip, seen in Figure 4-20, is 

used to control the twelve vibration motors used for feedback to the hands.  This board 

controls the vibration motors by controlling the state of an array of 12 opto-isolators 

which either interrupt or connect the motors to a 5 Volt power source.  The board 
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communicates with the computer over a serial communication line so that the software 

on the laptop can send the commanded feedback state to the microcontroller board.  

The board also simultaneously sends a 10 Hz pulse from one of its GPIO pins to the 

two stereo cameras to provide the trigger signal for capturing a new frame.  A diagram 

illustrating the connectivity is shown in Figure 4-21. 

The feedback gloves are made from a pair of polyester gloves to which the 

vibration motors have been attached on each finger as shown in Figure 4-22.  

Additionally another vibration motor is mounted on the back of each hand to indicate to 

the user when the hand is not detected (because it is out of the camera’s field of view, 

angled too much, or otherwise unrecognized by the software).  The wire pairs from each 

motor are routed back towards the wrist where they are connected into a single bundle 

to be routed along the arm and into the backpack. The gloves also have a Velcro pad 

on the top to which the hand tracking marker is affixed.  This arrangement is suitable for 

concept validation, but to be practical in daily life, the feedback motors would need to be 

placed somewhere besides the fingertips because this would interfere with reading 

braille and tasks requiring dexterity.  An alternative location for the motors is on the top 

of the finger or on the bottom of the finger but closer to the palm.   

Algorithms 

Stereo vision 

The images captured from the stereo cameras are used to generate 3D data 

which needs to be conveyed to the user.  Before going into the details of the algorithm, 

the theory behind this process is covered.  The cameras are modeled as a pinhole lens 

camera which assumes that all the rays of light which strike the imaging plane pass 

through the same point called the focal point.  The focal length, ƒ, is the distance 
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between the focal point and the imaging plane.  Knowing the dimensions of the sensor 

on the imaging plane allows for the field of view to be calculated using simple geometry 

as in (4-1) and (4-2).  These parameters can also be used to determine where a point in 

3D space would be projected onto the imager using the equations below  

 
      

 

 
 

(4-3) 
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where cx and cy are the x and y coordinates of the principal point; X, Y, and Z are the 

coordinates of the point in 3D space; and x and y are the location of the projected point 

on the imager (the principle point is roughly the center of the imager where a ray would 

strike if it passed through the focal point perpendicular to the image plane).  These 

equations can be written in matrix form as follows 
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Or as 
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where M is called the camera matrix.  The elements of the camera matrix can be scaled 

to convert the 3D point to a 2D location on the imager in units of cm or in units of pixels, 

which is usually more useful.  These elements of the camera matrix are often referred to 

as the intrinsic properties of the camera.  Since camera construction and lens geometry 
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is not perfect, there will always be non-ideal aspects of a camera that create distortions 

in images. Parameters that describe these distortions can be found through regression 

and are sometimes called extrinsic properties. 

Essential to understanding how stereoscopy can be accomplished is 

understanding the geometry of the problem.  One feature that can be useful in 

describing how two cameras view the same scene is called the epipolar line, and Figure 

4-23 will be a helpful reference for visualizing this.  The epipolar plane corresponding to 

a point in space, P (green dot in Figure 4-23), is the plane which contains P and the two 

camera focal points (the blue dots).  The epipolar lines (shown in red) are then defined 

by the intersection between the epipolar plane and the image planes.  This is useful 

because if the location of a point P is known in one of the images, then its location in the 

other image must be somewhere along the corresponding epipolar line.  And, of course, 

since the cameras are not coincident, the point’s location on the epipolar line will 

generally be different in each image.  The fact that the location of a feature in one image 

will be somewhere along the corresponding epipolar line in the other image is very 

useful to stereoscopy.  This means that the correspondence step, which attempts to 

match features in one image with the same features in the other image, can be 

performed along a one-dimensional line instead of over the entire two-dimensional 

image, saving computational time.   

In practice, it is easier to rectify (by remapping) the two images into another 

image space so that epipolar lines are all horizontal and the search for corresponding 

pairs can be performed along a single pixel row of the image.  To be able to achieve 

this, the translation between the two cameras, T, and the rotation matrix describing the 
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rotation between them, R, must be measured accurately.  This is achieved by analyzing 

pairs of images with easily identified points in a known arrangement that are visible in 

both frames.  Typically, to perform calibrated stereo vision, a known pattern such as a 

chessboard pattern shown in Figure 4-24 is held in front of the stereo cameras and the 

location of the corner points are found in both images.  Since the pattern’s shape and 

size are known, the position and orientation of the pattern relative to the camera can be 

estimated for each image.   

The estimated position and orientation of the calibration pattern for each image 

can then be used to estimate the critical parameters for stereo processing, which are 

the rotation matrix,   
 ,  and translation vector,     , that describe the orientation and 

translation between the two cameras.  The following equations show how the rotation 

matrix and the translation vector are calculated and use the following naming 

conventions:   
  denotes the rotation matrix that transforms vectors represented in B’s 

coordinate system to A’s coordinate system, AP denotes a vector P represented in A’s 

coordinate system, and TA/B denotes the vector to A’s coordinate origin from B’s 

coordinate origin.  Let L be the coordinate system of the left camera, R be the 

coordinate system of the right camera, and C be the coordinate system attached to the 

2D calibration pattern.   It is possible to translate a point known in the tracking pattern’s 

coordinate system, CP, to a point represented in the left or right camera’s coordinate 

system using the following equations 

     
       

   (4-7) 
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And the same relationship between the left and right camera coordinate systems exists: 

     
       

   (4-9) 

 

The rotation matrix between the two cameras is easily recovered using the following 

identity 

   
    

    
      

   
  (4-10) 

 

Now substituting (4-9) into (4-7) produces 
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and rearranging gives 
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Since   
   

   , multiplying both sides by   
  gives 

             
      

      

 
     

(4-13) 

 

 

which finally reduces to 

              
      

 
(4-14) 

 

The actual values for the rotation matrix and translation vector between the two 

cameras are empirically determined by analyzing multiple image pairs with the tracking 

pattern in various poses and selecting the values of       and   
  that minimize the re-
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projection error for both cameras.  At this same step, the distortion coefficient for both of 

the cameras can also be estimated. 

After the relative pose of the cameras is computed, the next step is to calculate 

the image rotations and translations that are necessary to rectify the images and create 

epipolar lines that are horizontal and collinear in order to make the stereo matching 

problem easier.  These image adjustments create a new projection matrix, P, for each 

camera which can be used to convert points from 3D space to 2D image coordinates, 

as well as a re-projection matrix, Q, which converts points in the disparity map to 3D 

space given the disparity, d, at that point as shown below 
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(4-15) 

 

The steps of un-distorting the image (making linear features also remain linear in the 

image), rotating the image, and cropping the image can be combined into a single 

remapping table that can be used to remap and interpolate the pixels from the original 

image into the undistorted and rectified image.  Once this remapping table is computed, 

it doesn’t need to be recomputed unless the camera positions change.  The process of 

performing these steps sequentially is shown in Figure 4-25 although this is just 
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visualization purposes as these steps are performed simultaneously when remapping 

the image.   

To perform the calibration of the cameras and the un-distortion and rectification 

of the images, the popular open source software library OpenCV was used.  After the 

cameras have been calibrated using a known pattern and the un-distortion/rectification 

maps have been computed, the remapping functions can be applied to every new pair 

of images that are acquired with the cameras, and the epipolar lines should be nearly 

coincident in these rectified image pairs.  The next step is to actually process the 

images by finding the corresponding points in the images and computing the disparity.  

There are many ways of solving the correspondence problem, as was mentioned in 

Chapter 3, but one of the simplest and most popular methods called block matching 

was used for this application.  OpenCV was also used for this step of the process. 

Recall that finding the correspondence requires matching features between the 

two stereo images.  In the block matching method, this is done by taking a horizontal 

slice of the left image and sliding it across the same row in the right image.  At each 

incremental step, the difference between the pixels of the sliding window and the pixels 

of the image underneath the window are computed by summing the absolute 

differences of the pixel intensities as illustrated in Figure 4-26.  This sliding window’s 

offset or disparity that minimizes this difference measure is selected as the best 

estimated disparity for this particular pixel in the image.  The process is then repeated 

for the next pixel until the entire row has been processed and until all the rows have 

been covered.   
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There are several adjustable parameters that govern exactly how the block 

matching algorithm works.  One parameter is the window size.  Increasing the window 

size will tend to smooth out the disparity map and create fewer areas without disparities, 

but increasing the window also causes a loss of detail in the disparity map.  For this 

application, it is more desirable to have a smoother and more continuous disparity map 

while sacrificing some detail.  Through trial and error a value of 17 pixels for the window 

size was found to give the best results.  Another parameter, the minimum disparity, 

determines at what disparity the sliding window starts.  Normally this can be set to zero 

since all the points in the left image will be at the same location or further right than all 

the corresponding points in the right image.  However if the cameras are not perfectly 

calibrated, objects which are very far away from the camera may have negative 

disparity values.  A value of zero was selected for the minimum disparity and no reason 

was found to reduce this number.   

The number of disparities is another critical parameter and it has significant 

trade-offs associated with it.  This parameter controls the number of pixels over which 

the sliding window will be shifted while searching for the best match.  If the number of 

disparities to try is too low, then close objects, which have larger disparities, will not 

receive a proper disparity estimate.  However, if the number of disparities to try is 

raised, the computational expense is increased greatly because this involves computing 

that many more difference measurements and this increased expense is multiplied by 

the number of pixels in each image.  Given the maximum disparity value and the 

camera parameters, the minimum detectable range for objects can be estimated using 

the geometry portrayed in Figure 4-27.  The distance to an object, D, is approximated in 
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(4-16), and (4-17) relates the disparity to the difference in the angles measured from the 

left and right cameras.   

 
  

 

  
 

(4-16) 

 

 
     

        

           
 

   

           
 (4-17) 

 

Rearranging (4-17) gives the following equation which approximates Δθ based on the 

disparity and the known camera parameters.   

 
   

                

 
 (4-18) 

 

Substituting this back into (4-16) and setting the disparity to the maximum disparity 

yields an approximation for the minimum detection distance. 

 

 
     

  

                   
 (4-19) 

 

This distance is the closest an object will be detected by the stereo algorithm given a 

maximum disparity value.  There are two ways to decrease the minimum range at which 

objects are detected that both have their tradeoffs to consider.  One is that increasing 

the maximum disparity allows objects to be detected at a closer range, but requires 

more computational time.  The other is that decreasing the camera separation allows 

objects to be detected at a closer range, but decreases the accuracy of the depth map 

due to ill conditioned geometry.  Table 4-1 lists four possible scenarios based on two 

different disparity limits (16 and 32 pixels) and two different camera separation 
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distances (67 mm and 100 mm).  Since it is unacceptable to have a zone between the 

user’s hands and the minimum detection distance where objects go undetected, the 

only acceptable configuration in this table is the second row.  A minimum detection 

distance of 84 cm should be small enough that obstacles which are that close to the 

cameras are already close enough for the user to physically touch them with extended 

hands and therefore wouldn’t go undetected at all.  

 
Table 4-1. Relationship between disparity, camera separation, and minimum detection 

distance. 

 

 

Two other important tunable parameters are the texture threshold and the 

uniqueness ratio.  Since the correspondence step employs block matching to find 

matching features between the two images, it is necessary for there be enough texture 

in the image to create a unique match with the corresponding location in the other 

image.  The texture threshold specifies the minimum amount of texture within the 

window before it even attempts to find the corresponding position in the other frame.  

The uniqueness ratio specifies how unique a match between points in the images 

should be before it is actually used as the disparity for that point.  The uniqueness ratio 

is the ratio of how much closer the best match is to the second best match.  Increasing 

these values will increase the quality of the data by reducing the number of incorrect 

Maximum 

Disparity

Camera 

Separation ƒ pixel size

Minimum 

Detection 

Distance

(pixels) (mm) (mm) (mm/pixel) (m)

16 67 4 0.01 1.68

32 67 4 0.01 0.84

16 100 4 0.01 2.50

32 100 4 0.01 1.25
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matches, but will also decrease the number of pixels which have assigned disparity 

values, leaving more blank area.  

Primarily from trial and error, the values listed in Table 4-2 were determined to 

work best for the application.  These gave disparity maps which were not too noisy, yet 

still had adequate coverage without too many holes in the map.  The selected window 

size, which is at the higher end, also helped to fill in gaps and smooth out the data. And 

the maximum disparity value enabled the cameras to sense objects closer to the 

cameras so that objects are not dangerously omitted from the feedback field.  Once the 

algorithm has performed the matching process over each row and over all the rows of 

the image, the disparities between the matches at each pixel are saved to a disparity 

map.  Figure 4-28 – Figure 4-30 show some examples of the disparity map computed 

for various scenes.   

 

Table 4-2. Listing of parameter values used in the stereo algorithm with a 480 by 360 
pixel image size. 

 

 
Once the disparity map has been created, the distance associated with any point 

in the map can be computed.  This is accomplished using the information known about 

the camera parameters and the pose of the right camera relative to the left camera 

which was computed during the calibration step.  Recall that the calibration and 

rectification steps produced a re-projection matrix, Q, that can be used as shown in (4-

Parameter Value Units

Max Disparity 32 (pixels)

Min Disparity 0 (pixels)

Window Size 17 (pixels)

Texture threshold 44 (unitless)

Uniqueness Ratio 37 (%)
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15) to convert elements in the disparity map to points in 3D space given the disparity at 

that pixel.  Using this relationship, the disparity map can then be converted into a 

collection of 3D points.  An example of this point cloud can be seen in Figure 4-31 and 

Figure 4-32 where a 3D viewer based on OpenGL has been written to display these 

points. 

Ground removal 

The ground removal step is important for the user experience as was discussed 

earlier in the chapter.  To accomplish this, some method of distinguishing between the 

ground and the other objects in the scene is required.  Unfortunately, the straightforward 

approach of simply finding the lowest points in the point cloud and assuming that these 

represent the ground will not work since the head-mounted cameras could be oriented 

in a fairly wide range angles making the ground plane not horizontal in the camera’s 

coordinate system.  Additionally, since no inclinometer was used, the orientation of the 

head relative to the gravity vector is unknown.   

There are several characteristics of the ground that can be used to identify it: 1) 

the angle between the ground and the camera’s horizontal plane will usually be within a 

limited range (about ±30°), 2) it has little curvature on the scale the search (~7m), and 

3) there is nothing that can be detected below the ground.  An approach which takes 

advantage of the third feature was implemented by using a technique presented in [49].  

This method classifies points as terrain if and only if there exist no other points in a 

downward facing cone extending from the candidate point.  This worked somewhat, but 

because the point cloud had a fair amount of variation in the ground surface, it resulted 

in a very spotty classification accuracy.  Also, since the angle of the ground plane could 

be quite tilted relative to the cameras, the test cones had to be made fairly narrow which 
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increased the false positive rate among other features like walls and vertical or slightly 

slanted surfaces.   

Another technique was experimented with which, rather than attempting to 

classify individual points as either ground or not-ground, instead attempts to extract a 

parameterized model of the ground from the data.  To do this, the Hough plane 

detection method was implemented to find the plane that best fits the point cloud data.  

In order to prevent the algorithm from selecting a plane that fits other flat surfaces such 

as walls or ceilings, constraints were placed on the search to limit the best-fit plane to 

one that could possibly be the ground.   

The Hough plane detection algorithm takes a collection of points in space and 

finds planes that fit the greatest number of points.  This is different from regression 

which attempts to minimize the error between the plane and all the points in the set.  It 

instead finds candidate planes that best represent the points in the set.  Figure 4-33 will 

be helpful in understanding the problem.  In this figure, the axes represent the camera’s 

coordinate system in which the points are represented.  The candidate planes are 

expressed with three parameters: an angle, θ, about the x-axis; and angle, φ, about the 

modified z-axis; and a distance, ρ, between the plane and the coordinate system’s 

origin (measured normal to the plane).  Any point can contain an infinite number of 

planes, but if values for θ and φ are specified, then the ρ value for the plane passing 

through that point with that orientation can be determined using: 

 

         ⃑⃑⃑     ̂    ⃑⃑⃑   (4-20) 

 

where  ̂ is the unit normal vector to the plane and is determined by: 
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The way the candidate planes are selected is by aggregating votes for each of the 

possible planes through a binning process.  The space of all possible planes is 

discretized by creating bins for discrete combinations of θ, φ, and ρ values.  The 

algorithm then takes each point in the point cloud and for each of the θ and φ 

combinations, calculates the value of ρ that positions the plane through this point.  

Every time the ρ value is calculated for a particular θ and φ, the corresponding value in 

that bin is incremented.  After this process is performed for all of the points, the bins 

with the highest values describe the planes that best fit the data.   

For this implementation, the parameters used to generate the bins are given in 

Table 4-3.  After all the points are added and the bin values are accumulated, the plane 

that best estimates the ground is assumed to be the bin with the highest number of 

votes, as long as it is above a certain threshold.  If it is below the threshold, then it is 

assumed that the ground plane could not be detected and none is used.  The range of 

possible planes is limited by the selection of the range of the parameters for the bins.  

By selecting a reasonable range, this implicitly restricts the returned ground plane to be 

within a range of orientations reasonable for the head-mounted camera system.  If the 

head were to roll or pitch beyond the minimum and maximum θ and φ values, then the 

ground plane could not be detected properly.   
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Table 4-3. Plane parameters and their bin sizes for the Hough planes. 
 

 

 
Once the ground plane is successfully detected, it can be used to remove those 

points that are part of the ground from the point cloud data set.  This is simply a matter 

of testing each point and determining whether it is above or below the plane at that 

location.  However, since there are variances in the point cloud data due to sensor 

inaccuracy and noise, an additional margin is required above the plane so that anything 

above this remains in the set used for the feedback field, and all the points below are 

not included.  Figure 4-34 shows the disparity map after the ground plane has been 

detected and shifted up by some margin by shading all the points that lie below this 

plane in red.  By removing the red shaded data from the feedback field, it will make it 

much easier for the user to distinguish where the walking hazards are as opposed to 

just the ground.  Figure 4-35 shows the ground plane extracted in a scene were bicycle 

racks could be easily discerned from the feedback field.   

Hand tracking 

The next step required for presenting the information to the user is detecting the 

location and orientation of the hands.  For this step, the head-mounted hand tracking 

camera will be used to capture images in which the hand-mounted markers will be 

detected.  To accomplish the marker detection, the ArUco library written by Rafael 

Muñoz Salinas was used and adapted.  The algorithm works by applying an edge filter 

to the image and detecting all the four-sided quadrilaterals which could represent the 

Parameter Units Min Value Max Value Number of Bins

ρ (m) 1 3 20

θ (radians) 0 π/3 20

φ (radians) -π/8 π/8 10

Total Bins: 4000
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outline of the marker.  Then, each of these candidate quadrilaterals is tested to see 

whether it is a valid marker by looking at the inner region and determining if the pattern 

inside encodes a valid marker id.  If the inner region does in fact contain a valid marker 

pattern, then the position and orientation of the marker can be determined using the 

information known about the actual size and shape of the marker.   

The position and orientation of a pattern with a known shape can be computed 

using the homography matrix.  The homography matrix relates points represented in 

one planar coordinate system to those of the camera’s planar coordinate system.  If we 

represent the points in homogeneous coordinates, and let the point on the image plane 

be written as 

 
  [

 
 
 
] (4-22) 

 

and the point on the marker be written as 

 

  [

 
 
 
 

] (4-23) 

 

then the two points are related by 

        (4-24) 

 

where s is a scaling factor, M is the camera matrix, and T is the transformation matrix 

which takes coordinates from the marker’s coordinate system into the camera’s 

coordinate system.  Written out in expanded form, the equation is: 
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Now since the point P will be a point on the 2D marker and will be represented in the 

marker’s coordinate system, the value of Z will always be zero.  Thus we can rewrite  

(4-25) as 
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]      (4-26) 

 

where product of the two matrices, H, is called the homography matrix.  This 

relationship can be used in reverse to find the position and orientation of the marker 

given the location of at least 4 non-collinear points on the marker surface.  By supplying 

the location of the 4 corners of the marker in the coordinate system attached to the 

marker and in the coordinate system of the camera’s image, the homography matrix can 

be calculated (or estimated through an optimization algorithm if more than four points 

are provided).  And since the camera matrix is known, the rotation and translation 

information can be factored out of the homography matrix to reveal the pose of the 

marker plane relative to the camera using the following equations 
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where r1 is the first row of the condensed T matrix, r2 is the second row, and t is the third 

row. 

Once a marker has been successfully detected and the corner points 

determined, the process of determining the pose of the marker is straightforward.  

Unfortunately, the process of extracting just the marker from the image is fairly 

computationally intensive.  The algorithm works by applying an edge filter to the image, 

then converting all the raster edge data into a vector format, approximating the vector 

representation where possible, and searching through the list of connected vector 

edges to find those that are quadrilaterals.  Next all of the quadrilaterals are tested to 

see if a valid marker is inside.  The processing burden appears primarily because noisy 

or high contrast images provide a lot of edges when passed through the edge detection 

filter.  This in turn produces a lot of data for the software to approximate with vector 

geometries and slows down the code’s update rate significantly. 

To mitigate this bottleneck in processing the whole image, a method was devised 

to only process a subset of the image where the marker is known to be.  This is done by 

applying a “cheaper” algorithm to first find the general vicinity of the marker by 

searching for another feature.  A red dot on a black background is placed just below the 

marker and found using a computationally simpler process to isolate the location of this 

dot.  The feature is found by first down sampling the image (to further speed up this 

step) and applying a filter to the image which takes every pixel and subtracts from it the 

value of the pixel n number of pixels above it, n number of pixels below it, and n number 

of pixels to the left and right of it.  This effectively produces an image where bright spots 

surrounded on all sides by dark regions are highlighted and all other areas tend to have 
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pixel values pushed towards zero.  To further refine the results, only pixels with a 

significant amount of red are kept.  This proved to be a very simple and robust way of 

finding the red dot on the black background and worked well in different lighting 

conditions and viewing angles.  Once the location of the dot is determined, the part of 

the image just above this is unmasked to reveal the area where the hand tracking 

marker should be as shown in Figure 4-36.  Applying the ArUco marker detection 

algorithm on this masked image showed speed improvements that scaled with the 

amount area that was masked (typically about 1/2 – 3/4 of the image is masked).  Two 

examples of the marker detection algorithm output can be seen in Figure 4-37 and 

Figure 4-38 where the coordinate axes of the marker/hand have been overlaid on the 

image. 

Collision detection 

After the stereo camera algorithm has been used to obtain 3D data of the 

environment and the hand locations have been estimated using the optical marker 

detection algorithm, the next step is to scale the environment data appropriately and 

perform collision detection between the hands and feedback field.  The desired behavior 

is to provide feedback to the finger if it touches or penetrates part of the sensed 

geometry in the environment.  Since the actual finger locations are not measured, their 

positions are inferred from the pose of the hand by assuming that the fingers are 

extended and spread out evenly.  In this way, the positions of all ten digits are estimated 

given an image in which both hand tracking markers are visible.    

The scaling and translation of the environment data is desired to create a 

configuration where the ground level in the feedback field corresponds to having the 

hands at about waist level and where the geometry that is about 5 m away corresponds 
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to having the hands extended.  Whether the finger positions are scaled up or the 

sensed geometry is scaled down is indistinguishable.  Similarly, either the finger 

positions can be shifted in one direction or the sensed geometry can be shifted in the 

opposite direction and the effect will be the same.  The scaling and alignment are 

accomplished by tuning three parameters.  The first is the vertical shift of the hand 

positions (along the stereo cameras’ y-axis), the second is the forward shift of the hand 

positions (along the stereo cameras’ z-axis), and the third is the scaling applied to the 

sensed geometry.  By setting these parameters appropriately, the relevant part of the 

scene can be positioned centrally in the hands’ range of motion.   

The transformation is performed as follows.  The coordinates of the fingers 

(which are assumed to be extended) are transformed from the hand coordinate system 

to the hand-tracking camera’s coordinate system using the rotation and translation 

recovered from the hand markers.  This transformation represents the position of the ith 

finger, Pi, in the hand-tracking camera’s coordinate system to obtain HPi as shown 

below 

 
    [

[       ] [       ]

    
]   

(4-30) 

 

These finger positions which are represented in the hand-tracking camera’s coordinate 

system can then be transformed to the coordinate system of the stereo cameras to get 

SPi.  Observing the orientation difference between the two camera systems as shown in 

Figure 4-39 and taking the angle θ into account, the transformation is as follows: 
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]   
  (4-31) 
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But since it is desirable to position the hands in a convenient zone in the stereo data, as 

shown in Figure 4-40, the addition of an artificial offset in the y and z direction is added 

to situate the finger locations in a better region.  By adding these modifications to (4-31) 

the transformation matrix becomes: 

 

   [

    
                 
                  
    

]   
   (4-32) 

 

Once the finger positions are determined in the stereo camera coordinate 

system, the collision detection can be accomplished in one of two ways.  The first 

approach is to convert the stereo data to a point cloud and test whether the 3D position 

of each of the fingers has any points between the finger and the body.  The other 

approach is to map the 3D location of the finger to the corresponding 2D location in the 

disparity map using the projection matrix, and then test whether the z-coordinate of the 

finger is less than or greater than the z-coordinate of the object given by the disparity 

value at this point.  If the z-coordinate of the depth map is less than that of the finger, 

then the finger has penetrated the sensed geometry and the corresponding feedback 

motor should be activated.  It was this second approach that was implemented because 

it is more optimized than searching through a 3D point cloud (although searches could 

still be made quite efficient since the point cloud is an ordered point cloud).   

The first step of mapping the 3D finger location to the corresponding 2D location 

in the stereo camera’s frame is performed using the projection matrix obtained when the 

stereo cameras were rectified.  This projection matrix, P, can be used to obtain the pixel 

coordinates of the disparity map that correspond to a particular point in space as 

follows: 
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Now that the location in the disparity map is identified, the actual distance 

corresponding to this disparity needs to be calculated.  Using the re-projection matrix, 

Q, the depth to the object can be gauged from the disparity as shown below: 
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But since only the depth to the object must be tested to determine if the finger has 

intersected or penetrated the sensed object, only the formula for the z-coordinate is 

needed which is found using (4-35) below 

 
  

  

 
 

   
         

 (4-35) 
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where f is the focal length, Tx is the horizontal separation of the cameras, d is the 

disparity value, cx is the x-coordinate of the principal point in the left image, and cx’ is 

the x-coordinate of the principal point in the right image.  Since the purpose of the 

system is to scale down the geometry to arms’ length, the actual test is performed after 

scaling the sensed geometry distance by a tunable scaling factor, k, as follows: 

 
          {

                

               
 (4-36) 

 

Now the transformed location of each finger can be tested to determine whether or not it 

has penetrated a piece of the sensed geometry from the environment and this state can 

be conveyed to the user using the vibration feedback. 

The entire process of measuring the pose of the hands, transforming and shifting 

the finger coordinates to the stereo cameras’ reference frame, and performing the 

collision detection is done every time a new set of images is acquired.  An example of 

this process can be seen in Figure 4-41 where the hands are shown on the right side 

with coordinate axes overlaid on the image and the shifted positions of the fingers are 

shown on the disparity map on the left.  The green boxes represent fingers which are 

not intersecting with any of the sensed geometry and the red boxes represent fingers 

which are intersecting the sensed geometry.  As the user moves his or her hands about 

this space, the shape of the surrounding objects should become apparent.   

  Software process outline 

The entire software architecture is designed to run as fast as possible to provide 

the best experience for the user.  The multi-threaded code takes advantage of the 

multiple processor cores to reduce processing time.  The camera interface code, for 
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example, is designed with two image buffers so that as one is copied from, the other 

can be written to as a new frame is acquired from the camera.  The stereo camera 

image processing is also performed in parallel with the hand tracking image processing 

so that these steps do not increase the loop time by being performed sequentially.  

Figure 4-42 shows how the data is processed within the software architecture.  There is 

a class devoted to handling everything related to hand tracking called the hand tracking 

manager, and another class devoted to handling everything related to the stereo image 

processing called the stereo camera manager.   

The hand tracking manager’s main loop first grabs the latest image available 

from the EyeCam interface, then detects the red dots in the image and uses those 

locations to mask the image for better speed performance during the marker detection.  

The markers are detected and the resulting rotation vector is converted to a rotation 

matrix and combined with the translation vector to form the transformation matrix which 

relates the hand to the camera.  This transformation matrix is then combined with the 

transformation matrix which relates the hand camera to the stereo cameras and used to 

represent the fingertips in the stereo camera’s coordinate system.   

Before the stereo camera manager’s main loop can be run, the camera 

parameters determined from the calibration step must be loaded and the rectification 

parameters must be computed.  Then, the mapping function can be initialized which 

performs the un-distortion and rectification on each new image.  After these initialization 

steps are performed, the main loop can be run which first grabs the latest pair of stereo 

images and un-distorts and rectifies the images using the pre-computed mapping, then 

performs the correspondence step to generate the disparity map, and finally detects and 
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removes the ground plane from the data.  Once both of these processes have been 

completed, the finger positions and the disparity map with the ground surface removed 

can be used to perform the collision detection step and then, finally, the feedback state 

is sent to the microcontroller via a serial message, which then activates the correct 

feedback motors on the gloves.   

 

 

Figure 4-1. Sensor is positioned to capture the field of view in front of the user. 
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Figure 4-2. Sensor capturing 3D shape of vehicle. 

 

 

Figure 4-3. The sensed model is scaled down to create a feedback field that the user 
can interact with. 
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Figure 4-4. A user stands in front of a table. The scaled down scene can be seen in blue 
to represent the virtual feedback field generated. 

 

Figure 4-5. When the user's hands collide with part of an object in the feedback field, a 
tactile stimulus is created by the gloves and felt by the user. 
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Figure 4-6. An example of a marker which can be detected to judge position and 
orientation. 

 

 

Figure 4-7. One of the vibration motors used in the feedback gloves. 
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Figure 4-8. An example of what the feedback field would look like as a user walks down 
a sidewalk. 

 
 

  

Figure 4-9. The vibration feedback, illustrated as a spark, as a user stands in front of an 
outdoor scene and explores the feedback field with his hands. 
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Figure 4-10. Arrangement of the cameras used for sensing the environment and the 
hands. Their fields of view are also drawn. 

 

 

Figure 4-11. Illustration of how the sensors' fields of view change to permit lateral 
exploration as the user turns his head. 
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Figure 4-12. An illustration of the scenario in which a short obstacle would be confused 
for the ground plane. 

 

Figure 4-13. The vibration feedback in a confusing situation where a user's fingers 
intersect the ground plane and a short obstacle. 
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Figure 4-14. A more useful feedback state is provided when the ground plane is 
removed from the geometry which provides feedback. 

 

 

Figure 4-15. The remaining feedback geometry once the ground plane is removed. 
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Figure 4-16. Detailed picture of fingers intersecting with a point cloud model of a 
doorway. 

 

 

Figure 4-17. Blue Fox Cameras mounted in a horizontal stereo configuration. 
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Figure 4-18. The Sony Eye camera used for hand tracking. 

 

 

 

Figure 4-19. The navigation aid worn by a user, May 4, 2014. Courtesy of Kristin 
Chilton. 
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Figure 4-20. The hand feedback interface electronics which includes a microcontroller 
board and a set of opto-isolators. 

 

 

Figure 4-21. The connectivity diagram of the entire system. Signal lines are shown in 
blue and power lines are shown in red. 
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Figure 4-22. The gloves equipped with feedback motors on the fingertips. 

 

 

Figure 4-23. Epipolar geometry. The blue triangle represents the epipolar plane and the 
red lines represent the epipolar lines on the image planes. 
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Figure 4-24. A chessboard tracking pattern used in the stereo calibration process. 
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Figure 4-25. A visual example of un-distorting and aligning the two stereo images in 
order to create collinear epipolar lines (shown in dashed lines). 
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Figure 4-26. The sliding window used to find the disparity between a feature in one 
image and the same feature in the other image. 
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Figure 4-27. Schematic illustrating the geometry of the minimum detection distance for a 
stereo algorithm with a maximum detectable disparity. 

 

 

Figure 4-28. Image of a brick column and the disparity output from the stereo algorithm. 
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Figure 4-29. Image of some barricades in a grassy area and the disparity map output 
from the stereo algorithm. 

 

Figure 4-30. Image of bike racks and the disparity map output from the stereo algorithm. 

   

Figure 4-31. A point cloud generated from stereo images on the left and the original 
scene on the right.  The point cloud is colored based on the points’ distance 
from the camera. 
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Figure 4-32. A point cloud of some boulders along a sidewalk on the left and the original 
scene on the right.  The point cloud is colored based on the point’s distance 
from the camera. 

 

 

Figure 4-33. Diagram showing the parameterization of a plane used in the Hough plane 
detection algorithm. 
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Figure 4-34. The results of the ground plane identification process on a scene with 
boulders along the sidewalk.  The disparity map on the left has been shaded 
red where the elevations are near or below the detected ground plane. 

 

 

Figure 4-35. The results of the ground plane identification process on a scene with bike 
racks on a walkway.  The disparity map on the left has been shaded red 
where the elevations are near or below the detected ground plane. 
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Figure 4-36. Process of masking the image from the hand tracking camera. A) The 
original image. B) The image after subtracting pixels to the left. C) The image 
after subtracting pixels to the right. D) The image after subtracting pixels to 
the bottom. E) The image after subtracting pixels to the top. F) The original 
image masked except for the region above the remaining dot. 

 

Figure 4-37. The hand markers being detected with the hand-tracking camera in an 
indoor environment. 
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Figure 4-38. The hand markers being detected with the hand-tracking camera in an 
outdoor environment. 

 

 

Figure 4-39. Diagram showing the angle between the hand tracking camera and the 
stereo cameras. 
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Figure 4-40. Diagram showing the artificial offsets added to the hand tracking camera in 
order to situate the hands at the proper level in the stereo camera's reference 
frame. 

 

Figure 4-41. The measured pose of the hands being used to map the finger positions to 
the disparity map and test for collisions. The green blocks represent finger 
positions which do not intersect sensed geometry while the red blocks 
indicate a collision. The top image shows the left pinky being stimulated and 
the bottom image shows the ring and middle finger being stimulated. 
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Figure 4-42. Software flow diagram including hardware interfaces.
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CHAPTER 5  
PERFORMANCE AND USER TESTING  

 
Performance 

The performance of the system was evaluated first on a subsystem level by 

gauging the performance of each of the individual components.  The stereo vision 

system’s ability to detect the environment, the hand tracking system’s ability to 

accurately determine hand poses, and the effectiveness of the ground removal 

algorithm were investigated before evaluating the system functionality as a whole.   

These evaluations have a large qualitative aspect to them.  For instance, in evaluating 

the performance of the stereo disparity maps, a ground truth disparity map was not 

available for the scenes, so the density and loss of detail are discussed.   Similarly, for 

the ground removal algorithm, a visual inspection of the output classification should 

make its effectiveness obvious and forego the need to compare the ground 

classification to a ground truth dataset.  The next section on user testing provides a 

more concrete evaluation of the system’s merits.    

Stereo Vision 

The stereo vision processing, which relies on OpenCV’s implementation of the 

block matching algorithm, was tuned to provide useful depth maps to use as a feedback 

field model.  While tuning the parameters, the adjustment of the sliding window size 

revealed a tradeoff between a smooth, dense disparity map and a sharper disparity map 

having more missing values.  Using a relatively large sliding window size of 17 pixels 

turned out to be advantageous both by creating a denser disparity map and by 

enlarging small features such as small limbs or thin sign posts, making them easier to 
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detect in the feedback field.  An example of how the sliding window size helped to dilate 

thin objects is seen in Figure 5-1. 

The images from the synchronized BlueFox cameras were generally able to be 

converted to well filled disparity maps by the stereo algorithm when the parameters 

were set to the values listed in Table 4-2.  Figure 5-2 and Figure 5-3 show two typical 

examples of scenes in front of a user and the corresponding disparity maps.  In these 

two examples, most of the disparity map is populated with values and not many areas 

are blank as a result of lack of texture or lack of uniqueness in the matching step.  

There are several failure modes, however.  One scenario that can cause erroneous 

disparity values is the case where a horizontally repeating pattern causes the 

correspondence step to identify the wrong location in the other image.  This case is 

shown in Figure 5-4 where the slats in the fence create a situation where several nearly 

identical matches between the images are possible, causing incorrect disparity values 

to be extracted.  Another problem arises when very reflective surfaces, such as the car 

hood in Figure 5-5, fail to provide any distinguishing features on the surface for the 

image to capture.  This is also a problem with mirrors and highly polished floors 

(although failure to detect the floor is not problematic since it would be removed from 

the feedback field anyway).  Also, if an object does not have enough visual texture to it, 

such as the plain white wall shown in Figure 5-6, then the algorithm is unable to find 

strong correspondence matches between the two images and a depth value will not be 

determined.  And even if a particular surface does have significant texture, such as the 

sidewalk in Figure 5-7, but the image quality suffers from overexposed or underexposed 

areas, then the algorithm will fail.   
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But generally, using the stereo vision system to sense the geometry of the 

environment provided excellent data for the feedback field and worked well both inside 

buildings and outside, providing a major benefit over a structured light sensor.  The 

problems arising from poor image quality are mitigated somewhat with better imaging 

hardware.  Good optics and good sensors will produce sharp images with little motion 

blur and less underexposed and overexposed areas.  The prototype system typically 

provided usable data whether the lighting conditions consisted of bright sunlight, the 

waning light of day, or indoor lighting.   

Hand Tracking 

The hand tracking algorithm was able to determine the six degrees of freedom of 

each hand by visually detecting the markers in the image from the camera.  Of course, 

the space in which the hands are detected is limited by the field of view of the camera 

and the range of orientations is limited by the viewing angle of the marker.  Initial testing 

showed that when the hand-tracking camera was mounted below the stereo cameras 

on the head, the field of view was too limited, and user’s hands would frequently go 

outside of the detection range.  To improve the range, the camera was raised by about 

30 cm.  A more space-saving approach would be to use a camera with a wider lens, 

and this would certainly be done if such a system were commercialized.   After raising 

the camera, the range of detection improved to the point that users were freer to explore 

the feedback field without going beyond hand-tracking range.   

The range of position and orientation values of the hands (as measured from the 

camera’s coordinate system) are presented in Table 5-1 which shows a lateral range of 

motion (x-direction) of more than a meter and a forward range of motion (y-direction) of 

about 60 cm (limited by arm reach) and a vertical range of motion of about 80 cm (also 
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limited by arm reach).  The roll and pitch limits are also reasonable with a range of 

about 130 degrees each.  The accuracy of the distance measurement was evaluated at 

various distances and is presented in Figure 5-8 along with error bars showing one 

standard deviation.   

The markers did quite well in user testing in terms of the detection rate, but 

because they were being detected visually, there were intrinsic limitations.  The first is 

that bright light and shadows (see Figure 5-9) can cause the marker to go undetected 

because the edge finding step extracts the contour of the shadow instead of just the 

edges of the marker.  This was primarily an issue when walking under tree branches 

while the sun was high and bright.  A second issue is that any hand orientations which 

caused the marker to have a poor viewing angle would render the marker undetected, 

and a third type of detection failure occurred when a user put one hand over the other 

and occluded the lower marker. 

The ArUco marker detection update rate varied between 5 – 10 Hz usually and 

depended highly on the amount of clutter in the image.  This process was in fact the 

slowest step of all other computing processes, so any speed improvements to this step 

would immediately increase the overall update rate of the sense-process-feedback loop.  

(The stereo processing and ground removal are performed in parallel with the hand 

detection algorithm, but since the updated hand locations must be paired with the 

updated feedback field to generate a new feedback state, the code runs at the rate of 

the slower of the two operations.)  While the visual marker tracking performed 

reasonably well for this application, alternative means of detecting the pose of the 
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hands could provide a better solution to the problem without changing the overall 

operation of the system. 

 

Table 5-1. The range of position and orientation values the hand marker can have and 
still be detected by the head-mounted camera. 

 

 
Ground Removal 

The ground removal process is crucial to providing a feedback field that is 

understandable to the user.  If the ground were not removed, it would be quite difficult to 

perceive a small object on the ground by any other means besides slowly raising and 

lowering the hands while attempting to notice when certain fingers ceased to vibrate 

before others.  But with the ground removed from the feedback field, objects are much 

more noticeable as the user explores the space.  The performance of the ground 

removal is much more important in the area close to the user and less important further 

away because not all the geometry sensed by the cameras is within sensing range 

using the gloves.   

In testing, the ground removal algorithm did quite well at detecting and removing 

the ground to isolate objects, and was robust to a wide range of camera orientations.  

Even small objects such as the kitten shown in Figure 5-10 were distinguishable from 

the ground, a feat that hardly any of the systems reviewed in Chapter 3 would have 

performed since most would only detect and convey large obstacles in a 2D plane.  The 

buffer region for the ground plane was tuned to strike a balance between consistently 

Min. Max. Min. Max. Min. Max. Min. Max. Min. Max.

-48.9 54.4 -32.3 27.4 28.6 111.6 -65 63 -64 69

X Y Z Roll Pitch

(cm) (cm) (cm) (degrees) (degrees)
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removing the noisy ground surface, while not removing actual objects and hiding their 

existence.  The minimum detectable object height was tested by placing objects of 

different sizes on the ground and observing which were discriminated from the ground 

as seen in Figure 5-11 and Figure 5-12.  The test showed that for objects on a smooth 

surface, anything above 18 cm would remain in the feedback field.  Some objects, such 

as the curb in Figure 5-13 are marginally detected and would not be felt entirely if the 

hand were in that area. 

The limitations of the ground removal process stem from the fact that it assumes 

that the ground is a plane, so there will be variances between the model and the actual 

ground surface if any curvature or irregularities exist.  If this discrepancy is large 

enough, it will cause higher parts of the ground surface to remain in the feedback field 

or it will cause small objects in lower parts to be removed from the feedback field.  And 

any errors in the point cloud created from the stereo camera data can also cause parts 

of the ground to be misclassified.  Also, since the Hough plane detection returns the 

closest fitting plane in a discretized space, the plane will have some amount of position 

and orientation deviation from the actual ground surface because of this.  Based on the 

Hough Space bin sizes listed in Table 4-3, the plane could deviate by up to 7.5 cm in 

position and 3 – 4 degrees in orientation.  However, since the model only needs to be 

accurate close to the user, these variances are usually not significant enough to cause 

issues at close range.  The model will often become invalid at further distances, but that 

is usually beyond the reach of the user’s hands in the feedback field.   

System Functionality 

The system as a whole achieved the intended functionality required to make the 

user experience concept a reality.  All subsystems worked together to create an intuitive 



 

147 

tactile feedback field which could present users with an understandable model of the 

immediate environment.  An important metric of the system’s performance, the update 

rate, varied somewhat based on the environment, but was generally fast enough to 

provide a usable experience, usually staying in the range of 6 – 10 Hz.  In some 

situations where the hand tracking image contained dense, cluttered texture, the marker 

detection process bogged the update rate down to 3-4 Hz, but this was rare.  On the 

finger feedback side, the vibration motors were determined to have a bandwidth of 15 

Hz, meaning they could be turned off and on 15 times per second (with a 50% duty 

cycle) and still have a clearly distinguished on and off state.  Since this is faster than the 

update rate of the software, the motors did not impede the rate at which feedback was 

perceived.   

In order to visualize how a person would use mental integration to make sense of 

the vibration feedback while exploring the space with his or her hands, several example 

scenes have been selected.  A static depth map was used to create the feedback field 

and the hand locations were tracked over time as usual.  The hands were waved 

around for a short time span and whenever a finger received vibration feedback, a circle 

was drawn at the finger’s projected location in the image with a color that corresponded 

to the finger’s distance.  This image therefore contains all the depth information that 

would be known to the user from the finger feedback as it is built up over time.  While 

this image shows the accumulation of information explicitly in a single image, it is just 

for visualization purposes– this task of creating a mental map over time is actually 

performed by the user in his or her mind.   Figure 5-14 shows the actual feedback 

received while exploring a scene with some objects on the right hand side having a 
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range of distances, Figure 5-15 shows the feedback received while exploring a scene 

with a bridge and its guard rails, and Figure 5-16 shows the feedback received while 

feeling a sign and waste basket.  In all these examples, the ground surface has been 

removed from the depth map and feedback field. 

User Testing 

User testing was performed to validate the effectiveness of the prototype system 

in enabling users to understand their surroundings.  Volunteers were solicited to 

perform a variety of different tasks using the prototype without being able to use their 

eyesight, relying solely on the information the system provided through the gloves.  Very 

little training was performed before allowing the participants to conduct the tests in order 

to verify the intuitiveness of the system.  Each of the participants were informed about 

the basic operating principles of the system such as how the environment was sensed 

and scaled down and how feedback to the fingers indicated the presence of an obstacle 

in that vicinity.  They were also informed about the limitations of the system such as the 

field of view limits on the stereo cameras and the hand-tracking camera.  They were 

then asked to don the system and were allowed to get a feel for how it worked by using 

their hands to explore the feedback field while standing in front of different scenes such 

as a light pole, a person, a box, or a fence.   

One of the testing methods involved asking users to navigate an obstacle course 

without the use of sight by relying solely on the feedback from the gloves.  The obstacle 

course consisted of 4 – 5 cardboard boxes placed at random in the path between the 

participant’s starting location and the ending location.  The box sizes varied between 

about 2 – 4 feet tall and between about 0.5 – 2 feet wide. The ending location was 
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communicated to the test subject by someone standing at the finish line who 

periodically called out to the subject to provide an auditory beacon for the ending spot.   

Another testing method involved testing the ability to perceive a three 

dimensional picture of the environment by placing two objects in front of the user and 

asking him or her to identify which one is closer each time they were re-arranged.  A 

similar test was performed by using two objects of different heights and asking the user 

to identify the taller of the two each time they were re-arranged. 

Test 1 – Outdoor Walkway 

The first test was performed outside on a concrete walkway.  Three test subjects 

were used for this test.  First, the subjects were given information about how the system 

works and what kind of sensation to expect for different surrounding geometry and 

different hand positions.  Then before the test, each subject was allowed to try the 

device with their eyes open to get used to the feel of it.  This entire process took only 

about 10 – 15 minutes so the participants’ familiarity with the device was relatively 

limited.  While this step would not be possible for someone who is completely blind, the 

intention of including it in these tests was to speed up the training process.  A person 

who is totally blind would require more advanced training to teach them the relationship 

between the scale of what they feel with the scale of the actual environment.  Once 

each subject was comfortable with the operation of the system, the subject was asked 

to walk through an obstacle course of roughly 20 meters, trying to avoid any sensed 

obstacles and head towards the sound of the voice of the person at the finish line.   

Test Subject A successfully navigated through the obstacle course without hitting 

any objects in 2 minutes 0 seconds.  For this part of the test, the environment scaling 

parameter was set to the short-range value, meaning the range at which the hands can 
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sense when fully extended is less than if the long-range scaling value was used.  In 

addition to the boxes, an additional tall thin object with a width of 4 cm, visible in Figure 

5-17, was placed in the course which was successfully detected and avoided.  After this 

test, the two other tests were performed in which the subject was able to correctly 

identify the nearer of two objects 3 out of 3 times with about 5 – 10 seconds of haptic 

exploration. The objects were about 1.5 m away and the difference in their proximity 

from the user was about 60 cm.  The subject was also able to correctly identify the taller 

of two objects 3 out of 3 times with about 5 – 10 seconds of hand movement using 

objects which were 70 cm and 106 cm tall. 

Test Subject B performed the obstacle course in 2 minute 5 seconds, but used 

the environment scaling parameter set to the long-range value.  During the course, she 

grazed one of the boxes, but was often observed feeling objects that were far away and 

tried to navigate away from them too early.  This increased the time to complete the 

course and changing the parameter to the short-range setting allowed her to complete 

the re-configured course faster. 

Test Subject C performed the obstacle course in 1 minute 10 seconds using the 

short-range scaling parameter.  The subject was also able to correctly identify the 

nearer of two object in the proximity test 3 out of 3 times.  A variation of the obstacle 

course test was also performed in which a person stepped into the subject’s path 

several times during the attempt to navigate the obstacle course to test the ability to 

sense and react to a changing environment.  The subject recognized the sudden 

appearance of the person and stopped in time to avoid him all three times.   
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Some example images collected during these tests are shown in Figure 5-18 – 

Figure 5-24.  On the left is shown the view from one of the stereo cameras as well as 

the view from the hand-tracking camera as an inset so that the pose of the hands can 

be seen (as in the previous images, the detected marker axes are overlaid on the 

image). On the right is the disparity map, where brighter areas indicate greater disparity 

and closer distance.  The dark red shading of the disparity map indicates the detected 

ground plane and these areas will not be included in the collision detection.  The 

location of the fingers are also drawn over the disparity map; the green (lighter) color 

means that the finger is not colliding with any of the scaled geometry and the red 

(darker) color means that the finger is colliding with some part of the scaled geometry.   

Figure 5-18 shows part of the obstacle course and the ground removal algorithm 

has clearly isolated the geometry that poses a risk to walking such as the low brick wall 

and the boxes.  Since the user’s hands are not extended very far, she is feeling the area 

close to her and, feeling no feedback, knows that this area is clear of obstructions.  

Figure 5-19 shows an example of the user extending the left hand and feeling the box 

with the thumb and index finger.  In Figure 5-20, the user is feeling a thin 4 cm object 

with the left index finger.  Thin objects can be readily detected due to the fact that the 

stereo vision algorithm is configured with a larger sliding window size which tends to 

dilate objects in the disparity map.  This is a definite advantage over sonar based 

approaches which could miss thin objects.   An example state of a user performing the 

distance test is shown in Figure 5-21 where the user is extending her hands until the 

fingers first start vibrating.  The image of the hand locations shows that the right hand is 

extended further before feeling first contact so the user can perceive that the object on 



 

152 

the right is further away than the one on the left.  An example state from the moving 

person test can be seen in Figure 5-22 where a person walking towards the user is 

detected with the outside of the extended left hand, giving the user enough information 

to avoid the person.  Figure 5-23 shows a test subject feeling a brick column and Figure 

5-24 shows the detection of a picnic table. 

Test 2 – Outdoor Breezeway 

The obstacle course was again performed in an outdoor breezeway.  Test 

Subject D was given an explanation of the system’s operation and allowed to try the 

system with his eye un-covered for less than ten minutes to get an idea of how the 

system operates.  After this brief training period, he was asked to navigate an obstacle 

course which was not known to him, using the short range scaling setting.  The 

breezeway was set up with cardboard boxes for obstacles, but it also contained some 

protruding corners to be avoided.  The 12 m long course was completed in 1 minute 40 

seconds the first attempt and after being reconfigured completed in 1 minute 5 seconds 

on the second attempt.  A scene from this test can be seen in Figure 5-25.  Note that in 

this figure the plain white column which is lacking sufficient texture is not fully detected 

by the stereo algorithm, leaving gaps in the disparity map which could cause confusion 

for the user.  Fortunately, the corners are easily detected and can therefore be sensed.   

Test 3 – Indoor Hallway 

The obstacle course was again performed in an indoor hallway using the short 

range scaling setting.  Without seeing the arrangement of the boxes beforehand, Test 

Subject D, seen in Figure 5-26, was able to navigate the 25 m course through hallway 

using only the navigation aid in 2 minutes 0 seconds.  The test subject did brush the 

side of a box with his leg two times because after initially detecting them, he 
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underestimated how far away they were and deviated early and came back on course 

too early causing the leg to brush the box.  This highlights one of the drawbacks of the 

prototype implementation which is that the lenses on the stereo cameras do not provide 

as wide a viewing angle as they should and the area close to the user’s feet is not 

detected.  Using a fisheye lens would help to alleviate this problem.   

The user then completed the proximity test by correctly telling the closer of two 

objects 3 out of 3 times and completed the height test by correctly telling the taller of 

two objects side by side 3 out of 3 times.  Figure 5-27 shows the hallway with the 

obstacles in place, and Figure 5-28 shows the user detecting a wall on his right.  The 

conditions in the hallway did cause some problems in the generation of the disparity 

map such as some voids along the bright parts of the white walls and a failure to 

consistently detect the shiny floor.  Neither of these problems where critical, however, 

since the walls could be detected by intermittent or noisy feedback, and the obstacles 

were still clearly detected even if the ground was not.   

Test 4 – Parking Lot and Wall Following 

The obstacle course test was performed in a parking lot with Test Subject E who 

had received about 15 – 20 minutes of test time before attempting the test.  The tester 

was able to navigate 20 m through the course with boxes and a vehicle in her path in 2 

minutes 15 seconds.  The user at one point even entered a dead end and was able to 

successfully turn around and take a better path to the goal.  Figure 5-29 shows the 

system being used to detect the front end of a car.  The pure white, texture-less regions 

of the car are poorly detected by the stereo algorithm, but there is enough texture in 

other parts to successfully feel that there is an object there.  Another test was performed 

in which the user was asked to follow a wall of shrubs and fence line by walking 
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alongside them (Figure 5-30).  The subject followed the wall of shrubs and fence for 

about 15 m in 2 minutes 0 seconds while walking at a cautions pace.  Figure 5-31 

shows a good example of the ground detection algorithm correctly detecting the tilted 

ground and leaving the bushes easily distinguished, and Figure 5-32 shows how the 

user can feel above the bushes to touch the fence by raising her right hand higher.  

Figure 5-33 shows an example of a high-quality disparity map as a result of good 

texture visible throughout the scene. 

Test 5 – Indoor meeting hall 

The obstacle course test was again performed in a meeting hall with Test Subject 

F who had received about 15 – 20 minutes of test time before attempting the test.  

During familiarization and pre-test use, he tended to keep his head level when trying to 

detect close obstacles below waist level which caused them to go undetected because 

of the field of view limitation on the stereo cameras.  After being reminded a few times 

to keep his head tilted down to detect obstacles this close, he performed better.  The 

obstacle course in this setting consisted of chairs that were arranged haphazardly 

around the room as shown in Figure 5-34.  The tester was able to navigate using the 

prototype system through the 12 m course in 2 minutes 15 seconds.  Figure 5-35 and 

Figure 5-36 show the feedback received for two different scenes.   

Test 6 – Outdoor Trail 

A more experience user, Test Subject G, was able to use the system to navigate 

through a long outdoor trail having trees and foliage on either side and which included a 

narrow wooden bridge.  Using the system using both the short range scaling setting and 

the long range scaling setting, the user was able navigate about 80 m in 3 minutes 

using only the prototype system.  The disparity map formation and ground plane 
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detection work very well in this type of outdoor natural setting which has plenty of 

texture for the stereo vision algorithm.  The bridge was easily crossed as the system 

clearly conveyed only the side of the bridge to the user as seen in Figure 5-37.  The 

system also performed well at conveying the presence of trees, foliage, and other 

objects along the trail as can be seen in Figure 5-38 – Figure 5-40.  The ground plane 

detection and removal proved especially useful for situations such as the one shown in 

Figure 5-41 where a low retaining wall is correctly left in the feedback field as an 

obstacle yet the sidewalk itself is shown to be clear as indicated by the lack of feedback 

to the fingers in that area.   

Test 7 – Apartment Complex 

Test Subject H, was an individual who was legally blind, but since her blindness 

was not total, she was still set up with a blind fold during the tests.  She was asked to 

use the system to navigate around various parts of an apartment complex.  The subject 

was able to walk around a building, taking a route of about 130 m in about 3 minutes.  

The route required walking along a sidewalk while avoiding shrubs and cars on either 

side and then transitioning to walking along a dirt trail behind the building that had trees 

along the side.  At one point in the test, the researcher stopped the test subject before 

running into a small tree, thinking it was not sensed, but besides this one intervention, 

the subject completed the course without collision.  A second route was attempted that 

consisted of walking through two traffic barriers, then along a sidewalk, then making a 

turn through an opening in a hedge of bushes and then walking through a grassy area 

with trees on either side.  This route of about 70 m took about 1 minute 50 seconds and 

was completed without any collisions.   
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After reviewing the recorded data later, it was observed that the hands positions 

were consistently low in the feedback field, so the user was not feeling a majority of the 

sensed geometry.  This was probably due to a combination of longer arm length, a 

preferentially lower hand position, and a misadjusted orientation of the hand tracking 

camera.  This could have been resolved with a larger vertical offset for the hand 

positions as shown in Figure 4-40, but these parameters which map the hand positions 

to the feedback field should really be automatically calibrated for each individual since 

their stature and preferences vary.  Some example situations from the test are shown in 

the following figures.  Figure 5-43 shows the user detecting some low shrubs to her left, 

and Figure 5-44 shows how the thin traffic barrier is distinguished from the ground plane 

and easily sensed by one of the fingers.  Figure 5-45 shows a sign post being felt up 

and down to gauge its height, and Figure 5-46 shows the user detecting a tree to her 

left by extending her hand. 

After using the system, this individual gave feedback suggesting the addition of 

another vibration motor on the bottom of the hand to indicate sharp changes in elevation 

such as curbs or stairs.  An extension of this idea could be to affix a motor on the 

bottom and the top of the hand; the bottom motor could indicate a sharp jump upwards 

(need to step up a curb), and the top motor could indicate a sharp jump downwards 

(need to step off a curb).  She also suggested making the vibration strength proportional 

to the closeness of the objects.  While this was initially considered, the thought was that 

it would be too confusing if all motors were constantly vibrating at different strengths 

and the user was required to interpret both the relative strength of the vibration and the 
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position of the hands.  This concept is be discussed further in the future work section of 

the next chapter. 

Summary 

The user testing showed that the design has definite prospects of becoming a 

useful commercial device for blind navigation.  While the prototype system had some 

limitations that hampered the subjects from feeling a truly realistic feedback field 

modeled after the environment, changes could be made that would improve the user 

experience greatly.  It is important to note that this system provided arguably more 

information and made it more accessible than any of the other navigation aids found in 

the literature review.  While many of these systems did not present user testing results, 

those that did are discussed below. 

 The most similar concept was the virtual cane that used a force feedback glove 

to simulate actually hitting objects in a virtual environment without actually 

touching them [15].  Even though their research did not involve actively sensing 

the environment and was intended for training, in the virtual environment, the test 

subjects required 2 minutes to cross a street and were still limited to detecting 

objects like the curb using a single probing point.  Also, this system relied on a 

tracking technology that was not mobile. 

 Trials using the Stereo Vision based Electronic Travel Aid (SVETA), which turned 

the stereo depth map into an audible signal, resulted in the user being able to 

walk around without hitting objects, but the testing was performed in a clean 

room with simple obstacles like a large table draped with a cloth [30].  Corridor 

navigation was also successful, but no times were listed. 
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 The stereo based aid developed by Zelek et al. that conveyed object locations 

through vibration feedback showed that users could navigate around large 

obstacles [34].  The methodology for transforming the spatial information to the 3 

vibration motors involved down sampling the depth map into 3 coarse regions 

which throws away large amounts of data.  Additionally, the actual user testing 

was performed with a human controlling the state of the vibration motors as 

opposed to allowing their state to be affected by stereo vision data. 

 The navigation aid developed by Molton et al. was tested using only the vest 

mounted sonar sensors and corresponding vibration motors [28].  This device 

seemed to have the most success, probably because the vibration feedback was 

felt on the part of the body that was facing the obstacle, making the interpretation 

of the feedback very straightforward.  The vest allowed someone to navigate 

through an obstacle course without hitting anything (no times or distances were 

listed), but the researchers stated that the user had to be encouraged to sweep 

with their body to detect obstacles to the side. 

 The system that created a 3D spatialized sound corresponding to objects 

detected by head-mounted sonars gave promising results and users were 

reported to achieve a walking speed of 34 ft./min around obstacles [21]. The 

relatively slow speed was attributed to a lack of familiarity with the feedback 

mode.  Traveling through hallways using the device was reported to be 

achievable as well, although obstacles were not mentioned.  This device does 

not detect low obstacles however. 
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 The wearable obstacle detection system for the visually impaired developed by 

Cardin et al. was another system that employed vibration feedback on the body 

based on body-mounted sonar sensors [50].  Their user testing proved that 

people could navigate through a corridor and avoid people walking towards them, 

but as with similar devices, this does not detect low obstacles since it only 

senses in a plane. 

The system developed in this research was able to present users with a clearer picture 

of the environment because it made the geometric information easily accessible in a 

mode that was most natural.  The only other devices that attempted to convey the full 

three dimensional information gathered by the cameras were those that remapped the 

data to a series of tones, and these trials have not shown that users are able to fully 

comprehend these patterns.  And those tones would certainly become less intelligible 

as the geometry of the environment becomes more complicated.  Additionally, by 

presenting users with a model that isolated objects from the ground, the sensory 

experience was more useful than had the raw data been used.  And the addition of the 

user-controlled scaling parameter, which adjusted how much the environment was 

scaled down for the feedback field, provided people with the option to feel a more 

detailed model with a shorter reach, or have a longer reach with less detail.  Some 

users liked the short range scaling for the obstacle course and the long range scaling 

for more open areas.  Overall, the system was shown to be successful in providing 

enough information to successfully navigate fairly complex environments and several 

test subjects were quite thrilled at the system’s operation.   
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 A  B 

Figure 5-1. A thin sign post and a thin tree being dilated by the stereo block matching 
algorithm. 

 

 A  B 

Figure 5-2. Example disparity map generated of a grassy area and a box. 

 

 A  B 

Figure 5-3. A disparity map of a scene with large variation in lighting. 
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A  B 

Figure 5-4. An example of a failure mode of the stereo matching algorithm when the 
image contains tight, horizontally repeating pattern such as the slats of the 
fence. 

 A  B 

Figure 5-5. An example of a failure mode of the stereo matching algorithm caused by 
shiny surfaces in the image such as the hood of the sports car pictured. 

A  B 

Figure 5-6. An example of a failure mode of the stereo matching algorithm caused by a 
surface with very little texture. 
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A  B 

Figure 5-7. An example of a failure mode of the stereo matching algorithm caused by 
saturated portions of the image. 

 

 

Figure 5-8. The error in the distance measured to the marker using the Aruco Marker 
detection code. The error bars indicate one standard deviation. 
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Figure 5-9. One of the hand tracking markers fails to be detected due to the shadow 
and bright sun light. 

 

  

Figure 5-10. A cat participating in the research study is clearly distinguished from the 
ground plane in the disparity map. 
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Figure 5-11. Small objects being distinguished from the ground plane. From left to right 
the object heights are 13 cm, 18 cm, 24 cm, and 31 cm. 

  

Figure 5-12. Small objects being distinguished from the ground plane.  The smallest 
object of 13 cm is not discriminated from the ground and hence will not be 
included in the feedback field. 

   

Figure 5-13. The low curb is somewhat distinguished from the ground plane, but not 
entirely. 
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 A  B

 C  D 

Figure 5-14. An illustration of the data gleaned from haptic exploration of the feedback 
field. A) The original scene. B) The depth map without the ground plane. C) 
The feedback received after 5 seconds of exploring. D) The feedback 
received after 10 seconds. 



 

166 

 A  B

 C  D 
Figure 5-15. An illustration of the data gleaned from haptic exploration of the feedback 

field. A) The original scene. B) The depth map without the ground plane. C) 
The feedback received after 4 seconds of exploring. D) The feedback 
received after 10 seconds. 
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 A  B

 C  D  E 

Figure 5-16. An example of the data gleaned from haptic exploration over time. A) The 
original scene. B) The depth map without the ground plane. C) The feedback 
received after 2 seconds of exploring. D) The feedback received after 4 
seconds. E) The feedback received after 10 seconds. 
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Figure 5-17. Test subjects in the outdoor setting used for Test 1, May 7, 2014. Courtesy 
of Ryan Chilton. 

 

 A  B 

Figure 5-18. An example scene from the Test 1 obstacle course. A) The view from one 
of the stereo cameras and an inset of theview from the hand-tracking camera 
B) The disparity map with the ground plane shaded and the finger locations 
drawn. 
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  A  B 

Figure 5-19. Example scene from Test 1 showing subject feeling an obstacle with the 
left hand. A) The view from a stereo camera and the hand tracking camera. 
B) The disparity map and finger location. 

 

 A   B 

Figure 5-20. A thin object being sensed by the test subject. A) The view from a stereo 
camera and the hand tracking camera. B) The disparity map and finger 
location. 
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 A  B 

Figure 5-21. A user performing the distance comparison test. A) The view from a stereo 
camera and the hand tracking camera. B) The disparity map and finger 
location. 

 

 

 A  B 

Figure 5-22. A user detecting a moving person walking towards them. A) The view from 
a stereo camera and the hand tracking camera. B) The disparity map and 
finger location. 
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 A  B 

Figure 5-23. A tester feeling a column while using the system to navigate through an 
outdoor area. 

 A  B 

Figure 5-24. A tester feeling a picnic table while using the system to navigate an 
outdoor area. 

 A  B 

Figure 5-25. A tester feeling the corner of a building in an outdoor breezeway. 
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Figure 5-26. A test subject using the prototype system to navigate an indoor obstacle 

course, May 8, 2014. Courtesy of Ryan Chilton. 

 

 A  

Figure 5-27. The system being used on an indoor hallway. 
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 A  B  

Figure 5-28. A tester feeling a wall with the system. 

 

 A  B 

Figure 5-29. A user feeling a car with the system. 

 

 

Figure 5-30. A user performing the wall-following test, May 9, 2014. Courtesy of Ryan 
Chilton. 
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 A  B 

Figure 5-31. A user feeling a wall of shrubs while trying to follow the wall. 

 A  B 

Figure 5-32. A user feeling a fence beyond a shrub while trying to perform wall-
following. 

 A  B 

Figure 5-33. A user feeling a fence while trying to perform wall-following. 
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Figure 5-34. User navigating around chairs indoors, May 11, 2014. Courtesy of Ryan 
Chilton. 

 

 A  B 

Figure 5-35. Feeling chairs with the system during an indoor obstacle course. 
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 A  B 

Figure 5-36. Feeling chairs during an indoor obstacle course. 

 

 A  B 

Figure 5-37. A user walking along a bridge with the aid of the system. 

 

 A  B 

Figure 5-38. A user feeling brush to the left along a wooded trail. 
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 A  B 

Figure 5-39. A user detecting a tree along a trail. 

 

 A  B 

Figure 5-40. A user feeling a trash can marker and raising a hand to feel its height. 

 

 A  B 

Figure 5-41. A user feeling a low retaining wall, but not the traversable ground. 
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Figure 5-42. An individual who is blind using the system to navigate through bushes, 
May 18, 2014. Courtesy of Ryan Chilton. 

 
 

 A  B 

Figure 5-43. A test subject rounding a corner while feeling and avoiding a bush. 
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 A  B 

Figure 5-44. Two traffic barriers being detected by the stereo cameras. The one on the 
left is felt with the middle finger of the left hand. 

 
 

 A  B 

 C  D 

Figure 5-45. An object being felt up and down to determine its height. 
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 A  B 

Figure 5-46. A small tree being felt with the outer fingers of the left hand. 
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CHAPTER 6  
DISCUSSION AND CONCLUSIONS 

Discussion  

The attempt to design an intuitive navigation aid for people who are blind that 

gives them the ability to understand the 3D structure of their surroundings has been 

successful.  The ability for test subjects to quickly acclimate to the system’s feedback 

and be able to use it to navigate with as little as ten minutes of training is a testament to 

the intuitiveness of the system.  And the ability to freely explore the feedback field with 

the hands allows users to adopt different scanning modes that are better suited for 

different tasks.  When walking on a sidewalk for instance, users will hold their hands low 

and sweep their hands inward and outward.  When in an unknown environment, the 

hands will explore vertically as well as horizontally.  During the wall following test, the 

user tended to keep the hand feeling the wall extended and the other hand close to the 

body.  This design is very natural and flexible as it artificially extends the range of the 

hands which people are already familiar to using for sensory feedback.  Additionally, 

since the device employs remote sensing, things such as people, strollers, or pets can 

be felt without harm or embarrassment.  For instance, when walking along the beach, it 

would be much better to feel a sand castle with a virtual feedback field than by hitting it 

with a long cane. 

The addition of other features makes this more than just simply extending the 

range of one’s hands though.  If an object reaches a minimum proximity, then all the 

columns in that area of the disparity map will be set to a high value to ensure that a user 

will detect it regardless of whether the hands are held high or low.  Also, the ground 

plane removal provides a level of processing that makes the objects easier to 
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distinguish.  And the ability for the user to adjust the scaling parameter allows the 

system to be tuned to provide appropriate feedback for different navigation situations.   

The testing showed that the device can be learned relatively easily, and that with 

more experience, users are able to perform navigation faster and more confidently.  

Simple tests such as the obstacle distance test and obstacle height test that users 

performed showed the ability to explore and sense in all three dimensions was 

successful and it is expected that even greater fidelity could be accomplished through 

more training and with feedback fields that had more filtering to improve their 

consistency over time.  The obstacle course proved that users could navigate with both 

static and dynamic obstacles and since these tests were conducted in realistic 

conditions (outside, inside, paved, unpaved, areas with structures, and wooded trails) 

the results have more weight than if they had been conducted in uncluttered rooms with 

well controlled lighting.   

The prototype system demonstrated the capabilities of the concept, but also 

imposed some unwanted limitations.  The most noticeable limitation was the field of 

view of the stereo cameras, which was narrower than the field of view of human vision.  

Ideally, the system would be able to detect objects in a wide 180 degree field of view in 

front of the user.  This would prevent close objects from going undetected by the 

cameras and unnoticed by the user if the object is approached while the head is pointed 

in a different direction.  A wider field of view would also mitigate the need to scan with 

the head so much and objects could not slip under the field of view and then be absent 

from the feedback field.  Users could then walk more naturally with their head held level 

and sweep their hands in an even broader area to feel their surroundings.   
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The hand tracking system suffered from the same drawback.  While a lens with a 

wider angle would have improved the situation, a better hand tracking technology is 

making headway in the gaming market.  Systems that measure a magnetic field emitted 

by a base station are used to measure the absolute position and orientation of handheld 

controllers with a positional accuracy of 1 mm and a rotational accuracy of 1 degree.  If 

the magnetic base station was mounted on the body and the sensors were placed on 

the hands, this could produce a system without range limits on the hands so a much 

more extensive feedback field would be possible. 

When envisioning this system as a commercial product, there are many 

improvements that could be made to produce a system that is simpler than the 

prototype implementation.  The system may look something like that shown in Figure 

6-1.  Wide angle stereo cameras could be built into the frame of a pair of glasses.  The 

hand tracking system could be comprised of another small camera built into the glasses 

looking downward, or could be implemented with a magnetic field sensing system.  The 

computing resource could be reduced to a specialized embedded system which 

implemented the algorithms in hardware on an FPGA or specialized DSP chip, saving 

space and power.  The feedback gloves could be designed to be less encumbering by 

placing the vibration motor on the finger closer to the hand in order to leave the finger 

tips free to grasp small objects and read brail.  
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Figure 6-1. Rendering of what the system could look like if it were commercialized. The 
stereo cameras (A) could be built into a pair of glasses, magnetic hand 
tracking sensors (B) could be used to measure the pose of the hands, and all 
computing could be done on an embedded system (C). 

Future Work 

There are a couple specific areas that could be explored in future work.  One is 

the scheme used to convey geometry to the fingers and the other is the processing of 

the 3D geometry data performed before providing this information to the user.  In the 

current design, the sensed geometry is scaled down and the user can feel this model 

only when a finger touches or penetrates a surface.  There are a couple of alternatives 

that may achieve greater acceptance among users.  One method is to use an imaginary 

ray originating at the user’s chest which passes through the fingertip; that finger could 
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then be given a vibration whose strength is proportional to the proximity of the nearest 

object along that line.  Another scheme could be to use the orientation of the finger and 

construct an imaginary line that extends in the direction of the finger; that finger could 

then be given a vibration whose strength is proportional to the proximity of the nearest 

object pointed to by the finger.  Both of these schemes could potentially be more 

intuitive and the results would be interesting. 

The second area for exploration is in further processing the raw 3D data to 

provide additional clues about the user’s surroundings.  An algorithm that classified 

items such as doorways, stairs, signs, etc. could be used to convey more descriptive 

information, and information that cannot be gleaned from geometry alone, to a user.  

This could perhaps be done by activating a mode where touching something in the 

feedback field that has been classified triggers its verbal description to be played 

audibly.   Another possibility is to track moving obstacles like people, shopping carts, or 

cars and predict their expected trajectory for the next few seconds.  These trajectories 

could then be “blocked out” in the feedback field so that those areas do not seem like 

free space.  There is no end to the various types of additional processing that could be 

explored. 

Conclusions 

The field of navigation aids for people who are blind is still wide open for 

innovation, and methods developed for robotic navigation can be successfully applied to 

this area.  Both areas share many of the same goals and challenges so the predicted 

explosion of robotic devices and autonomous vehicles that will be interacting with 

unknown environments should drive advances in sensing and perception technology 

that will also apply to helping people without sight.  The most difficult part will be finding 
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appropriate and efficient ways of communicating this information to individuals through 

sensory substitution, but this system has been shown to communicate 3D geometric 

information necessary for navigation in an intuitive way.  This system is the first of its 

kind and has the potential to be further developed into a commercialized product that 

will give people who are blind a much richer picture of their environment.   

There are a myriad of sensory substitution devices which have been proposed 

and tested to help people with blindness, and the application of technology and 

research in this endeavor is very important.  Despite all these efforts, however, no 

systems have emerged that have been greeted with great acceptance besides simple, 

one-dimensional sonar based system.  This is almost certainly because the more 

advanced systems which collect more information about the environment do a poor job 

of conveying high quality information through an appropriate human interface.  By 

removing the ground plane and preserving only the important parts of the picture and by 

conveying this information in an easily explored tactile feedback field, this system has 

come closer to the goal of providing a better picture of the environment through non-

visual channels. 

The test results have shown that stereo vision is an excellent way of sensing the 

surroundings and can provide much of the information necessary to navigate.  The 

method used to track the hand locations could possibly be improved by using a 

magnetic field sensing system to increase the range of motion, but the concept was 

successfully demonstrated through the use of visual marker tracking.  The hand 

feedback scheme was useful to test subjects almost immediately who demonstrated 

their ability to both navigate and achieve an awareness of the general configuration of 
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objects around them through haptic exploration.  The system as a whole has shown 

much promise in improving how people without sight sense the world around them. 
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