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We have considered the problem of radiation therapy treatment planning for

cancer patients. Recent technological advancements have led to rapid development

and widespread clinical implementation of an external-beam radiation delivery

technique known as intensity modulated radiation therapy (IMRT). IMRT allows

for the creation of very complex non-uniform dose distributions that allow the

delivery of sufficiently high radiation doses to targets while limiting the radia-

tion dose delivered to healthy tissues. In IMRT, the patient is irradiated from

several beams, each of which is decomposed into hundreds of small beamlets, the

intensities of which can be controlled individually. We consider the problem of

designing a treatment plan (determining intensity of each beamlet, also referred as

intensity modulation) for IMRT when the beam orientations are given. We have

proposed a new formulation that incorporates all aspects which control the quality

of a treatment plan that have been considered to date. However, in contrast with

established mixed-integer and global optimization formulations, we do so while

retaining linearity of the optimization problem, and thereby ensuring that the

x



problem can be solved efficiently. We also developed a linear programming based

algorithm to integrate beam orientation optimization with intensity modulation.

We have developed neighborhood search methods based on fast sensitivity analysis

and greedy search based heuristics for solving this integrated problem.

Delivering complex dose distributions sometimes requires a set of very complex

beam cross sections (fluence profiles). The most widespread hardware to achieve

this is the multileaf collimator (MLC), and the most common mode of operation for

the MLC, called step-and-shoot delivery, is based on a decomposition of the fluence

profile into apertures with associated intensities. We develop network flow based

algorithms for solving this decomposition problem. Polynomial-time algorithms are

developed to solve the decomposition problem while accounting for the constraints

that the apertures must satisfy in one or more of the currently available commercial

IMRT equipment. We also consider the problem of integrating the problem of

intensity modulation with the final decomposition step. The problem is formulated

as a large-scale convex programming problem, and solved via a column generation

approach.
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CHAPTER 1
INTRODUCTION

Approximately 1.2 million U.S. citizens are newly diagnosed with cancer [19]

every year, and more than half of these cancer patients are treated by some form

of radiation therapy. Half of the patients treated with radiation (approximately

300,000 patients per year) may significantly benefit from conformal radiation ther-

apy. Despite sophisticated treatment, many patients who are initially considered

curable do in fact die of their disease. Others may suffer unintended side effects

from radiation therapy, sometimes severely reducing the quality of life. These

effects are due to radiation therapy treatment plans that often deliver too little

radiation dose to the targets, too much radiation dose to healthy organs, or both.

Thus, the preservation of healthy or functional tissues and hence the quality of

a patient’s life must be balanced against the probability of the eradication of the

patient’s disease. In this thesis, we have proposed several new linear program-

ming and network flow based approaches to designing improved radiation therapy

treatment plans.

During radiation therapy, beams of radiation pass through a patient, deposit-

ing energy along the path of the beams. This radiation kills both cancerous and

normal cells. Thus, the radiation therapy treatment must be carefully planned, so

that a clinically prescribed dose is delivered to cancerous cells while sparing normal

cells in nearby organs and tissues. Typically, there are several clinical targets that

we wish to irradiate, and there are several nearby organs, called critical structures,

that we wish to spare. Note that we usually treat targets which contain known

tumors, as well as regions which contain the possibility of disease spread or account

for patient motion. If we were to treat a patient with a single beam of radiation,

1
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it might be possible to kill all the cells in the targets. However, it would also risk

damaging normal cells in critical structures located along the path of the beam.

To avoid this, beams are delivered from a number of different orientations spaced

around the patient so that the intersection of these beams includes the targets,

which thus receive the highest radiation dose, whereas the critical structures receive

dose from some, but not all, beams and can thus be spared.

Conformal radiation therapy seeks to conform the geometric shape of the

delivered radiation dose as closely as possible to that of the intended targets.

In conventional conformal radiation therapy, this usually means that from each

beam direction we deliver a single beam with uniform intensity level whose

shape conforms to the beam’s-eye view (two-dimensional projection) of the

targets in the patient as seen from that beam. Recent technological advancements

have led to rapid development and widespread clinical implementation of an

external-beam radiation delivery technique known as intensity modulated radiation

therapy (IMRT). IMRT allows for the creation of very complex nonuniform

dose distributions that allow the delivery of sufficiently high radiation doses to

targets while limiting the radiation dose delivered to healthy tissues. These dose

distributions are obtained by dynamically blocking different parts of the beam. The

application of optimization techniques is essential to enable physicians, and thereby

patients, to fully benefit from the added flexibility that this technique promises.

1.1 Dissertation Summary

There are several aspects of IMRT treatment planning where optimization

may be applied. These aspects include the selection of beam number, selection of

beam orientation, selection of beam quality, selection of the fluence distributions

and their decomposition into deliverable sequences. Ideally, we would like to

build one integrated model that would consider all the goals and constraints

of the problem simultaneously and thus whose solution would provide a true
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globally optimal treatment plan. Though, we might succeed in formulating such

a model, it has an astronomical dimensionality and cannot be practically solved

by any currently feasible optimization algorithm. Therefore, in practice, this

optimization problem is typically broken into three subproblems that can be

solved or heuristically approximated. When solving the IMRT treatment planning

problem, the optimizations or decisions to be made are typically divided as such:

(i) determine the number and orientations at which radiation beams will be

delivered; (ii) determine the fluence map for each radiation beam selected in (i);

and (iii) determine a method of discretization of the fluence map produced in (ii) to

produce a deliverable treatment plan.

1.1.1 Fluence Map Optimization

The problem of designing an optimal radiation intensity profile in the patient

is often referred to as the fluence map optimization (FMO) problem. The goal of

this problem is to design a radiation therapy treatment plan that delivers a specific

level of radiation dose, a so-called prescription dose, to the targets. At the same

time to spare critical structures, it should be ensured that the level of radiation

dose received by these structures does not exceed some structure-specific tolerance

dose. These two goals are inherently contradictory if the targets are located in

the vicinity of critical structures. For example, tumors in the head-and-neck area

are often located very close to critical structures like spinal cord, brainstem, and

salivary glands. A common approach is to search for a radiation therapy treatment

plan that satisfies the prescription and tolerance dose requirements to the largest

extent possible.

In this thesis, we have proposed a new formulation that incorporates all

aspects that control the quality of a treatment plan that have been considered

to date. However, unlike mixed-integer and global optimization formulations

in the literature, our formulation is linear, thereby ensuring that the problem
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can be solved efficiently. We present a novel linear programming (LP) based

approach for efficiently solving the IMRT FMO problem to global optimality. Our

model overcomes the apparent limitations of a linear-programming approach by

approximating any convex objective function by a piecewise linear convex function.

This approach allows us to retain the flexibility offered by general convex objective

functions, while allowing us to formulate the FMO problem as a LP problem. In

addition, a novel type of partial-volume constraint that bounds the tail averages

of the differential dose-volume histograms of structures is imposed while retaining

linearity as an alternative approach to improve dose homogeneity in the target

volumes, and to attempt to spare as many critical structures as possible. The goal

of this work is to develop a very rapid global optimization approach that finds

high quality dose distributions. Implementation of this model has demonstrated

excellent results. We found globally optimal solutions for eight 7-beam head-

and-neck cases in less than 1 minute of computational time on a single processor

personal computer without the use of partial-volume constraints. Adding such

constraints increased the running times by a factor of 2-3, but improved the sparing

of critical structures. All cases demonstrated excellent target coverage, target

homogeneity and organ sparing.

1.1.2 Beam Orientation Optimization

Patients receiving radiation therapy are typically treated on a clinical radiation

delivery device called a linear accelerator. The radiation source is contained in

the accelerator head and can be viewed as a point source of high-energy photons.

The patient is immobilized with restraints on a couch, and the accelerator head

can rotate for a full 360◦ about a point, called “isocenter”, located one meter from

the source. In practice, it is common to use between 3 and 9 accelerator beam

orientations. Although additional degrees of freedom in the movement of the couch
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as well as the accelerator head are available, only a single, fixed couch location is

used in practice.

Typical commercially available IMRT treatment planning systems select

the beam orientations in an ad-hoc manner, and then optimization is done to

determine fluence profiles. Developing an algorithmic approach that simultaneously

determines optimal beam orientations and fluences will be of substantial value

to clinical IMRT practices. In this thesis, we describe a heuristic approach that

simultaneously addresses BOO and FMO. Our approach starts with some beam

orientations and repeatedly improves it by adding and dropping new beams. A

novel feature of our approach is that we determine the optimal beam intensities by

solving a linear programming problem and use the sensitivity analysis information

of this problem to identify beam orientations to be added. Our computational

results indicate that the methods developed can approximate the behavior of the

solution space very precisely and thus can guide the search in the correct direction.

1.1.3 Treatment Delivery

IMRT allows for the creation of very complex non-uniform dose distributions

that facilitates the delivery of sufficiently high radiation doses to targets while

limiting the radiation dose delivered to healthy tissues. However, IMRT often

requires very complex dose profiles. Because of very complex profiles in IMRT, it is

no longer possible to deliver these doses using styrofoam blocks (the conventional

method) as it would make the process very inefficient. Computer-controlled

Multileaf Collimators (MLCs) are thus introduced to deliver IMRT efficiently. The

problem of converting the dose profiles into a set of leaf sequence files that control

the movement of the MLC during delivery is referred to as the MLC sequencing

problem. To deliver a desired dose profile, the fluence maps are decomposed into

apertures (or shape matrices) with associated intensities (or beam-on time). The

MLC sequencing problem is to find a decomposition which minimizes the total
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number of apertures used and the sum of the corresponding intensities. The latter

problem is also referred as the total minimum BOT problem.

Because of physical limitations, the MLCs cannot deliver any random pattern

generated by the sequencing algorithm. In our work, we have proposed polyno-

mial time algorithms for solving the BOT problem while accounting for these

constraints. In particular, we prove that BOT is polynomially solvable even with

tongue and groove constraints (a correction which is needed to make sure that the

area between leaves in MLC is not seriously underdosed because of mechanical

arrangement).

The problem of determining minimum number of apertures to deliver a

fluence profile has been shown to be NP-hard; hence, it is unlikely to be solvable

in polynomial time. Thus, heuristics have been proposed for the sequencing

problem which minimizes the number of apertures used while also keeping a tab on

total BOT too. The heuristics currently used in practice are based on iteratively

extracting apertures from a given intensity matrix in an ad-hoc manner. As a

result, the apertures extracted might not satisfy all the constraints. In that case,

the apertures are changed iteratively to find a solution which does not violate

any constraints. Since the constraint violation is considered after the aperture

extraction, these two steps are not integrated, and this may yield very inefficient

shapes. We present a network-based formulation to integrate the extraction process

with constraint enforcement. We also develop very efficient methods to perform the

extraction process on these networks. This formulation can emulate most of the

existing methods to solve the MLC sequencing problem and can also potentially

improve them. Our formulation can thus serve as a unified platform to compare the

different formulations in the literature. We have also proposed a novel method to

extract the apertures. Our method outperforms the best reported method both in
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terms of BOT and number of set-ups used. The run time of our algorithm is on the

order of a fraction of a second.

1.1.4 Aperture Modulation

The MLC-based IMRT systems cannot directly deliver the fluence maps

determined by the FMO routine. Thus, these maps need to be discretized and

subsequently decomposed before delivery. However, the deterioration in the

solution quality of the plan on discretization is inevitable. This multi-stage

approach is also rigid in the sense that a sound trade-off between treatment

time and treatment plan quality cannot be made due to the decoupling of the

decomposition phase from the treatment plan optimization phase. Some empirical

evidence suggests that one can obtain high-quality treatment plans with only a

limited number of apertures. Recently, heuristic local search methods and mixed-

integer linear programming models for limited search space have been proposed

to address this issue. These approaches have been applied to head-and-neck and

prostate cancer cases. However, they are all heuristic in nature, and therefore an

optimal solution cannot be guaranteed. The key to obtaining the best apertures

seems to be to integrate the FMO and decomposition problems formally.

We address the problem of designing a treatment plan for IMRT that, unlike

established two-phase approaches, simultaneously determines an optimal set of

the shapes (or apertures) and their corresponding intensities. The problem is

formulated as a large-scale convex programming problem, and a column genera-

tion approach is developed to deal with the dimensionality of the problem. The

associated pricing problem determines, in each iteration, one or more apertures to

be added to our problem. Several variants of this pricing problem are discussed,

each corresponding to a particular set of constraints that the apertures must

satisfy in one or more of the currently available commercial IMRT equipment.

Polynomial-time algorithms for solving each of these variants of the pricing problem
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to optimality are presented. The effectiveness of our approach is demonstrated on

clinical data.

1.2 Contribution Summary

1.2.1 Fluence Map Optimization

1. We present a novel linear programming based approach for efficiently solving

the IMRT FMO problem to global optimality. The model overcomes the

apparent limitations of linear objective function by approximating convex

functions by piecewise linear functions.

2. We have also proposed a set of novel linear dose-volume histogram con-

straints. Unlike conventional dose-volume constraints, these constraints also

control the spread of dose distribution. These constraints are linear in nature

and can be included in the model without adding much complexity.

3. We tested our methodology on eight clinical cases of head-and-neck cancer

patients. Our results demonstrate that the linear model developed can

translate the physicist’s objectives very precisely. Average solution times for

the cases are under a minute.

1.2.2 Beam Orientation Optimization

1. We suggest an exact approach to solve the limited BOO problem that

exhaustively enumerates all possible orientations of equi-spaced beams and

solves a linear programming problem for each orientation. The best solution

obtained among these solutions is a global optimal solution for the case of

equi-spaced beam orientations.

2. We develop a neighborhood search based algorithm for integrating FMO with

BOO for the case of non-equispaced beam orientations.

3. We present extensive computational results of our algorithm. The compu-

tational results indicate that the algorithms developed can approximate the

BOO problem very well.
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1.2.3 Treatment Delivery

1. We consider the problem of decomposing a given fluence map in deliverable

sequences. Most of the practical delivery constraints are considered in the

formulation.

2. We prove that minimum BOT problem with or without Tongue & Groove

constraints is polynomially solvable.

3. We develop a network based algorithm to solve the BOT problem efficiently.

4. We develop a network based heuristic for the total sequencing problem (BOT

minimization and number of shape minimization). Our results demonstrate

that our algorithm outperforms the best reported method in literature.

1.2.4 Aperture Modulation

1. We consider the problem of integrating the fluence map generation problem

with the problem of decomposing the fluence map in deliverable sequences.

We have developed column generation based methods to tackle this problem

efficiently.

2. We develop network based models to incorporate important delivery con-

straints.

3. We perform an extensive computational analysis of our results. Our results

demonstrate that number of apertures used can be significantly reduced by

integrating the process of map generation and decomposition. Run time of

the instances is of the order of 15 minutes.



CHAPTER 2
FLUENCE MAP OPTIMIZATION

2.1 Introduction

During radiation therapy, beams of radiation pass through a patient, deposit-

ing energy along the path of the beams. This radiation kills both cancerous and

normal cells. Thus, the radiation therapy treatment must be carefully planned, so

that a clinically prescribed dose is delivered to cancerous cells while sparing normal

cells in nearby organs and tissues. Typically, there are several clinical targets that

we wish to irradiate, and there are several nearby organs, called critical structures,

that we wish to spare. Note that we usually treat targets which contain known

tumors, as well as regions which contain the possibility of disease spread or account

for patient motion. If we were to treat a patient with a single beam of radiation,

it might be possible to kill all the cells in the targets. However, it would also risk

damaging normal cells in critical structures located along the path of the beam.

To avoid this, beams are delivered from a number of different orientations spaced

around the patient so that the intersection of these beams includes the targets,

which thus receive the highest radiation dose, whereas the critical structures receive

dose from some, but not all, beams and can thus be spared (see Fig. 2–1).

Conformal radiation therapy seeks to conform the geometric shape of the

delivered radiation dose as closely as possible to that of the intended targets.

In conventional conformal radiation therapy, this usually means that from each

beam direction we deliver a single beam with uniform intensity level whose

shape conforms to the beam’s-eye view of the targets in the patient as seen from

that beam. Recent technological advancements have led to rapid development

and widespread clinical implementation of an external-beam radiation delivery

10
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Figure 2–1: Irradiating a head-and-neck cancer patient using beams from different
directions.

technique known as intensity modulated radiation therapy (IMRT) (see Webb [81]).

IMRT allows for the creation of very complex non-uniform dose distributions that

allow the delivery of sufficiently high radiation doses to targets while limiting

the radiation dose delivered to healthy tissues. These dose distributions are

obtained by dynamically blocking different parts of the beam. The application of

optimization techniques is essential to enable physicians, and thereby patients, to

fully benefit from the added flexibility that this technique promises.

Patients receiving radiation therapy are typically treated on a clinical radiation

delivery device called a linear accelerator. The radiation source is contained in

the accelerator head and can be viewed as a point source of high-energy photons.

The patient is immobilized with restraints on a couch, and the accelerator head

can rotate for a full 360◦ about a point that is 1 meter from the source, called the

isocenter. An IMRT capable accelerator is equipped with a so-called multi-leaf

collimator system, which is used to generate the desired dose distribution at a given

angle. Although additional degrees of freedom in the movement of the couch as well
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as the accelerator head are available, it is common in practice to use only a single,

fixed couch location, and consider a very limited number (3-9) of locations of the

accelerator head in the circle around the isocenter.

Given the locations of the accelerator head, the problem of designing an

optimal radiation density profile in the patient is often referred to as the fluence

map optimization (FMO) problem. The goal of this problem is to design a radiation

therapy treatment plan that delivers a specific level of radiation dose, a so-called

prescription dose, to the targets, while on the other hand sparing critical structures

by ensuring that the level of radiation dose received by these structures does not

exceed some structure-specific tolerance dose. These two goals are inherently

contradictory if the targets are located in the vicinity of critical structures. This

is especially problematic for certain cancers, such as tumors in the head-and-neck

area, which are often located very close to for instance the spinal cord, brainstem,

and salivary glands. A common approach is to search for a radiation therapy

treatment plan that satisfies the prescription and tolerance dose requirements to

the largest extent possible.

All commercially available IMRT treatment planning systems, as well as most

of the research in the medical physics literature to date, use local search (such as

the conjugate gradient method; see, e.g., Shepard et al. [70], Xing and Chen [87],

Holmes and Mackie [34], Bortfeld et al. [12]) or simulated annealing techniques

(see, e.g., Rosen et al. [62], Mageras and Mohan [43], Webb [78, 79]) to find a

satisfactory treatment plan. In a recent comprehensive review of the radiation

therapy literature, Shepard et al. [69] surveyed many techniques previously used,

including some simple linear and convex programming formulations of the problem.

More recent operations research approaches are multi-criteria optimization (see,

e.g., Hamacher and Küfer [32]; Bortfeld et al. [16]), and mixed-integer linear

programming (see, e.g., Lee et al. [40, 41]).
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In this dissertation, we propose a new approach to the FMO problem. The

strength of our approach is that we are able to enrich existing models by incorpo-

rating common measures of treatment plan quality while retaining linearity, and

thereby efficient solvability, of the problem. The efficiency of linear programming,

in turn, allows us to consider extended models that incorporate additional aspects

of the problem that have been heretofore ignored in the IMRT literature.

This chapter is organized as follows. In Section 2.2, we will formalize the

radiation treatment planning problem and discuss various modeling issues. Then, in

Section 2.3, we will present our formulation of the FMO problem, which balances

the trade-off between radiation of the targets and critical structures, as a linear

programming problem. In Section 2.4, we discuss the results of our approach on ten

clinical data sets, and compare these results with an operational planning system

that is widely used. Extensions of the model are discussed in Section 2.5, and we

end the chapter with some remarks on the clinical importance of our models and

results in Section 2.6.

2.2 Notation and Dose Calculation

The targets and critical structures (together simply referred to as structures)

are irradiated using a predetermined set of beams, each corresponding to a partic-

ular beam angle. For each beam angle, we have a rectangular or square aperture,

typically of size 10× 10 cm2 to 20× 20 cm2. Each of these apertures is decomposed

or discretized into small beamlets, typically of size 1 × 1 cm2, yielding on the order

of 100-400 beamlets per beam. A 2-dimensional matrix is used to represent the

position and intensity of all beamlets in a beam. Each element in this matrix is

called a bixel, and its value represents the intensity (or, more correctly, fluence; see

Webb and Lomax [82]) of the corresponding beamlet. We denote the number of

bixels contained in all beams by N . The core task in IMRT treatment planning is

to find radiation intensities (sometimes also called weights) for all beamlets. We
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will denote the decision variable representing the weight of beamlet i by xi, and the

vector of all beamlet weights by x ∈ R
N
+ .

We denote the total number of structures by S, and the number of targets by

T . For convenience, we assume that the targets are indexed by s = 1, . . . , T , and

the critical structures by s = T + 1, . . . , S. Furthermore, each of the structures

s is discretized into a finite number vs of cubes, typically of size 4 × 4 × 4 mm3.

In the context of radiation therapy, these cubes are usually called voxels. The

number of voxels required to accurately represent the targets and surrounding

critical structures is typically around 100,000. Note that, in general, structures

may overlap. For instance, if a target has invaded a critical structure, some voxels

will be in both the target and the critical structure (see Fig. 2–2 for an example).

However, in our model we associate a unique (i.e., dominant) structure with each

voxel, based on a priority list of all structures (where targets usually have the

highest priorities, followed by the critical structures). Note that this is not carried

over to our treatment planning system, where the obtained treatment plans are

always appropriately evaluated using the original, overlapping, structures. As a

Figure 2–2: Targets (PTV1, PTV2) and critical structures (RPG: right parotid
gland, SC: spinal cord).
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beamlet of radiation passes through a patient, it deposits an amount of energy

along its path that decreases with the distance traveled. Each beamlet therefore

affects a large number of voxels in the patient. Clearly, each voxel receives dose

from several beamlets. Although not entirely accurate, it is common practice to

represent the relationship between the beamlet intensities and the dose received by

voxels in a linear way. Letting Dijs denote the dose received by voxel j in structure

s from beamlet i at unit intensity, we can express the dose received by each voxel

as a function of the beamlet intensities x as follows:

Djs(x) =
N
∑

i=1

Dijsxi j = 1, . . . , vs; s = 1, . . . , S.

2.3 Model Formulation

The methods described in this chapter have been published in Romeijn et al.

[59].

2.3.1 A Basic Linear Programming Formulation

The basic constraints in a FMO problem are hard bounds on the dose received

by the structure of the following form:

(F1) Deliver a minimum prescription dose, say L, to all voxels in the targets

(where voxels in different targets may have different prescription doses).

(F2) Do not deliver more than a maximum tolerance dose, say U , to all voxels in

both targets and critical structures (where voxels in different structures may

have different tolerance doses).

Constraints (F1) ensure a high likelihood of eradicating the disease, while

constraints (F2) for the critical structures ensure a high likelihood that the func-

tionality of these structures is retained. In addition, constraints (F2) for the targets

represent the undesirability of delivering very high doses (or very non-uniform

dose distributions) to targets. Constraints of this type are often referred to as

full volume constraints, since they need to be satisfied everywhere in a particular
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structure. Such constraints are particularly important for targets, as well as for

certain structures such as the spinal cord or brainstem, where even exposing a very

small volume in the structure to a dose above the upper bound can cause a loss of

the functionality of the entire structure.

The full volume constraints that need to be satisfied by a treatment plan,

characterized by the beamlet intensities x, can easily be expressed as follows

Djs(x) ≥ Ls j = 1, . . . , vs; s = 1, . . . , T

Djs(x) ≤ Us j = 1, . . . , vs; s = 1, . . . , S

where Ls and Us denote the lowerbound and upperbound, respectively, on the

dose received by all voxels in structure s. In practice, not all plans satisfying these

constraints are equally desirable. Unfortunately, no satisfactory method or scientific

basis for distinguishing between different solutions has been established. Thus,

there is no obvious fundamental or a priori form for the objective function. We will

follow a widely used approach, in which we define, for each structure, a penalty

function of the dose received by the voxels in that structure. Denoting the penalty

function for structure s by Fs we obtain the following objective function to be

minimized
S
∑

s=1

1

vs

vs
∑

j=1

Fs(zjs).

The scaling term 1/vs is included to ensure that the penalty functions are insen-

sitive to the relative sizes of the structures found in different problem instances.

Together with the full volume constraints, this leads to our basic model for FMO

minimize

S
∑

s=1

1

vs

vs
∑

j=1

Fs(zjs)
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subject to (FMO1)

N
∑

i=1

Dijsxi = zjs j = 1, . . . , vs; s = 1, . . . , S

zjs ≥ Ls j = 1, . . . , vs; s = 1, . . . , T

zjs ≤ Us j = 1, . . . , vs; s = 1, . . . , S

xi ≥ 0 i = 1, . . . , N

zjs free j = 1, . . . , vs; s = 1, . . . , S.

Typical penalty functions that have been proposed in the literature have a

value proportional to the dose received by all voxels, or only by voxels in critical

structures (see Rosen et al. [63]). A more sophisticated objective function is ob-

tained when the penalty is equal to the absolute deviation of the dose received from

a prescription or tolerance dose (see Shepard et al. [69]). Since large deviations

from the prescription or tolerance dose are considered to be much more important

than small deviations, a much more frequently used alternative is to use a weighted

least squares objective function. Since lower doses in critical structures are always

preferred to higher doses, for voxels in these structures the penalty function is

generally one-sided, i.e., only surpluses over the tolerance dose are penalized in the

objective function.

We propose to write the penalty function for structure s as the sum of two

functions

Fs(z) = F U
s (z) + F O

s (z).

The former term accounts for the underdose penalty, and the latter term accounts

for the overdose penalty. We usually start by choosing the two terms to be one-

sided polynomials with respect to an underdose threshold T U
s and an overdose
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threshold T O
s , respectively

F U
s (z) = βU

s max(0, T U
s − z)pU

s

F O
s (z) = βO

s max(0, z − T O
s )pO

s

where βU
s , βO

s ≥ 0 and pU
s , pO

s ≥ 1 to ensure convexity of the penalty function.

Typically, for critical structures we will have βU
s = 0, representing that only voxels

that are overdosed (with respect to the overdose threshold) are penalized. Note

that in our standard formulation we have assumed that the penalty functions are

the same for all voxels in a particular structure. In general, we may of course even

relax this assumption by allowing for an individual penalty function for each voxel

(see, for example, our extended model in Section 2.5.2). In Fig. 2–3, we illustrate

some examples of penalty functions.

Figure 2–3: Examples of penalty functions for a target and a critical structure.

To allow us to formulate the FMO problem as a purely linear programming

problem, we approximate the resulting penalty functions by piecewise linear

convex functions (as illustrated in Fig. 2–3). With such penalty functions, we can

reformulate (FMO1) as a purely linear programming problem using one of two
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approaches. In the first approach (see, e.g., Murty [44]), we associate a decision

variable, say zk
js, with the kth linear segment (out of a total of Ks segments) in

the piecewise linear convex penalty function for each voxel (j, s). Each of these

variables has a zero lower bound and an upper bound given by the size of the

segment. The dose to a voxel is then given by the sum of all segment variables for

that voxel. Letting ak
s denote the slope of the kth segment for structure s, and wk

s

the width of that segment, we add the following decision variables and constraints

to (FMO1)

Ks
∑

k=1

zk
js = zjs j = 1, . . . , vs; s = 1, . . . , S

zk
js ≤ wk

s k = 1, . . . , Ks; j = 1, . . . , vs; s = 1, . . . , S

zk
js ≥ 0 k = 1, . . . , Ks; j = 1, . . . , vs; s = 1, . . . , S

and write the objective as

minimize
S
∑

s=1

1

vs

vs
∑

j=1

Ks
∑

k=1

ak
jsz

k
js.

Note that the convexity of the penalty function implies that the slopes of

the segments are increasing as the dose increases, so that any linear programming

solution will use the segments in order, from left to right, so that the penalties are

correctly determined.

The second approach is based on the observation that the piecewise linear

convex penalty function may be written as the maximum of a set of linear penalty

functions, say

Fs(zjs) = max
k=1,...,K′

s

{

bk
szjs + ck

s

}

.
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We then introduce a decision variable, say tjs, for each voxel (j, s) that

represents the penalty for that voxel, which leads to a simple linear objective

minimize
S
∑

s=1

vs
∑

j=1

tjs.

We then ensure that the correct penalty is applied to each voxel by adding

constraints that bound the penalty variables from above by each of the linear

functions. More formally, we add the following decision variables and constraints to

the model

bk
szjs + ck

s ≤ tjs k = 1, . . . , K ′
s, j = 1, . . . , vs; s = 1, . . . , S

tjs ≥ 0 j = 1, . . . , vs; s = 1, . . . , S.

To give an impression of the dimensions of this problem, we study the number

of decision variables and constraints for a typical problem instance when employing

the first approach for implementing the piecewise linear objective functions, as

we have done in this study. If we formulate problem (FMO1) using piecewise

linear penalty functions with kO segments for overdosing and kU segments for

underdosing, we will have a total of

N + kU

T
∑

s=1

vs + kO

S
∑

s=1

vs

intensity and dose variables. The model will have

T
∑

s=1

vs + 2
S
∑

s=1

vs

constraints. In a typical problem instance, we would have about N = 1, 000-

2, 000 beamlet intensities, about
∑T

s=1 mvs = 10, 000 voxels in targets, and about

∑S

s=1 vs = 100, 000 voxels in all structures combined. Furthermore, we usually

employ kU = 4 segments for underdosing and kO = 2 segments for overdosing in

the piecewise linear objective function. This would lead to a linear programming
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problem with approximately 240,000 decision variables and 220,000 constraints.

Often, a reduction in the number of voxels used to represent critical structures

can significantly reduce the problem dimensions without significantly affecting the

solutions. However, even when the number of voxels in all structures combined is

reduced to say
∑S

s=1 vs = 20, 000, we will still obtain a problem with approximately

80,000 decision variables and 50,000 constraints.

2.3.2 The Dose-Volume Histogram

Unfortunately, in most practical situations there does not exist a feasible

treatment plan as defined above, as it is usually impossible to satisfy the full

volume constraints for each voxel in the target volumes as well as all critical

structures. There will be some voxels in the target volumes that have to be

underdosed and some voxels in the critical structures that have to be overdosed.

The task of the physician is to somehow make a sound trade-off between violations

of conflicting bound constraints.

The tool that is most commonly employed by physicians to make such

trade-offs and judge the quality of a treatment plan is the so-called (cumulative)

Dose-Volume Histogram (DVH). This histogram specifies, for a given target or

critical structure, the fraction of its volume that receives at least a certain amount

of dose. More formally, for a given structure s, such a histogram is a nonincreasing

function

Hs : R+ → [0, 1]

where Hs(d) is defined as the relative volume of the part of a structure that

receives d units of dose or more. Clearly, Hs(0) = 1 and limd→∞ Hs(d) = 0. Using

the finite representation of all structures using voxels, the DVH for structure s

under beamlet intensities x can be expressed as

Hs(d; x) =
|{j = 1, . . . , vs : Djs(x) ≥ d}|

vs
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i.e., the value of the DVH at dose d is precisely the fraction of voxels in the

structure who receive a dose of at least d units. For instance, in Fig. 2–4 below,

the point on the DVH for the target (indicated by the right vertical dotted line)

indicates that approximately 95% of the target volume receives at least 73.8 units

of dose (usually measured in Gray (Gy)). Similarly, the point on the DVH for

the critical structure (indicated by the left vertical dotted line) indicates that

approximately 26% of the critical structure receives in at least 30 Gy. In the

remainder of this chapter, a generic DVH will be denoted by the function H(d; x).

Figure 2–4: Examples of Dose-Volume Histograms for a target and a critical struc-
ture.

We can now enhance our model for FMO by including constraints that control

the shape and location of the DVHs for all structures. In the next section, we will

discuss how to model such constraints.

2.3.3 Constraints on the Dose-Volume Histogram

Constraints on the shape and location of a DVH are often referred to as

partial volume constraints. Such constraints can be viewed as a type of soft bound

constraints on the dose received by a structure, since the corresponding bounds

only need to be satisfied by a fraction of the voxels in a particular structure.
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Traditional partial volume constraints. Traditionally, optimization models have

been formulated that incorporate constraints on the shape and location of the DVH

of a structure of the following form:

(P1) At least a fraction α of the voxels in a target receive a dose of at least Lα:

H(Lα; x) ≥ α.

(P2) At least a fraction α of the voxels in a structure receive a dose of at most Uα:

H(Uα; x) ≤ α.

Clearly, the full volume constraints incorporated in our basic model (FMO1)

can be viewed as constraints on the DVHs of the structures by choosing α = 1.

To date, there have been two main approaches to deal with traditional partial

volume constraints. The first (heuristic) approach is to deal with such constraints

by adding an appropriate nonlinear penalty term to the objective function that

penalizes solutions that do not satisfy the partial volume constraints. Such

heuristic approaches have been proposed by Bortfeld et al. [15], and have been

incorporated into quadratic programming-based algorithms for the FMO problem

(see, e.g., Oelfke and Bortfeld [45], Wu and Mohan [83], Cho et al. [24], Spirou

and Chui [74], Deasy [30]), or a simulated annealing algorithms (see, e.g., Carol et

al. [20], Cattaneo et al. [21], Cho et al. [23]). The resulting objective function is

nonconvex, and the quality of the treatment plans obtained by heuristics that have

incorporated this approach to handling partial volume constraints has not been

established.

The second (exact) approach is to handle the nonlinearity of the constraints

by introducing a binary variable, say yα
js, for each voxel (j, s) and each partial

volume constraint, which represents whether (value 1) or not (value 0) this voxel

receives at least Lα
s (in the case of a lower partial volume constraint on a target)
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or at most Uα
s units of dose (in the case of an upper partial volume constraint on

a target). This approach results in a very large-scale mixed integer programming

problem (see, e.g., Langer et al. [37] and Lee et al. [40, 41]). In particular, a single

lower partial volume constraint for some target structure s can be incorporated in

(FMO1) by adding

zjs ≥ Lα
s yα

js j = 1, . . . , vs

vs
∑

j=1

yα
js ≥ dαvse

yα
js ∈ {0, 1} j = 1, . . . , vs

for one or more suitable values of α. Similarly, a single lower partial volume

constraint for some structure s can be incorporated in (FMO1) by adding

zjs ≤ Uα
s yα

js + M(1− yα
js) j = 1, . . . , vs

vs
∑

j=1

yα
js ≥ dαvse

yα
js ∈ {0, 1} j = 1, . . . , vs

for one or more suitable values of α. Note that each partial volume constraint

imposed on a structure requires the introduction of a set of binary variables and

corresponding constraints as given above.

Both the heuristic and the exact approach significantly change the nature and

the difficulty of the optimization problem, to a nonlinear global optimization prob-

lem or a very large-scale mixed-integer programming problem, respectively. Both

these approaches require large amounts of computation time for realistically sized

problems, prohibiting a real-time solution of clinically relevant models. For exam-

ple, using the typical problem dimensions mentioned in Section 2.3.1, we would

need 10,000 binary variables for each traditional partial volume constraint applied

to the targets. As alternatives for the partial volume constraints, constraints that
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limit the variability in beamlet weights have been proposed (see Shepard et al.

[69]), as well as constraints that limit the variability in the dose received by voxels

within targets (see Hamacher and Küfer [32]). However, these types of constraints

do not offer sufficient flexibility to influence the shape of the DVHs.

A new class of partial volume constraints. The problem of formulating con-

straints on the DVH resembles, to a large extent, a problem that has received much

attention in the financial engineering literature, in particular in risk management.

Constraints on the DVH in that context are constraints on the cumulative dis-

tribution function of (usually investment) risks, and are notoriously difficult to

solve. However, recently an alternative approach that formulates risk management

constraints not in terms of the probability distribution function of risk, but rather

in terms of so-called tail averages has been developed. It has been shown that

this approach leads to a purely linear system of constraints. We will apply this

methodology, which has been developed in Rockafellar and Uryasev [56, 57] and

Uryasev [77], to the FMO problem.

Instead of traditional DVH constraints, we propose to incorporate, in addition

to the hard lower and upper bounds on the dose received by each of the structures,

alternative partial volume constraints of the following form:

(P′
1) The average dose received by the subset of a target of relative volume 1 − α

receiving the lowest amount of dose must be at least equal to Lα.

(P′
2) The average dose received by the subset of a structure of relative volume

1− α receiving the highest amount of dose may be no more than Uα.

To compare the traditional DVH constraints and our DVH constraints, it is

useful to considering the following equivalent (although less intuitive) formulation

of the traditional partial volume constraints:

(P1) The maximum dose received by the subset of a target of relative volume 1− α

receiving the lowest amount of dose must be at least equal to Lα.
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(P2) The minimum dose received by the subset of a structure of relative volume

1− α receiving the highest amount of dose may be no more than Uα.

Note that the difference between the traditional DVH constraints and our new

DVH constraints lies in the fact that we constrain the average dose in a tail of a

given size as opposed to the maximum or minimum dose in that tail. Figure 2–5

illustrates the two types of DVH constraints for a particular dose density function.

(Note that the DVH is obtained from the dose density function by computing the

upper tail integrals, i.e., if the dose density function is denoted by h(d; x) then

H(d; x) =
∫∞

d
h(δ; x)dδ. In the medical physics literature, the dose density function

is often referred to as the differential DVH.)

Figure 2–5: Traditional and new (lower) DVH constraints for a target.

Our approach has two major advantages. From a treatment quality point of

view, it not only controls the extent to which a soft bound is violated, but also

the actual magnitude of the violation. From a computational point of view, our

approach yields a linear programming problem, while (as mentioned above) the

traditional partial volume constraints would either yield a very large-scale mixed-

integer programming or a global optimization problem. Since very large-scale linear
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programming problems can be solved very rapidly, our approach allows a user

to investigate many more high quality candidate treatment plans, obtained with

different soft and hard bound constraints.

To formulate partial volume constraints of the type described above, it will

be convenient to define a loss function, to allow us to treat the lower and upper

bound constraints using the same methodology. For a target, low radiation doses

are undesirable; we therefore define a loss function that is the negative of the dose

calculation function

Ljs(x) = −Djs(x) j = 1, . . . , vs; s = 1, . . . , T

For all structures, very high dose levels are undesirable; the corresponding loss

function is given by the dose calculation function itself:

Ljs(x) = Djs(x) j = 1, . . . , vs; s = 1, . . . , S.

In the following, we will introduce and describe the concepts of Value-at-Risk

and Conditional Value-at-Risk in terms of a general loss function Ljs(x).

The Value-at-Risk (VaR) at level α (for short, the α-VaR) is the smallest loss

value with the property that no more than 100(1− α)% of structure s experiences a

larger loss. More formally, the α-VaR is defined as

ζα
s (x) = − sup{ζ ∈ R : Hs(ζ; x) ≥ α} (2.1)

when the loss function L is used, and

ζα
s (x) = inf{ζ ∈ R : Hs(ζ; x) ≤ 1− α} (2.2)

when the loss function L is used. The Conditional Value-at-Risk (CVaR) at level

α (for short, the α-CVaR) is then the average of all losses that exceed the α-VaR.
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Rockafellar and Uryasev [56] show that the α-CVaR can be computed as

φα
s (x) = min

ζ∈R

{

ζ +
1

(1− α)vs

vs
∑

j=1

(Ljs(x)− ζ)+
}

. (2.3)

If the inequality in the appropriate definition of the α-Var in equation (2.2) or

(2.1) is binding, the minimum in equation (2.3) is attained by the α-VaR, so that

we have

φα
s (x) = ζα

s (x) +
1

(1− α)vs

vs
∑

j=1

(Ljs(x)− ζα
s (x))+ . (2.4)

Otherwise, equation (2.3) suggests that the α-VaR should be redefined slightly

to appropriately account for the discrepancy in the size of the tail. Equation (2.4)

can be explained by recalling that the α-CVaR is equal to the mean value of all

loss values exceeding the α-VaR. This mean is determined by first determining

the α-VaR value for a particular α (see Fig. 2–6(a) for the upper 80%-VaR of a

typical target dose density). Next, we determine the normalized tail distribution of

the losses exceeding the α-VaR as well as its mean (see Fig. 2–6(b)). Finally, the

mean of the tail distribution is translated back by adding the α-VaR to it, thereby

undoing the earlier offset (see Fig. 2–6(c)).

For each structure, we may now define a set of soft bounds on losses (i.e., low

and high tail averages). For targets, these will be in the form of lower bounds Lα
s

for α ∈ As, where As is a (finite) subset of (0, 1), and upper bounds Uα
s for α ∈ As,

where As is a (finite) subset of (0, 1) (s = 1, . . . , T ). For the organs at risk, these

will be in the form of only upper bounds Uα
s for α ∈ As, where As is a (finite)

subset of (0, 1) (s = 1, . . . , S).

In case a target has invaded a critical structure, any partial volume constraints

that we wish to apply to that critical structure should be applied to the entire

critical structure rather than only the part of the critical structure outside the

target. We implement this by formulating such CVaR constraints to only apply
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(a)

(b)

(c)

Figure 2–6: Computation of (upper) Conditional Value-at-Risk.
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to the part of the critical structure outside the target, by suitably (re)defining the

fraction α.

2.3.4 An Enhanced LP Formulation with Dose-Volume Histogram Constraints

We can now summarize our partial volume constraints in terms of the intensity

variables characterizing a treatment plan x:

− φα

s
(x) ≥ Lα

s α ∈ As; s = 1, . . . , T (2.5)

φ
α

s (x) ≤ Uα
s α ∈ As; s = 1, . . . , S (2.6)

where φ and φ indicate whether the loss function L or L is being used, respectively.

We can now use the reformulation of constraints (2.5)-(2.6) as described in Rock-

afellar and Uryasev [56] and Uryasev [77], which leads to the following enhanced

formulation of the FMO problem:

minimize

S
∑

s=1

1

vs

vs
∑

j=1

Fs(zjs)

subject to (FMO2)

N
∑

i=1

Dijsxi = zjs j = 1, . . . , vs; s ∈ S

zjs ≥ Ls j = 1, . . . , vs; s = 1, . . . , T

zjs ≤ Us j = 1, . . . , vs; s = 1, . . . , S

ζα

s
−

1

(1− α)vs

vs
∑

j=1

(

ζα

s
− zjs

)+

≥ Lα
s α ∈ As; s = 1, . . . , T (2.7)

ζ
α

s +
1

(1− α)vs

vs
∑

j=1

(

zjs − ζ
α

s

)+

≤ Uα
s α ∈ As; s = 1, . . . , S (2.8)

xi ≥ 0 i = 1, . . . , N

zjs free j = 1, . . . , vs; s = 1, . . . , S

ζα

s
free α ∈ As; s = 1, . . . , T

ζ
α

s free α ∈ As; s = 1, . . . , S.
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Finally, observe that equations (2.7) and (2.8) can easily be reformulated as

purely linear ones by introducing artificial variables, leading to a linear program-

ming formulation of the FMO problem.

Note that CVaR partial volume constraint applied to a structure s would,

after reformulation using artificial variables, add vs + 1 variables and constraints

to the linear programming model. With the reduced typical problem dimensions as

mentioned in Section 2.3.1, we would, for example, add about 10,000 variables and

constraints to the model when a CVaR constraint is applied to the targets. Due to

the linearity of the problem, such problem sizes remain manageable.

It is interesting to note that, when α is chosen to be equal to 0, the corre-

sponding lower and upper α-CVaR values in fact coincide, and are equal to the

mean dose in the entire structure. The mean dose received by all voxels in a struc-

ture is sometimes also considered to be an important measure of the adverse effect

of radiation therapy on certain critical structures, such as salivary glands. The

CVaR constraints can then be simplified to so-called mean dose-constraints

1

vs

vs
∑

j=1

Djs(x) ≥ M s s = 1, . . . , T

1

vs

vs
∑

j=1

Djs(x) ≤ M s s = 1, . . . , S.

2.4 Results

To test our models, we have studied cases of head-and-neck cancer patients

where the primary reason for using IMRT is to preserve salivary function while

obtaining adequate target coverage. Three-dimensional treatment planning data

for ten head-and-neck cancer patients were exported from a commercial patient

imaging and anatomy segmentation system (VoxelQ, Philips Medical Systems)

at the University of Florida Department Of Radiation Oncology. These data

were then imported into the University of Florida Optimized Radiation Therapy
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(UFORT) treatment planning system and used to generate the data required by the

model described in Section 2.3.

The UFORT System generated a voxel grid with a voxel spacing of 4 mm,

resulting in between 58,665 and 195,506 voxels. To reduce the size of the optimiza-

tion models, we increased the voxel spacing to 8 mm for unspecified tissue. This

resulted in an approximately 2-3 fold reduction in computation time. However,

the plans were evaluated using the original finer voxel grid. Table 2–1 shows the

dimensions and solution times for the ten cases. These results were obtained on a

2.8 GHz Pentium 4 laptop computer with 1 GB of RAM, and using CPLEX 8 as

our linear programming solver.

Table 2–1: Model size and run times.

case run time (sec.) # beamlets # voxels
1 48 1,017 17,471
2 52 1,195 19,543
3 104 1,745 36,136
4 164 1,804 38,724
5 52 1,182 17,466
6 32 1,015 14,147
7 56 1,178 22,300
8 62 1,090 19,417
9 29 921 15,416

10 155 2,073 30,664

As our planning criteria, we have adopted the criteria published in two studies

of the Radiation Therapy Oncology Group [65, 66] with minor modifications.

Summarizing the most important criteria, the goal was to treat two targets:

Planning Target Volume 1 (PTV1) and Planning Target Volume 2 (PTV2), which

contains PTV1. PTV1 consists of actual identified disease, while PTV2 is an

expansion of PTV1 to account for microscopic spread of disease as well as a margin

to account for the possibility of patient and target movement and patient setup

uncertainty. PTV1 should be treated to a prescription dose level of DPTV1
Rx

= 73.8

Gy, and PTV2 should be treated to a prescription dose level of DPTV2
Rx

= 54 Gy. In
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particular, this means that at least 95% of each target should receive the prescribed

dose, no more than 1% of each target should be underdosed by more than 7%,

and no more than 20% of the high-dose target should be overdosed by more than

10%. For the four salivary glands (LPG: left parotid gland, RPG: right parotid

gland, LSG: left submandibular gland, and RSG: right submandibular gland), the

criterion for sparing is that either no more than 50% of the voxels in the gland

receive a dose exceeding 30 Gy, or the mean dose to the gland is no more than

26 Gy. No voxels in the spinal cord (SC) should receive a dose exceeding 45 Gy,

and no voxels in the brainstem (BS) should receive a dose exceeding 54 Gy. To

prevent undesirable levels of overdosing in unspecified tissue to avoid side effects of

treatment, less than 1% of the corresponding voxels should receive more than 65

Gy. For all ten cases, we designed plans using seven equispaced beams at nominal

settings, i.e., their orientation was not optimized for the individual patients.

We tuned the parameters of our model by manual adjustment using three of

the patient cases, resulting in the parameter values shown in Tables 2–2 and 2–3.

To ensure feasibility, we also included linear penalizations of violations of the hard

as well as the CVaR bounds with very steep slopes (in the range 108-1012). Similar

to Tsien et al. [76]), we found that high powers of dose difference lead to excellent

results.

Table 2–2: Values of the coefficients of the voxel-based penalty functions.

s T C
s = T H

s Ls βC
s pC

s Us βH
s pH

s

PTV1 DPTV1
Rx

+ 2.5 DPTV1
Rx

− 0.5 7,500 12 DPTV1
Rx

+ 5.5 7,500 6

PTV2 DPTV2
Rx

+ 2 0.93DPTV2
Rx

75,000 12 DPTV1
Rx

+ 5.5 75,000 6

Tissue 35 0 0 – DPTV1
Rx

+ 5.5 8,000,000 5

LPG 0 0 0 – DPTV1
Rx

+ 5.5 350,000 4

RPG 0 0 0 – DPTV1
Rx

+ 5.5 350,000 4

LSG 0 0 0 – DPTV1
Rx

+ 5.5 150,000 4

RSG 0 0 0 – DPTV1
Rx

+ 5.5 150,000 4

SC 28 0 0 – 40 150 3
BS 33.6 0 0 – 48 200 3
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Table 2–3: Values of the coefficients for the CVaR constraints.

Lower CVaR-constraints Upper CVaR-constraints

s α Lα
s α Uα

s

PTV1 0.90 0.97DPTV1
Rx

0.99 1.07DPTV1
Rx

PTV2 0.90 0.96DPTV2
Rx

0.95 1.1DPTV2
Rx

LPG – – 0.60 26
RPG – – 0.60 26
LSG – – 0.60 26
RSG – – 0.60 26

To test robustness of the parameter values thus obtained, the tuned model was

then applied to all ten cases. We chose to approximate the piecewise polynomial

penalty function by two PWL segments for underdosing, four segments for target

overdosing, and two segments for critical structure doses. The relevant properties

of the treatment plans are shown in Table 2–4 below. Note that the criteria for all

omitted structures (including spinal cord and brainstem) were satisfied in all cases.

Table 2–4: UFORT automated treatment-planning results for ten head-and-neck
cases.

Case

Structure Criterion 1 2 3 4 5 6 7 8 9 10

All pass/fail pass pass pass pass pass pass pass fail pass pass

PTV1 % ≥ DPTV1
Rx

95 95 95 95 95 95 95 95 95 95

PTV1 % ≥ 0.93DPTV1
Rx

100 100 100 100 100 100 100 100 100 100

PTV1 % ≥ 1.1DPTV1
Rx

5 6 0 1 5 8 3 3 1 0

PTV2 % ≥ DPTV2
Rx

96 97 98 98 98 96 96 96 96 96

PTV2 % ≥ 0.93DPTV2
Rx

99 100 100 99 99 99 99 99 99 100

Tissue dose @ 1% 60 57 55 57 60 59 56 57 58 58
LPG % ≥ 30 Gy 19 19 26 13 29 20 7 27 17 7

mean dose 19 19 17 14 25 21 11 24 18 14
RPG % ≥ 30 Gy 22 – 25 18 1 26 35 22 26 26

mean dose 19 – 17 17 11 23 28 22 26 26
LSG % ≥ 30 Gy 28 14 – 20 30 – 18 – 30 16

mean dose 26 20 – 24 25 – 20 – 21 19
RSG % ≥ 30 Gy – – – 35 25 – – 78 – –

mean dose – – – 31 26 – – 41 – –
SC % ≥ 45 Gy 0 0 0 0 0 0 0 0 0 0
BS % ≥ 54 Gy 0 0 0 0 0 0 0 0 0 0
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As can be seen in Table 2–4, nine out of ten cases passed all of the treatment

planning criteria mentioned above. The only failure occurred in case 8, where the

right submandibular gland could not be spared. (However, note that in this case

61% of this gland is actually located inside the target, and should thus receive a

dose far exceeding the 30 Gy partial volume constraint.) To ensure 95% coverage

of PTV1 at DPTV1
Rx

= 73.8 Gy, we normalized all plans before evaluating the other

criteria. These results demonstrate that our model has the ability to produce

high quality results that satisfied all or most of the published clinical criteria in a

limited amount of time.

In Fig. 2–7, we illustrate the solution to case 5 by showing cumulative DVHs

for targets, salivary glands, spinal cord, and unspecified tissue for the solution

found, as well as an example of isodose curve for an axial CT slice. These findings

have been published in Romeijn et al. [59].

2.5 Extensions

In this section, we will discuss two important issues in the determination of a

good set of fluence maps (one for each beam) that have not been addressed to date,

but can be incorporated in our model while retaining linearity of the problem.

2.5.1 Restoring Fractionation

The vast majority of IMRT treatment plans are not delivered to a patient

in a single session, but rather as a sequence of daily treatments (often called

fractions) over an extended period of time (usually on the order of 4-8 weeks), to

take advantage of the fact that healthy cells recover faster than cancer cells. The

majority of conventional conformal external-beam radiotherapy has been developed

using a narrow range of dose delivered per fraction (see, e.g., Cheng and Das [27]

and Brockstein and Masters [17]). This range has typically been limited to 1.8-2

Gy per daily fraction. Instead of a single fluence map set, we therefore in fact need
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(a)

(b)

Figure 2–7: (a) Cumulative DVHs from the solution for case 5. (b) Overlay of axial
CT isodose curves (45, 54, 73.8 Gy) and structures (PTV1, PTV2, Spinal cord,
Right parotid gland) for the solution for case 5.
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to determine multiple fluence map sets for each patient. We will next discuss the

problems with the current practice of this issue.

In typical clinical cases, a distinction is made between two or more targets.

For example, we may distinguish between two Planning Target Volumes, say PTV1

and PTV2. If the gross disease is located in PTV1, this target will require a higher

dose than PTV2. For instance, adopting the dose levels from the previous section,

PTV1 may require 73.8 Gy, while PTV2 requires only 54 Gy. With conventional

conformal radiation therapy, treatments were typically carried out using several

different conformal plans that were manually designed for each target dose level.

For example, one conformal plan would then be used to treat PTV2 to 54 Gy in

30 daily fractions of 1.8 Gy, while another conformal plan would treat PTV1 to an

additional 19.8 Gy using 11 daily fractions of 1.8 Gy, ensuring a single dose per

fraction for all targets.

With the advent of IMRT, it has become a practical impossibility to reproduce

this constant dose-per-fraction delivery technique. This is due to the fact that it

has become a standard of practice in commercial planning systems to only solve

a single FMO problem. The single treatment plan is then simply divided into a

number of daily fractions. However, if a single plan is optimized to deliver dose to

multiple target-dose levels, then the dose per fraction delivered to each target must

change in the ratio of a given dose level to the maximum dose level.

There are essentially two approaches that are used in practice to deal with

this issue. The first is to set the highest target-dose level to the traditional dose

per fraction and allow lower-dose targets to be treated at lower doses per fraction.

In the example above, this would mean that 41 daily fractions are employed,

each delivering 1.8 Gy to PTV1 for a total dose of 73.8 Gy, as desired. However,

such a scheme would then yield a dose of 54/41 = 1.32 Gy per daily fraction to

PTV2. The concern with this approach is that the lower-dose targets may not
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receive sufficient cell kill, so the total prescription doses are often increased for

these targets to yield a higher dose per fraction. The second approach is to set the

lowest target-dose level to the traditional dose per fraction and allow higher-dose

targets to be treated at higher doses per fraction. In the example above, this would

mean that 30 daily fractions are employed, each delivering 1.8 Gy to PTV2 for a

total dose of 54 Gy, as desired. However, such a scheme would then yield a dose of

73.8/30 = 2.46 Gy per daily fraction to PTV2. The concern with this approach is

that the higher-dose targets receive much higher daily doses that could result in an

increase in undesirable side effects.

To avoid having different doses delivered per fraction to different target-dose

levels, multiple fluence map sets must be produced. The only way to achieve

this using currently available commercial systems is to determine these sets

independently, which is clearly suboptimal. It is also possibly dangerous and

requires extra care in reviewing the cumulative plan, as critical structure sparing is

not ensured for the cumulative dose delivered. In this section, we extend our model

to allow for the simultaneous optimization of multiple fluence map sets, one for

each target-dose level. This will allow IMRT practitioners to reproduce traditional

dose fractionation schemes and take advantage of the clinical experience that has

been developed with these.

In order to optimize multiple fluence map sets (one for each target or

prescription-dose level) simultaneously, we define decision variables represent-

ing the intensity of beamlet i in fluence-map set f as xif , and the decision vector

of all beamlet intensities in fluence-map set f by xf . We then express the dose

received by each voxel in fluence-map set f as a linear function of the beamlet

intensities as follows, analogous to the expression for Djs(x):

Df
js(xf ) =

N
∑

i=1

Dijsxif j = 1, . . . , vs; s = 1, . . . , T ; f = 1, . . . , T
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where we have assumed, for notational simplicity, that all targets have a distinct

prescription dose level.

For voxels in critical structures, the relevant dose is the cumulative dose

received in all fluence-map sets. However, the situation is more complicated for

targets. For notational convenience, we will assume in this section that the targets

are ordered in increasing order of prescription dose. This means that in fluence

map set f , we are interested in treating all targets with a prescription dose larger

than or equal to Tf . However, an underdosing of voxels in these targets in earlier

fluence-map sets cannot be compensated for in the current fluence-map set, as

this would allow the optimization to change the dose delivered per fraction. We

therefore define an artificial cumulative dose received by target voxels in the first f

fluence-map sets as the sum of the prescription dose for the preceding fluence-map

set and the dose received in fluence-map set f . Denoting the prescription dose for

fluence map set f by Pf , we define

D̃f
js(xf) = Pf−1 + Df

js(xf ) j = 1, . . . , vs; s = 1, . . . , T ; f = 1, . . . , T.

In the optimization problem, we will denote the artificial doses by the decision

variables z̃f
js.

In the objective function, we penalize the artificial cumulative doses for target

voxels in each fluence-map set according to the appropriate target-dependent

penalty function. Each fluence-map set will only see the target voxels that are

included in its dose level. To this end, we define vf =
∑T

s=f vs to be the number

of target voxels that are treated in fraction f (f = 1, . . . , T ). In addition, the

true cumulative dose received by target voxels will be penalized as unspecified

tissue for each fluence-map set that does not see it (where we have assumed that

unspecified issue is the highest-numbered structure, S). Finally, we penalize the

true cumulative dose received by voxels in all critical structures as in our single
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FMO model. Grouping the penalty terms by fraction, this leads to the following

objective function

T
∑

f=1

{

1

v1 − vf + vS

[

f−1
∑

s=1

vs
∑

j=1

FS

(

Ps +

T
∑

`=s+1

z`
js

)

+

vs
∑

j=1

FS

(

T
∑

`=1

z`
jS

)]

+
1

vf

T
∑

s=f

vs
∑

j=1

Ff (z̃
f
js) +

S−1
∑

s=T+1

1

vs

vs
∑

j=1

Fs

(

T
∑

`=1

z`
js

)}

.

Grouping the penalty terms by structure leads to the equivalent objective function

T
∑

s=1

vs
∑

j=1

{

s
∑

f=1

1

vf

Ff (z̃
f
js) +

(

T
∑

f=s+1

1

v1 − vf + vS

)

FS

(

Ps +

T
∑

`=s+1

z`
js

)}

+
S−1
∑

s=T+1

vs
∑

j=1

T
∑

f=1

1

vs

Fs

(

f
∑

`=1

z`
js

)

+

(

T
∑

f=1

1

v1 − vf + vS

)

vs
∑

j=1

FS

(

T
∑

`=1

z`
jS

)

.

It is clear that we may incorporate full and partial volume constraints cor-

responding to the targets for each individual fluence-map set, as well as full and

partial volume constraints corresponding to all structures for the aggregate treat-

ment plan. Using the same reformulation as mentioned before, the model allowing

for fractionation can again be formulated as a linear program when the penalty

functions are chosen to be piecewise linear and convex.

Figure 2–8 illustrates the similarity of the cumulative DVHs for case 3 ob-

tained using our models for a single fluence map set (solid lines) and for two fluence

map sets (dashed lines). The run time of the single-FMO model was 104 seconds,

while the run time of the multiple-FMO model was 215 seconds.

2.5.2 Incorporating Spatial Effects: The 2-Dimensional DVH

The DVH that is often used in practice to evaluate and compare treatment

plans seems to contain a major shortcoming: it ignores spatial effects. In conven-

tional conformal radiation treatment planning, regions of (in particular) the target

structures that receive less than some pre-specified target or prescription dose are

typically found on the periphery of the structure. Since the target usually includes
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Figure 2–8: Cumulative DVHs from the solutions obtained using our model with
and without accounting for fractionation.

some safety margin around the actual tumor, the consequences of these regions that

are underdosed are usually minor. However, in IMRT treatment planning, it is very

possible that underdosed regions actually appear in the core of the target, which

can have potentially very serious effects. Since the DVH only measures the fraction

of the structure that receives at least a certain dose, it is inherently incapable of

distinguishing between a treatment plan with underdosing near the boundary of

the target and a treatment plan with underdosing near the core of the target, when

both underdosed regions are similar in size and amount of dose received. This

problem is further amplified by the fact that we are dealing with 3-dimensional

structures.

One possible approach may to dealing with this problem is to assign weights to

voxels, and modify the penalty function used in the model accordingly:

S
∑

s=1

∑vs

j=1

(

σU
jsF

U
s (z) + σO

jsF
O
s (z)

)

∑vs

j=1

(

σU
js + σO

js

)

where σU
js and σO

js are weighting factors for voxel j in structure s associated with

underdosing and overdosing, respectively. For example, we may assign a higher

weight to voxels that are deep inside a target (i.e., far away from the boundary of
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the target). For critical structures, we may assign a higher weight to voxels that are

farther away from the targets.

To demonstrate the application of spatial information to critical structures, we

applied a spatially dependent importance to the unspecified tissue that increased

linearly with distance from the surface of the union of all targets for case 6. Case 6

was found to have unacceptable overdoses at large distances from the targets and

near the brainstem (see Fig. 2–9). We applied the spatial penalty to attempt to

solve the former problem. We found that overdosed regions in the plan could be

significantly reduced at the cost of lowering the target coverage for the low-dose

target from 96% to 92% volume at DRx
. The dramatic improvement in dose to

tissue, with reductions of up to 20 Gy, is shown in Fig. 2–9. The final trade-off

between the two candidate plans should be made by a physician. Fig. 2–10 shows

the DVHs corresponding to the original plan and the plan obtained using spatial

correlations.

Figure 2–9: An axial isodose distribution from the original case 6, the spatially
corrected case 6, and the difference between the two distributions.

An alternative would be to add an extra dimension to the DVH. Dempsey

et al. [31] and Chao et al. [22] introduced a 2-dimensional generalization of the

DVH that is a convenient tool for recognizing the presence of regions of over or
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Figure 2–10: An overlay of DVH for case 6 with and without applying spatial
penalties.

underdosing in unacceptable locations. The generalized DVH, which we call a

2-dimensional dose-volume-distance histogram (2D DVDH) has both dose as well

as a distance measure as its arguments. The distance measure could, for instance,

be chosen as the distance to the boundary of a target, where outside the target the

actual distance is used, and inside the target the negative of the actual distance is

used. The DVH would then be a function

H : R+ × R→ [0, 1]

where H(d, r) denotes the volume of the part of a structure that receives d units of

dose and has a distance measure of at most r, relative to the volume of the part of

the structure that has a distance measure of at most r. Denoting the set of voxels

in structure s that have a distance measure of at most r by Vs(r), we have

Hs(d, r; x) =
|{j ∈ Vs(r) : Djs(x) ≥ d}|

|Vs(r)|
.
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This clearly generalizes the usual concept of a DVH, since

lim
r→∞

Hs(d, r; x) = Hs(d; x).

Note that the 2-dimensional DVH essentially creates a DVH for each set Vs(r).

It is clear that, in a similar manner as for the original DVH, we may incorporate

CVaR-constraints on the 2-dimensional DVH, thereby more closely controlling

the dose distribution in each structure. Further development of the concept and

application of the 2D DVH is a topic for future research.

2.6 Concluding Remarks

The linear programming models that we developed have been applied to real-

sized clinical problems and show great promise to advance the state-of-the-art of

IMRT radiation-therapy treatment plan optimization. The models are flexible and

extendable, allowing for the incorporation of multiple fluence-map optimization to

provide traditional dose fractionation and the incorporation of spatial correlations

into the objective function to allow for spatial control over treatment plan features.

Restoring traditional dose fractionation is extremely important since a vast body

of knowledge and clinical experience exists with prescription dose levels based on

constant daily dose fractions delivered to targets, while only limited knowledge

exists about the effects of treating different targets using different doses per

fraction. Incorporating spatial correlations provides us with the possibility of

controlling the location of overdosing and underdosing. For example, overdosing

tissue or a saliva gland very near to a target, or underdosing a target near a spinal

cord may be acceptable, while underdosing central regions in a target or overdosing

critical structures away from targets is not acceptable. Models that only employ

structure-dependent voxel-based penalty functions and DVH constraints are blind

to these differences and will not be able to distinguish between certain clinically

acceptable and unacceptable plans in a satisfactory manner.
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Our clinical experience shows that commercial treatment planning systems

use heuristic methods, which occasionally terminate or get trapped in local

minima, corresponding to inferior treatment plans. Furthermore, in current

practice, generating a single IMRT treatment plan can require up to 20 minutes

of computation time, and many trials may be required to produce a clinically

acceptable treatment plan. This situation frustrates attempts by treatment

planners to achieve good treatment plans by logically adjusting the model input

parameters, even if a good solution exists. Furthermore, these heuristics often have

no means to determine within a reasonable amount of computational time whether

or not a given solution is indeed optimal. Our approach has shown to consistently

provide good treatment plans with a single set of problem parameters. In cases

where trade-offs must be made, the computational efficiency of our approach makes

it feasible to quickly generate alternative plans by adjusting some of the problem

parameters, emphasizing or de-emphasizing certain conflicting goals based on

the initial plan. Finally the combination of control over solutions (through DVH

constraints and spatial correlations) and the efficiency of our model allows the

treatment planner to evaluate many more plans than currently feasible, allowing for

the design of superior treatment plans for patients.



CHAPTER 3
BEAM ANGLE OPTIMIZATION

3.1 Introduction

When solving the IMRT treatment planning problem, the optimizations or

decisions to be made are typically divided as such: (i) determine the number and

orientations at which radiation beams will be delivered; (ii) determine the fluence

map for each radiation beam selected in (i); and (iii) determine a method of de-

composition of the fluence map produced in (ii) to produce a deliverable treatment

plan. While subproblems (ii) and (iii) have typically required optimization for a

high quality result, beam orientations from subproblem (i) are often selected ad-hoc

in concordance with previous conformal therapy practices.

In all commercially available systems for treatment planning, these subprob-

lems are considered separately as well. There is, however, a growing realization

that much better solutions may be obtained by using a more formal approach of

integrating these optimization problems. Recently, the integration of pairs of these

subproblems is being investigated, at least in some limited way. Examples include

integration of (i) and (ii): Crooks et al. [26], Das et al. [29], Pugachev and Lei [51],

Pugachev and Xing [53], Pugachev et al. [52], Pugachev and Xing [54], Pugachev,

Boyer et al. [50], Webb [80]; (ii) and (iii) Bednarz et al. [9], Cho and Marks [25],

Seco et al. [67], Shepard et al. [68], Siebers et al. [71]; and (i) and (iii) Otto and

Clark [49] into single models. These integrated approaches can provide the most

desirable outcome as they allow one to perform a single optimization that considers

all of the aspects of both subproblems simultaneously. When subproblems are

considered independently and sequentially, the solutions are often not optimal with

respect to all of the goals and constraints of both problems. This is particularly

46



47

important in light of the recent progress made by Alber et al. [4] in elucidating the

degeneracy of the optimized solutions of the FMO problem (assuming of course

that one has the optimal solution). In this work, it is noted that FMO problem

solutions are often highly degenerate, possibly allowing for subproblem integration

with sub-problem (i) without significant deterioration of the solution. However, the

task of integrating requires very efficient algorithms for solving the subproblems to

combat the increased dimensionality of the problem.

Figure 3–1: Demonstration of degrees of freedom of an accelerator. [86]

Beam-orientation optimization (BOO) presents a significant mathematical

challenge as the introduction of beam-orientation degrees of freedom (see Fig. 3–1

for demonstration of rotational and translational degrees of freedom of a com-

mercial accelerator) into a FMO problem results in either a nonconvex objective

function, even if the objective function was convex for the original FMO problem

(Bortfeld et al. [13]) or a problem with disjoint feasible solutions spaces (Lee et

al. [41]). In either case, this leads to the existence of local minima and a hard

problem to solve. Thus, integration of the BOO and FMO problems have made use

of heuristics based on conventional conformal radiation therapy. The approaches

that have been proposed to date for optimizing the beam angles can be categorized
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into two broad classes. In the first approach (Das and Marks [28], Pugachev and

Lei [51], Rowbottom et al. [64]), each candidate beam angle is given a numerical

rating based on its effect on the targets and critical structures. Then, a prespecified

number of beams, say p, with the best numerical ratings are selected. The second

approach, studied by Pugachev and Xing [54], and Pugachev et al. [50], is a local

search based approach. Initially, p beam positions are selected, and corresponding

beamlet intensities are determined. Then, one or more beam positions are changed,

new beam or beamlet intensities are determined, and the impact of this change

is assessed. Generally, if the change improves the treatment plan, the change is

made; otherwise another change is considered. This process is then repeated it-

eratively. Variants of this approach as part of a simulated annealing or genetic

algorithm framework have also been implemented and studied (Langer et al. [38],

Wu and Mohan [83], Wu and Zhu [84]). While many of these studies have found

that optimizing beam angles can significantly improve the resulting treatment

plan, the above approaches are somewhat limited as it is well known that the true

influences of a set of gantry angles on the final dose distribution is not known until

optimization of the beam intensity profile is performed. Moreover, owing to the

heuristic nature of the algorithms, the current methodologies cannot provide a fair

comparison between plans with different numbers of beams.

In a typical commercial available IMRT treatment planning system, the beam

orientations are selected in an ad-hoc manner, and then optimization is done to

determine beam fluences. Developing an algorithmic approach that integrates

beam orientation optimization (BOO) with the fluence map optimization (FMO)

and simultaneously determines beam orientations and beam fluences will be of

substantial value to clinical IMRT practices. In this work, we describe a heuristic

approach to integrate BOO with FMO. Our approach starts with a set of beam

orientations and repeatedly improves it by adding and dropping new beams at
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different orientations. A novel feature of our approach is that we determine the

optimal beam intensities by solving a linear programming problem and use the

sensitivity analysis information of this problem to identify beam orientations to

be added. Our computational results indicate that the methods developed can

approximate the behavior of the solution space very precisely and thus can guide

the search in correct direction.

This chapter is organized as follows. In Section 3.2, we discuss the methodol-

ogy used for formulating the BOO problem. We also present two exact approaches

for BOO problem in this section. In Section 3.3, we discuss neighborhood search

based heuristics based on sensitivity and greedy search based routines. In Section

3.4, we present the results and finally conclude the findings in Section 3.5.

3.2 Methodology

Our algorithm to integrate BOO with FMO relies on the linear programming

formulation FMO1 of the FMO problem given in Section 2.3. In formulation FMO1,

hard upper and lower bounds are imposed on the dose received by a voxel. In

this chapter, we will discuss the formulation with the implicit assumption that

these bounds are enforced as soft bounds and thus, are part of the objective

function now. The formulation FMO1 has been further extended in Section 2.3 to

incorporate the dose-volume histogram (DVH) constraints. For simplicity, in this

chapter, we have not dealt with these constraints. The concepts discussed in this

chapter can be easily extended to accommodate these set of constraints without

much impact on the complexity of the problem.

3.2.1 A Mixed Integer Linear Programming Formulation for the BOO Problem

We will now use our formulation FMO1 to develop a mixed integer linear

programming (MILP) formulation of the BOO problem. In this formulation, we
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define an integer variable yl for each l ∈ B as follows:

yl =











1, if beam at orientation l is used

0, otherwise

We refer to yl’s as beam variables. In terms of these beam variables and the

beamlet intensity variables (xi’s), the BOO can be formulated as:

minimize

S
∑

s=1

1

vs

vs
∑

j=1

Fjs(zjs) (3.1)

subject to

∑

i∈N

Dijsxi = zjs j = 1, . . . , vs; s = 1, . . . , S (3.2)

∑

i:i∈Nl

xi ≤ Myl l ∈ B (3.3)

∑

l∈B

yl ≤ p (3.4)

yl = {0, 1} l ∈ B (3.5)

xi ≥ 0 i ∈ N (3.6)

(3.7)

and M is a sufficiently large number.

In this formulation, the constraints (3.2) represent the dose received by

the voxels in terms of the beamlet intensities. The constraints (3.3) ensure that

beamlets coming from a beam cannot take positive intensity values unless the

corresponding beam is turned on. Finally, the constraint (3.4) states that no more

than p beams are turned on.

Let us now investigate the size of this MIP formulation. Let us consider 72

possible beam orientations discretized at 5◦ intervals (such as, 0◦, 5◦, 10◦, 15◦,. . . ,

355◦, which gives 72 integer variables yl’s denoting which beams will be turned

on. For each beam variable yl, we have around 150 beamlet variable, xi giving
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a total of 11,800 beamlet variables. In addition, we have 100,000 voxel variables

zjs. The formulation consists of 40,000 constraints. We attempted to solve this

problem using CPLEX 8.0, the state-of-the-art commercial solver which could not

solve it optimally or near-optimality in 3 days on a Pentium IV 2.8 Ghz computer.

It appears that MIP of this type and size are very difficult to solve by general

purpose codes in acceptable running times. Thus, we need special-purpose heuristic

methods that can solve BOO effectively and efficiently. We next describe such an

approach.

3.2.2 Searching the Solution Space for Equispaced Beams

The feasible solution space of the possible beam orientations is very large.

Suppose that we allow candidate beam orientations to be multiples of 5◦. Then,

we have 360◦/5◦ = 72 choices of beam orientations. Suppose further that we

are interested in a five beam plan. Then, there are 72C5= 13,991,544 possible

combinations of beam orientations. In principle, we can solve the BOO problem by

considering each possible set of beam orientations and solving a FMO problem for

each of these orientations. The set of beam orientations which yields the minimum

objective function value of the FMO problem gives the global optimal solution of

the BOO problem. However, this approach entails solving too many FMO problems

and is too time-consuming to be of much practical use.

One possible approach to limit the size of the search space of possible beam

orientations is to consider only equi-spaced beam orientations. Though highly

constrained, equi-spaced beams sets have been demonstrated to yield high quality

plans, as beams cannot be too closely spaced without incurring significant hot

spots at shallow beamlet intersections in the patient. For the equi-spaced beam

orientations case, we solve the BOO problem in the following manner. (We

illustrate our method for the five beam case and translation to different number

of beams is straightforward.) We consider the equi-spaced beams at angles 0◦,



52

72◦, 144◦, 216◦, and 288◦ and solve a FMO problem to determine optimal beamlet

intensities; let z0 denote the objective function value of this FMO problem. We

next rotate all the beams by 1◦ to obtain a new set of beam orientations 1◦, 73◦,

145◦, 217◦, and 289◦, and solve a FMO problem to determine optimal beamlet

intensities with z1 as the corresponding objective function value. We again rotate

all the beams by 1◦, and repeat this process. After this process has been repeated

72 times, we obtain the starting set of beam orientations and the process is

terminated. Now, we compare the objective function values z0, z1,. . . , z71, and the

set of beam orientations corresponding to the lowest objective function value is the

optimal solution of the BOO problem.

The preceding method requires solving 72 FMO problems for the five beam

case. In general, for the case of L beams, it will require solving b360/Lc FMO

problems.

Though this approach is far more practical than enumerating all non-

equispaced beam orientations, it is still a time-consuming approach. We can

speed up this process further by rotating the beam orientations by a number larger

than 1◦. For example, if we rotate the beam orientations by 5◦, then the beam

orientations considered by this approach will be {0◦, 72◦, 144◦, 216◦, 288◦}, {5◦,

77◦, 149◦, 221◦, 293◦}, . . . , {65◦, 137◦, 209◦, 281◦, 353◦}, and we need to solve

b72/5c=14 FMO problems. Our linear programming problem (1) for the FMO

problem can typically be solved within a minute, and hence the BOO problem can

be solve within 15 minutes which is acceptable from the clinical point of view. We

present computational results of this approach in Section 3.4.

3.3 Neighborhood Search Algorithm

We will now discuss a more advanced search method. The BOO problem is a

discrete optimization problem, where we need to select p beams out of a discrete

set of 72 beams. Neighborhood search algorithms are the most popular algorithms
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to solve discrete optimization problems. A neighborhood search algorithm typically

starts with an initial feasible solution of an optimization problem, and repeatedly

replaces it by an improved solution in its neighborhood until it cannot be improved

any more. Let us represent any feasible solution feasible solution of the BOO

problem by set (x,y) where vector x gives the intensities of beamlets in the beams

that are turned on and the boolean vector y indicates if the beam at different

orientations are on or off. Given a feasible solution (x,y) of the BOO problem,

the neighborhood search algorithm defines a set of neighboring solutions that are

obtained by perturbing the solution y to another solution in its neighborhood.

Let us denote the neighborhood by yneighbor. We will describe later in detail how

we define the neighborhood of a solution. We evaluate each neighbor in yneighbor

and try to identify a neighbor y′, whose objective function value z(x′,y′) is less

than current objective function value z(x,y). If we find an improved neighbor y ′,

we replace y by y′, define the new neighborhood with respect to the new solution

and repeat this process. If we are unable to find an improved neighbor of y, we

declare y to be a local optimal solution and the algorithm terminates. Below is the

summary of the steps of our neighborhood search algorithm for the BOO problem.

Step 0. Obtain an initial feasible solution (x,y) of BOO;

Step 1. If there exists a neighbor y′ ∈ yneighbor with z(x′,y′) < z(x,y), go to step

2. Else, go to step 3.

Step 2. Replace y by y′. Go to step 1.

Step 3. Output (x,y) as a local optimal solution of BOO.

In the following sections, we will describe the steps of the neighborhood search

algorithm in detail.

3.3.1 Finding an Initial Feasible Solution

In search algorithms, the convergence speed and the quality of the final

solution usually depend on the quality of initial solution. So, it is important to find
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a good quality solution to start the search. We discuss two methods to find a good

initial solution for the neighborhood search algorithm.

An equispaced beam plan. We can assume that the initial feasible solution

beams are equi-spaced. Recall from Section 3.2.2 that if we consider 5◦ discretiza-

tion of beam orientations, then there are 14 distinct equi-spaced beam orientations

sets. We experimented with two possibilities: (i) when we select any arbitrary set

of equi-spaced beam orientations; or (ii) when we consider each distinct equi-spaced

beam orientation, solve a FMO for each orientation, and select the best beam

orientation. We found in our computational investigations that though the second

possibility gave the better initial solutions, the final solution obtained when the

neighborhood search algorithm terminated, had comparable objective function

values. We thus selected an arbitrary set of equi-spaced beam orientations as the

initial solution since it can be found without any computational effort.

A gradient based approach for generating good initial solution. In this sub-

section, we will develop a methodology to decide the goodness of a beam to be

selected using concepts similar to the sensitivity analysis in linear programming. In

this method, we start with a 0-beam plan and then beams are added progressively

to the existing set. Each new beam is chosen in such a way that it aids the existing

beams in achieving better coverage of tumor while sparing the healthy organs. The

method analyzes individual beamlets and decides their usefulness by their potential

to improve the objective function. This information is then used to decide goodness

of the beams.

By replacing the dose expressions zjs in the objective function in formulation

FMO1 by the dose calculation functions
∑

i∈N

Dijsxi, the FMO problem can be given

as (Note that the hard upper and lower bounds imposed on dose received by a

voxel will be enforced by penalizing these in the objective function)
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minimize w(x) =
S
∑

s=1

vs
∑

j=1

Fjs

(

∑

i∈N

Dijsxi

)

subject to xi ≥ 0 i ∈ N

which is a convex optimization problem with just non-negativity constraints. Note

that in this section, the objective functions are the convex differentiable functions

mentioned in Section 2.3.1. We do not use the piecewise linear equivalent of the

functions here. Now, let us define some notations here. At some bixel intensity

solution x, define gradient

ρ+
i =

∂w(x)

∂xi

ρ−
i =











−∂w(x)
∂xi

, if xi > 0

0 if xi = 0

For a small change in the intensity of bixel i, ρ+
i represents the improvement

in the objective function per unit increase in the intensity of bixel i. It is easy to

observe here that a bixel i with negative ρ+
i will improve the objective function

if its intensity is increased. It can also be observed that lower (more negative)

the value of ρ+
i is, the more promising the bixel is. Similarly, ρ−

i represents the

improvement in the objective function per unit decrease in the intensity of bixel i.

We propose to decide the goodness of a beam based on the gradient informa-

tion of the bixels in the following way:

i) At any solution x, evaluate the gradient ρ+
i for all the bixel (i ∈ Nb) in beam

b.

ii) Denote the set of useful bixels Ub = {i : ρ+
i < 0, i ∈ Nb}.

iii) Define the goodness of the beam b as the sum of the gradients of the bixels

in set Ub, i.e., Goodness(b) =

(

−
∑

i∈Ub

ρ+
i

)

.
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Using the steepest gradient approach for deciding goodness of beams, we

can generate a good p-beam plan in the following way. We evaluate the gradient

information of the beams and calculate the goodness of the beams based on this

information. The beam with maximum goodness is chosen. Then, we formulate a

FMO problem for beams selected and solve the LP formulation to get the optimal

solution. At the optimal solution, the beamlet gradient information is calculated.

Using this information, the goodness of the beams which are not currently active

is evaluated. The beam with maximum goodness is chosen to be selected next.

Repeating the process p times gives us an initial p-beam plan. The algorithm for

this scheme is given below.

Step 0. Set x0
i = 0, ∀i ∈ N . Set yb = 0 ∀b ∈ B. Set t = 0.

Step 1. At solution xt, evaluate the goodness of the beams not included in the

vector y. Find the best beam (say, beam l) from this information. Set

yl= 1. Set t = t+1.

Step 2. If t = k, stop. Else, formulate the FMO problem for the beams turned on

in vector y and solve to get new FMO solution xt and go to step 1.

In the results section, we demonstrate that this scheme does better than

scheme 1. In most of the cases, the initial solutions are of better quality and thus

result in lesser number of iterations of neighborhood search.

3.3.2 The Neighborhood Search Algorithm

Our search algorithms are drop-add algorithms. At each step, we drop one

beam and try to find a better beam in its vicinity. Say, beam l(at angle α) was

dropped. We will refer to the beams which are not perturbed in this iteration as

fixed beams. We define the vicinity of the beam by beams with are no more than

β degrees apart from beam l. The candidate beams are selected at some discrete

steps (say, 5◦) in the range (α − β, α + β). Then, for the iteration when beam l is

dropped and a candidate beam is being searched for, the neighborhood , yneighbor is
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defined as,

yneighbor
b = 1, if yb = 1, for all b ∈ B, b 6= l

yb=1, for a beam chosen in vicinity of beam l

yb=0, otherwise

Beams cannot be too closely spaced without incurring significant hot spots at

shallow beamlet intersections in the patient. So, the candidate beams include only

those beams which are at least γ(say 15◦) apart from the fixed beams.

Figure 3–2: The neighborhood of a 4-beam plan.

Complete enumeration of the neighborhood. We have developed very fast

(typical run-time, less than a minute) LP models to solve the FMO problems. We

can use these as the basic routines for the neighborhood search. Say, for example,

for every set of beams in yneighbor, we can formulate an LP and solve the FMO to

find the optimal objective. After solving FMO for all the instances in the set, we

can compare their objective values to find the best beam set in the neighborhood.

Steepest descent method. A complete enumeration helps us get exact infor-

mation about the neighborhood yneighbor. It gives the “optimal” solution respect to

the objective function defined for all the beam sets in the neighborhood. But, if we

have to perform large number of iterations before terminating, we will need to solve
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lots of FMO problems as subproblems. Thus, this method might not be acceptable

because of high run-time. In last section, we showed how we can approximate the

goodness of a beam respect to any given solution x using the gradient information.

We can use this method to search the neighborhood. For every element in yneighbor,

we do the following:

Step 1:- Formulate and solve FMO problem for the p-1 fixed beams (i.e.,

excluding the beam l) and denote the solution by x′. Then evaluate ρ+
i with

respect to the solution vector x′ for each bixel in the candidate beam to be added.

Step 2:- Find the goodness of the beams using steepest descent method. Pick

the beam with highest goodness (say, l′) as the beam which will potentially replace

the beam l.

The bottleneck operation in the search method usually is to find an improved

neighbor. The steepest gradient method is very fast. For a neighbor with 10–15

candidate beams, the goodness of the beams can be evaluated in less than a second

of CPU time. We discuss the computational results for this method in Section 3.4.

Greedy algorithm. We discuss an alternate method to find the goodness of the

candidate beam in this sub-section. We formulate and solve the FMO problem for

(p-1) fixed beams to get the optimal fluence map. At this solution, we perform a

greedy search with the intensity of the beamlets in the candidate beam as variables.

The solution of local search approximates the potential of the candidate beam to

improve the plan.

For any candidate beam, the greedy algorithm starts with the FMO solution of

(p-1) beam plan and increases intensity of the bixels in candidate beam to improve

the solution. Say, we increase the intensity of bixels in small steps of size δ. Our

algorithm uses the following greedy principle to identify the beamlet intensity to be

increased: for each beamlet i, it considers changing its intensity from xi to xi + δ,
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and makes the change with the maximum improvement on the objective function

value FMO1.

The algorithm maintains a term αi for each beamlet i, which denotes its

improvement potential. The αi is computed with respect to a given beamlet

intensity vector u in the following manner:

αi = z(x1, x2, . . . , xi + δ, . . . , xn)− z(x1, x2, . . . , xi, . . . , xn)

At any iteration, the greedy algorithm selects a beamlet i with the minimum

value of αi, and changes its intensity to xi + δ. Since improvement potential

αi’s are functions of the beamlet intensities x, their values change as x changes.

Hence, after updating intensity of any beamlet, αi’s need to be updated. The

algorithm updates αi’s and repeats the process until it does not find any more

improvement. The bottleneck operation in the greedy algorithm is the computation

of αi’s in every iteration. In our algorithm, we do not compute each αi from scratch

whenever a beamlet intensity is increased, but update only those αi’s which change.

Updating αi’s is substantially faster than re-computing these and makes the greedy

heuristic very efficient.

To perform the updates efficiently, we maintain the following linked lists: Set

of voxels affected by beamlet i, that is, V OXELS(i) = {j ∈ V : Dij > 0};

Also, for each voxel j, we store the set of beamlet that affect voxel j, that is,

BEAMLETS(j) = {i ∈ N : Dij > 0}.

Consider an itreration where intensity of beamlet k is changed. Then, only

for the beamlets in the set ∪j∈V OXELS(k)BEAMLETS(j), αi values have to be

updated. All other αi’s will remain unchanged. This method gives excellent results

with an acceptable run time of 10–15 minutes for our sample cases. The results are

discussed in Section 3.4.
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3.4 Computational Results and Analysis

In head and neck cases, because of proximity of critical organs to the tumors

and the occasional overlap of these with the Planning Target Volume (PTV),

intensity modulation and beam-orientation play a critical role. By orienting the

beams correctly, we try to avoid the beams coming from the directions of the

critical organs which are tough to spare. We have applied our approaches to 3 cases

of head-and-neck cancer patients. The patient data is generated as discussed in

Section 2.4.

3.4.1 Improvement due to Equispaced BOO Methodology

We observed that rotating the beam orientations by 5◦ was not noticeably

worse than rotating the beam orientations by 1◦ in terms of the solution quality

and, since it speeds up the running time by a factor of 5. To amplify the results, we

show the best and worst 4 beam plans in Fig. 3–3.

(a) Worst Plan (b) Best Plan

Figure 3–3: Results of equi-spaced BOO for Case 01 for a 4-beam plan.

In two separate cases studied, equispaced BOO allowed better critical structure

sparing when sparing was not achieved for the initial angle set. The spinal cord
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sparing is achieved in plan (b) while plan (a) fails to do so. The dose conformity of

the tumors is also improved.

3.4.2 Results of the Neighborhood Search Method

We compare the results of the best plan achieved by the equi-BOO method

after applying our neighborhood search scheme on it. It can be observed that the

hotspots (the fraction of target receiving dose more than the prescription dose)in

target PTV 1 are reduced and better sparing of the saliva glands is achieved by

using the beams chosen by the neighborhood search method.

Figure 3–4: Results of neighborhood search for Case 01 for a 3-beam plan.

We also define a hybrid scheme which searches the neighborhood in each

iteration using both steepest gradient scheme and greedy search and picks the

better choice from the options provided by the two methods. In the table below,

we have summarized these results. In the table, we compare the objective function

value of the plans. As is evident from the results in the table, the hybrid scheme
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performs better than both the individual schemes and the results are comparable to

the enumeration method.

Table 3–1: Table of results for the neighborhood search algorithms.

Initial Solution Final Solution

Case No.
of
Beams

Method
Used for
Initial
Solution

Initial
Ob-
jective
Value
(×1013)

Methods and Objective values
(×1013)

Enume-
ration

Steepest
Gradient

Greedy
Search

Hybrid

1 3 Equi-
spaced

5.45 4.41 4.75 4.67 4.59

3 Steepest
Gradient

5.26 4.31 4.38 5.19 4.43

4 Equi-
spaced

8.89 3.31 3.38 3.67 3.31

4 Steepest
Gradient

3.60 3.32 3.49 3.38 3.38

2 3 Equi-
spaced

13.41 4.85 5.39 11.31 5.16

3 Steepest
Gradient

9.13 4.98 5.84 5.75 5.27

4 Equi-
spaced

6.82 4.15 4.29 4.30 4.15

4 Steepest
Gradient

5.17 3.36 3.52 4.35 3.43

3 3 Equi-
spaced

1.17 0.97 1.02 1.12 0.97

3 Steepest
Gradient

1.09 0.97 1.02 0.97 0.97

4 Equi-
spaced

1.44 0.77 0.74 0.74 0.74

4 Steepest
Gradient

0.78 0.73 0.78 0.76 0.76

These results, though studied over a small sample of clinical cases, demon-

strate that BOO optimization can significantly help in improving plan quality.

Like other researchers, we observed that the BOO optimization approaches are

useful only in plans with small number of beams. In a plan with large number of
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beams, a randomly equi-spaced beam plan is almost as good as an optimized beam

set-up. Since in clinic, it is desirable to have less number of beams, our study aids

in achieving this goal.

The equi-BOO methodology developed in Section 3.2.2 provides excellent

plans. These method have additional advantage of being proven globally optimal

solution for the constrained space considered. Thus, it can serve as a benchmark

for other BOO optimization algorithms.

In our study, we have used the objective function minimization to be our

goal. However, as previously noted, no clear guidelines have been developed to

decide the preference of a solution over other. Should we need to adopt a different

methodology (for example, comparing the Dose-Volume-Histograms based on some

pre-defined criteria), the search based method developed in this chapter can easily

be modified to adopt this rubric easily. Our sensitivity analysis based neighborhood

search are first attempt of its kind for BOO optimization. Earlier methods have

been based on either complex MIP formulation or beam-eye-view heuristics. We

believe that this approach will provide a new direction to the ongoing research on

this complex problem. We have only considered integration of BOO with FMO

problem here. In Chapter 5, we will consider integration of FMO with delivery. As

a future research direction, integration of all the three subproblems together will be

an interesting topic to investigate.

3.5 Conclusions

In clinic, the usual practice is to use more beams in a plan if it is not possible

to generate good quality plan with less number of beams. Large number of beams,

however, results in higher verification and treatment time and is also prone to

delivering more normal tissue dose. Thus, it is desired to keep the number of

beams used to the minimal. Our results clearly demonstrate that beam orientation

optimization can help in such cases. BOO is important and can compensate for
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some observed delivery technique differences. In this chapter, we have proposed

practical methods to address this problem. We also proposed a methodology to

benchmark heuristic approaches for the beam-angle-optimization problem.



CHAPTER 4
DELIVERY

4.1 Introduction

Conformal radiation therapy seeks to conform the geometric shape of the

delivered radiation dose as closely as possible to that of the intended targets. In

conventional conformal radiation therapy, this is tried to achieve by delivering a

radiation dose by using a relatively small number of different beam shapes, called

apertures (or shape matrices), each with uniform intensity level. Such apertures

are formed by partially blocking the radiation source using customized styrofoam

blocks.

IMRT allows for the creation of very complex non-uniform dose distributions

that allow the delivery of sufficiently high radiation doses to targets while limiting

the radiation dose delivered to healthy tissues. However, IMRT also results in

requiring the system to deliver very complex dose profiles. Because of very complex

profiles in IMRT, it is no longer possible to deliver these doses using blocks as it

would make the process very inefficient. Computer-controlled Multileaf Collimators

(MLCs, see Fig. 4–1) are thus introduced to deliver IMRT efficiently. To deliver

a desired dose profile (more appropriately, fluence map), the dose profiles are

decomposed into apertures (or shape matrices) with associated intensities. The

MLC system is able to generate complex dose distributions by dynamically blocking

different parts of the beam to create different apertures. The problem of converting

the dose profiles into a set of leaf sequence files that control the movement of the

MLC during delivery is referred to as MLC sequencing problem.

65
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Figure 4–1: A multi-leaf collimator system

4.1.1 Problem Description

The beam head at each gantry angle can be conceived of as a rectangle which

is discretized into an m × n rectangular grid; each individual rectangle in this grid

is called a bixel. At each gantry angle, the radiation head delivers the radiation

dose which is specified by an p× q matrix I, called the fluence matrix. The fluence

matrices are usually generated in separate step (see Chapter 2). The fluence maps

thus generated need to be discretized and decomposed into shape matrices. For

example, for a 5×4 grid, consider the following fluence matrix

4.1 3.9 3.2 0.1
0.9 6.1 2.9 0
3.2 3.8 0.8 0
4.1 4.2 3.1 0

3.1 5.8 3.8 2.9

To allow a decomposition of the fluence map into a manageable number of

shape matrices, the beamlet intensities in a given beam are first discretized using

any scheme defined by the user. Using a simple round-off scheme for the intensity

of the beamlets to the nearest integer, we get
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4 4 3 0
1 6 3 0
3 4 1 0
4 4 3 0

3 6 4 3

Fluence map discretization is a decision problem in its own (see Bortfeld et al.

[14]). In our study, we will discretize the fluence map using the following standard

scheme. The user specifies a level of discretization l% and beamlet intensities need

to be adjusted for this level of discretization. Let

ub = max{xi : i ∈ Nb}

denote the maximum intensity of any beamlet in any beam b. Further, let

αb = (l/100)ub

denote the discretization step for beam b. Then, discretized intensity of each

beamlet in beam b is integer multiple of αb closest to beamlet intensity in FMO.

For example, if ub = 100 for some beam b and the user specifies the level of

discretization as 10%, then αb = 10. Thus, the intensity of each beam in b must be

an integer multiple of 10. In our study, we will use the discretization level of 10%.

The radiation generated in the linear accelerator provides uniform fluence

for all bixels. To generate a non-uniform fluence matrix from a uniform fluence

source, a MLC system is used. A MLC has m rows, called channels, and each row

has a left leaf and a right leaf, whose positions can be changed and the radiation

can pass in between the left and right leaves. If I has n columns 1, 2, . . . , n, then

for each row i, there are n + 1 positions, 1, 2, . . . , n, n + 1, at which the left and

right leaves can be positioned (see Fig. 4–2.). If the left leaf is at position l and the
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right leaf is at position r, then the radiation will pass through the bixels numbered

l, l + 1, . . . , r − 1.

 
n-3 3 1  2  n-2  n-1  n bixels 

leaf 
positions  1  2  3  n-2 n-1  n  n+1 

Figure 4–2: A single channel(row) of a multileaf collimator with left leaf at position
l = 3 and right leaf at position r = n − 2. Radiation Passes through the bixels
3, . . . , n− 3.

Each choice of the left and right leaves in every row can be specified by a

0-1 matrix called a shape matrix. A “0” in the shape matrix indicates that the

corresponding bixel is blocked by the leaves and does not deliver any radiation,

and a “1” indicates that the corresponding bixel delivers the radiation. Each

shape matrix satisfies the consecutive 1’s property that all the 1’s in each row are

consecutive.

To deliver the given fluence matrix I, the linear accelerator sends a uniform

beam of radiation through MLCs with different shape matrices S1, S2, . . . , SK

for different lengths of times x1, x2, . . . , xK , called beam-on times (BOT, which is

measured in terms of monitor units, MUs) such that I =
∑K

k=1 Skxk. In Fig. 4–3,

we show a realization of a given fluence matrix through three shape matrices.
 

  4 4 3 0     1 1 0 0       1 1 1 0      0 0 1 0  
  1 6 3 0     0 1 1 0       1 1 0 0      0 1 0 0  
  3 4 1 0  = 3    0 1 0 0   +1   1 1 1 0  +2   1 0 0 1  
  4 4 3 0     1 1 1 0       1 1 0 0      0 0 0 0  
  3 6 4 3     0 1 1 1       1 1 1 0      1 1 0 0  

Figure 4–3: Realizing a fluence matrix using three shape matrices

The total delivery time is the sum of the beam-on times plus the setup times

needed to go from one shape matrix to another shape matrix. Let c(Sk, Sk+1)
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denote the setup time needed to go from the shape matrix Sk to the shape matrix

Sk+1. In the above example, we need three setups and its beam-on time is 6 units.

A pertaining optimization problem to determine the shape matrices S1, S2, . . . , SK

and their corresponding BOTs is denoted as

minimize

K
∑

k=1

xk +

K−1
∑

k=0

c(Sk, Sk+1)

subject to (MLC1)

K
∑

k=1

Skxk = I (4.1)

Sk is a valid shape matrix and xk > 0 for all k = 1, 2, . . . , K. (4.2)

where S0 is the initial setup cost which can correspond to the MLC being com-

pletely closed. We refer to this problem as the total delivery time problem. Note

that in this formulation all variables are required to be strictly positive since only

for those variables, setup costs have to be considered. In particular, K, which

denotes the number of shape matrices used in the decomposition, is a part of the

output of the problem. A special case of (1) arises where setup times are assumed

to be negligible compared to the BOTs and thus can be ignored. This problem is

referred to as the collimator sequencing problem with zero setup times, or alterna-

tively, the BOT problem. Since BOT is measured in terms of MUs, a plan with less

BOT is also referred as a MU efficient plan.

Intuitively, it seems that the objective of minimizing BOT should facilitate

minimizing the number of setups (and vice versa). However, empirical evidence

indicates that after a limit, one has to compromise on BOT to reduce the number

of setups (and vice versa). Hence, finding efficient delivery (i.e. minimizing BOT

and number of setups simultaneously) is a multi-criteria problem. We would like

to point out here that the importance of these objectives compared to each other
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is not clearly defined. Moreover, the importance of these factors might vary from

manufacturer to manufacturer.

4.1.2 Literature Review

The approaches developed for solving the MLC sequencing problem in litera-

ture can be broadly classified in 2 categories based on the objective;

1) Minimizing Total Beam-On Time

Minimization of the total BOT has been the subject of numerous investigations.

See, for example, Bortfeld et al. [14], Siochi [72], Langer et al. [39], Boland et

al. [11], Ahuja and Hamacher [3], Kamath et al. [35, 36]. Because of physical

limitations, the MLCs cannot deliver any random pattern generated by the

sequencing algorithm. For example, because of the leaf structure that is used to

form the apertures, in each row of the beamlet grid, the beamlets that are exposed

should be consecutive (row-convexity). There are several system-specific design

constraints like interdigitation, minimum leaf separation, maximum leaf spread, and

maximum overcenter limit. Based on some important constraints accounted for,

most MLC related articles can be classified in following groups:

1. Unconstrained Case: Bortfeld et at. [14], Ahuja and Hamacher [3], and

Kamath et al. [35] discussed algorithms to solve this problem optimally. It

is interesting to note that the both of the latter algorithms produce identical

result as the much discussed sweep algorithm proposed by Bortfeld et al.

[14]. Ahuja and Hamacher [3] formulated the BOT problem as a network-flow

problem. Their solution method shows that there are numerous ways in which

the shape matrices can be obtained for any given fluence matrix which yields

the same BOT. Thus, elucidating the fact that the BOT problem solution

space is highly degenerate. Ma et al. [42] showed how this nature of the

problem can be exploited to decompose a dose profile with limited number of

setups without compromising on the BOT used.
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2. With Interdigitation Constraint: In some systems, the overlapping of

the left and right leaves of adjacent beamlet rows, often called interdigitation

(or interleaf motion or leaf collision constraints), is not allowed. Kamath et

al. [35], and Boland et al. [11] proposed algorithms that can solve the BOT

problem efficiently in the presence of interleaf motion constraints. Kamath

et al. [35] also showed that, in this case, the optimal unidirectional plan

(i.e. leaves move only from left to right and never backtrack) is no less MU

efficient than any bidirectional plan (i.e. where leaves can move both left to

right and right to left).

3. With Interdigitation and Tongue and Groove Constraints: In most of

the commercial systems, there is a Tongue and Groove (T&G) arrangement

at the interface between the leaves. The area under this section can get

seriously underdosed because of the mechanical arrangement. Kamath et al.

[36] showed that the BOT problem can be solved efficiently with the T&G

constraints if the leaf motion is constrained to be unidirectional. With the

interdigitation and T&G constraints, the algorithm by Kamath et al. [36]

is equivalent to the Rod Push-and-Pull algorithm developed by Siochi [72].

Thus, it also provides the proof of optimality in BOT for the Rod Push-and-

Pull algorithm under interdigitation and T&G constraints for unidirectional

plans.

A unidirectional plan is preferred over a bidirectional plan as simplicity of the

structure of leaf movement often results in less setup time; however, a bidirectional

plan allows greater flexibility and could provide smaller BOT and a smaller

number of segments. Though the optimal unidirectional plan is not inferior to any

bidirectional plan with interdigitation constraints imposed, this might not hold true

when the T&G constraints are imposed. Consider the following example,
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0 1 2
2 1 0

For the fluence map in the matrix above, the beamlets in second column

should be opened together to avoid T&G violation (Note- In this example, we

do not impose interdigitation constraint). For a unidirectional plan, the optimal

decomposition would be 
 

=             +                + 
 

 

0 1 2 
2 1 0 

0 1 1 
1 1 0 

0 0 0 
1 0 0 

0 0 1 
0 0 0 

However, for a bidirectional plan, the dose can be delivered more efficiently as,

 
=            +   

 
 

0 1 2 
2 1 0 

0 1 1 
1 1 0 

0 0 1 
1 0 0 

Currently, there do not exist any efficient methods to solve the BOT problem

with the T&G constraints for the bidirectional case. In this chapter, we propose a

method to solve this problem.

2) Minimizing Total Treatment Time

We have only discussed the MU efficiency of the dose delivery so far. A

problem which is of similar importance in defining a “good” delivery plan is the

number of segments used. In other words, it is desirable to reduce the number of

setups also. High number of setups results in longer treatment time as it takes

finite time to move from one setup to another. This includes the time required

to move the leaves and also the verification and recording (V&R) time. To avoid

involuntary movement of patient during long treatments and high setup errors,

fewer number of setups are desirable. A high numbers of setups also result in

longer quality assurance (QA) time. It should be noted here that one of the

hurdles in applying IMRT in clinics is that a high QA time results in a higher time

requirement of the personnel involved.
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The algorithms discussed above do not consider the number of setups needed

to deliver the fluence. It has been shown by Burkard [18] and Woeginger [6]

that the problem of minimizing number of setups for MLC sequencing problem

is NP-hard (a class of problems for which efficient algorithms are not available

and it is believed by Operations Research community that such algorithms do

not exist at all); hence, it is unlikely to be solvable in polynomial time. Langer

et al. [39] proposed a mixed-integer programming formulation of this problem.

Unfortunately, this approach cannot be used to solve problems of the magnitude

which occur in real practice. Thus, heuristics have been proposed to solve the MLC

problem which minimize the number of setups required while also keeping a tab on

MU requirement of the plan. Xia and Verhey [85] and Siochi [72] proposed such

heuristics. The latter heuristic has been implemented as the IMFAST procedure as

part of the commercial radiation system CORVUS.

These heuristics are, however, based on iteratively extracting apertures

from a given fluence matrix in an ad-hoc manner. As a result, the apertures

extracted might not satisfy all the constraints (such as interleaf motion and T&G

constraints). In that case, the apertures require to be changed iteratively to find

a solution which does not violate any constraints. Since the constraint violation is

dealt after the apertures are extracted and these two steps are not integrated, this

could result in extracting very inefficient shapes. Moreover, in these methods, one

needs to implicitly enumerate a large number of solutions to find a good solution.

Thus, an efficient implementation of the algorithms is desirable in which solutions

can be enumerated efficiently.

We present a network-based formulation to integrate the extraction process

with constraint enforcement. We have also developed very efficient methods to

perform the extraction process on these networks. This formulation can emulate

most of the existing methods to solve the MLC sequencing problem and can also
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potentially improve them. Our formulation can serve as a unified structure to

compare the different formulations in the literature. We also propose a novel

method to extract the apertures. Our method outperforms the best known method

in literature (Xia and Verhey [85]) both in terms of beam-on-time and number of

setups used. The run time of our algorithm is on the order of fraction of a second.

4.2 Network-Based Model

In this chapter, we present a network-based model to solve the MLC sequenc-

ing problem. In the remainder of this chapter, we will use the terms network and

graph interchangeably.

4.2.1 Shape Matrix Graph

Boland et al. [11] proposed a network model to formulate the BOT problem.

We have adopted their network in our work. For the sake of completeness of this

work, we will discuss their model briefly here.

The MLC sequencing problems is translated on a graph which we will refer to

as the shape matrix graph. The shape matrix graph Gs is defined in the following

way. The graph consists of m layers corresponding to the m rows in the shape

matrix. Each row i contains nodes indexed as (i,l,r) where l and r represent

the possible positions of the left and the right leaves respectively. A node (i,l,r)

represents that in row i, the radiation will pass through the bixels numbered

l, l + 1, . . . , r − 1 and other bixels in row i will not be exposed. Since a left leaf can

never move past the right leaf in the corresponding row, l ≤ r should hold. Thus,

given that the left leaf can stop at any of the n + 1 positions and right leaf can stop

at any position l, . . . , n + 1, each row will have 1/2(n+1)(n+2) nodes. The set of

nodes Ns is

Ns := {(i, l, r) : i = 1, . . . , m, l = 1, . . . , n, r = l, . . . , n, n + 1} ∪ {Source, Sink}

Each node in the network (excluding the sink node) is connected to the nodes

in the next layer. So, for i = 1, . . . , m− 1, the set of arcs between layers is
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A(i) := {(i, l, r), (i + 1, l′, r′)) : (i, l, r), (i + 1, l′, r′) ∈ Ns}.

Source

111 113112 133123122

211 213212 233223222

Sink

411 413412 433423422

311 313312 333323322

 

1     0

0     1

1     1

1     0

Figure 4–4: An example of shape matrix graph.

The interdigitation constraints dictate that a node (i, l, r) cannot be paired

up with a node (i + 1, l′, r′) in the next layer if (l′ > r) or (r′ < l). (see Fig. 4–5)

 

        l  r 
r’ l’ 

 

    l  r 
r’ l’ 

Figure 4–5: Demonstrating interdigitation constraints.

Thus, to eliminate interdigitation, we simply do not include the arcs violating

these conditions. The arc set A(•) is re-defined as,

A(i) := {((i, l, r), (i + 1, l′, r′)) : (i, l, r), (i + 1, l′, r′) ∈ Ns, l
′ ≤ r, r′ ≥ l}

All the nodes in the first layer are connected from the source node and all the

nodes in last layer are connected to the sink node. So,

A(0) := {(source, (1, l, r)) : (1, l, r) ∈ Ns}

A(m) := {((m, l, r), sink) : (m, l, r) ∈ Ns}

It can be shown (Boland et al. [11]) that any path on this network corresponds

to a deliverable aperture and vice-versa. This graph has O(mn2) nodes and

O(mn4) arcs.
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We will now discuss the formulation of BOT minimization using this graph.

Say we extract shape matrices S1, S2, . . . , Sk from the graph and their intensities

x1, x2, . . . , xk, then the minimum BOT problem can be formulated as

minimize

K
∑

k=1

xk

subject to (MLC2)

K
∑

k=1

Skxk = I (4.3)

Sk is a valid shape matrix and xk ≥ 0 for all k = 1, 2, . . . , K. (4.4)

The shape matrices S1, S2, . . . , Sk are defined by paths from the source to

the sink in the shape matrix graph. The constraints (4.3) ensure that the desired

fluence is delivered. This problem can be formulated (see Boland et al. [11]) as a

Linear Program (LP). Since LPs are polynomially solvable, the formulation above

establishes that minimum BOT problem is polynomially solvable too. It should be

noted here that LPs do not guarantee integrality and one might get non-integer

solution too. It should be noted here that the decomposition problem has the

integral aspect because of preprocessing (discretizing) the fluence maps before

decomposition. The non-integer solutions are (usually) implementable and thus do

not pose a problem.

The shape matrix graph is very versatile and can potentially include all of the

constraints related to several commercially available MLC systems. Boland et al.

[11] showed how row-convexity and interleaf motion (or interdigitation) constraints

can be included in the graph. We will now show how some other significant

constraints can be included in the network model efficiently.
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4.2.2 Inclusion of Connectedness Constraints

By connectedness constrained apertures, we are referring to apertures where it

is not allowed to have a closed leaf pair inside the rectangular bounding box of the

aperture (commonly applied on systems with a “back-up” jaw configuration). This,

in particular, means that the beamlet rows that do not cover all beamlets should be

consecutive (see Fig. 4–6).

   
a) Connectedness constraint violated. b)Connectedness constraint not violated

Figure 4–6: Example of connectedness constraint.

This additional constraint can be incorporated into the shape matrix graph by

slight modifications. These modifications are based on the intuition developed by

the transforming the connectedness constraint on the shape graph as shown in Fig.

4–7.

The first modification is that we only include nodes which correspond to

rows that expose at least one beamlet in the shape matrix graph. Put differently,

we remove all the nodes of the form (i, l, r) where r = l from the graph. Then,

to represent the fact that the backup jaws will be used to cover the unexposed

rows, we create arcs from the source node to all nodes in set Ns, as well as from

each node in set Ns to the sink. It is easy to see that each path in this network

corresponds to a connected aperture. The modified network contains O(mn2) nodes

and O(mn4) arcs.
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Node in row k 

Source 

  Sink    

Node in row k+1 

Node in row k+p 

Closed 
shape 
rows not 
allowed 
 

Figure 4–7: Connectedness constraint.

4.2.3 Inclusion of Tongue and Groove Constraints

In all the commercial MLC systems, to avoid leakage between the leaves, there

is a Tongue-and-Groove (T&G) arrangement between the leaves.

Tongue-and-
Groove region

Figure 4–8: Tongue and groove arrangement.

If the leaves are not synchronized, then the T&G region can get seriously

underdosed. It can easily be observed that this region is exposed only when bixels

at both ends of the region are not covered. Thus, it is desirable to expose the

adjacent bixels together to reduce the underdosing of the T&G region to the

maximum possible extent. In other words, the T&G arrangement requires that

for any set of positions (i,j) and (i+1,j), the corresponding bixels are exposed for

min(Ii,j Ii+1,j) time together.
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In any plan, the fluence delivery at any orthogonal pair of positions in the

bixel map is constrained in the following manner.

For any pair (i, j) and (i+1, j),

Case 1: If {0 < Ii,j ≤ Ii+1,j}

Then, T&G constraints dictate that all the apertures which include the

beamlet (i, j) should also include beamlet (i+1,j). This can be achieved by

dropping all the arcs in the shape matrix graph which corresponds to shape

matrices which include the beamlet (i,j) but not beamlet (i+1,j). In other words,

we need to remove all the arcs

{((i, l, r), (i + 1, l′, r′)) : i = 1, . . . , m− 1, (i, l, r), (i + 1, l′, r′) ∈ Ns, l ≤ j < r, l′ > j}

and

{((i, l, r), (i + 1, l′, r′)) : i = 1, . . . , m− 1, (i, l, r), (i + 1, l′, r′) ∈ Ns, l ≤ j < r, j ≤ r′}

This makes sure that the beamlet (i, j) can only be exposed when beamlet

(i + 1, j) is exposed. Moreover, the constraints (4.1) ensure that beamlet (i, j)

is exposed for Ii,j units. These result in exposing the T&G region between the

beamlets for Ii,j units.

Case 2: If { Ii,j > Ii+1,j > 0 }

Then, T&G constraints dictate that all the apertures which include the

beamlet (i+1,j) should also include beamlet (i, j). This can be achieved by

dropping all the arcs in the shape matrix graph which corresponds to shape

matrices which include the beamlet (i, j) but not beamlet(i+1,j). In other words,

we need to remove all the arcs

{((i, l, r), (i + 1, l′, r′)) : i = 1, . . . , m− 1, (i, l, r), (i + 1, l′, r′) ∈ Ns, l > j, l′ ≤ j < r′}

and

{((i, l, r), (i + 1, l′, r′)) : i = 1, . . ., m− 1, (i, l, r), (i + 1, l′, r′) ∈ Ns, j ≤ r, l′ ≤ j < r′}

This makes sure that the beamlet (i+1,j) can only be exposed when beamlet

(i,j) is exposed. Moreover, the constraints (4.1) ensure that beamlet (i + 1, j) is
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exposed for Ii+1,j units. These result into exposing the T&G region between the

beamlets for Ii+1,j units.

Thus, there is a one to one correspondence between any feasible set of aper-

tures not violating T&G constraints and corresponding paths from source to sink in

the graph.

We have shown that the connectedness constraints and T&G constraints can

be implemented in the shape matrix graph by simply modifying the shape graph

arc set. These modifications maintain the linearity of the problem. Therefore, the

BOT problem can be formulated and solved as a LP. We can conclude our result in

the following theorem.

Theorem 1. The minimum BOT problem is polynomially solvable with or

without any of the connectedness, interdigitation, and T&G constraints (even when

the leaf motion is not restricted to be unidirectional).

4.3 Heuristics for Efficient Delivery

As discussed in sections above, only MU efficiency does not determine the

goodness of the plan delivery. We develop a network flow based heuristic for the

MLC sequencing problem which implicitly accounts for both beam-on time and

number of setups used.

4.3.1 Extracting Shape Matrices

As noted above, most of the heuristics to solve the MLC sequencing problem

are based on extracting apertures from a given fluence map iteratively until the

map is exhausted. We will formulate these methods on our graph. Before we

proceed further, let us define some notations here. For any arc e, let

UB(e) = upper bound on the flow through arc e,

Tail(e) = the node from which the arcs e emanates,

Head(e) = the node in which the arc e terminates,
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PositionRLeaf(e) = the position of right leaf in the shape row corresponding

to node tailnode(e),

PositionLLeaf(e) = the position of left leaf in the shape row corresponding to

arc node tailnode(e).

Let the Length of any arc in the graph denote the width of the shape row

corresponding to the node from which the arc emanates. For all the arcs emanating

from source node, we will define the length as 0. In, other words,

Length(e) = 0 where {e : e ∈ A[source]}

Length(e) = PositionRLeaf(e) − PositionLLeaf(e) where {e : e ∈ A[i], i =

1, . . . , m)}

Source

0

111 113112 133123122

211 213212 233223222

Sink

1
411 413412 433423422

311 313312 333323322

1

1

2

Figure 4–9: An example demonstrating length of the arcs.

As pointed in Section 4.2.1, a path from source to sink corresponds to a

valid shape matrix. As the length of the arcs represent the width of opening of

corresponding shape rows, the longest path from source to sink on this graph will

represent the largest deliverable aperture. Our network has a layered structure
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and it is acyclic in nature (for proof, refer Boland et al. [11]). On an acyclic graph,

the longest path problem can be solved using reaching (otherwise known as a

breadth-first search also) algorithm.

We will define the reaching algorithm now. Say, a fluence matrix I is given,

and we want to extract the largest shape matrix of intensity α from it. The

reaching algorithm examines the nodes layer by layer evaluating the best candidate

paths. For any node p in layer i, we define the predecessor of the node to be the

node in layer i-1 which yields in the longest path to the node p from the source.

The length of the path to node p is the sum of length of arcs on the path from

source to the predecessor node and the length of the arc connecting the predecessor

node to it. In this process, we consider only those arcs whose UB is no less than α.

As the first step, we initialize the information for the nodes in layer 1 by setting

Predecessor(1, l, r) = source;

PathLength(1, l, r) = 0.

For (i = 2, . . . , m), we define

Predecessor(p) = argmax{Length(e) + PathLength(tail(e)) : e ∈ A[i] and

head(e) = p}, UB(e) ≥ α}

PathLength(p) = Length{(Predecessor(p), p)}+PathLength(Predecessor(p))

And finally, for the sink node

Predecessor(sink) = argmax{Length(e) + PathLength(m, l, r) : e ∈

A[m], head(e) = (sink)}, UB(e) ≥ α}

PathLength(sink) = Length{(Predecessor(sink), sink)} +

PathLength(Predecessor(sink)).

It can be noted here that PathLength(sink) represents the length of the

longest path in the graph. The predecessors of the nodes can be used to trace this

path and find the corresponding shape matrix.
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The reaching operation involves examining each arc in the network once. Since

we have O(mn4) arcs in the network, the algorithm will take O(mn4) time. We will

now discuss how shape matrices can be extracted on this graph while making sure

that the correct amount of fluence is delivered and also how various constraints will

be incorporated.

4.3.2 Enforcing Various Constraints in the Network

Reaching is a very efficient method. However, it is important to maintain the

structure of the network to apply this method. Any additional side constraints

which are not a part of the graphical representation of the network can make

the problem substantially difficult to solve. In the way the shape graph matrix

is formulated, the problem has pure network structure for the row-convexity,

interdigitation, and connectedness constraints. One only needs to re-define the arc

sets to incorporate these constraints. However, we need to impose side constraints

to ensure that correct fluence is delivered by the shape matrices extracted. We will

also show in appendix A that the T&G constraints cannot be enforced simply by

re-defining the arc set here and thus we need to introduce side constraints for these

as well. These constraints destroy the network structure, restricting us from solving

these problems using the reaching method.

Before we proceed further, let us define some more notations here. As denoted

above, I represents the total fluence matrix to be delivered. In our scheme, as we

extract apertures one by one, the fluence left to be delivered decreases in each

iteration. Let xk denote the intensity of the kth shape matrix, and Sk denote the

kth shape matrix. Then, the fluence left to be delivered before the kth iteration can

be denoted by Ik where

Ik= Ik−1-xk−1Sk−1 and I1= I.

For the case where we extract only one aperture at a time, the network

structure can be restored as discussed below.
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Ensuring Correct Amount of Fluence is Delivered. Our approach to ensure

that correct fluence is delivered using the apertures can be viewed as a method

which has two goals;

1. Ensure that no more than the specified fluence is delivered through a beam-

let.

2. Keep delivering dose until all the fluence is delivered.

Any node (i, l, r) represents the shape row i, in which beamlets (i, j), j =

l, . . . , r − 1 are exposed. At any iteration k, for the arcs emanating from this node,

we will impose an upper bound of max{Ik
i,j, l ≤ j < r}. This will make sure that

goal (1) is achieved. It can be easily observed that these constraints are equivalent

to stating that
∑K

k=1 Skxk ≤ I.

Goal (2) can be achieved by terminating the extraction process only when all

the fluence to be delivered is accounted for. It can be easily observed that these

constraints are equivalent to stating that
∑K

k=1 Skxk ≥ I. Thus, goals (1) and (2)

imply
∑K

k=1 Skxk = I

Tongue and Groove Constraints. In Section 4.2.3, we showed how the arc set

in shape matrix graph can be modified to incorporate the T&G constraints. One

basic difference between the BOT formulation and the formulation discussed in this

section is that the BOT problem is solved to find all the shape matrices together.

But, in our heuristic, the extraction of a shape matrix is not completely coupled

with shape matrices extracted in other iterations. More explicitly, we can note here

that the constraints 4.3 are not enforced here in the way as in formulation MLC2.

It can be shown that we might lead into an infeasible case here (see appendix

A). So, we need to do more than just modify the arc set to impose the T&G

constraints. We will use following lemma to derive such a constraint.
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Lemma 1 – If {0 < Ii,j ≤ Ii+1,j}, i.e. for case (1) of T&G violation, the

beamlet (i + 1, j) can deliver at most diffij = Ii+1,j − Ii,j amount of dose using the

apertures which do not include beamlet (i, j).

Proof: - We will prove this by contradiction.

Let dTNG
ij = min{Ii,j, Ii+1,j = Ii,j}. Say, beamlet (i + 1, j) delivers diff ij + δ

amount of dose using apertures which do not include beamlet (i, j). Thus, the

beamlets (i, j) and (i+1, j) will together be exposed to deliver Ii+1,j−(diffij +δ) =

Ii+1,j − Ii+1,j + Ii,j − δ = Ii,j − δ = dTNG
ij − δ amount of dose. The T&G constraints

require that the T&G region receives dTNG
ij amount of dose. Thus, the T&G

constraint are violated. Proved by contradiction.

Using Lemma 1, we can avoid T&G violation by imposing the additional

constraint that dose delivered by shape matrices which include beamlet (i, j) but

not beamlet (i + 1, j) should be less than diffij.

∑

e

xe ≤ dij where {e : ((i, l, r), (i + 1, l′, r′)) where (l ≤ j < r) and (l′ > j or

r′ ≤ j)}.

However, it can be noted here that in an algorithm where only one shape

matrix is extracted at each iteration, flow on at most one of the arcs in each T&G

constraint will be positive. Thus, these constraints can be alternatively written as,

xe ≤ dij where {e : ((i, l, r), (i + 1, l′, r′)) where (l ≤ j < r) and (l′ > j or

r′ ≤ j)}.

In other words, we will impose an upper bound of dij on the arcs emanating

from nodes which contain bixel (i, j) but not terminating in nodes containing bixel

(i + 1, j). An equivalent result can be shown for case (2) violation of T&G. Thus,

these are the necessary conditions for T&G constraints. If these conditions are sat-

isfied at each step, it can be easily observed that we will get a T&G violation free

solution. Thus, the conditions are sufficient too. We can conclude this observation

in the following theorem:
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Theorem 2. The conditions in Lemma 1 are necessary and sufficient for

Tongue and Groove elimination.

The T&G constraints will be imposed by modifying the network in the

following way:

Case 1: If {0 < Ii,j ≤ Ii+1,j }

Remove the arcs violating T&G as shown in Section 4.2.3. Impose the upper

bound of diffij= Ii+1,j - Ii,j on the arcs corresponding to shape matrices which

include beamlet (i, j) but not beamlet (i+1, j). i.e., UB(e) ←min{UB(e), diffij}

where {e: ((i, l, r), (i+1, l′, r′)) where (l ≤ j < r) and (l′ > j or r′ ≤ j)}.

Case 2: If {Ii,j > Ii+1,j > 0 }

Remove the arcs violating T&G as shown in Section 4.2.3. Impose the upper

bound of diffij= Ii,j - Ii+1,j on the arcs corresponding to shape matrices which

include beamlet (i+1,j) but not beamlet (i, j). i.e., UB(e) ←min{UB(e), diffij}

where {e: ((i, l, r), (i+1, l′, r′)) where (l >j or r ≤ j) and (l′ ≤ j < r′)}.

It should also be noted here that if multiple upper bounds are imposed on an

arc, the lowest of these number will represent the actual upper bound on the arc.

4.3.3 Schemes for Extraction

One of the advantages of using the network approach is that the extraction

is done in a way such that the constraint enforcement is integrated with the

process. Thus, we find the “best” deliverable aperture possible at any stage.

Using the methods described above, we find the upper bound on the arcs in the

network to ensure that the correct fluence is delivered and T&G constraints are not

violated. The longest path problem is then solved on the modified graph and the

shape matrices are extracted. After each iteration, the fluence left to be delivered

changes. So, we need to update the corresponding upper bounds on the arcs. The

updates can be performed very efficiently by updating only the part of the graph
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which now violates the upper bound definitions. We can summarize the extraction

process as,

Step 0. Define shape graph (node and arc sets). Find length(e) for each e ∈ Es.

Step 1. Find fluence bounds and T&G bounds for the arcs. Find the upper

bounds of the arcs.

Step 2. Extract an aperture on the modified graph using the reaching method.

Step 3. Update the fluence data for the graph. If no fluence left to be delivered,

terminate. Else, go to step 1.

In the literature, various methods have been proposed to define what a “good”

aperture is. In the following sections, we will discuss some of the popular methods

of extraction. We also propose a novel method of extraction here.

Sweep Technique (or Rod Push-and-Pull Algorithm). This much discussed

algorithm proposed by Bortfeld et al. [14] produces sequences which are optimal

in BOT for the unconstrained case. Siochi [72] extended the sweep method to

enforce interdigitation and T&G constraints. This extended routine is called a

rod push-and-pull method. It can be shown that the rod push-and-pull routine

generates solution optimal in BOT even with interdigitation constraints (Kamath

et al. [35]). This method, however, does not account for number of setups used and

could generate plans with a very high number of setups.

The sweep technique can be implemented using our shape matrix graph also,

but we will avoid this discussion here since another efficient implementation already

exists (Kamath et al. [35, 36]). We will briefly discuss the time complexity of this

algorithm in terms of the number of basic operations required in the algorithm.

Ahuja and Hamacher [3] showed that sweep algorithm takes O(mn) time to find

the shape rows for the matrices. These rows can be combined to generate a shape

matrix in O(mn*max{Ii,j}) time. Thus, in unconstrained case, sweep algorithm on
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the whole will take O(mn*max{Ii,j}) time. For the time complexity discussion of

the rod push and pull algorithm, we refer the readers to Kamath et al. [35, 36].

[The IMFAST routine uses the rod push-and pull algorithm only as a sub-

routine in their procedure. Since sufficient details for the implementation of the

IMFAST routine are not available in the literature, we could not implement this

method to compare our results. However, even with the limited details we have

about the IMFAST method, we can state that this method can be implemented

using our shape graph. In the IMFAST method, extraction is not integrated

with constraint enforcement. Our approach can improve the IMFAST method by

providing a tool to do so. ]

Areal Reduction. Xia and Verhey [85] showed that their areal reduction

technique, on average, works best in practice in terms of the number of setups

used. An independent study (Que et al. [55]) which compared the areal reduction

technique to other methods also came to the same conclusion. In this method, the

network is extracted using the following scheme. For any extract Sk, an intensity

level αk is decided. Then, the new extract is defined as

Sk(i, j) =











αe, I
k
i,j ≥ αk

0, otherwise
(4.5)

where

αk = 2m−1, m = round
{

log2(max{Ik
i,j})

}

. (4.6)

Xia and Verhey [85] proposed a methodology to remove interdigitation from

their solutions. However, T&G constraints were not included in this method.

We have extended the areal reduction technique using our graph to include the

T&G constraints also. Our implementation completes the areal reduction method

by providing a method to efficiently combine the shape rows. The additional
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advantage that our method provides is that there is no need to change shapes after

extraction as these already satisfy the constraints.

The extraction proceeds in the following way. For any iteration k, the intensity

level αk is calculated using expression (4.5). Then, using reaching method, the

largest shape matrix of intensity αk is extracted. The graph is then updated and

the process is repeated until all the fluence is delivered.

The areal reduction method was implemented on the shape matrix graph.

However, unlike the unconstrained case (and the case with interdigitation), it might

not be possible to extract a shape matrix of intensity αk defined by expression (4.6)

always. Consider a 3×1 shape matrix, where I11= 16, I12=10, and I13= 6. Since

max{Iij}=16, using expression 4.6, we get αk= 8. However, a deliverable aperture

which can be extracted from this column matrix can be of intensity no more than

6 due to the T&G restrictions. So, for the case with T&G constraints imposed,

we modified the method to calculate the intensity value αk. We calculate αk using

expression (4.5) and check if there exists a feasible shape matrix of intensity αk. If

not, we modify the value of αk by one of the two schemes

1. αk ←− αk/2

2. αk ←− αk − 1

We keep reducing the value of αk using one of these schemes until a deliverable

aperture is found. With our empirical testing, we found that scheme (i) consis-

tently works better than scheme (ii). So, we only report the results of scheme (ii) in

the results section.

Each step of areal reduction requires O(mn4) time. Since each iteration

reduces the intensity of at least one bixel by unit amount, we need to perform at

most max
∑

i

∑

j

Iij iterations. Thus, areal reduction method takes O(mn*
∑

i

∑

j

Iij).

It can be noted that in most of the extractions, the shape matrices covers large

number of bixels and thus, this estimate is a loose upper bound. For the areal
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reduction method, the time complexities remain the same as the unconstrained

case since the constraints were enforced simply by applying upper bounds on arcs

which do not have any effect on the network size. We have not discussed the time

involved in preprocessing before each iteration of extraction process. But, we would

like to point out here that one need not build the shape graph at each iteration

from the scratch. By only incrementally updating the graphs at each iteration to

reflect the changes, substantial savings can be gained in the run-time.

Highest Fluence Reducing Shapes (HFRS) Method. Que et al. [55] showed

that areal reduction method performs very well in terms of the number of segments

used. The reason being that the extraction process does not simply try to find the

biggest aperture in size; it has another aim which is to find an aperture which can

deliver a large amount of fluence. We propose a novel method to extract matrices

based on the intuition that the more fluence the aperture can deliver, the more

desirable it is. In other words, at each step, we extract the aperture that causes

the maximum reduction in the total fluence left to be delivered. Let Sα
k denote the

largest shape matrix of intensity α that can be extracted at iteration k. Then, in

HFRS scheme,

αk = argmax
α=1,..,max{Ik

ij}

{

α
∑

i

∑

j

Sα
k (i, j)

}

We formulate this problem as a sequence of longest path problems which can

be very efficiently solved. The implementation of the HFRS algorithm is quite

similar to the implementation of areal reduction technique. However, unlike the

Xia-Verhey method, the intensity level of the aperture is also a variable of the

extraction process. In brief, in any iteration, we extract apertures for all possible

values of α, and compare these to find the one which one reduces the fluence left to

be delivered by the most. In other words, the “value” of the aperture will be the

length of the longest path multiplied by the intensity level of the aperture.
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For HFRS, in each iteration, we need to find the longest path for max{Ik
i,j}

shape matrices. Thus, the algorithm will take O(mn*
∑

i

∑

j

Iij*max{Ii,j}) time

overall. With interdigitation and T&G constraints, the time complexities remain

the same as the unconstrained case since the constraints were enforced simply by

applying upper bounds on arcs which do not have any effect on the network size.

The results of this approach are discussed in more detail in the results section.

4.4 Maximum Leaf Spread Constraint

In a Varian system, the leaves rest on a carriage. The width of the carriage

opening is restricted by the length of the leaves (see Fig. 4–10).

Carriage

Least Extended Leaf              Most Extended Leaf

Figure 4–10: An example of the leaf setup

As can be observed in the diagram above, the range of motion of leaves

depends on the carriage position and the width of the opening. The restriction on

the field size renders it compulsory to use multiple settings of carriage to deliver

dose to a large field. Thus, the current practice in the clinic is to divide this field

into segments and sequence these segments independently to deliver the dose.

Let us denote the columns in the matrices by c1, c2, . . . , cn. The planner finds a

way of splitting the matrix using past experience such that these matrices need no

further splitting and also so that the splits chosen will yield into an overall efficient
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delivery. For example, let us consider the shape matrix below and assume that the

leaves can extend up to at most four units horizontally.

2  1  1  0  1  2 
3  0  1  2  3  1 
0  3  0  2  0  1 
1  2  0  1  2  1 

 
Figure 4–11: Example of a shape matrix.

There are numerous ways in which the sequences can be split. For example,

the matrix above can be split as {(c1, c2, c3), (c4, c5, c6)}, {(c1, c2, c3, c4), (c5, c6)}, or

{(c1, c2), (c3,c4, c5, c6)}.

 
2  1  1  0  1  2 
3  0  1  2  3  1 
0  3  0  2  0  1 
1  2  0  1  2  1 

2  1  1  0  1  2 
3  0  1  2  3  1 
0  3  0  2  0  1 
1  2  0  1  2  1  

2  1  1  0  1  2 
3  0  1  2  3  1 
0  3  0  2  0  1 
1  2  0  1  2  1  

Setting 1(split at center)  Setting 2 (split left-biased)  Setting 3 (split right-biased) 

 

Figure 4–12: Demonstrating possible ways in which the matrix can be split.

In this chapter, we explore the idea that we can keep some common region

between the split regions and let the algorithm determine how and in which split

the bixels will be exposed. For example, for the example above, our algorithm

will consider the carriage settings of (c1, c2, c3, c4) and (c3, c4, c5, c6). In general, let

us assume that there are n columns and each carriage setting allows a width of p

units. If n ≤ 2p, i.e., two settings will be sufficient to cover the whole plan at the

gantry angle under consideration. Then, the sets will denoted by (c1, c2, . . . , cp) and

(cn−p+1, cn−p, . . . , cn). It can be noted here that any bixel in columns cn−p+1, . . . , cp

can be exposed in either of the settings. The algorithm for the extraction can be

modified easily to accommodate for these changes. We create two shape graphs,
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corresponding to sets (c1, c2, . . . , cp), and (cn−p+1, cn−p, . . . , cn). At any iteration k,

we define matrices Ik’ and Ik’’ such that

Ik′

i,j =











Ii,j if j ≤ p

0, otherwise
and Ik′′

i,j =











Ii,j if j > n− p

0, otherwise

Then, we define the shape graph for both matrices and find the best aperture

in both sets. The bigger aperture of these two will be chosen to be the next

aperture to be included in the MLC leaf sequencing files. Both graphs will be

updated after the extraction and the process continues until all the fluence is

delivered.

In the general case, if the field to be irradiated is very wide, we might need

more that two settings. In such a case, the definition of the first and last setting

remains same. We propose to locate the intermediate setting of width p units

each in the following way. The columns of the shape matrix can be divided into k

equal sets and then the midpoint of each set will define the position at which the

intermediate settings will be centered.
 

 

                                            Split 1                                                  Split 3  

                   

                   

                   

                   

                                                                         Split 2  

Figure 4–13: An example of 3 split.

Each intermediate setting t will be centered at closest integer of
(

(t− 1)n
p

+ n
2p

)

.

See an example, for a case with three splits (n=10,p=4), in Fig. 4–13. The results

for this approach are discussed in Section 4.5.



94

4.5 Results and Discussion

To test our models, we have studied cases of head-and-neck cancer patients.

3D treatment planning data for 9 head-and-neck cancer patients were exported

from a commercial patient imaging and anatomy segmentation system (VoxelQ,

Philips Medical Systems) at the University of Florida, Department of Radiation

Oncology. This data was then imported into the University of Florida Optimized

Radiation Therapy (UFORT) treatment planning system and using our in-house

optimizer the fluence maps were generated. The fluence maps thus generated were

discretized to generate the data for studying our leaf sequencing models.

4.5.1 Comparison of Methods for Unconstrained Case

Table 4–1 shows the results for the case when no constraints are imposed.

Table 4–1: Summary of results of the sequencing algorithms in unconstrained case.

Case Sweep Areal Reduction HFRS
BOT #Segs BOT #Segs BOT #Segs

1 377.8 166 465.2 94 475.8 87
2 371.3 140 465.2 94 426.0 78
3 398.2 194 513.3 118 473.5 120
4 414.8 192 525.6 121 462.9 102
5 483.2 157 595.1 98 510.6 94
6 458.9 159 550.2 98 497.9 85
7 371.5 168 480.1 99 448.4 93
8 372.5 185 463.4 111 439.6 96
9 379.8 160 454.3 96 446.4 86

(Note: BOT = Beam-On-Time, #Segs = Number of segments/setups used).

In terms of beam on time and MU efficiency, the HFRS algorithm was in most

of the cases (8 out of 9) substantially better than the method of Xia and Verhey.

At the same time, the number of segments were always equivalent or better than

this method. Thus, the HFRS scheme is the preferred approach as it produces a

small number of apertures while keeping a tab on beam-on-time as well.
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4.5.2 Comparison of Methods With Interdigitation and Tongue and Groove Constraints

Table 4–2 shows results with interdigitation constraints imposed on all three

approaches.

Table 4–2: Summary of results of the sequencing algorithms with interdigitation.

Case Sweep Areal Reduction HFRS
BOT #Segs BOT #Segs BOT #Segs

1 435.5 186 627.5 134 575.8 129
2 464.9 182 703.9 136 641.0 120
3 494.0 241 860.2 209 767.3 192
4 572.9 240 882.0 191 749.4 173
5 592.3 234 969.3 177 803.3 164
6 531.5 192 763.9 147 670.7 114
7 451.2 199 689.3 158 645.1 148
8 422.7 201 578.1 149 608.0 142
9 423.8 185 617.2 140 534.6 119

Adding interdigitation to the problem magnified the differences between

the Areal Reduction and HFRS approaches. The run-times of all of the routines

implemented as network flows were on the order of a fraction of a second, even

when delivery constraints were enforced.

Table 4–3 shows results with interdigitation and T&G constraints imposed on

all three approaches.

Table 4–3: Summary of results of the sequencing algorithms with interdigitation
and T&G correction.

Case Sweep Areal Reduction HFRS
BOT #Segs BOT #Segs BOT #Segs

1 452.1 190 905.2 169 564.0 142
2 473.2 182 970.0 178 574.6 132
3 528.5 244 1248.4 261 729.1 203
4 605.2 254 1288.3 259 734.4 194
5 614.0 250 1384.5 241 756.8 175
6 539.0 191 1048.3 190 661.4 136
7 483.8 210 1039.1 204 596.0 152
8 441.9 212 925.4 206 537.9 156
9 439.2 195 893.4 176 550.6 136
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The HFRS scheme clearly outperforms the areal reduction method here.

By observing Tables 4–2 and 4–3, we can conclude when T&G corrections

are applied, the HFRS algorithm results in using higher number of segments

compared to the case without T&G constraints. However, interestingly enough,

we found that the BOT needed to deliver the dose was less with T&G constraints

imposed. Thus, we see interplay of the role of these two objectives in designing an

efficient delivery plan here. As we have empirically noticed, this interplay is only so

conspicuous when the two objectives are pushed to the limits. So, we surmise that

this observation comes from the fact that our results have very tight bounds to the

implicit objectives aimed at.

4.5.3 Results for Maximum Leaf Separation Constraint

We studied seven beam head-and-neck patient case which needed two splits to

deliver the map. The results are shown in Table 4–4.

Table 4–4: Summary of results for maximum leaf separation.

Case HFRS+ Split
into 2 equal
halves

HFRS+ Com-
mon region
Scheme

BOT #Segs BOT #Segs
1 380.0 22 340.0 20
2 340.0 19 340.0 19
3 420.0 24 330.0 21
4 440.0 20 340.0 18
5 380.0 21 380.0 20
6 450.0 21 350.0 20
7 400.0 24 270.0 18

The results indicate that by allowing a common region between the splits, the

plan quality can be substantially improved by reducing both the MU requirement

and number of setups.
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4.6 Conclusions and Further Research Directions

In summary, we found that the network formulation of the leaf sequencing

problem could be used to integrate constraint enforcement during extraction of

deliverable apertures.

We have thus developed an efficient method to solve the BOT problem when

T&G constraints are also imposed. However, this method might yield non-integer

solution. It remains an open problem to find if, for integral solution, the BOT

minimization problem with T&G constraints imposed is polynomially solvable or

not.

In some MLC systems, setup time (i.e. the time required to move from one

set to another and the V&R time for each setup) could be the dominant factor in

determining total treatment time. In this work, we did not discuss how to account

for this factor. Our results demonstrate that our algorithm produces less number

of setups which implicitly reduces the setup time. Setup time also depends on the

starting and ending configuration of the leaves in any setup. Thus, an algorithm

which can find an optimal order of setup can reduce this time significantly. With

given set of shape matrices, we can formulate and solve a Traveling Salesman

Problem (see Ahuja et al. [2]) to find the order for which the setup time will be

minimum.

We do not consider inter-leaf leakage, leaf transmission or output versus field-

size effects in the network algorithm discussed above. Introduction of these effects

will possibly lead into an intractable non-linear system. As a feasible alternative,

after designing the plan, we can re-calculate these factors and then perform a quick

segment weight optimization to restore the quality of the plan. In next chapter, we

develop a column generation approach to generate effective apertures to improve

any given solution. The solution obtained by the segment weight optimization can
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be used as an input to this routine and a few more apertures can be added to fill in

the quality gap as needed.



CHAPTER 5
APERTURE MODULATION

5.1 Introduction

Conformal radiation therapy seeks to conform the geometric shape of the

delivered radiation dose as closely as possible to that of the intended targets. In

conventional conformal radiation therapy, this is tried to achieve by delivering a

radiation dose by using a relatively small number of different beam shapes, called

apertures, each with uniform intensity level. Such apertures are formed by partially

blocking the radiation source. In this way we may, for example, create an aperture

whose shape conforms to the beam’s-eye-view of the targets in the patient as seen

from a certain beam orientation. Since the geometry of the targets and critical

structure is different in each patient, customized apertures have to be manufactured

for each patient. Despite this practical limitation, there are several advantages to

conventional conformal radiation therapy. Firstly, the fact that only a limited set of

apertures is used leads to a short patient treatment time. Shorter treatment times

not only limit the discomfort of the patient, but also ensure that the exposure

to radiation of the patient as a whole is limited. Additional advantages lie in the

ability to accurately deliver a planned treatment, due to the relative ease with

which the cumulative dose received by the patient for a given set of apertures and

intensities can be determined. Finally, treatment plans using only a few (relatively

large) apertures are typically insensitive to patient setup errors as well as patient

motion during treatment.

5.1.1 Traditional Two-Phase Approach to Treatment Planning

The fluence map decomposition problem is a non-trivial optimization problem,

and is often solved as a separate routine (see e.g. Bortfeld et al. [14]; Xia and

99



100

Verhey [85]; Siochi [72]; Boland et al. [11]; Kamath et al. [35]; Ahuja and Hamacher

[3]). In last chapter, we did an in-depth analysis of some of these models. We also

proposed very efficient network-based model for the decomposition problem.

To allow a decomposition of the fluence map into a manageable number of

apertures, the beamlet intensities in a given beam are first discretized to levels that

are typically chosen to be multiples of 5-20% of their maximal value. It is easy to

see that this discretization may cause a significant deterioration of the treatment

plan quality, in particular when not integrated into the FMO problem. Moreover,

despite the discretization step, the number of apertures required to deliver the

fluence map is often relatively large (on the order of 20-30 per beam, for a total of

up to 140-210 apertures), which may cause undesirably long treatment times, as

well as an unnecessarily high level of sensitivity of the treatment plan to patient

setup errors or patient motion. Finally, a two-stage approach is usually rigid,

in the sense that a sound trade-off between treatment time and treatment plan

quality cannot be made due to the decoupling of the decomposition phase from the

treatment plan optimization phase.

5.1.2 Aperture Modulation Approach to Treatment Planning

An approach to the FMO problem that deals explicitly with apertures rather

than individual beamlets is called aperture modulation. Recently, Siebers et

al. [71] have proposed to incorporate the aperture choice into a heuristic local

search method for FMO. Bednarz et al. [9] developed a mixed-integer linear

programming model that incorporates a predetermined pool of apertures from

which to choose. Finally, Shepard et al. [68] have proposed a simulated annealing

algorithm for finding a treatment plan using only a limited number of apertures.

These approaches have been applied to head-and-neck and prostate cancer cases,

and empirical experiments suggests that one can obtain high-quality treatment

plans with only a limited number of apertures. However, all these approaches are
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heuristic in nature, and cannot guarantee that an optimal solution will be found.

The key to obtaining the best apertures seems to be to formally integrate the

FMO and decomposition problems. In this chapter, we propose a new optimization

formulation of the aperture modulation approach to FMO. This formulation is

based on a convex optimization formulation of the traditional beamlet-based

FMO problem as developed in Chapter 2. However, in contrast with these earlier

works, in this dissertation we represent a treatment plan explicitly in terms of

apertures and their associated intensities. This model thus integrates the first

stage problem of obtaining a set of fluence maps (i.e., a set of individual beamlet

intensities) with the second stage problem of decomposing these fluence maps into

a set of deliverable apertures and intensities. However, the number of allowable

apertures, and therefore the number of decision variables and constraints in the

new problem formulation, is typically enormous. To overcome this, we propose a

column generation approach to solve the convex programming problem. A column

generation approach requires the repeated solution of a subproblem called the

pricing problem. Solving this problem identifies one or more suitable apertures to

add to a pool of allowable apertures.

The very nature of our algorithm thus allows us to study the effect of adding

apertures on the quality of the treatment plan, thereby enabling a better trade-off

between the number of apertures (i.e., treatment time) and treatment plan quality.

One of the goals of our work is to determine whether high quality treatment plans

may be obtained using a limited number of apertures, which would mean that

the higher quality and efficiency of IMRT treatments can be achieved without

sacrificing the advantages of conventional conformal radiation therapy mentioned

above.

The set of feasible apertures from which the pricing problem may choose

is dictated by the particular characteristics of the MLC system that is used to
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deliver the treatment. We study three different variants of the pricing problem,

each incorporating a set of constraints on deliverable apertures that is commonly

encountered in one or more of the commercially available IMRT systems. We

provide algorithms that solve these subproblems in polynomial time in the number

of beamlets.

This chapter is organized as follows. In Section 5.2, we develop our basic

model formulation. In Section 5.3, we then develop a column generation approach

to solving the optimization problem, including a detailed discussion of variants

of the pricing problems and solution methods to solve these. In Section 5.4, we

enhance the model, incorporating additional constraints that can control the

quality of the obtained treatment plans. In Section 5.5, we discuss the results of

our approach, and we end the chapter with some concluding remarks and directions

for future research in Section 5.6.

5.2 Model Formulation

The methods described in this chapter have been published in Romeijn et al

[58].

In our models, we will use the notations described in Section 2.2. We need

to define some additional notation for our discussion of aperture-based approach.

In our aperture modulation formulation of the FMO problem, we assume that

we are given a set of apertures, say K, and choose the decision variables to be

the intensities of these apertures, say yk (k ∈ K). Note that the total number

of potential apertures that needs to be included in the model is very large. For

example, consider an MLC that allows all combinations of left and right leaf

settings. With the m× n bixel grid for a single beam, there are thus 1
2n(n− 1) + 1

potential combinations of right and left leaf settings for each beamlet row, for a

total of (1
2n(n− 1) + 1)m − 1 potential apertures per beam angle. With n = m = 10

and 7 beams, this would yield approximately 3 × 1017 apertures to consider.
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Nevertheless, we will formulate the problem taking all potential apertures into

account, and then propose a column generation approach for solving the problem.

Let K` denote the set of allowable apertures for beam ` ∈ B, let K ≡ ∪`∈BK`

denote the set of all apertures, and let Ak ⊂ N denote the set of beamlets that

are exposed in aperture k ∈ K. As a beam of radiation passes through a patient,

it deposits an amount of energy along its path that decreases with the distance

traveled, but is linearly dependent on the intensity of the aperture. Denoting the

dose received by voxel j in structure s from aperture k at unit intensity by Dkjs

we can express the dose received by voxel j in structure s as a function of the

vector of aperture intensities y ∈ R
|K| as

∑

k∈K Dkjsyk. Next, we will express the

so-called dose deposition coefficients Dkjs in terms of the bixels comprising each

aperture. To this end, we first denote the dose received by voxel j in structure

s from beamlet i (or, more accurately, an aperture exposing this beamlet only)

at unit intensity by Dijs. All traditional beamlet-based FMO formulations then

proceed by assuming that the amount of dose deposited to a given voxel per unit

intensity of any aperture can be determined by adding the dose deposited by each

of the individual beamlets comprising the aperture. However, this assumption

is not entirely accurate since the actual dose delivered to each voxel by a given

beamlet depends on the shape of the aperture in which it is contained. This

dependence cannot be incorporated into traditional beamlet-based FMO models

since the decomposition of the fluence maps into a set of deliverable apertures is

done in a second phase, outside of the model. A major additional advantage of

using an aperture-based approach is that it is possible to improve on the accuracy

of the dose calculation by accounting for this dependency. To this end, we define

nonnegative intensity correction factors γk for all apertures k ∈ K, representing

the dependence of the delivered dose on the shape of the aperture. We can then

express the dose deposition coefficients as Dkjs = γk

∑

i∈Ak
Dijs, leading to the
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following expression for the dose zjs received by voxel j in structure s:

zjs =
∑

k∈K

γk

(

∑

i∈Ak

Dijs

)

yk j = 1, . . . , vs; s = 1, . . . , S.

Our basic model for FMO uses a voxel-based objective function, where a

penalty is assigned to each voxel based on the dose it receives under a given set of

beamlet intensities. A convex penalty function for voxel j in structure s is denoted

by Fjs. Typically, these functions are chosen to be piecewise polynomial functions,

allowing for a different penalization of dose received above or below some threshold.

In addition, the same penalty function is often, though not necessarily, applied to

all voxels that are in the same structure. For voxels that are in critical structures

and not in targets, the penalty function is commonly chosen to be one-sided, where

the penalty is equal to zero for dose below a threshold, and positive above the

threshold.

An aperture modulation formulation of the FMO problem then reads

minimize

S
∑

s=1

vs
∑

j=1

Fjs(zjs)

subject to (AM1)

∑

k∈K

γk

(

∑

i∈Ak

Dijs

)

yk = zjs j = 1, . . . , vs; s = 1, . . . , S (5.1)

yk ≥ 0 k ∈ K. (5.2)

Note that if all apertures that consist of a single beamlet are deliverable

(which is typically the case), the aperture modulation formulation (AM1) is

equivalent to the beamlet-based formulation of the FMO problem as presented in

Chapter 2. Apart from being able to solve for apertures and associated intensities

directly without a postprocessing phase, this equivalence will allow us to test the

hypothesis that using relatively few apertures often yields near-optimal solutions to

the FMO problem.
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5.3 A Column Generation Approach

5.3.1 Introduction

As was noted above, the number of variables in this formulation is much

too large for practical purposes. However, it can be expected that in the optimal

solution to this problem relatively few apertures will actually be used (i.e., have

positive intensity). In fact, empirical evidence of this conjecture exists, see e.g.

Siebers et al. [71], Bednarz et al. [9], Shepard et al. [68]. This means that if we

would be able to identify a set of “good” apertures, we could obtain a (near)

optimal solution to the problem by only incorporating these apertures. Our

approach to solving (AM1) is to use column generation, which is a formalization

of this idea. In this method, we start by choosing a limited set of apertures, and

solve the restricted (AM1) using only that set of apertures. (Implicitly, this means

that we restrict the intensities of the remaining apertures to be equal to zero.)

Solving the restricted problem to optimality, we use the Karush-Kuhn-Tucker

(KKT)-conditions for optimality to check whether the corresponding dual solution

is feasible for the dual problem of the complete problem (AM1). If so, we have

obtained a pair of feasible primal and dual solutions with the same objective

function value, and therefore the optimal solution. If the dual solution is infeasible,

any dual constraint that is violated provides a candidate aperture that may be

added to the restricted version of (AM1). Using the common terminology from

the simplex method and column generation for linear programming problems, we

say that these apertures price out, or are profitable, in the sense that adding them

to the restricted problem will (likely) yield an improved fluence map. We can re-

optimize the new restricted problem, and repeat the procedure. Below, we formally

derive an approach that either verifies that a particular fluence map is optimal, or

provides one or more profitable apertures.
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5.3.2 The Pricing Problem

The KKT-conditions (see, e.g., Bazaraa et al. [8], Hiriart-Urruty and

Lemarechal [33]) for optimality of (AM1) are:

πjs ∈ ∂Fjs(zjs) j = 1, . . . , vs; s = 1, . . . , S (5.3)

ρk =
S
∑

s=1

vs
∑

j=1

γk

(

∑

i∈Ak

Dijs

)

πjs k ∈ K (5.4)

yk ≥ 0 k ∈ K (5.5)

zjs =
∑

k∈K

γk

(

∑

i∈Ak

Dijs

)

yk j = 1, . . . , vs; s = 1, . . . , S (5.6)

ρkyk = 0 k ∈ K (5.7)

ρk ≥ 0 k ∈ K (5.8)

where πjs is the Lagrange multiplier corresponding to the dose definition constraint

(5.1) for voxel j in structure s, and ρk is the Lagrange multiplier corresponding

to the nonnegativity constraint (5.2) of the intensity of aperture k. Now suppose

that we have a solution to the aperture modulation problem with only a limited

number of apertures included, say K̂ ⊆ K. That is, we have a solution (ẑ, ŷ)

where the elements of ŷ corresponding to omitted apertures have been set to zero

and the remaining values are optimal given these constraints. We then choose the

corresponding values of π̂js according to KKT condition (5.3):

π̂js ∈ ∂Fjs(ẑjs) j = 1, . . . , vs; s = 1, . . . , S. (5.9)

i.e., π̂js is a subgradient of the penalty function for voxel j in structure s at

the current dose. Since the solution is optimal to the restricted problem, the

pair ((ẑ, ŷ), (π̂, ρ̂)) (with ρ̂ defined by (5.4)) satisfies the KKT conditions for the

restricted formulation, i.e., it satisfies conditions (5.3) and (5.6), and it satisfies

conditions (5.4), (5.5), (5.7), and (5.8) for k ∈ K̂. The pair is optimal for the

complete problem if and only the remainder of the KKT conditions is satisfied
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as well. Since for all k 6∈ K̂ we have that ŷk = 0, conditions (5.5) and (5.7) are

satisfied for all k ∈ K. It thus remains to verify whether conditions (5.4) and (5.8)

are satisfied. These conditions can be summarized as

S
∑

s=1

vs
∑

j=1

γk

(

∑

i∈Ak

Dijs

)

π̂js ≥ 0 k 6∈ K̂

or equivalently,

min
k∈K

S
∑

s=1

vs
∑

j=1

(

∑

i∈Ak

Dijs

)

π̂js ≥ 0.

As noted above, the condition is satisfied for all k ∈ K̂, which allows us

to extend the range over which is minimized to K. Also note that the intensity

correction factors γk disappear from the problem.

Representing an aperture by a binary vector w, where wi = 1 if beamlet i is in

the aperture and wi = 0 otherwise, we wish to check that

min
w∈W

S
∑

s=1

vs
∑

j=1

(

∑

i∈N

Dijswi

)

π̂js ≥ 0

where we optimize over the set W of all binary vectors w representing an allowable

aperture. Finally, regrouping terms we may rewrite this as

min
w∈W

∑

i∈N

(

S
∑

s=1

vs
∑

j=1

Dijsπ̂js

)

wi ≥ 0. (5.10)

If this condition is satisfied, the current solution is optimal. Otherwise, any

vector w that violates this condition corresponds to an aperture that is likely to

improve the fluence map when added to the restricted version of (AM1). Clearly,

the condition can be verified by solving the optimization problem on the left-hand

side of equation (5.10) to optimality.

When applied to large-scale linear programming problems, the latter opti-

mization subproblem, which either verifies that the current solution is optimal

or provides a previously omitted variable that would improve the solution when



108

added to the problem, is called the pricing problem, since it determines the reduced

cost of each (omitted) primal variable (or, equivalently, the shadow price of the

corresponding nonnegativity constraint). The intuition behind the pricing problem

for the aperture modulation problem is that, for each bixel, we compute the net

unit effect of increasing its intensity by some small value. If the aggregate of these

effects is nonnegative for all possible apertures, the current solution cannot be

improved and is optimal. Otherwise, any aperture with negative aggregate effect

can be added to the set of apertures and improve the solution.

As a final remark, note that equation (5.9) may allow for a choice of values

for π̂js when the set of subgradients of the penalty function for voxel j in structure

s at the current dose contains more than a singleton. Now recall that the pricing

problem can conclude that the current solution is optimal if the optimal solution

value to the pricing problem is nonnegative. Thus, due to the convexity of the

functions Fjs the best choice for π̂js will be

π̂js = (Fjs)
′
+ (ẑjs)

i.e., π̂js is the right derivative of the penalty function for voxel j in structure s at

the current dose.

5.3.3 Solving the Pricing Problem

The difficulty of the pricing problem depends critically on the structure of the

feasible region W . First, note that we will only allow apertures that open beamlets

at a single beam angle. This means that we in fact obtain a smaller scale pricing

problem for each beam ` ∈ B:

minimize
∑

i∈N`

(

S
∑

s=1

vs
∑

j=1

Dijsπ̂js

)

wi

subject to

w ∈ W`
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where W` represents the set of apertures that are allowed for beam `. Suppose first

that any configuration of beamlets in a beam forms an allowable aperture. In that

case, the feasible region W` reduces to W` = {0, 1}|N`| and the pricing problem

reduces to

minimize

m
∑

r=1

n
∑

c=1

(

S
∑

s=1

vs
∑

j=1

D(`,r,c)jsπ̂js

)

w(`,r,c)

subject to

w(`,r,c) ∈ {0, 1} r = 1, . . . , m; c = 1, . . . , n.

The pricing problem then decomposes by beamlet, and can trivially be solved

by, for each beam, simply choosing all beamlets for which the coefficient in the

pricing problem is negative, i.e.,

w∗
(`,r,c) =











1 if
∑S

s=1

∑vs

j=1 D(`,r,c)jsπ̂js < 0

0 otherwise.

The running time for solving a pricing problem for a given beam is then

O(mn). However, apertures thus obtained may not be deliverable using a MLC,

and a so-called sequencing phase is needed to decompose the apertures and

intensities into truly deliverable apertures and intensities.

In the next three sections, we develop algorithms to solve the pricing problems

for three nested sets of constraints on deliverable apertures. These constraints

are common in one or more of the commercially available MLC systems. For all

systems, the physical limitations of the MLC (in particular, the leaf structure

that is used to form the apertures) imply that, in each row of the beamlet grid

corresponding to a particular beam, the beamlets that are exposed should be

consecutive. Figure 5–1 shows examples of three different apertures that satisfy this

constraint. The first system that we will consider is an MLC system where this is

the only requirement that apertures should satisfy. Such a system is thus able to

deliver all three apertures illustrated in Fig. 5–1. In some systems, overlapping of
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the left and right leaves of adjacent beamlet rows, often called interdigitation, is

not allowed. The constraints disallowing interdigitation are sometimes also called

interleaf motion constraints or leaf collision constraints. The second system that we

consider disallows interdigitation, but allows the leaves to be closed in the middle

of the beam to prevent leaf collisions. Such a system can thus deliver apertures

such as the ones in Figures 5–1(a) and (b), but not an aperture as the one in Fig.

5–1(c) (where in that Fig. the leaves violating the interdigitation constraint are

indicated by the dashed oval). Finally, the third system that we consider does

not allow the leaves to be closed in the middle of an aperture, i.e., it requires the

aperture to be formed by a connected set of beamlets. This system can only deliver

apertures of the type illustrated in Fig. 5–1(a).

Allowing interdigitation. The most widely used commercial MLC system is

a system that allows interdigitation. In the simple approach discussed above, the

pricing problems decompose by beamlet. However, if we take into account that

an aperture is formed by pairs of left and right leaves for each beamlet row, this

decomposition is not valid anymore. We can reformulate the pricing problem for

beam ` by letting c1(r) and c2(r) denote the index of the last beamlet that is

blocked by the left leaf and the first beamlet that is blocked by the right leaf in

row r of beam `, respectively. When interdigitation is allowed, the pricing problem

becomes

minimize

m
∑

r=1

c2(r)−1
∑

c=c1(r)+1

(

S
∑

s=1

vs
∑

j=1

D(`,r,c)jsπ̂js

)

subject to

c1(r) < c2(r) r = 1, . . . , m

c1(r) ∈ {0, . . . , n} r = 1, . . . , m

c2(r) ∈ {1, . . . , n + 1} r = 1, . . . , m.
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(a)

(b)

(c)

Figure 5–1: Three types of apertures. Aperture (a) can be delivered by all three
considered systems. Aperture (b) can be delivered by systems that allow discon-
nected apertures. Aperture (c) can only be delivered by systems allowing interdigi-
tation.
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It immediately follows that the pricing problem for beam ` ∈ B in this case

decomposes by beamlet row. In particular, for beamlet row r in beam ` we need to

solve the problem

minimize

c2−1
∑

c=c1+1

(

S
∑

s=1

vs
∑

j=1

D(`,r,c)jsπ̂js

)

subject to (P)

c1 < c2

c1 ∈ {0, . . . , n}

c2 ∈ {1, . . . , n + 1}.

If the optimal value of this problem is zero, all bixels in the beamlet row

are blocked. Otherwise, denoting the optimal solution to the problem by (c∗1, c
∗
2),

beamlets 1, . . . , c∗1 in beamlet row r in beam ` are blocked by the left leaf, and

beamlets c∗2, . . . , n in the same beamlet row are blocked by the right leaf. For beam

`, the collection of beamlets chosen for each row in that beam forms an aperture for

that beam. Solving the pricing problem in a straightforward way for each beamlet

row using simple enumeration takes O(n2) time. We can thus find a new aperture

that prices out (or determine that none exist at this stage) in O(mn2) time per

beam.

However, we next present an alternative approach that reduces the com-

putational complexity of the pricing problem. Note that we are looking for a

consecutive set of beamlets in a given row for which the sum of their values is min-

imal. We can find such a set of beamlets by passing through the n beamlets in a

given row and beam from left to right only once, keeping track of (i) the cumulative

value over all beamlets considered so far (v), and (ii) the maximum cumulative

value found so far (v̄). Now note that, at any point, the difference v − v̄ between
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these two is a candidate for the best solution value found so far. The algorithm is

more formally given by

Step 0. Set v = v̄ = v∗ = 0, c∗1 = c1 = 0, c∗2 = c2 = 1.

Step 1. Set v = v +
∑S

s=1

∑vs

j=1 D(`,r,c2)jsπ̂js.

Step 2. If v ≥ v̄, set v̄ = v and set c1 = c2 + 1. If v − v̄ < v∗, set v∗ = v, c∗1 = c1,

c∗2 = c2.

Step 3. If c2 < n, increment c2 and return to Step 1. Otherwise, stop; c∗1 and c∗2

give the optimal aperture for row r in beam `, and v∗ the corresponding

reduced cost.

Bates and Constable [7] and Bentley [10] have shown that this algorithm is

correct, and that its running time is linear in the number of beamlets in a row. We

conclude that we can find a new aperture that prices out (or determine that none

exist at this stage) in O(mn) time per beam when interdigitation is allowed.

Disallowing interdigitation. Some MLC systems do not allow interdigitation,

that is, the left leaf in a row cannot overlap the right leaf of an adjacent row.

This additional constraint causes a dependency between the rows in a beam that

prevents the pricing problem from decomposing by beamlet row. In this Section, we

will formulate a network flow problem that efficiently solves the pricing problem for

a given beam in case interdigitation is not allowed. Our network flow formulation

is related to a network flow formulation of the problem of decomposing a given

fluence map into apertures that was introduced by Boland et al. [11].

In this network, we create a node for each potential pair of left and right

leaf settings in each beamlet row. For a fixed beam ` ∈ B, this means that we

have nodes of the form (r, c1, c2), where, as in discussion for the case which allows

interdigitation, r (r = 1, . . . , m) indicates the beamlet row, c1 (c1 = 0, . . . , n)

indicates the last beamlet covered by the left leaf in row r, c2 (c2 = 1, . . . , n + 1)

indicates the first beamlet covered by the right leaf in row r, and c1 < c2. In
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addition, we define a source node, say 0, and a sink node, say m + 1. The total

number of nodes in the network is O(mn2).

We next create arcs between nodes in consecutive beamlet rows if the two

rows may appear in a single aperture. Note that this will allow us to prevent

interdigitation, by simply not including arcs that would cause interdigitation. For

r = 1, . . . , m − 1, this means that we create a directed arc from node (r, c1, c2)

to node (r + 1, c′1, c
′
2) only when c′1 < c2 and c1 < c′2, which ensures that no leaf

collisions take place. In addition, we create directed arcs from the source node to

all nodes for row r = 1, and also from all nodes for row r = m to the sink node.

The total number of arcs in the network is O(mn4).

Figure 5–2 illustrates the structure of the network for a small case with n = 2

rows and m = 2 columns.

Figure 5–2: Network for the pricing problem in case interdigitation is not allowed.
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This network provides a one-to-one correspondence between paths from the

source 0 to the sink m + 1 and apertures that satisfy the interdigitation constraints.

If we now let all arcs leading to a node of the form (r, c1, c2) have cost

c2−1
∑

c=c1+1

S
∑

s=1

vs
∑

j=1

D(`,r,c)jsπ̂js

and all arcs to the sink have cost 0, the cost of each path is equal to the cost of the

corresponding aperture in the pricing problem. The candidate aperture for beam

` can now be found by solving for the minimum cost path from the source to the

sink in the network. Since the network is acyclic, the shortest path problem can be

solved in time proportional to the number of arcs in the network (see, e.g., Ahuja

et al. [1]). For each beam `, we can thus find a new aperture that prices out (or

determine that none exist at this stage) in O(mn4) time.

Requiring connected apertures. The previous paragraph solves the pricing

problem when apertures need to satisfy interdigitation constraints, but are allowed

to consist of a disconnected set of beamlets. However, there exist systems that

cannot deliver such apertures. For such systems, it is not allowed that leaves close

in the middle of the aperture. This, in particular, means that the beamlet rows

that do not cover all beamlets should be consecutive. This additional constraint

can be incorporated into the network given as discussed in the case which disallows

interdigitation with slight modifications.

The first modification is that we only represent beamlet rows that expose at

least one beamlet by nodes in the network. Put differently, we remove all nodes

of the form (r, c1, c1 + 1) from the network described in the case which disallows

interdigitation. Then, to represent the fact that the first and last row(s) in an

aperture may be closed, we create arcs from the source 0 to all nodes, as well as

from each node to the sink m + 1. It is easy to see that each path in this network

corresponds to a connected aperture. Moreover, if we again let all arcs leading to
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node (r, c1, c2) have cost
c2−1
∑

c=c1+1

S
∑

s=1

vs
∑

j=1

D(`,r,c)jsπ̂js

and all remaining arcs have cost 0, the cost of each path is equal to the cost of the

corresponding aperture in the pricing problem.

As the network in the case which disallows interdigitation, the modified

network contains O(mn2) nodes and O(mn4) arcs. For each beam `, we can thus

find a new aperture that prices out (or determine that none exist at this stage) in

O(mn4) time by solving for the minimum cost path from the source to the sink in

this network.

5.4 Extending the Model with Partial Volume Constraints

A tool that is commonly used by physicians to judge the quality of a treatment

plan is the so-called (cumulative) Dose-Volume Histogram (DVH). This histogram

specifies, for a given target or critical structure, the fraction of its volume that

receives at least a certain amount of dose. Many successful optimization models

for FMO include some type of constraints (often called DVH constraints or partial

volume constraints) on the shape and location of the DVH of a structure. In this

section, we will extend our basic model with a class of partial volume constraints.

5.4.1 Modeling Partial Volume Constraints

We propose to employ the following type of partial volume constraints:

(P1) The average dose received by the subset of a target of relative volume 1 − α

receiving the lowest amount of dose must be at least equal to Lα.

(P2) The average dose received by the subset of a structure of relative volume

1− α receiving the highest amount of dose may be no more than Uα.

If, for a given structure s, αvs is integral, these partial volume constraints

can be reformulated as bounds on the sum of the (1 − α)vs largest or smallest

voxel doses in a structure. This concept has been applied to facility location

models by Andreata and Mason [5], who proposed choosing a facility location
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for which the sum of the k largest distances between customers and facility,

called the k-eccentricity, is minimized. They showed that the k-eccentricity is a

convex function, and proposed algorithms for solving the corresponding location

problems on tree graphs (see also Slater [73] who studied similar problems in a

more abstract graph theoretical setting). More recently, Tamir [75] and Ogryczak

and Zawadzki [48] have developed efficient optimization approaches for various

location models employing such an objective. Furthermore, Ogryczak and Tamir

[47] have developed a more general approach for efficiently minimizing the sum of

the k largest of n function values.

When formulating partial volume constraints for the FMO problem, care

must be taken when αvs is non-integral. In this case, we could round up or down

the number of voxels that we are interested in and apply the methods referred

to above. However, this could have undesirable round-off effects, in particular

for smaller structures. This is due to the fact that although we model the FMO

problem on a discretization of the patient using a finite number of voxels, the

underlying structures are continuous objects. Therefore, we have instead chosen

to use the related concept of tail-averages, which applies to both continuous and

discrete populations. This concept has in recent years received much attention

in the risk management literature (see Rockafellar and Uryasev [56, 57] and

Ogryczak and Ruszczyński [46]), and are often referred to as Conditional Value-at-

Risk (CVaR) or Tail Value-at-Risk (TVaR). Applying these concepts to discrete

distributions allows for a correction for non-integral values of αvs by including a

fractional voxel in the tail average, and can as such be expected to much better

approximate the continuous tail-average than a rounding approach. In Chapter

2, we have demonstrated the power of such constraints in the context of FMO. In

addition, in contrast with other types of constraints on the DVH proposed in the

literature (see, e.g., Langer et al. [37]; Bortfeld et al. [15]; Carol et al. [20]; Wu and
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Mohan [83]; Lee et al. [40, 41]), these constraints can be incorporated into a convex

programming formulation of the problem.

Constraints of the type (P1) can be formulated as lower bound constraints on

the so-called lower CVaR at level α (for short, the lower α-CVaR). Rockafellar and

Uryasev [56] and Ogryczak and Ruszczyński [46] show that the lower α-CVaR can

be expressed as

φα

s
= max

ζ∈R

{

ζ −
1

(1− α)vs

vs
∑

j=1

(ζ − zjs)
+

}

Similarly, constraints of the type (P2) can be formulated as upper bounds on the

upper α-CVaR, which is equal to

φ
α

s = min
ζ∈R

{

ζ +
1

(1− α)vs

vs
∑

j=1

(zjs − ζ)+
}

.

For each structure, we may now define a set of bounds on low and high tail

averages. For targets, these will be in the form of lower bounds Lα
s for α ∈ As,

where As is a (finite) subset of (0, 1), and upper bounds Uα
s for α ∈ As, where As is

a (finite) subset of (0, 1) (s = 1, . . . , T ). For the critical structures, these will be in

the form of only upper bounds Uα
s for α ∈ As, where As is a (finite) subset of (0, 1)

(s = 1, . . . , S).

5.4.2 An Enhanced Problem Formulation

To ensure that a feasible solution to our enhanced model exists, we will

not incorporate hard DVH constraints but instead allow them to be violated

and incorporate a penalization of such violations into the objective function. If

SA− ⊂ S × (0, 1) denotes the set of lower CVaR constraints, we let Gα
s denote

a convex and nonincreasing penalty function associated with the lower α-CVaR

constraint for structure s. Similarly, if SA+ ⊂ S × (0, 1) denotes the set of upper

CVaR constraints, we let G
α

s denote a convex and nondecreasing penalty function

associated with the upper α-CVaR constraint for structure s. This leads to the
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following aperture modulation formulation of the FMO problem:

minimize

S
∑

s=1

vs
∑

j=1

Fjs(zjs) +
∑

(s,α)∈SA+

G
α

s (φ
α

s ) +
∑

(s,α)∈SA−

Gα
s (φα

s
)

subject to (AM2)

∑

`∈B

∑

k∈K`

(

∑

i∈Ak

Dijs

)

yk = zjs j = 1, . . . , vs; s = 1, . . . , S

ζ
α

s +
1

(1− α)vs

vs
∑

j=1

(

zjs − ζ
α

s

)+

≤ φ
α

s (s, α) ∈ SA+ (5.11)

ζα

s
−

1

(1− α)vs

vs
∑

j=1

(

ζα

s
− zjs

)+

≥ φα

s
(s, α) ∈ SA− (5.12)

yk ≥ 0 k ∈ K.

Note that it is easy to see that there will exist an optimal solution to (AM2)

for which constraints (5.11) and (5.12) are binding.

5.4.3 The Pricing Problem

The KKT-conditions for optimality of (AM2) are

πjs ∈ ∂Fjs(zjs)

+
∑

(s,α)∈SA+:j=1,...,vs;zjs≥ζ
α

s

δ
α

s +
∑

(s,α)∈SA−:j=1,...,vs;zjs≤ζα

s

δα
s

j = 1, . . . , vs; s = 1, . . . , S (5.13)

δ
α

s ∈ ∂G
α

s (φ
α

s ) (s, α) ∈ SA+ (5.14)

δα
s ∈ ∂Gα

s (φα

s
) (s, α) ∈ SA− (5.15)

ρk =

S
∑

s=1

vs
∑

j=1

(

∑

i∈Ak

Dijs

)

πjs k ∈ K

yk ≥ 0 k ∈ K

zjs =
∑

k∈K

(

∑

i∈Ak

Dijs

)

yk j = 1, . . . , vs; s = 1, . . . , S
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φ
α

s ≥ ζ
α

s +
1

(1− α)vs

vs
∑

j=1

(

zjs − ζ
α

s

)+

(s, α) ∈ SA+

φα

s
≤ ζα

s
−

1

(1− α)vs

vs
∑

j=1

(

ζα

s
− zjs

)+

(s, α) ∈ SA−

ρkyk = 0 k ∈ K

ρk ≥ 0 k ∈ K

δ
α

s ≥ 0 (s, α) ∈ SA+ (5.16)

δα
s ≤ 0 (s, α) ∈ SA− (5.17)

where πjs and ρk are defined as in the basic model, and δ
α

s and δα
s are the Lagrange

multipliers of the CVaR constraints (5.11) and (5.12). Note that the sign conditions

(5.16) and (5.17) are automatically satisfied by the monotonicity assumptions on

the penalty functions G
α

s and Gα
s , respectively. Then proceeding as in the basic

model, given a solution (ẑ, ŷ) to the problem using a limited set of apertures

K̂ ⊆ K, we use (5.13)-(5.15) to determine corresponding values of π̂. As in the

basic model, if any set of subgradients contains more than one element, the right

derivative (i.e., the largest value in the set of subgradients) is chosen. With these

choices, we obtain a pricing problem of exactly the same form as in the basic

model, which can then be solved using the same approaches.

5.5 Computational Results

To study the effect of the number of apertures used on the quality of the

treatment plans obtained, we have studied cases of head-and-neck cancer patients

where the primary reason for using IMRT is to preserve salivary function while

obtaining adequate target coverage. 3D treatment planning data for ten head-

and-neck cancer patients were exported from a commercial patient imaging and

anatomy segmentation system (VoxelQ, Philips Medical Systems) at the University

of Florida Department of Radiation Oncology. This data was then imported into

the University of Florida Optimized Radiation Therapy (UFORT) treatment
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planning system and used to generate the data required by the models described in

Sections 5.2 and 5.4.

Our treatment planning system generated a voxel grid with voxels of size

4 × 4 × 4 mm3 for the targets and critical structures except for unspecified

tissue, for which we used voxels of size 8 × 8 × 8 mm3. Table 5–1 shows the

problem dimensions for the ten cases. As mentioned in Section 2.3.1, there is no

fundamental basis for quantifying the quality of a treatment plan. Therefore, to

assess the ability of our model to generate high-quality treatment plans, we have

evaluated our treatment plans using a set of external planning criteria that were

not included in our model. Note that in order to be able to make an objective

assessment of model quality, it is important that these external planning criteria

were not included in our model, to avoid bias of the conclusions. In particular,

we have used the criteria published in two studies of the Radiation Therapy

Oncology Group [65, 66] with minor modifications (where the modifications made

the criteria more demanding). The main goal was to treat two targets: Planning

Target Volume 1 (PTV1) and Planning Target Volume 2 (PTV2), which contains

PTV1. PTV1 consists of actual identified disease, while PTV2 is an expansion of

PTV1 that also contains regions where the disease may have spread, as well as

a margin to account for the possibility of patient motion and setup uncertainty.

PTV1 should be treated to a prescription dose level of DPTV1
Rx

= 73.8 Gray (Gy),

and PTV2 should be treated to a prescription dose level of DPTV2
Rx

= 54 Gy. More

precisely, this means that at least 95% of both targets should receive the prescribed

dose, no more than 1% of both targets should be underdosed by more than 7%,

and no more than 20% of PTV1 should be overdosed by more than 10%. Each

of the up to four salivary glands (LPG: left parotid gland, RPG: right parotid

gland, LSG: left submandibular gland, and RSG: right submandibular gland) are

considered spared if either no more than 50% of the voxels in the gland receive a
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dose exceeding 30 Gy, or the mean dose to the gland does not exceed 26 Gy. No

voxels in the spinal cord (SC) should receive a dose exceeding 45 Gy, and no voxels

in the brainstem (BS) should receive a dose exceeding 54 Gy. Less than 1% of the

voxels in unspecified tissue should receive more than 65 Gy to avoid side effects of

treatment due to an unacceptable level of overdosing of that structure. For all ten

cases, we designed plans using seven equispaced beams at nominal settings, i.e.,

their orientation was not optimized for the individual patients.

Table 5–1: Model sizes.

case # beamlets # voxels
1 1,017 17,471
2 1,195 19,543
3 1,745 36,136
4 1,804 38,724
5 1,182 17,466
6 1,015 14,147
7 1,178 22,300
8 1,090 19,417
9 921 15,416

10 2,073 30,664

The structure-dependent penalty functions were chosen to be piecewise-linear

approximations to piecewise-polynomial functions of the following form:

Fjs(z) =
1

vs

(

βU
s max(0, Ts − z)pU

s + βO
s max(0, z − Ts)

pO
s

)

where the superscript U refers to underdosing and the superscript O refers to

overdosing. The coefficients βU
s , βO

s ≥ 0 and the powers pU
s , pO

s ≥ 1 to ensure

convexity of the function. Finally, the parameters Ts represent thresholds, to allow

the shape of the penalty functions to be different for underdosing and overdosing.

We employed piecewise-linear penalty functions in order to allow us to solve our

models using a linear programming solver. The piecewise-linear functions used two

segments for underdosing and four segments for overdosing for targets, and two

segments for overdosing for critical structures. In addition, we defined lower bounds
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Ls and upper bounds Us on the dose for each structure, with very steep slopes (in

the range 108-1012) in the piecewise linear functions for dose values below the lower

bound and above the upper bound.

Based on three of the ten patient cases and the beamlet-based model for FMO,

we tuned the problem parameters by manual adjustment. This resulted in the

parameter values shown in Tables 5–2 and 5–3. Similar to Tsien et al. [76], we

found that high powers of dose difference lead to excellent results. We next solved

the beamlet formulation of the FMO problem with partial volume constraints for

all ten patient cases using this set of parameters to obtain benchmarks.

Table 5–2: Values of the coefficients of the voxel-based penalty functions.

s Ts Ls βU
s pU

s Us βO
s pO

s

PTV1 DPTV1
Rx

+ 2.5 DPTV1
Rx

− 0.5 7,500 12 DPTV1
Rx

+ 5.5 7,500 6

PTV2 DPTV2
Rx

+ 2 0.93DPTV2
Rx

75,000 12 DPTV1
Rx

+ 5.5 75,000 6

Tissue 35 0 0 – DPTV1
Rx

+ 5.5 8,000,000 5

LPG 0 0 0 – DPTV1
Rx

+ 5.5 350,000 4

RPG 0 0 0 – DPTV1
Rx

+ 5.5 350,000 4

LSG 0 0 0 – DPTV1
Rx

+ 5.5 150,000 4

RSG 0 0 0 – DPTV1
Rx

+ 5.5 150,000 4

SC 28 0 0 – 40 150 3
BS 33.6 0 0 – 48 200 3

Table 5–3: Values of the coefficients for the CVaR constraints.

Lower CVaR-constraints Upper CVaR-constraints

s α Lα
s α Uα

s

PTV1 0.90 0.97DPTV1
Rx

0.99 1.07DPTV1
Rx

PTV2 0.90 0.96DPTV2
Rx

0.95 1.1DPTV2
Rx

LPG – – 0.60 26
RPG – – 0.60 26
LSG – – 0.60 26
RSG – – 0.60 26

Next, we solved all ten problem instances using the column generation ap-

proach to the aperture modulation formulation of the FMO problem as developed
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in this chapter. Since the most commonly used MLC system allows for interdig-

itation, we have used the pricing algorithm developed for the case which allows

interdigitation. Recall that, when the column generation algorithm is ran until

convergence, the optimal beamlet-based FMO solution is obtained. To determine

the number of apertures required by our approach to obtain a high-quality treat-

ment plan, we examined the solution obtained by the column generation algorithm

in each iteration. We then evaluated which of the external planning criteria were

satisfied for each intermediate solution. The results for each of the ten cases are

summarized in Table 5–4. In particular, this table provides the number of aper-

tures in our solution that ensured that each of the external planning criteria was

satisfied. Note that we have added several criteria that are stronger than the ones

generally used in clinical practice, such as stronger overdosing criteria for PTV1 (no

more than 5% or 10% (instead of 20%) of its volume may be overdosed by more

than 10%) and unspecified tissue (no more than 5% of its volume may receive more

than 50 Gy). In case 1, 95% coverage of PTV2 with the prescription dose of 54 Gy

was not obtained (indicated by ?), even using the beamlet-based FMO formulation.

In this case, 94% coverage was obtained using 108 apertures. In cases 4 and 7, the

mean dose constraint could not be satisfied (indicated by ×). However, in these

cases the partial volume constraint was satisfied using a limited number of aper-

tures, ensuring sparing of these structures. Cases where a saliva gland was either

not spareable (since it was largely contained in the target) or not in the vicinity

of a target (and therefore not included in the problem) are indicated by –. Note

that the ability of the models to obtain high-quality treatment plans (as measured

by the external planning criteria) with a single parameter setting suggests that

parameter tuning (or, equivalently, a multi-criteria solution approach) is not needed

for each individual patient.
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The last line in the table corresponds to the number of apertures that was

found using a traditional two-stage approach, where an intensity profile found by

our beamlet-based FMO model was discretized and decomposed into apertures.

Table 5–4: Number of apertures needed to satisfy each criterion.

Case

s Criterion 1 2 3 4 5 6 7 8 9 10

PTV1 99% ≥ 68.6 Gy 9 7 10 10 10 6 10 12 12 12
80% ≤ 81.2 Gy 16 19 17 17 18 17 19 17 18 23
90% ≤ 81.2 Gy 47 55 55 48 47 46 51 50 49 59
95% ≤ 81.2 Gy 111 126 130 102 108 111 108 116 119 118

PTV2 95% ≥ 54 Gy ? 48 56 43 38 84 209 85 175 43
99% ≥ 50.2 Gy 117 45 18 30 88 65 55 19 77 21

Tissue 95% ≤ 50 Gy 51 27 76 31 35 92 26 43 14 105
99% ≤ 65 Gy 12 19 18 10 17 17 11 15 12 12

LPG 50% ≤ 30 Gy 28 28 10 10 20 19 10 24 12 12
mean ≤ 26 Gy 36 28 10 10 45 34 10 43 12 12

RPG 50% ≤ 30 Gy 28 – 10 10 10 17 67 12 28 39
mean ≤ 26 Gy 34 – 10 10 10 46 × 15 52 55

LSG 50% ≤ 30 Gy 36 29 – 33 37 – 33 – 30 33
mean ≤ 26 Gy 80 30 – 54 53 – 39 – 52 36

RSG 50% ≤ 30 Gy – – – 78 19 – – – – –
mean ≤ 26 Gy – – – × 22 – – – – –

SC 100% ≤ 45 Gy 73 30 37 44 26 80 34 40 83 39

BS 100% ≤ 54 Gy 9 15 – 10 10 19 10 12 12 42

FMO # apertures 166 140 194 192 170 157 168 185 160 157

To compare the number of apertures that were generated to the number of

apertures that were actually used, i.e., that received a positive intensity in the

optimal solution given a particular number of apertures, we performed the following

linear regression characterizing this relationship for all 10 cases:

Number of apertures used = θ0 + θ1 × Number of apertures generated.

Table 5–5 shows the estimates for the regression coefficients, as well as the

goodness-of-fit. The positive intercept θ0 represents that a particular number

of apertures (apparently on the order of 2-4 per beam) should always be used for

treatment. Out of all additional apertures generated, a little over 1 out of 2, on
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average, turns out to be useful in the long run, while the other ones are eventually

replaced by one or more better apertures.

Table 5–5: Regression results of the relationship between generated and used aper-
tures.

Case

1 2 3 4 5 6 7 8 9 10

θ0 22.0 27.2 31.4 18.8 17.5 21.7 19.3 25.9 24.1 18.9
θ1 0.55 0.60 0.61 0.54 0.58 0.53 0.59 0.57 0.56 0.61

R2 (%) 99.0 98.0 97.9 99.2 99.3 98.3 99.7 98.7 98.5 99.1

For one of the cases (case 5), Figures 5–3-5–6 illustrate the performance of

our method in more detail. Figure 5–3(a) shows the behavior of the objective

function value as a function of the number of apertures generated, as well as the

number of apertures used (i.e., the number of apertures with nonzero intensity in

the corresponding solution). Figure 5–3(b) shows the number of apertures used

versus the number of apertures generated. Figures 5–4-5–6 show how the number of

apertures used affects the level of satisfaction of the external criteria.

From our results, we conclude that all external planning criteria except

for the criteria for PTV2 can be satisfied with, on average, 65 apertures (which

corresponds to 9-10 apertures per beam). In clinical practice, physicians may

decide to treat using these more efficient plans at the cost of lower coverage of

PTV2. This trade-off between treatment plan efficiency and PTV2-coverage needs

to be made on a case-by-case basis based on the extent of the disease and the

individual level of clinical risk associated with underdosing PTV2. To obtain a

good coverage and a smaller level of underdosing of PTV2, an average of 101

apertures is needed. In fact, in 7 out of the 10 cases fewer than 100 apertures

(approximately 14 per beam) suffice. Even when the external planning criteria

that are much stricter than the published RTOG criteria are taken into account,

the average required number of apertures is only 131. Note that although it may

take more apertures than this to achieve the same objective function value as the
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(a) (b)

Figure 5–3: (a) Objective function value as a function of number of apertures
generated and used, and comparison with the optimal value to the beamlet FMO
problem. (b) Number of apertures used as a function of number of apertures gener-
ated.

(a) (b)

Figure 5–4: Coverage of (a) PTV1 and (b) PTV2 as a function of number of aper-
tures used.

(a) (b)

Figure 5–5: Sparing of saliva glands according to (a) DVH criterion (volume > 26
Gy) and (b) mean dose as a function of number of apertures used.

(a) (b)

Figure 5–6: Sparing of (a) spinal cord (volume > 45 Gy) and brainstem (volume >
54 Gy) and (b) unspecified tissue as a function of number of apertures used.
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optimal value obtained using the beamlet model for FMO, the suboptimal solutions

obtained using this number of apertures are of clinically acceptable quality. Most

current commercial treatment planning systems typically require 20-30 apertures

per beam, or a total of 140-210 apertures in order to achieve a clinically acceptable

treatment plan, which corresponds to about 50-100% more apertures as our

solutions. This is illustrated by the last line in Table 5–4, which shows that in all

cases but one a traditional two-stage approach yields significantly more apertures

than the aperture modulation approach. Our methodology thus suggests that

patients can be treated in much less time than in current practice. In addition, and

perhaps even more importantly, our approach will provide the physicians with a

tool to make a sound trade-off between the number of apertures (i.e., treatment

time) and the level of satisfaction of the treatment plan criteria. These findings

have been published in Romeijn et al [58].

5.6 Concluding Remarks and Future Research

In this chapter, we have developed a new approach to the design of radiation

therapy treatment plans. Our approach incorporates delivery issues into the design

phase that have to date usually be handled in a second optimization phase. Using

10 problem instances obtained from clinical data, we have shown that patient

treatment times can be reduced while maintaining treatment plan quality by

integrating these two optimization phases.

In our approach, we are currently using a simple technique for finding an

initial solution for the column generation procedure. Future research will focus on

developing new heuristic techniques for finding better initial solutions, in order to

reduce the number of steps required by the column generation procedure.

Our model currently assumes that the beam orientations are fixed in advance.

Another direction of future research can be incorporating the beam orientation

selection problem too into this optimization problem.



APPENDIX A
TONGUE AND GROOVE CONSTRAINT VIOLATION

Consider the shape matrix,

0 2
2 1

Here, I1,2= 2, and I2,2= 2. The T&G constraints dictate that beamlet (2,2)

should be exposed only when beamlet (1,2) is exposed. The shape rows which

correspond to the apertures which expose beamlet (1,2) correspond to nodes

(1,0,3) and (1,1,3) in the graph, and the corresponding rows for beamlet (2,2) are

nodes (2,0,3) and (2,1,3). The shape graph after applying the T&G correction

and re-defining the arc sets is given in Fig. A–1. For clarity, we show only arcs

corresponding to elements in column 2.

In Fig. A–1, dashed lines denote the path only which can be used to select

nodes (2,0,3) or (2,1,3) to expose beamlet (2,2) (Note that all the other arcs con-

necting these nodes to the nodes in layer 1 will be rejected by T&G modification

proposed in section 4.2.3). After preprocessing, fluence constraints will impose an

upper bound of max(0,2) = 0 on arcs emanating from node (1,0,3) and max(2) =

2 on arcs emanating from node (1,1,3). A possible aperture would now be the one

corresponding to path {source- (1,1,3)-(2,0,2)-sink} with intensity 2. After this

extraction, the matrix left would be

0 0
0 1

which, after updating upper bounds after extraction does not have a path

connecting from source to sink. We cannot terminate at this point as not all
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1,0,1

Source

2,0,1 2,0,2 2,0,3 2,1,2 2,1,3 2,2,3

1,2,31,1,31,1,21,0,31,0,2

Sink

Figure A–1: An example of T&G constraint.

the fluence is delivered but we cannot even extract a shape as there is no path

from source to sink. Thus, this instance becomes infeasible. So, to enforce T&G

corrections in the example above, we need to impose a bound of 1 (2-1) on the arcs

emanating from nodes (1,0,2) and (1,0,3) but not terminating on nodes (2,0,2) or

(2,0,3).



REFERENCES

[1] Ahuja R K, Magnanti T, and Orlin J. 1993. Network Flows: Theory, Algo-
rithms, and Applications. Prentice-Hall, Englewood Cliffs, New Jersey

[2] Ahuja R K. 2003. Very large-scale neighborhood (VLSN) search algorithms
for reducing dose delivery times. Presentation at The First International
Workshop on Optimization in Radiation Therapy Fort Lauderdale

[3] Ahuja R K, and Hamacher H W. 2005. Linear time network flow algorithm
to minimize beam-on-time for unconstrained multileaf collimator problems in
cancer radiation therapy. Networks 45(1):36-41

[4] Alber M, Meedt G, Nusslin F and Reemtsen R. 2002. On the degeneracy of
the IMRT optimization problem. Medical Physics 29(11):2584–2589

[5] Andreatta G, and Mason F. 1985. k-Eccentricity and absolute k-centrum of a
tree. European Journal of Operational Research 19:114–117

[6] Baatar D, Hamacher H W, Ehrgott M, and Woeginger G. 2004. Decom-
position of integer matrices and multileaf collimator sequencing. Report in
Wirtschaftsmathematik http://kluedo.ub.uni-kl.de/volltexte/2004/1786

[7] Bates J, and Constable R. 1985. Proofs as programs. ACM Transactions on
Programming Languages and Systems 7:113–136

[8] Bazaraa M, Sherali H, and Shetty C. 1993. Nonlinear Programming: Theory
and Algorithms John Wiley & Sons, 2nd edition, New York

[9] Bednarz G, Michalski D, Houser C, Huq M S, Xiao Y, Anne P R et al. 2002.
The use of mixed-integer programming for inverse treatment planning with
pre-defined field segments. Physics in Medicine and Biology 47(13):2235–2245

[10] Bentley J. 1986. Programming Pearls Addison-Wesley, Reading, MA

[11] Boland N, Hamacher H W, and Lenzen F. 2004. Minimizing beam-on time in
cancer radiation treatment using multileaf collimators. Networks 43(4):226-
240

[12] Bortfeld T, Burkelbach J, Boesecke R, and Schlegel W. 1990. Methods of
image reconstruction from projections applied to conformal radiotherapy.
Physics in Medicine and Biology 25(4):435–443

131



132

[13] Bortfeld T, and Schlegel W. 1993. Optimization of beam orientations in
radiation-therapy - some theoretical considerations. Physics in Medicine and
Biology 38(2):291–304

[14] Bortfeld T R, Kahler D L, Waldron T J, and Boyer A L. 1994. X-ray field
compensation with multileaf collimators. International Journal of Radiation
Oncology Biology Physics 28:723–730

[15] Bortfeld T, Stein J, and Preiser K. 1997. Clinically relevant intensity modu-
lation optimization using physical criteria. In Proceedings of the XIIth ICCR
Salt Lake City, Utah, May 27-30:1–4

[16] Bortfeld T, Kufer K-H, Monz M, Scherrer A, Thieke C, and Trinkhaus
H. 2003. Intensity modulated radiotherapy: a large scale multi-criteria
programming problem. Berichte des Fraunhofer ITWM 43 Fraunhofer Insitut
Techno- und Wirtschaftsmathematik, Kaiserslautern, Germany

[17] Brockstein B and Masters G. 2003. Head and Neck Cancer . Kluwer Academic
Publishers, Boston, Massachusetts

[18] Burkard R E. 2002. Open research question section. Oberwolfach conference
on Combinatorial optimization Oberwolfach, Germany, November 24-29

[19] Cancer Facts & Figures Report. 2002. American Cancer Society, Atlanta, GA

[20] Carol M P, Nash R V, Campbell R C, Huber R and Sternick E. 1997. The
development of a clinically intuitive approach to inverse treatment planning:
partial volume prescription and area cost function, Proceedings of the XIIth

ICCR,Salt Lake City, Utah:317–319

[21] Cattaneo G M, Fiorino C, Lombardi P, and Calandrino R. 1997. Optimizing
the movement of a single absorber for 1d non-uniform dose delivery by (fast)
simulated annealing. Physics in Medicine and Biology 42:107–121

[22] Chao K S C, Blanco A, and Dempsey J F. 2003. A conceptual model
integrating spatial information to assess target volume coverage for IMRT
treatment planning. International Journal of Radiation Oncology Biology
Physics 56 (5):1438–1449

[23] Cho P S, Lee S, Marks III R J, Redstone J A, and Oh S. 1997. Comparison
of algorithms for intensity modulated beam optimization: projections onto
convex sets and simulated annealing. In Proceedings of the XIIth ICCR Salt
Lake City, Utah, May 27-30:310–312

[24] Cho P S, Lee S, Marks III R J, Oh S, Sutlief S G, and Phillips M H. 1998.
Optimization of intensity modulated beams with volume constraints using
two methods: cost function minimization and projections onto convex sets.
Medical Physics 25(4):435–443



133

[25] Cho P S, and Marks R J. 2000. Hardware-sensitive optimization for intensity
modulated radiotherapy. Physics in Medicine and Biology 45(2):429–440

[26] Crooks S M, Pugachev A, King C, and Xing L. 2002. Examination of the
effect of increasing the number of radiation beams on a radiation treatment
plan. Physics in Medicine and Biology 47(19):3485–3501

[27] Das I J, and Cheng C W. 1999. Treatment plan evaluation using dose-volume
histogram (DVH) and spatial dose-volume histogram (zDVH). International
Journal of Radiation Oncology Biology Physics 43(5):1143–1150

[28] Das S K, and Marks L B. 1997. Selection of coplanar or noncoplanar beams
using three-dimensional optimization based on maximum beam separation
and minimized nontarget irradiation. International Journal of Radiation
Oncology Biology Physics 38(3):643–655

[29] Das S, Cullip T, Tracton G, Chang S, Marks L, Anscher M et al. 2003.
Beam orientation selection for intensity-modulated radiation therapy based
on target equivalent uniform dose maximization. International Journal of
Radiation Oncology Biology Physics 55(1):215–224

[30] Deasy J O. 1997. Multiple local minima in radiotherapy optimization
problems with dose-volume constraints. Medical Physics 24(7):1157–1161

[31] Dempsey J F, Deasy J O, Lomax A, Wiesmeyer M, Bosch W, and Low D
A. 2001. Treatment plan review tools incorporating spatial dose-volume
information. International Journal of Radiation Oncology Biology Physics 51
Supplement 1:125. Abstract of oral presentation at the 43rd Annual ASTRO
Meeting

[32] Hamacher H and Kufer K-H. 2002. Inverse radiation therapy planning - a
multiple objective optimization approach. Discrete Applied Mathematics
118:145–161

[33] Hiriart-Urruty J-B and Lemarechal C. 1996. Convex Analysis and Minimiza-
tion Algorithms I: Fundamentals. Springer-Verlag, Berlin, Germany

[34] Holmes T and Mackie T R. 1994. A filtered backprojection dose calculation
inverse treatment planning. Medical Physics 21:321–333

[35] Kamath S, Sahni S, Li J, Palta J, and Ranka S. 2003. Leaf sequencing
algorithms for segmented multileaf collimation. Physics in Medicine and
Biology 48:307–324

[36] Kamath S, Sahni S, Palta J, Ranka S, and Li J. 2004. Optimal Leaf Sequenc-
ing with Elimination of Tongue-and-Groove. Physics in Medicine and Biology
49:N7–N19



134

[37] Langer M, Brown R, Urie M, Leong J, Stracher M and Shapiro J. 1990.
Large-scale optimization of beam weights under dose-volume restrictions.
International Journal of Radiation Oncology Biology Physics 18(4):887–893

[38] Langer M, Morrill S, Brown R, Lee O and Lane R. 1996. A comparison of
mixed integer programming and fast simulated annealing for optimizing beam
weights in radiation therapy. Medical Physics 23(6):957–964

[39] Langer M, Thai V, and Papiez L. 2001. Improved leaf sequencing reduces seg-
ments or monitor units needed to deliver IMRT using multileaf collimators.
Medical Physics 28:2450–2458

[40] Lee E K, Fox T, and Crocker I. 2000. Optimization of radiosurgery treatment
planning via mixed integer programming Medical Physics 27:995–1004

[41] Lee E K, Fox T and Crocker I. 2003. Integer programming in intensity-
modulated radiation therapy treatment planning. Annals of Operations
Research 119:165–181

[42] Ma L, Boyer A, Xing L, and Ma C-M. 1998. An optimized leaf-setting
algorithm for beam intensity modulation using dynamic multileaf collimators.
Physics in Medicine and Biology 43:1629-1643

[43] Mageras G S and Mohan R. 1993. Application of fast simulated annealing to
optimization of conformal radiation treatments. Medical Physics 20:639–647

[44] Murty K. 1976. Linear Programming and Combinatorial Optimization. John
Wiley & Sons, New York

[45] Oelfke U and Bortfeld T. 2001. Inverse planning for photon and proton
beams. Medical Dosimetry 26 (2):113–124
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