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of the University of Florida in Partial Fulfillment of the
Requirements for the Degree of Doctor of Philosophy
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By

Kathryn Kanuck Lammens

August 2005

Cochairs: Kirk A. Ludwig and Donald E. Witmer
Major Department: Philosophy

In this dissertation, I defend a traditional account of conceptual analysis and the

use of thought experiments in philosophy.  I then apply this account to a crucial case, the

zombie thought experiment.  This project has four major contributions. 

First, it surveys and clarifies important features of some historical and

contemporary theories of concepts.  Second, it provides a relatively traditional account of

concepts that accommodates the special features of natural kind concepts.  Third, it

provides a framework for thinking about and evaluating thought experiments, which

better enables us to avoid many potential problems in performing them.  Fourth, it offers

an application of my analysis of thought experiments to a particularly controversial

case—the infamous zombie thought experiment—and shows how we may be making an

error in performing that experiment.

I begin by giving a historical framework, sketched in very broad strokes, of

theories of concepts from Frege to Geach, culminating in contemporary theories of



ix

concepts by Bealer and Peacocke.  I also introduce a contemporary complication for

theories of concepts, namely, the existence of a posteriori necessities.  I develop and

ultimately endorse an account of concepts that accommodates those necessities and the

special features of "natural kind" concepts, which nonetheless retains many central

features of traditional theories of concepts.  

Once this account of concepts is in place, I offer a framework for thinking about

and evaluating thought experiments, a framework that meshes with the account of

concepts I have endorsed.  I consider some historically significant challenges to

conceptual analysis and, thus, thought experiments. 

Finally, I apply the apparatus I have developed to the infamous zombie thought

experiment.  I argue that the experiment can be criticized using the resources I have

developed.  In particular, I argue that one appealing way for the physicalist to attack the

usual result of the experiment is by arguing that the participant is insufficiently sensitive

to the ways in which background information about the actual world can in fact be

relevant to the answer. 
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CHAPTER 1
THEORIES OF CONCEPTS

If what we do primarily in philosophy is conceptual analysis, then it might be

argued that anyone attempting to do philosophy must (at least tacitly) presuppose some

theory of concepts in doing whatever kind of philosophy he does.  For, minimally, if

what we do in philosophy is conceptual analysis, we have to make claims about them and

rely on claims about them, whatever they turn out to be.  If so, then in order to figure out

what conceptual analysis is, the first step is to figure out what concepts are, and, then,

determine what we can hope to get from analyses of whatever it is.  The nature of the

item analyzed will put constraints on what we can expect as results and what the

importance of the results is.   

My goal in Chapter 1 of this dissertation is not to provide an exhaustive account

of all of the different theories of concepts.  Rather, it is to give a historical framework,

sketched in very broad strokes, of theories of concepts from Frege (1882, 1891, 1892a,

1892b, 1892c, 1893, 1918) to Geach (1956) and then to introduce contemporary theories

of concepts by Bealer (1987, 1992, 1998b, 2002a) and Peacocke (1989, 1992).  The

purpose of Chapter 1 is not to promote any one theory of concepts in particular; instead,

it is to present a historical framework for a theory of concepts so that we can better figure

out what we are doing when we claim to be doing conceptual analysis and what we can

expect from doing conceptual analysis. 
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Historically, in particular with Frege (1882, 1891, 1892a, 1892b, 1892c, 1893,

1918), the ontology of concepts plays a significant role in the theory of concepts, but it

has receded in contemporary theories.  Consequently, I will spend more time discussing

issues that are both historically important and play a role in contemporary theories of

concepts, in particular the epistemic issue of concept possession, or, in Fregean terms,

grasping a sense, and the semantic issue of determinateness (i.e., the issue of whether it is

always determinate whether a concept applies or fails to apply).

Later in this chapter, I will introduce complications presented by a posteriori

necessities for the theory of concepts.  I will argue that if we accept the standard account

of a posteriori necessities endorsed by Kripke (1980) and Putnam (1975), we have to

individuate concepts differently than we may first have thought and be careful about

what we require for concept possession, since if we want to maintain a more traditional

theory of concepts, we should not want to require one to have empirical knowledge to

possess a concept.  In Chapter 2 and Chapter 3 of this dissertation, I will explain in more

detail some aspects of a theory of concepts that I will use in the remainder of the

dissertation. 

Starting Points and Terminological Issues

Although the primary focus of Chapter 1 is to provide a historical framework for

the theory of concepts, we will first to get clear on some terminological issues that are

not usually sorted out in the literature, so that they do not become a burden later.  Most

importantly, it will be helpful to provide an explanation of what I take most philosophers

to mean when they talk about concepts and how the notion of a concept is related to other

notions such as those of thoughts, propositions, properties, predicates, and meanings.  In

addition, it will be important to raise the issue of vague predicates/concepts. 
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Frege is one philosopher who does not use 'concept' in this way.  The way I will1

use the term is closer to his use of the term 'sense.'

I do not want to be committed to saying that every state that has representational2

content has propositional content.

In this dissertation, I will adopt the convention of putting what follows 'the3

concept of' and 'the concept of a' in italics.  In addition, when talking about a concept, I
will put the word that expresses the concept in italics.

I take it that when most philosophers talk about concepts, they are talking about

common constituents of thought contents, or propositions.   I am using the term 'thought'1

in a very broad sense to mean any mental state with representational content (e.g., a

belief or a desire).   A thought content, or proposition, is individuated by what concepts2

are involved in it and the mode of combination of the concepts.  The relations among the

concepts are not themselves constituents of the thought.  Two thoughts differ from one

another just in case they involve either (a) distinct concepts with the same mode of

combination, (b) distinct concepts with a different mode of combination, or (c) the same

concepts with a different mode of combination.  For example, if I believe that triangles

are trilateral and I believe that triangles are triangular, there are two distinct thoughts that

I have, since the concept of trilateral  and the concept of triangular are distinct concepts. 3

If I believe that squares are quadrilateral and I believe that triangles are triangular, there

are two distinct thoughts that I have, since the concepts of square and triangle are

different concepts, and the concepts of quadrilateral and trilateral are different concepts. 

If I believe that John loves Mary and that Mary loves John, there are two distinct

thoughts that I have since the modes of combination of the concepts are different.

Another distinction we need to pay attention to is between token thoughts and

thought-types and token concepts and concept-types.  We certainly think that when we

say that both Sue and George possess the concept of a triangle there is something in
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See Burge 1979.4

common between Sue's concept of a triangle and George's concept of a triangle.  It

would be extremely difficult to make sense of communication among individuals and to

make general statements about common features of what they are thinking if concepts

were not shareable constituents of thought (that is, if they did not possess the same

concept-type).  In fact, if two individuals could not possess the same concept-type, it

does not seem that we would be able to communicate with one another as effectively as

we seem to (if at all).  I recognize an important sense in which shared constituents of

thought are distinct: Sue and George are distinct individuals, and although they share a

concept-type, their concept-tokens must be distinct.  To account for this distinction, one

might postulate distinct mental particulars, but for my purposes I need not do so.  I am

interested in concepts at the level of types, and I will treat concept types as abstract

objects.

At this point we can raise the following question: what is the relation between a

concept being involved in someone's thought and the person grasping the concept?  The

traditional view is that a person must grasp, or possess, a concept for it to be involved in

his thought.  Recently doubts have been raised about whether in principle one has to

possess a concept to have a thought that involves it.   According to the traditional view,4

in order for one to have a thought, one must possess the concept(s) that constitute the

thought (i.e, minimally, one must be able to apply the concept(s) correctly [at least most

of the time]).  Suppose, for example, that I think that eggplant is a vegetable.  In order for

me to be able to have the thought that eggplant is a vegetable, I must possess the

concepts of an eggplant and a vegetable (i.e., I must be able to apply them correctly). 
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Some philosophers argue that being able to apply a concept correctly requires knowing

the application conditions for it.  I will discuss the traditional view of concept possession,

or grasping a sense, when I sketch Frege's theory of concepts (Frege 1882, 1891, 1892a,

1892b, 1892c, 1893, 1918).  I will give a detailed characterization of what I think concept

possession comes to in Chapter 3.

To use the previous example, in explaining my thought that eggplant is a

vegetable, I might use the sentence, 'eggplant is a vegetable'.  Syntactically, sentences are

just strings of words arranged in a particular order according to the rules of a language. 

Semantically, sentences have meanings, which we refer to as propositions.  In discussing

conceptual analysis, we are interested in the latter.  A sentence must have a meaning if I

am using it to explain something, since when I explain something I purport to say

something that is meaningful.  For example, the sentence 'eggplant is a vegetable'

expresses the proposition that eggplant is a vegetable.  There is an important relation

among propositions, sentences, and the meaning of a sentence, and thoughts, or mental

representations, which are constituted by concepts—we have thoughts, the contents of

which are propositions that are constituted by concepts, and we explain our thoughts by

using sentences that have a meaning, or express propositions, which are constituted by

concepts.  A proposition, then, is just the meaning of a sentence.

Instead of talking solely about propositions when we talk about the meaning of a

sentence, one may talk about the meaning of a sentence in terms of the application of a

general term to the subject of the sentence (i.e., in terms of whether a predicate is true of

the object that the subject term of the sentence refers to).  Using the above example

again, the term 'vegetable' is a general term to which the subject of the sentence applies

(if, in fact, it is a true sentence), and 'vegetable' expresses a concept.  When we say that a
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Vagueness is not the only sort of indeterminacy that is relevant when talking5

about conceptual analysis.  I will not discuss the issue of vagueness at length, and here I
set it aside.  One could write an entire dissertation on vagueness and conceptual analysis,
but that is not my goal here.  In the sections on thought experiments, I will address other
issues of indeterminacy that arise about which I have something to say.

predicate, P, expresses a concept, we are talking about P as expressing an element of a

thought, or proposition.  But, in order for a predicate to express a concept at all, it must

have a meaning.   When we say that P must have a meaning, what we mean is that P must

have a certain property, and when we say that P attributes a property to something, we

are talking about a feature of an object.  To fully determine the meaning of a sentence,

we must determine whether the predicate is true of the subject of the sentence (e.g., it

must be determined whether 'is a vegetable' is true of eggplant).  Whether a predicate or

concept is applicable to a particular object is not always clear, or may be indeterminate,

as we will see below.  

The final issue I would like to introduce in this section is the problem of vague

predicates.  I address the issue of vagueness early in the dissertation because some may

view it as a problem having to do with the application conditions (or the lack thereof) of

predicates, and, thereby, the possibility of getting conceptual analyses.  I will say at the

outset that I do not think that the problem of vague predicates is a problem for the project

of conceptual analysis.  The problem of vague predicates is that there are some

expressions whose application conditions are underdetermined by our rules of use;

minimally, there are some cases where our rules for using a particular predicate do not

indicate to us whether some predicate applies or fails to apply to that case.   For example,5

it seems that the rules for use of the predicate 'is bald' do not always tell us whether the
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See, for example, 6 Ludwig and Ray 2002.

predicate applies to a particular individual or not; vague predicates do not have strict

application conditions, unlike some other predicates.  

Consider the case of Grandpa Ed: he has relatively few strands of hair on the

crown of his head, but above his ears and around the back of his head, he has quite a bit

of hair.  Clearly, we would not assert, "Grandpa Ed is bald," as we would about someone

who has absolutely no hairs on his head, or "Grandpa Ed is not bald," as we would about

someone who has a full head of hair.  Our predicate 'is bald' does not tell us what to say. 

In fact, it seems that two competent speakers of a language can come to opposite

conclusions about Grandpa Ed—one can say he is bald and the other that he is not, and

our rule of use for the term does not indicate that one is correctly applying the term and

the other is not.   

Some philosophers have argued plausibly that vague predicates neither apply nor

fail to apply to anyone or anything at any time, but that our use of them determines

expectations of how they apply.  Those expectations we have about how they apply are

simply false ones.   For example, suppose that Phil says to Matt, "Go call the bald guy in6

for the next interview."  Our natural expectation is that 'There is a bald guy waiting to be

interviewed' is true.  However, this expectation is a false one.  We have false

expectations about vague predicates because in practice we turn a blind eye toward the

vagueness of vague predicates in the moment we use them (i.e., we act as if there are

fully specified application conditions for them).  We take part in an every day

idealization of our predicates in conversation, and we get the hang of the use of them in

the same way.  That we turn a blind eye toward vagueness is unproblematic for

http://endnote+.cit
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conceptual analysis.  When we theorize in philosophy, we often (for the sake of the

enterprise) idealize away from vagueness by presupposing that there are some precise

borderlines or other of predicates we use.  That is, we (in a sense) create a concept "of the

moment," which comes from some component notion of the predicate we are trying to

analyze, and we analyze it.  This is analogous to what we do in ordinary practice.  

If it turns out that there are conceivable borderline cases for many, if not all, of

our predicates (and it seems that there are), one may argue that it is difficult to see what

we could possibly get, if anything, from doing analyses of (vague) predicates.  It is

especially a problem if what we are searching for in philosophical analysis are necessary

and sufficient application conditions, since if predicates are vague, they certainly do not

have precise necessary and sufficient application conditions.  However, as I stated above,

we idealize vague predicates in ordinary practice, so it seems acceptable to be doing so in

doing philosophical analysis, excepting when we are concerned with vagueness itself. 

That is to say, in ordinary practice we use vague predicates as if they do have fully

specified application conditions.  For example, we use the predicate 'is bald' to describe

certain individuals, even though (strictly speaking) the predicate neither applies nor fails

to apply to anyone; and other people understand what we mean.  

Now that I have made clear my starting points and sorted out some terminological

issues, I will say a few words about where I think I will end up in this dissertation and

identify areas that I will be interested in.  After providing a historical framework of some

theories of concepts, I will endorse a theory of concepts that is, for the most part, a

traditional one.  I say "for the most part" because I think that in light of what Kripke

(1980) and Putnam (1975) say about natural kind concepts, we need to modify traditional

accounts of concepts in certain ways, particularly in our account of what it is to possess a
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concept.  After doing that, I will present a framework for thinking about thought

experiments and explain how the theory of concepts I endorse is related to the conditions

under which we may reliably use the results of thought experiments as the foundation for

our philosophical theories.  I do this by applying my account of concept possession and

framework for thinking about thought experiments to the zombie thought experiment.  I

argue that we are making a mistake in our performance of the zombie thought

experiment, the correction of which creates a promising option for the physicalist.

Sketch of Theories of Concepts: From Frege to Geach

In this section, I will sketch with broad strokes four philosophers' theories of

concepts in the history of analytic philosophy: Frege (1882, 1891, 1892a, 1892b, 1892c,

1893, 1918), the later Wittgenstein (1958), Ryle (1930, 1932, 1945, 1946, 1953, 1957,

1962a, 1962b), and Geach (1956).  The reason I use Frege as a starting point (as opposed

to, say, Plato) is that I am interested primarily in studying the state of conceptual analysis

in contemporary analytic philosophy, and analytic philosophy begins with Frege. 

Furthermore, Frege preserves various features of the Platonic story about concepts, so we

need not start from the very beginning. 

For our purposes, I will emphasize two features of theories of concepts that seem

to be most relevant to conceptual analysis: the possession of concepts and the

determinacy of concept application.  Major developments in philosophical thinking of

concepts usually include discussion of both concept possession and whether it is always

determinate that a concept applies or fails to apply.  Wittgenstein (1958), Ryle (1930,

1932, 1945, 1946, 1953, 1957, 1962a, 1962b), and Geach (1956) can each be seen as

advancing an alternative theory of concept possession and determinacy in the place of the

Fregean theory.  The issue of concept possession is central to the rest of the dissertation,
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since it plays a central role in my framework for thinking about thought experiments. 

We will see that in traditional theories of concepts it is presumed that one need not know

anything about the actual world to possess a concept.  In fact, it seems as if the way

things are in the actual world is entirely irrelevant to concept possession.  I will argue

that sometimes the way the world is is relevant to whether we possess a concept or not. 

The issue of abstractness (that is, whether concepts are located in space and time), though

central in some historical theories of concepts, has receded in importance; consequently,

I will discuss it only briefly and when it is important to a particular theory of concepts or

relevant to concept possession.  Whether one thinks concepts are abstract objects or not,

however, does affect what one says about concept possession and how we have access to

our concepts, both of which are related to what one says about a priori knowledge and

thought experiments, which links to the rest of the dissertation.

Frege

Getting clear on Frege's theory of concepts will require us to get clear on two

distinctions: (a) the distinction between Frege's notions of sense and reference and (b) the

distinction between our use of the term 'concept' and Frege's, since they do not quite

match up.  Understanding the sense/reference distinction will help us see how Frege

(1882, 1891, 1892a, 1892b, 1892c, 1893, 1918) uses his term 'concept' (hereafter Begriff)

and how Frege's Begriffs are related to our use of the term 'concept'. 

Frege (1882, 1891, 1892a, 1892b, 1892c, 1893, 1918) draws a distinction between

sense and reference in order to explain the intuitive difference between identity

statements of the form 'a = a' and 'a = b'.  He argues that there is more to the meaning of

an expression than what it picks out (that is, refers to) in the world.  Assuming that both
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 Some expressions, such as 'unicorn' do not pick out anything in the world, and,7

thus, lack a referent.  Such expressions, however, do have a sense.

That sense determines reference is a feature of the traditional theory of meaning8

that I will discuss later in connection with Putnam's Twin Earth thought experiment. 
Putnam refers to the relation as the intension of an expression determining its extension. 

'a = a' and 'a = b' are true, it seems that we can learn something from 'a = b' that we

cannot learn from 'a = a'; Frege says the difference between the two to is a difference in

cognitive significance.  For example, consider the following two sentences: (1) 'the

morning star = the morning star' and (2) 'the morning star = the evening star'.  So long as

we know the meaning of the identity sign, we know that (1) is true—the morning star is

identical with itself.  We do not learn anything new about the morning star.  On the other

hand, it is not immediately clear that (2) is true; to know that (2) is true, we have to know

that the brightest object in the eastern sky at dawn is, in fact, the same object that is the

brightest object in the western sky at dusk: "the difference between the signs ['the

morning star' and 'the evening star'] corresponds to a difference in the mode of

presentation of the thing designated" (Frege 1892c, 152).

Frege (1882, 1891, 1892a, 1892b, 1892c, 1893, 1918) attributes the difference in

cognitive significance between (1) and (2) to a difference in sense between (1) and (2). 

The sense of an expression is its mode of presentation, or the way that the object that is

the referent of an expression (if it has a referent) is presented to us in thought.  Both 'the

morning star' and 'the evening star' have the same referent  (that is, they both pick out7

Venus), but they have different senses, or meanings.  Thus, (1) and (2) have different

senses as well.  Any expression that is meaningful has a sense, and the referent of a term

is determined by its sense:  8

http://endnote+.cit
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Grasping a sense in Frege's theory is akin to possessing a concept in the way I9

talk about concepts.

The regular connection between a sign, its sense and its [referent] is of such a
kind that to the sign there corresponds a definite sense and to that in turn a
definite [referent], while to a given [referent] (an object) there does not belong
only a single sign. (Frege 1892c, 153)

What we grasp when we understand an expression is its sense.   An expression may have9

more than one sense.  For example, consider the sentence 'I am going to the bank', which

has at least two senses, one of which is that I am going to a financial institution of a

certain kind, and the other of which is that I am going to a stretch of land at the edge of a

body of water.  For Frege, senses are objective in that they can be shared by more than

one individual; ideas, on the other hand, are subjective:

The same sense is not always connected, even in the same man, with the same
idea.  The idea is subjective: one man's idea is not that of another.  There result,
as a matter of course, a variety of differences in the ideas associated with the
same sense. (Frege 1892c, 154)

There seems to be a type/token ambiguity or confusion here.  It looks as if ideas are

subjective in the sense that every one has a different token idea but they do not

necessarily differ qualitatively.  It seems that Frege would agree that two individuals can

have the same type of idea.  That is, even though we have different experiences, there

seems to be something in common to what we see.  Consider, for example, Frege's

telescope metaphor:

Somebody observes the Moon through a telescope. . . . The optical image in the
telescope is indeed one-sided and dependent upon the standpoint of observation;
but it is still objective, inasmuch as it can be used by several observers.  At any
rate it could be arranged for several to use it simultaneously.  But each one would
have his own retinal image. (Frege 1892c, 155)

In general, Frege says that "thoughts are senses of sentences," and "[t]he thought,

in itself imperceptible by the senses, gets clothed in the perceptible garb of a sentence,

http://endnote+.cit
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In "Thought," Frege explains clearly what he means by our inner world of ideas:10

"a world of sense impressions, of creations of his imagination, of sensations, of feelings
and moods, a world of inclinations, wishes and decisions" (Frege 1918, 334).

and thereby we are enabled to grasp it.  We say a sentence expresses a thought" (Frege

1918, 328).  If a thought is neither an object (something located in space and time) nor an

idea that is in our heads (that is, part of our "inner worlds"),  then it must be an abstract10

object (that is, an object not located in space or time): 

A third realm must be recognized.  Anything belonging to this realm has it in
common with ideas that it cannot be perceived by the senses, but has it in
common with things that it does not need an owner so as to belong to the contents
of his consciousness (Frege 1918, 337).  

So, when we understand the meaning of an expression, we grasp a thought.

On Frege's picture, the sense of a sentence, or a thought, can be broken down into

two parts—the mode(s) of presentation of the subject (or argument) and the sense of the

predicate.  That is, a sentence as a whole has a sense as do each of its substantive parts

(i.e., the subject and the predicate).  It is what Frege thinks of as a sense of a predicate

that I call a 'concept'.  We can see more clearly what Frege means by a sense in Figure 1.

Figure 1. Frege's notion of a sense
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The True and The False are the only possible truth-values.11

A sense of a predicate is a common constituent of a thought in the sense that that sense

may be the constituent of many distinct Fregean thoughts and since these are what are the

objects of psychological attitudes, also of thought contents.  A sense of a predicate is also

an abstract object.  We express the mode of presentation of a subject and the sense of a

predicate by a sentence.  The subject term of a sentence refers to an object in the world,

and the predicate term of a sentence refers to a function from an object to a truth-value. 

The reference of a whole sentence is a truth-value: 

A statement contains (or at least purports to contain) a thought as its sense; and
this thought is in general true or false; i.e., it has in general a truth-value, which
must be regarded as the [referent] of the sentence, just as, say, the number 4 is the
[reference] of the expression '2+2.' (Frege 1891, 139) 

The truth-value of a sentence is the only feature that does not change when we substitute

one term for another that has the same referent.  So, all true sentences have the same

referent, and all false sentences have the same referent.         11

In "On Concept and Object," Frege defines 'Begriff' as "the [reference] of a

grammatical predicate" (Frege 1892b, 182 n. 4).  For example, consider the sentence, 'x

is a cat'.  The predicate of the sentence is 'is a cat', and the Begriff is the reference of the

open sentence 'x is a cat', which is a function from an object to a truth-value: "if we

complete the name of a [Begriff] with a proper name, we obtain a sentence whose sense

is a thought; and this sentence has a truth-value as its referent" (Frege 1892a, 174).  On

Frege's view, predicates refer to unsaturated objects that are saturated by things to which

subject terms refer.  Begriffs, on the other hand, do not refer; they are functions from

objects to truth-values: "a function by itself must be called incomplete, in need of

supplementation, or unsaturated" (Frege 1891, 133).  For example, suppose we replace 'x'
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with 'Harriet' in the above sentence.  'Harriet' refers to an object, namely my black tailless

cat, and 'is a cat' refers to a function that takes us from the object that is picked out by

'Harriet' and to a truth-value, which in this case is, as Frege calls it, The True: "To

acknowledge this referent as that of the True (as the True) is to judge that the object

which is taken as the argument falls under the concept" (Frege 1892a, 174).  

Now that we see the relation between concepts and senses (namely, that a concept

is a sense of a predicate) we can see that nearly whatever we can say about one, we can

say about the other.    

I have explained the relation between our concepts and Frege's Begriffs by way of

explaining the sense-reference distinction, and I have explained how Frege accounts for

the abstractness of senses (of predicates), which, for us, are concepts.  Now I will explain

how Frege emphasizes that it is determinate whether a Begriff moves us from an object to

The True or The False.  There are two possible truth-values for meaningful sentences,

The True and The False.  For a concept that is expressed by a predicate, it is determinate

whether something falls under it.  Frege states,

A definition of a [Begriff] (of a possible predicate) must be complete; it must
unambiguously determine, as regards any object, whether or not it falls under the
[Begriff] (whether or not the predicate is truly ascribable to it).  Thus there must
not be any object as regards which the definition leaves in doubt whether it falls
under the [Begriff]; though for us human beings, with our defective knowledge,
the question may not always be decidable.  We may express this metaphorically
as follows: the [Begriff] must have a sharp boundary. (Frege 1893, 259)

The requirement that it is determinate, for any predicate, P, whether the object a subject

term refers to falls under P is connected with the possibility of an expression having a

sense.  I stated above that for Frege, the referent of a sentence is a truth-value.  Consider

the open sentence, 'x is a cat', which seems to have a sense.  It is determinate whether an

object falls under the predicate 'is a cat' or not.  If what the predicate 'is a cat' applies to is

http://endnote+.cit
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indeterminate, then the sentence 'Harriet is a cat', does not have a referent because in

order for an expression to have a referent it must be either true or false.  Since moving

from Harriet and the function 'x is a cat' to a truth-value seems to get The True (since, of

course, Harriet is a cat), we have reason to think that it is determinate whether something

falls under the concept of a cat (or the predicate 'is a cat') or does not.  Frege's response to

vagueness worries is expressed by the following: 

The only barrier to enumerability is to be found in the imperfection of concepts. 
Bald people for example cannot be enumerated as long as the concept of baldness
is not defined so precisely that for any individual there can be no doubt whether
he falls under it. (Frege 1882, 80)

  
This seems to indicate that Frege thinks that vague predicates cannot be a part of a

meaningful expression (i.e., one expressing a sense).  For Frege, determinateness also

plays a central role in his mathematical and logical theory: 

. . .without complete and final definitions, we have no firm ground underfoot, we
are not sure about the validity of our theorems, and we cannot confidently apply
the laws of logic, which certainly presuppose that concepts, and relations, too,
have sharp boundaries. (Frege 1893, 265)    

Although Frege's Begriffs do not capture what I mean by 'concept', his senses of

predicates do, and Frege's senses of predicates are related in an important way to what he

calls 'Begriffs'.  "A [Begriff] is a function whose value is always a truth-value" and is

denoted by an open sentence (Frege 1891, 139).  These open sentences may include

terms denoting second-order concepts (that is, quantifier expressions), but we will not

have to be concerned with this aspect of Frege's theory.  Since we often use sentences to

express our thoughts, we can see that there is a relation between Frege's Begriffs and our

concepts (see Figure 1).  Concepts are at the level of thoughts expressed by sentences and

Begriffs are at the level of objects referred to by terms in sentences, which we use to

express thoughts.  Frege's Begriffs are also known as 'intension' by many.
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I put 'theory of concepts' in scare quotes as it is well-known that Wittgenstein's12

stance in the Philosophical Investigations is anti-theoretical.  Instead, he provides us with
a set of remarks about words and concepts that constitute a picture of what he thinks they
are and what role they play in language.  However, for my purposes, I will call what he
has to say about words and concepts a theory.

In this section, I have explained how my understanding of 'concept' is related to

Frege's, what concept possession (in my sense of 'concept') comes to on Frege's view and

Frege's commitment to the abstractness and determinateness of concepts: concepts are

part of a third realm of objects, which are not located in space and time, and it is always

determinate whether concept that is expressed by a predicate applies or fails to apply.  In

the next section, I will explain what Wittgenstein (1958) has to say about concepts and

concept possession.

Wittgenstein

In this section, I will explain Wittgenstein's (1958) "theory of concepts"  as it12

appears in the Philosophical Investigations.  Although Wittgenstein (1921) has a lot to

say about concepts in the Tractatus when explaining his Picture Theory of meaning, he

rejects the Picture Theory in the first third of the Philosophical Investigations. 

Wittgenstein's theory of concepts plays a central role in the history of the study of

concepts, since it marks the beginning of a tradition that rejects much of what Frege (and

others) emphasizes.

As I explained above, I mean by 'concept' what Frege (1882, 1891, 1892a, 1892b,

1892c, 1893, 1918) means by 'sense of a predicate', which, as I indicated above, we can

treat as an abstract object.  Frege introduces senses to account for what seems to be

missing in theories of meaning where the meaning of a term is exhausted by its referent. 

We might say, then, that the sense of an expression is its meaning, since it supplies what
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Wittgenstein does not say which words' meanings are not exhausted by their13

use, so I will treat all words as words whose meanings are exhausted by their use.  

is missing and determines the referent (if any).  For Wittgenstein, however, "For a large

class of classes—though not for all —in which we employ the word "meaning" it can be13

defined thus: the meaning of a word is its use in a language" (Wittgenstein 1958, §43). 

Senses of sentences are also explained by appealing to use: "doesn't the fact that the

sentences have the same sense consist in their having the same use?" (Wittgenstein 1958,

§43). The use of a word in a language is governed by rules that we learn, and a set of

rules of how to use words constitutes a language-game: 

In the practice of the use of language one party calls out the words, the other acts
on them.  In instruction in the language the following process will occur: the
learner names the objects; that is, he utters the word when the teacher points to
the stone. . . .We can also think of the whole process of using words . . . one of
those games by means of which children learn their native language.  I will call
these games "language-games." (Wittgenstein 1958, §7)  

Speaking a language just amounts to playing a language-game.  There are many different

language-games, which correspond to different sorts of language use: "new types of

language, new language games, as we may say, come into existence, and others become

obsolete and forgotten" (Wittgenstein 1958, §23).  Words are individuated by the role

they play in language, and language is a social activity: "the speaking of a language is

part of an activity, or a form of life" (Wittgenstein 1958, §23).  

All of this talk about the role of words in a language amounts to the claim that

possessing a  concept is nothing more than having an ability to use a word correctly in

accordance with certain rules.  Concepts, then, are individuated by what role the

corresponding predicates play in a language.  For example, consider the concept of a cat. 

The ability to correctly apply the corresponding predicate, 'is a cat', to a particular furry
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I do not think that Wittgenstein would commit himself to this, but if we are14

forced to contrast Wittgenstein and Frege, we can say something like this to give a
general idea of what is going on.

creature in the world by following a set of rules for applying the term and then uttering

the sentence (perhaps while pointing at the furry creature), "That is a cat," is what

possessing the concept of a cat amounts to.  So, the extent to which we use words

correctly is the extent to which we grasp concepts that correspond to predicates.  So, it

seems that for Wittgenstein (1958), concept talk is understood in terms of words,  and,14

thus, are not taken seriously as abstract objects.  For Frege (1882, 1891, 1892a, 1892b,

1892c, 1893, 1918), on the other hand, grasping a thought (which has a 'concept', in my

sense of the term, as a part) is understanding the meaning of an expression that expresses

the thought; thoughts are abstract objects. 

I have explained briefly what it is to possess a concept associated with a word on

Wittgenstein's view and how language-games play a role in exhibiting concept

possession—how well you play the game depends on how well you know the rules. 

Wittgenstein (1958) claims that all language use involves language-games and different

language use involves different language-games, but that there is no single thing that we

call 'language' (that is, there is no essence of a language): 

Instead of producing something common to all that we call language, I am saying
that these phenomena have no one thing in common which makes us use the same
word for all,—but that they are related to one another in many different ways. 
And it is because of this relationship, or these relationships, that we call them all
"language." (Wittgenstein 1958, §65) 

As I stated above, for Wittgenstein language is a social activity, and when we speak a

language we are playing a game.  There is no one particular thing that unites all those

activities we call language (i.e., there are no necessary and sufficient conditions for being

a language).  Rather, each language is similar to other things we call language in various

http://endnote+.cit
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Although Wittgenstein claims that concepts do not have necessary and sufficient15

application conditions, there is a sense in which they do: something falls under a concept
iff that thing is relevantly similar to a prototype for the thing that the concept applies to. 
Of course this does not undercut Wittgenstein's point because the right side of the
biconditional does not give us which features are the relevant ones (i.e., 'relevantly
similar' is vague).

1 2ways.  That is, something we call a language, L, may be similar in respects R  and R  to

1 3something else we call a language, L', but L may be similar in respects R  and R  to even

2 3something else we call language, L'', and in respects R  and R  to L''': 

We see a complicated network of similarities overlapping and criss-crossing:
sometimes overall similarities, sometimes similarities of detail.  I can think of no
better expression to characterize these similarities than "family resemblances"; for
the various resemblances between members of a family: build, features, color of
eyes, gait temperament, etc. etc. overlap and criss-cross in the same way.—And I
shall say: 'games' form a family. (Wittgenstein 1958, §66-7)

For Wittgenstein, it looks as if most, if not all, of our concepts are what I will call family-

resemblance concepts.  These are concepts the application of which we can characterize

in something along the following lines: x falls under the concept C iff x bears a certain

family resemblance to other things that fall under the concept C.   Note that this is not to15

give application conditions; it is to characterize how we use and deploy concepts.  We

cannot give application conditions because it uses 'concept C' on the right side and

invokes the notion of family resemblance without specifying what those resemblances

need to be.  C, then, (as we will see below) is understood in terms of a prototype; whether

something falls under C depends on how similar that thing is (in the relevant respects) to

the prototype in terms of which C is understood and other things that fall under the

concept of C.  For example, consider the concept of a bird, with which we often associate

with the following characteristics: has feathers, can fly, lays eggs, chirps, etc.  Of course

not every bird meets all of these criteria, but certainly every bird must meet some (or

most) of them. 
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We should note here that although rules govern the use of words, there might16

not be a rule for every situation in which we are considering using a word.

I put 'definitions' in scare quotes here because Wittgenstein does not use the17

term as we usually do in philosophy.

So, the way that we tell whether something is a game is by looking to a prototype

of a game and other games and then determining to what extent the thing in question is

similar to that prototype and other games: 

How should we explain to someone what a game is?  I imagine that we should
describe games to him, and we might add: "This and similar things are called
'games.'" (Wittgenstein 1958, §69)  

I take the 'this' here to be referring to a prototype, or an example, of a game.  A prototype

is supposed to give us a rough idea of when we should and should not apply a concept

(use a word); it gives us general rules  on how to use terms, but that is not to say that16

words do not have meanings: "are we to say that we do not really attach any meaning to

this word, because we are not equipped with rules for every possible application of it?"

(Wittgenstein 1958, §80).  For Wittgenstein, words have more or less rough

"definitions."17

I stated above that for Wittgenstein (1958) concept possession amounts to being

able to use a word correctly (and in accordance with certain rules), but I did not state

what exactly Wittgenstein thinks concepts are.  Given that Wittgenstein thinks the

meaning of a word is exhausted by its use, it seems that when we ask a question about

how we are to use sentences in which 'concept' appears, we should ask how the

expression is used.  That is, on this view, it is not appropriate to ask the question, "What

is a concept?" because it does not make sense to talk about concepts; Wittgenstein only

will talk about the use of the word 'concept'.  Since there are no concepts (taken seriously

as entities) on Wittgenstein's view, concepts are certainly not abstract objects. 
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In the first section of this chapter, I stated that if concepts were not shareable

constituents of thought (at the level of types), then it would be difficult to communicate

with one another effectively.  From what Wittgenstein (1958) says, it seems that since

two individuals can use the same words in the same way, there is a sense in which we can

share concepts, which are understood in terms of a prototype.  Rules for the use of a word

are partial in the sense that there is not for every situation a rule about whether the word

applies or fails to apply, and we may think in terms of different prototypes.  Since

language is a social activity it seems likely that the prototypes that each of us appeal to

bear certain family-resemblance relations to one another just as they do to those things

that fall under the prototype in terms of which the concept is understood.

Now that we have a general picture of Wittgenstein's "theory of concepts," we are

in a position to see how Wittgenstein (1958) would respond to the (apparent) problem of

vague predicates.  In the previous section, we saw that for Frege (1882, 1891, 1892a,

1892b, 1892c, 1893, 1918) vagueness is not a problem at all.  If a predicate that allegedly

expresses a concept is vague, then it does not express a concept at all:

Frege compares a concept to an area and says that an area with vague boundaries
cannot be called an area at all.  This presumably means that we cannot have
anything to do with it.—But is it senseless to say, "Stand roughly there"? 
Suppose that I were standing with someone in a city square and said that.  As I
say it, I do not draw any kind of boundary, but perhaps point with my hand—as if
I were indicating a particular spot. . . . One gives examples and intends them to be
taken in a particular way.—I do not, however, mean by this that he is supposed to
see in those examples something in common which I—for some reason—was
unable to express. (Wittgenstein 1958, §71)      

Vagueness is not a problem for Wittgenstein, either, because according to his "theory of

concepts," the meaning of a word is to be sought in its use.  And there is no reason to

think that the use of a word must determine for all conditions whether it is to apply or

not.  Correspondingly, since for Wittgenstein talk of concepts expressed by words is to be

spelled out also in terms of the use of those words (since grasping the concept expressed
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by a word is knowing its use in the language), it will turn out that concepts need not have

necessary and sufficient application conditions.  That is, for Wittgenstein, we "associate

concepts" with all words that have a use in the language (that is, have a meaning), and

then since the practices governing use can be partial, so may the application conditions

for concepts.  When we use words, we are playing a language-game.  The rules of the

language-game, which tell us when to use words, may be partial in the sense that the

rules that tell us how to use words do not tell us all of the circumstances in which a

particular word applies.  Furthermore, sometimes there is no rule that tells us whether or

not a word applies in a given situation: "the application of a word is not everywhere

bounded by rules" (Wittgenstein 1958, §84).  Rather, the rules serve as a partial guide,

and we apply a predicate just in case whatever we want to apply the predicate to bears a

certain family resemblance to an appropriate prototype.

In this section, I explained how Wittgenstein (1958) rejects much of what Frege

(1882, 1891, 1892a, 1892b, 1892c, 1893, 1918) had to say about concepts.  We learn a

language by having someone point out to us things that are of certain kinds.  We are

shown examples, or prototypes, of the kind, and, when deciding whether to use a

particular term, we judge whether the object we want to apply the term to bears certain

family resemblances to the prototype.  However, there is not always a fact about the

matter whether a term applies in a situation or not.  That is, our rules for the use of a term

or the representations we use to judge whether something falls under a concept do not

always determine whether the concept applies.  In the next section, I will explain Ryle's

theory of concepts, which is an intermediary one between Frege's and Wittgenstein's.

Ryle

Ryle's theory of concepts goes through several stages of development, but most of

the important things he wants to say remain relatively constant.  His work on concepts
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begins with a general skepticism of using the term 'concept' in any expression because, he

argues, all talk about concepts is misleading and, thus, should be replaced by talk about

specified general terms.  In his later work, he is more tolerant of the use of the term

'concept', but, like Wittgenstein (1958), he does not think that concepts are abstract

objects.  In this section, I will sketch what I take to be the most general features of his

theory.

In "Systematically Misleading Expressions," Ryle claims that any expression

containing 'concept' is a misleading one and should be replaced by talk about general

terms:

Sometimes philosophers say that they are analysing or clarifying the 'concepts'
which are embodied in the 'judgments' of the plain man or the scientist, historian,
artist or who-not.  But this seems to be only a gaseous way of saying that they are
trying to discover what is meant by the general terms contained in the sentences
which they pronounce or write.  For, as we shall see, 'x is a concept' and 'y is a
judgment' are themselves systematically misleading expressions. (Ryle 1932, 39)

There are two things that seem to be going on here: first, Ryle is rejecting the view that

concepts, or what talk about concepts can be replaced with, are abstract objects, and,

second, he is claiming that it does not make sense to talk about analyzing concepts.  For

these reasons, it is misleading to talk about concepts.  We will see the former more

clearly when we talk about what Ryle thinks meanings are.  If concepts are "what is

meant by the general terms" in sentences, then for someone to use and/or to understand a

sentence containing those general terms "intelligently," he or she needs to know what

those general terms mean.  That is, there is no question about whether one understands

what he or she is saying when using a sentence intelligently.  If one is not using a

sentence intelligently then one is "just gabbling parrot-wise" (Ryle 1932, 39). 
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Although in Ryle's later work he accepts talk of concepts, his view about what

they are does not change.  In "Phenomenology Versus "The Concept of Mind,"" he

defines 'concept', but preserves what he says in some of his earlier work about concepts

being what is meant by a general term in a sentence:

By 'concept' we refer to that which is signified by a word or a phrase.  If we talk
of the concept of Euclidean point we are referring to what is conveyed by this
English phrase, or by any other phrase, Greek, French, or English, that has the
same meaning. (Ryle 1962a, 182)

If all talk about concepts should, or at least could, be replaced by talk about what

is meant by the terms in sentences, then in order to determine what Ryle's theory of

concepts is, we have to examine what he says about meaning(s).  So far, it is not clear

whether Ryle's use of the term 'concept' matches up with what I call 'concepts' (i.e.,

common constituents of thoughts).  Clearly,  Ryle thinks that different expressions can

have the same meaning.  So, different sentences may be said to "employ" the same

concepts.  Different sentences contain different words that express the same concepts,

and since thoughts are expressed by sentences, we can say that different thoughts can

involve the same concepts.  In "Thinking Thoughts and Having Concepts," he states: 

The meanings of the words in a sentence are functionally interlocking.  Concepts
are not bricks out which truths and falsehoods are built. . . . Rather a concept, say
the concept of if or uncle of, is what can be common to an indefinite range of
otherwise different integral truths, falsehoods, questions, commands, entreaties,
etc. (Ryle 1962b, 449)

I have already stated that Ryle does not preserve the feature of abstractness in his

theory of concepts.  I should point out here that there seem to be two things we can mean

when we talk about concepts being abstract objects, one of which is something we should

not want to be committed to and the other of which we need not worry about.  First, there

is the Fregean view according to which concepts are not located in space and time, but in
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a third realm.  Second, there is the view according to which concepts are types of things,

which is something we need not worry about being committed to.  'Type' in the sense I

am talking about here is something that a nominalist can accept, and it is compatible with

a prototype.  Ryle explicitly rejects concepts as abstract objects and philosophy as the

study of meanings (considered as abstract objects) in "The Theory of Meaning":

If the meaning of an expression is not an entity denoted by it, but a style of
operation performed with it, not a nominee but a role, then it is not only repellent
but positively misleading to speak as if there existed a Third Realm whose
denizens are Meanings.  We can distinguish this knight, as a piece of ivory, from
the part it or any proxy for it may play in a game of chess; but the part it may play
is not an extra entity, made of some mysterious non-ivory. . . . To say, therefore,
that philosophy is the science of Meanings, though not altogether wrong, is liable
to mislead. (Ryle 1957, 370-371)

We have gotten a little bit more here about what Ryle thinks about meanings than

just that they are not abstract objects as Frege thinks they are.  Ryle argues that to figure

out the meaning of an expression one has to figure out the role the expression plays in a

language.  The role an expression plays in a language is analogous to the role a knight

plays in a chess game.  Obviously the role of the ivory object is not something alongside

the ivory object.  So, the role of an expression in a language is not something alongside

the words that make up the expression.  This sounds much like what Wittgenstein (1958)

thinks meaning is—the meaning of an expression is how it is used in a language.

For Wittgenstein speaking a language is a game where the rules are partial in a

certain way.  In some ways, Ryle adopts this kind of view as well, but he seems to think

of speaking a language as playing a game in a looser, metaphorical, sense.  In "Ordinary

Language," he states,

If I know the meaning of a word or a phrase I know something like a body of
unwritten rules, or something like an unwritten code or general recipe.  I have
learned to use the word correctly in an unlimited variety of different settings. 
What I know is, in this respect, somewhat like what I know when I know how to
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use a knight or a pawn at chess.  I have learned to put it to its work anywhen and
anywhere if there is work for it to do. (Ryle 1953, 312)

Given what Ryle says here, to understand the meaning of a word or a phrase we

have to know certain rules that govern the use of the word.  Unlike Wittgenstein,

however, it seems here that whether a word applies to a situation or not is determinate. 

The rules for using knights and pawns in a chess game are strict—in any given situation

in a chess game, there is a fact of the matter about what a knight or a pawn can do. 

Ryle's commitment to determinateness is also suggested by what he says in "The Theory

of Meaning," where he draws a connection between knowing the meaning of an

expression and knowing how to use an expression in a language:

To know what an expression means involves knowing what can (logically) be
said with it and what cannot (logically) be said from it.  It involves knowing a set
of bans, fiats and obligations, or, in a word, it is to know the rules of the
employment of that expression. (Ryle 1957, 363)

So, one of the ways in which Ryle differs from Wittgenstein is that Ryle seems not to

allow for the kind of partiality in the rules for using expressions that Wittgenstein does. 

For Ryle, there is more to grasping the meaning of a word than just knowing the

sufficient conditions for its application; grasping the meaning of a word requires

knowing its necessary and sufficient application conditions:

A boy who has learned to count and is now beginning arithmetic is told that
numbers divide up into odd numbers and even numbers.  He asks which are
which and is told, first, that 2, 4, 6, 8 and 10 are even numbers, while 1, 3, 5, 7 or
9, are odd numbers; second, that the number of the left-hand page of any book is
an even number. . . . After his fourth lesson he can tell us not only what numbers
are even but also, so to speak, what makes them even.  And, now we ask, at which
stage has he 'got the concept of even number'?  For at each stage there is some
task which he can perform, which he could not do before, and by the third stage
he can correctly answer all questions of the form 'Is . . . an even number?'  Yet we
are inclined to say that so long as he has not yet realised that even numbers are
divisible by 2, he has not really got the concept of even number; or else that he
has not yet got the whole of it. (Ryle 1962b, 450) 

http://endnote+.cit
http://endnote+.cit
http://endnote+.cit


28

It looks as though on this view knowing necessary and sufficient application18

conditions is necessary, but not sufficient for grasping a concept.  That is, knowing what
makes a concept apply seems above and beyond knowing its application conditions.

I am replacing 'proposition' with 'sentence' here, because in "Are There19

Propositions?" (1930), Ryle states, "The name 'proposition' then denotes, what
grammarians have always used it to denote, the same as 'sentence' or 'statement.' . .
.'Proposition,' then, is a name not for what I think but for what I think and talk in" (Ryle
1930, 37).

Here Ryle's commitment to determinateness becomes very clear: If grasping a

concept requires knowing necessary and sufficient application conditions, then Ryle must

also think that concepts have necessary and sufficient application conditions.  If concepts

have necessary and sufficient application conditions, then there is a fact of the matter

whether a concept applies or fails to apply in a particular situation.  Hence, like Frege, he

preserves the determinateness of concepts.  It is not enough to be able to use a word in all

of the right situations (i.e., one has to know not only that a word applies, but what makes

it apply).   18

Although Ryle does not seem to address the issue of vagueness, from other things

he says, it looks as if he would say that if a predicate is vague, it does not express a

concept.  Call this semantic vagueness.  However, Ryle argues that our understanding of

when to use words is always incomplete:

As people's understanding of the [sentences]  that they use is always imperfect,19

in the sense that they never have realized and never could realize all the logical
powers of those [sentences], so their grasp of ideas or concepts is necessarily
incomplete.  (Ryle 1945, 200)

Call this epistemic vagueness.  Epistemic vagueness applies to every word, whether it is

vague or not.  So, there is no semantic vagueness of predicates because any predicate that

is vague does not express a concept, and epistemic vagueness is not a problem because
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even if we never fully grasp the necessary and sufficient application conditions for our

concepts, it does not mean that they do not have them.

Geach

In this section, I will sketch Geach's theory of concepts as it appears in Mental

Acts since most, if not all, of Geach's work on concepts is contained in it (Geach 1956). 

Like Wittgenstein and Ryle, Geach emphasizes that language is central to talk about

concepts and rejects the abstractness of concepts.  Unlike Wittgenstein and Ryle,

however, Geach does not think that speaking a language is necessary for possessing

concepts.

For Geach, "[c]oncepts, as we shall see, are capacities exercised in acts of

judgments—psychological concepts, in psychological judgments about oneself and

others" (Geach 1956, 7).  An act of judgment is putting one's belief into words "with

consideration" (Geach 1956, 9).  We will see below that an act of judgment does not

require an ability to put a belief into words.  For now, however, I will talk about making

judgments by speaking a language.  What it means for a concept to be a capacity

exercised in an act of judgment, then, is for us to be able to express a belief such as, "I

believe that it is warm outside," when we believe that it is warm outside.  Since

"[c]oncepts . . . are presupposed to, and exercised in, acts of judgment," concepts can be

said to be constituents of thoughts (Geach 1956, 11).  That is, the ability to have a

thought precedes the ability to express that thought (e.g., in order to truly say, "I believe

that it is warm outside," we have to be able to have the thought that it is warm outside). 

Possessing a concept is a capacity to use an expression correctly and that capacity is

grounded in being able to have a thought.  In this sense, we may say that a concept is a

constituent of a thought.  Geach does not, however, think that concepts are abstract
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What Geach does not make clear is how we come to be able to have thoughts in20

the first place and how we acquire the capacity to make judgments.  That is, Geach
claims that in order to correctly apply a word, we must already (in a sense) possess the
concept, but he does not make it clear how we grasp it, and he does not tell us how we
acquire the ability to make certain judgments. 

objects as Frege does—concepts for Geach are primarily abilities to use expressions

correctly, or capacities that we exercise when we make judgments.  We might say

concepts are abstract in the sense that they are a type of capacity, but this is an

unmysterious kind of abstractness.

Geach explains the relation between the correct use of words (and sentences) and

concept possession as follows:

The ability to express a judgment in words thus presupposes a number of
capacities, previously acquired, for intelligently using the several words and
phrases that make up the sentence.  I shall apply the term "concepts" to these
special capacities—an application which I think lies fairly close to the historic use
of the term.  It will be a sufficient condition for James's having the concept of so-
and-so that he should have mastered the intelligent use (including the use in
made-up sentences) of a word for so-and-so in some language.  Thus: if
somebody knows how to use the English word "red", he has a concept of red; if
he knows how to use the first-person pronoun, he has a concept of self; if he
knows how to use the negative construction in some language, he has a concept of
negation. (Geach 1956, 12-13)

To intelligently use words and phrases that make up a sentence, one must first be

able to have thoughts involving the concepts that are expressed by the words in the

sentence.   However, it is not necessary that one be able to master the intelligent use of a20

word that expresses a concept in order to possess that concept.  That is, there are other

ways one might possess a concept (i.e., there are other sufficient conditions for concept

possession).

That concept possession does not require the ability to speak a language is a

notable difference between Geach's theory of concepts and Wittgenstein's and Ryle's. 
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In the case of the aphasia patient, perhaps the individual expresses his belief that21

it is warm outside by fanning his face.

For Geach the ability to use a word correctly is sufficient, but not necessary for concept

possession.  Wittgenstein and Ryle, on the other hand, argue that talk about concepts can

be reduced to talk about the use of a word and what is meant by a general term,

respectively.  Geach states,

It would be hard to devise a non-verbal criteria for the [aphasia] patient's having
retained a concept of the day after tomorrow.  The central and typical applications
of the term "having a concept" are those in which a man is master of a bit of
linguistic usage; we can then reasonably extend the term to cases sufficiently like
these.  (Geach 1956, 13)

Geach acknowledges the difficulty in determining what other criteria than verbal

ones would be sufficient conditions for concept possession.  However, he does not want

to say that there are no sufficient criteria for concept possession that is not grounded in

some ability to speak a language.  So, if someone masters the use of a word, then we may

say that he or she possesses the concept expressed by that word.  But if someone is

unable to use words but can exhibit some behavior that is similar, for example,

ostensively exhibiting a capacity to make a judgment about something,  we should not21

rule out the possibility that the individual possesses certain concepts. 

I stated earlier in the chapter that if concepts were not shareable constituents of

thought then two individuals could not possess the same concept in the same way that

two individuals cannot have one and the same book at the same time.  In one sense

concepts are not shareable for Geach since each individual has different token capacities

of the same type.  However, he argues that, in fact, more than one person can possess the

same concept:
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A concept, as I am using the term, is subjective—it is a mental capacity belonging
to a particular person. . . . The subjective nature of concepts does not however
imply that it is improper to speak of two people as "having the same concepts";
conformably to my explanation of the term "concept", this will mean that they
have the same mental capacity, i.e. can do essentially the same things. (Geach
1956, 14)

Concepts are capacities that we exercise in making judgments.  When we speak of two

thought contents as involving the same concepts, what we mean is that the judgment

involves the same capacity.  Two individuals that have the same concept, then, are

simply using the same capacity in making some judgment.

Geach does not think that we acquire concepts by observing features of things and

abstracting from those features:

We can now say something that goes for all concepts without exception: Having a
concept never means being able to recognize some feature we have found in
direct experience; the mind makes concepts, and this concept-formation and the
subsequent use of the concepts formed is never a mere recognition or finding; but
this does not in the least prevent us from applying concepts in our sense-
experience and knowing sometimes that we apply them rightly.  In all cases it is a
matter of fitting a concept to my experience, not of picking out the feature I am
interested in from among other features given simultaneously. (Geach 1956, 40)

Later, Geach makes it clear what he means when he says that concepts are not

only a recognition or finding: "no concept whatsoever is to be identified with a

recognitional capacity" (Geach 1956, 77).  Having a recognitional capacity is not enough

to be able to make an intelligent judgment.  Although Geach states that "the mind makes

concepts," he does not make it clear just how it does (Geach 1956, 40).  It seems that he

wants to say that although we may knowingly rightly apply sensory concepts, we do not

acquire sensory concepts merely by having sensory experiences.  This is in contrast to the

abstractionist view, according to which "a concept is acquired by a process of singling

out in attention some one feature given in direct experience—abstracting it—and

ignoring the other features simultaneously given—abstracting from them" (Geach 1956,
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An abstractionist about concept acquisition need not be committed to a22

particular ontology (i.e., she need not believe that concepts are abstract objects). 
However, it may seem natural to explain abstractionism as follows: when we abstract
from experience certain features of an experience, we grasp a concept.  The concept we
grasp is an object not located in space and time that has those features we abstracted from
our experience.  Concepts are more coarse-grained than our experiences.  Alternatively,
we can think of them by abstracting them from our experience; we get a prototype, which
is along the same line as Wittgenstein thinks of concepts.

I want to point out here something that I discuss briefly later in Chapter 5: if23

concepts are not the ability to recognize some feature of direct experience, then there are
no recognitional concepts.  That is, according to Geach, having a concept is a complex
capacity.  If this is right, he will reject recognitional concepts discussed in Loar 1990.

24Sellars (1997) sounds a lot like Geach does here.

18).   Although it is important to get clear on what Geach means by 'recognition', he22

does not (seem to) define it anywhere.  This is a problem since it is unclear whether it is

just bringing some feature of experience under a concept or if it involves subsuming

things under concepts.  Minimally, we can see that it stands in some relation to

abstractionism, since he talks about concepts not being a mere recognition where he is

arguing against abstractionism.  So, perhaps what he means by 'recognition' is along the

same lines as what happens before we make an abstraction from experience to acquire a

concept on the abstractionist view.23, 24

Unlike Wittgenstein, but like Ryle, Geach is silent on whether he thinks that

determinateness is a feature of concepts.  Given what he says, however, about how

concepts are capacities to make certain judgments, it looks as if concepts are determinate

(i.e., there is always a fact of the matter about whether a concept applies).  If concepts

were not determinate, it would be difficult to say what the capacity to make judgments

containing a concept amounts to.  That is, if certain words do not have necessary and

sufficient application conditions (that is, if they do not have strict boundaries), then the

capacity associated with the use of a word does not amount to possessing a concept.  For
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it seems as though the capacity to make certain judgments about the use of a word has to

be grounded in something like strict application conditions (in some way).  Thus, vague

predicates do not express concepts.  If Geach had some kind of prototype view of

concepts, as Wittgenstein does, then we might be able to make sense of concepts not

having sharp boundaries.  However, it does not seem that Geach has a prototype view of

concepts because he thinks that we have to have the concept before we can make

judgments about our experience.  A prototype view of concepts seems to be grounded in

the view that concept possession involves first "seeing" an example of something in the

world that falls under the concept and then doing some kind of abstracting of a prototype

to apply it to something in the world. 

Contemporary Theories of Concepts: Bealer and Peacocke

In this section, I will sketch two prominent contemporary theories of concepts by

Bealer (1987, 1992, 1998b, 2002a) and Peacocke (1989, 1992), paying careful attention

to how they fit in with the theories I discussed in the previous section. In particular, I will

use the same framework, explaining how each theory accounts for concept possession

and the determinacy of concept application.  As with some historical theories of

concepts, contemporary developments in philosophical thinking of concepts can be seen

as treating concept possession and determinacy as central.  Bealer can be seen as a pure

Fregean, taking seriously Frege's ontology of concepts where Peacocke does not, since he

offers a reductive account of concept possession that allows us to deemphasize the

importance of the ontology of concepts.
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Bealer

In the following, I will give a brief characterization of Bealer's theory of concepts,

mainly as it appears in "A Theory of Concepts and Concept Possession" (Bealer 1998b). 

As I stated above, Bealer is a Fregean about concepts: 

My starting point is the truism that the concept of being F is a concept. . . .I hold
that concepts, in this primary sense, are sui generis irreducible entities comprising
the ontological category in terms of which propositions (thoughts, in Frege's
sense) are to be analyzed. (Bealer 1998b, 261)  

Consequently, Bealer thinks that it is misleading to reduce talk about concepts to talk

about language.  That is, if concepts are mind-independent entities that form their own

ontological type, then they certainly cannot be identical with any linguistic items.  There

are many different kinds of concerns that are at play in the background of Bealer's theory

of concepts, for example, various kinds of realism, but for our purposes we need not

concern ourselves with those.  Bealer says explicitly that he is a Fregean about the

ontological status of concepts:

In the tradition of Frege's critique of psychologism, my view is that propositions
(and the concepts in terms of which they are analyzable) are ontologically
independent of the mind.  Propositions are independently required for the
purposes of logical theory, and they have the modal status one would expect
logical objects to have. (Bealer 1998b,  262)

Since propositions are analyzable in terms of concepts, concepts, too, have the modal

status of logical objects.  As we can see, Bealer accepts Frege's third realm of objects, or

the abstractness of concepts.  Although several philosophers call themselves neo-

Fregeans, not many of them hold on to the ontological commitments of Frege's theory of

concepts.  Bealer also states, "concepts may be defined as those noncontingent entities

which play the role of predicate entities in the logical analysis of predicative and general

fine-grained propositions" (Bealer 1998b, 267).  Furthermore, "[c]oncepts and
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propositions function as bearers of truth, logical truth, necessity, etc. and also as

cognitive and linguistic contents" (Bealer 1998b, 268).  As contents of linguistic items,

concepts, then, cannot be reduced to the linguistic items themselves.  As cognitive

contents, we can see Bealer's use of 'concept' as along the same lines as my use of the

term—a constituent of a thought content.

In his theory of concepts, Bealer is primarily interested in giving an account of

concept possession because it seems that he takes what he thinks concepts are for

granted—ontological entities that are independent from the mind.  Furthermore, concepts

"would exist whether or not they apply to anything" (Bealer 1998b, 262).  For example,

there is a concept of a unicorn and a concept of a round square even though they do not

apply to anything in the world.  That is to say, the concept of a concept does not really

need to be analyzed any further than he already has analyzed it because he takes concepts

to be primitive ontological entities.  The interesting question for him, then, is what it is to

possess those mind-independent entities, which are the contents of thoughts.  

In giving his theory of concept possession, Bealer (1987, 1992, 1998b, 2002a)

assumes that propositional attitudes are real and that one kind of propositional attitude is

the starting point of giving an account of concept possession.  Bealer explains concept

possession in terms of intuitions: "I hold that concept possession is to be analyzed in

terms of a certain kind of reliable pattern in one's intuitions.  The challenge is to find an

analysis that is at once noncircular and fully general" (Bealer 1998b, 262).  It seems that

Bealer appeals to intuitions in his analysis of concept possession because he takes the

first-person account of concept possession as primary (i.e., we should assume that we

have a concept and then go on to analyze it).  It seems that he takes the first-person

account as primary because he does not think we have anything else to go on.  
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I should point out that most of this talk about intuitions is introduced in his25

arguments against empiricism.

 See also26  Bealer 1987, 1996 for more discussion about intuitions.

Before we go into any detail about how Bealer thinks intuitions play a role in

concept possession, we should get clear on what intuitions are.  An intuition, for Bealer is

a seeming: 

For you to have an intuition that A is just for it to seem to you that A.  Here
'seems' is understood, not as a cautionary or "hedging" term, but in its use as a
term for a genuine kind of conscious episode..this kind of seeming is intellectual,
not sensory or introspective (or imaginative). (Bealer 1998b, 271)

An intuition is a propositional attitude that is distinct from a belief, since one can have an

intuition without having the corresponding belief.  Furthermore, Bealer states, "when we

speak of intuition, we mean a priori intuition" (Bealer 1992, 102).  An a priori intuition

is going to "present itself as necessary" (Bealer 1992, 102).   For example, I may have25

no intuitions about some mathematical theorem because I have never done the proof for

it, but I may still believe that it is necessarily true.  It seems, then, that what Bealer is

going to say about the relation between concept possession and intuitions is something

along the following lines: someone possesses a concept, C, insofar as she can have the

correct intuitions about whether C applies.  For Bealer, intuitions function in the same

way in justifying our beliefs as other experiences do, but intuitions do a better job: "the

standard justificatory procedure counts, not only experiences, observations, memory, and

testimony as prima facie evidence, but intuitions as well" (Bealer 1992, 101).   That is,26

intuitions are at least on equal footing with other ways we form beliefs.  We should note

that Bealer thinks that intuitions are fallible: "in saying that the standard procedure

counts intuitions as prima facie evidence, we do not preclude using the mechanism of
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self-criticism to eliminate intuition as a source of prima facie belief" (Bealer 1992, 101). 

Furthermore, 

Intuitions play a significant role in our belief-formation processes.  First, at any
given time, there are a number of novel questions about which one has no belief
one way or the other but about which one would have a clear-cut intuition.  In
cases like this, one will typically form the belief associated with the intuition as
soon as the intuition occurs.  Second, intuition plays a crucial role in following
rules and procedures—for example, rules of inference. (Bealer 1992, 104) 

Although intuitions are fallible, there are three important features of intuitions

that Bealer thinks makes them a reliable way of acquiring beliefs: 

First, a person's intuitions are largely consistent with one another.  To be sure, a
given person's intuitions occasionally appear to be contradictory, but so do our
observations, our memories, and even our pure sense experiences. . . . Second,
although different people do have conflicting intuitions from time to time, there is
an impressive corroboration by others of one's elementary logical, mathematical,
conceptual, and modal intuitions. . . . Third . . . intuition is seldom, if ever,
disconfirmed by our experiences and observations.  The primary reason is that the
contents of our intuitions—whether conceptual, logical, mathematical, or
modal—are by and large independent of the contents of our observations and
experiences.  (Bealer 1992, 110) 

Bealer argues that many of the apparent inconsistencies we have in our intuitions are the

result of not having all of the relevant information we need to figure out what our

intuitions are.  For example, before we heard about Gettier (1963) counterexamples, most

of us thought that if we had a justified, true belief, we had knowledge.  However, once

we are introduced to a Gettier counterexample we have different intuitions about what is

sufficient for knowledge.  There is no conflict in our intuitions; before we were

introduced to Gettier counterexamples, we just did not consider those kinds of cases and

made a hasty generalization.  Until we did consider them, none of our intuitions were

overturned.

Bealer claims that there are two senses in which one can possess a concept, a

'nominal' sense and a 'full' sense.  The following is how Bealer characterizes nominal
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See 27 Burge 1979.

concept possession: "A subject possesses a given concept at least nominally iff the

subject has natural propositional attitudes (belief, desire, etc.) toward propositions which

have that concept as a conceptual content" (Bealer 1998b, 272).  Nominal concept

possession is supposed to make room for possessing concepts that we do not completely

understand.  For example, I nominally possess the concept of arthritis if I have beliefs

about arthritis, but I sometimes misapply it.   Nominal concept possession is useful in27

third person attributions of concept possession.  That is, we can assume that when an

individual uses a term that expresses a concept, he or she at least has nominal possession

of the concept expressed by the term (i.e., we can assume that even if the individual has

many gaps in his or her understanding of the concept, she can at least have beliefs that

has the concept as part of its content).  There are cases in which someone apparently

possesses a concept, but is in certain ways deficient; maybe this is not really possessing a

concept at all.  Although this is an interesting issue, it is not important to discuss it here. 

Bealer characterizes the strong, or full, sense of concept possession as follows:

A subject possesses a concept in the full sense iff (i) the subject at least nominally
possesses the concept and (ii) the subject does not do this with misunderstanding
or incomplete understanding or just by virtue of satisfying our attribution
practices or in any other weak such way. (Bealer 1998b, 273)

Given condition (ii), it seems that to fully possess a concept one must not have any

misunderstanding about it.  However, it is unclear what Bealer thinks it is to have a

complete understanding of a concept.  Bealer thinks that when we talk about someone

understanding a concept we mean that the individual fully possesses the concept.  Full

concept possession is what is useful in first-person attributions of concept possession.  
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In 28 (Bealer 2002a), Bealer talks about determinate understanding of a concept
rather than determinate concept possession, but they seem to come to the same thing. 

In "Modal Epistemology and Rationalism," Bealer gives a more precise29

explanation of what he means by determinate understanding of a concept:
[D]eterminate understanding = the mode m of understanding such that,
necessarily, for all x and all p understood m-ly by x, (a) p is true if it is possible
for x to settle with a priori stability that p is true (b.i) p is true only if it is possible
for x to settle with a priori stability that p has a counterpart that is true (for
property identities p) (b.ii) p is true only if it is possible for x to believe m-ly that
p is true (for p believable by x).  (Bealer 2002a, 106)

To put what Bealer has in mind more simply, condition (a) is one according to which the
individual who determinately possesses the concept always intuits the same thing about
the concept given her determinate understanding of the concept.  Condition (b.i) is one

Now that we have seen that Bealer (1987, 1992, 1998b, 2002a) is interested in the

notion of full concept possession in his analysis, we need to see how intuitions play a role

in full concept possession.  Although 'intuition' does not appear in his analysis of full

concept possession, he does think that an intuition is a propositional attitude, and the first

condition of nominal concept possession talks about having propositional attitudes. 

Bealer explains the role of intuitions in determinate, or full, concept possession as

follows:

Determinate concept possession might be explicated (at least in part) in terms of
the metaphysical possibility of truth-tracking intuitions in appropriately good
cognitive conditions. . . . when a subject's mode of concept possession shifts to
determinateness there is an associated shift in the possible intuitions acceptable to
the subject.  In fact, there is a shift both in quantity and quality.  The quantity
grows because incomplete understanding is replaced with complete
understanding, eliminating "don't knows".  The quality improves because
incorrect understanding is replaced with correct understanding. (Bealer 1998b,
279)28

When we move from nominal possession of a concept to determinate possession of a

concept, there is a shift in the individual's intuitions—the individual has more intuitions

(quantity) and better ones (quality) (i.e., ones that actually track the truth).  When "don't

knows" are eliminated, the result is a greater confidence in our intuitions.29
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according to which an individual meets (a) for Twin Earth cases.  Condition (b.ii) is one
according to which an individual believes that p is true while still understanding it in
mode m (Bealer 2002a, 106).

In this section, I have explained that Bealer thinks that Frege was right when he

introduced concepts as abstract entities.  Since he takes Frege's picture for granted, he

moves on to give an account of what it is to possess a concept.  Given the analysis that

Bealer gives of concept possession, we can see that he seems to think that for every

situation, it is determinate whether or not a concept applies.  In the following section, I

will explain Peacocke's theory of concepts.

Peacocke

In this section, I will explain another contemporary theory of concepts,

Peacocke's, which also pays careful attention to the notion of grasping, or possessing, a

concept.  I will primarily sketch Peacocke's theory of concepts as it appears in "What Are

Concepts?" and A Study of Concepts (Peacocke 1989, 1992).  Although Peacocke's

theory of concepts is quite detailed, I will only explain those features of his theory that

are useful for my purposes.

Peacocke explains his use of 'concept' as follows: 

The concepts which are my intended subject-matter are very roughly indicated by
saying that they can be taken as Fregean senses.  They may be of any
category—singular, predicative, or of higher level.  Within any one category, they
may be of various types: descriptive or demonstrative in the singular case;
relatively observational or highly theoretical in the predicative sense. (Peacocke
1989, 1)

As we can see, this characterization differs slightly from the one I presented earlier in the

chapter according to which concepts are only the senses of predicates.  That is, where my

notion of concept only allows for senses of predicates, Peacocke's also allows concepts to

be the senses of singular terms and higher level terms.  Furthermore, he states,
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My concepts, even in the case of a first-level predicative concept, are thus distinct
from what are called "concepts" in English translations of Frege, i.e., functions
from objects to truth values.  My concepts are also to be clearly distinguished
from properties.  There can be many different concepts of the same property.
(Peacocke 1992, 2)

Both Peacocke and I use 'concept' differently than Frege uses 'Begriff'.  The distinction

that Peacocke wants to draw between concepts and properties is that properties are the

referents of some expressions, where concepts are not.  The result of confusing the two is

similar to what happens when "confusing theories of modes of presentation with theories

about the objects so presented" (Peacocke 1992, 2).  There is a kind of level confusion. 

Peacocke explicitly states what about Frege's notion of sense is important in

individuating concepts:

The strand in Frege's conception of sense which matters to me here is that in
which distinctions between senses are tied to differences in potential
informativeness.  One sense or concept is distinct from a second if substitution of
the first for the second in a Thought can yield a Thought with a different
cognitive significance. (Peacocke 1989, 1)

This is also something that I stated earlier in the section entitled, "Starting Points and

Terminological Issues": two thoughts differ from one another just in case either (a) the

thoughts contain at least one different concept, (b) the thoughts contain the same

concepts but their mode of combination is different, or (c) both (a) and (b).  We should

note that Peacocke agrees with Bealer about whether the possession of concepts requires

an ability to speak a language: "the general framework of possession conditions is itself

neutral on the issue of whether some, all, or no concepts require language for mastery for

their possession" (Peacocke 1992, 31).

Whereas Bealer's theory of concepts begins with a general analysis of what it is to

determinately possess any concept, Peacocke's theory of concepts is grounded in

answering the following question: "What form should be taken by a theory of a particular
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concept?" (Peacocke 1989, 2).  The form that Peacocke thinks should be taken by a

theory of a particular concept is the following: "The concept F is that concept C to

possess which a thinker must meet the condition A(C)" (Peacocke 1989, 2).  Peacocke

agrees with Bealer about a central notion we should be concerned about when giving a

theory of concepts, namely, the notion of concept possession, or grasping a concept: 

In this material, I will try to respect the following Principle of Dependence: the
principle that there can be nothing more to the nature of a concept than is
determined by a correct account of the capacity to have propositional attitudes to
contents containing that concept (a correct account of "grasping the concept").
(Peacocke 1989, 2)

Possession conditions are an individual's reasons for forming beliefs (Peacocke 1992,

55).  However, "Two thinkers with the same conceptual repertoire and in the same

evidential position may differ in which contents they are disposed to accept, because one

is bolder, more imaginative, or more ingenious than the other" (Peacocke 1989, 23).  We

will see below that concept attribution conditions are weaker than possession conditions,

that is, even if individuals make many mistakes based on some misunderstanding in

applying a particular concept, we may still attribute to them the concept.

Where Bealer (1987, 1992, 1998b, 2002a) is concerned with giving a theory that

is very general, Peacocke is concerned with giving a more particular theory.  That is to

say, where Bealer gives a theory of what it is to possess any concept, Peacocke gives an

analysis of what it is to possess different concepts by introducing the form that every

account must follow, which includes what the individual must know in order to possess

the relevant concept.  In general, though, Peacocke states that "possessing a concept is

knowing what it is for something to be its semantic value" and that properties are "the

semantic values of predicative concepts" (Peacocke 1992, 23).  He also states, "If the

semantic value of a concept is a property, then . . . grasp of a concept, meeting its
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possession condition, is knowledge of what it is for a property to be the semantic value of

the concept" (Peacocke 1992, 23).  Furthermore, he states, "The possession conditions

will capture only what very minimal rationality is required for grasp of the concepts in

question" (Peacocke 1992, 39).

Peacocke argues that the necessary conditions for possessing a concept, C, must

not be circular (i.e., they must not presuppose that the individual already possesses the

concept).  Understanding the necessary conditions for possessing a concept, C, must not

require the individual to be able to have propositional attitudes whose content contains C. 

For example: 

The concept red is that concept C to possess which a thinker must: (i) be disposed
to judge that a perceptually given object falls under C when it is presented in a
'red' region of his visual field in conditions he takes to be normal and when he
takes his perceptual mechanisms to be working properly, and to make the
judgment for the reason that it is so presented; and (ii) the thinker must be
disposed to judge of an object not so presented perceptually that it falls under C
when he takes it to have the primary quality ground (if any) of the disposition of
objects to cause experiences of the sort mentioned in (i).  (Peacocke 1989, 3)

Similar to other theories I have explained, concept possession is closely related to having

certain dispositions in certain situations.  As we can see, the necessary conditions for

possessing the concept of red do not contain 'red' in a content clause of a propositional

attitude.  Peacocke thinks that there is a substantive difference between possession

conditions and attribution conditions: 

A possession condition states what is required for full mastery of a particular
concept.  The attribution conditions for red, the conditions under which
something of the form "x believes that ___red___" is true, are much weaker than
the possession condition. (Peacocke 1992, 29)

That is to say, we allow that someone will attribute a concept to an  individual even if he

or she makes some conceptual errors, but do not say that such an individual possesses the

concept.  For Peacocke, possession conditions hold across possible worlds, (e.g., the
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possession conditions for the concept of red are the same no matter what world one is

in):

Even if a possession condition is stated entirely nonmodally, when it is put
forward as a possession condition, it should be understood as incurring the
commitment that in worlds other than the actual world, there is nothing more to
being the concept in question than having the same possession condition as has
been stated for the actual world. (Peacocke 1992, 47)

The next step in Peacocke's theory of concepts is to show "how the semantic value of the

concept is determined from its possession conditions (together with the world)"

(Peacocke 1989, 6).  He states, "Meeting the possession condition for a concept can be

identified with knowing what it is for something to be the concept's semantic value (its

reference)" (Peacocke 1989, 8).  That is to say, possessing a concept is just knowing the

conditions under which something is the referent of a concept.  In other words, concept

possession is knowing what the contribution of a concept is to the truth conditions of the

proposition in which it appears.  The contribution of the concept to the truth conditions of

a proposition in which the concept appears is the semantic value of the concept.  I will

not go into detail on this aspect of Peacocke's theory, however, since it is not directly

relevant to what I am interested in here.  Instead, we will get clear on the extent to which

Peacocke thinks that concepts are abstract objects.

Peacocke notes the problem of making sense of how abstract objects can be a part

of the mental states of individuals as one that he must address in his theory of concepts. 

To solve this problem, Peacocke does not reduce concepts to something else, but he does

reduce the possession conditions for concepts, thereby making it unproblematic for

abstract objects to be part of a description of the physical world.  He reduces epistemic

concepts to non-epistemic, that is, physical, concepts.  Peacocke does this by introducing
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the notion of primitive compellingness about certain inferences we make.  In particular,

he discusses the primitive compellingness of inferences involving logical concepts: 

Conjunction is that concept C to possess which a thinker must find transitions that
are instances of the following forms primitively compelling, and must do so
because they are of these forms:
p
q pCq pCq
___ ___ ___
pCq p q
To say that the thinker finds such transitions primitively compelling is to say this:
(1) he finds them compelling; (2) he does not find them compelling because he
has inferred them from other premises and/or principles; and (3) for possession of
the concept C in question (here conjunction) he does not need to take the
correctness of the transitions as answerable to anything else.  (Peacocke 1992, 6)

The notion of primitive compellingness plays the same role as Bealer's intuitions do in

his theory of concepts.  Where Bealer (1987, 1992, 1998b, 2002a) thinks that a certain

reliability of our intuitions is what is important to concept possession, Peacocke thinks

that finding certain inferences primitively compelling is what is important: 

A possession condition for a particular concept specifies a role that individuates
that concept.  The possession condition will mention the role of the concept in
certain transitions that the thinker is willing to make.  These will be transitions
that involve complete propositional thoughts involving the concept. (Peacocke
1992, 107)

One main difference between Bealer and Peacocke is that Bealer gives a non-reductive

account of concept possession where Peacocke gives a reductive account.  Peacocke's

account is reductive because the primitively compelling inferences that he appeals to in

explaining concept possession are psychological states that are supposed to be reducible

to natural, that is, non-epistemic, states.

Since Peacocke (1989, 1992) talks about concepts primarily in terms of their

possession conditions, a concept's possession conditions are stated in terms of

propositional attitudes, and propositional attitudes are supposed to be reducible to
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physical states, he is able to deemphasize the importance of abstractness as a feature of

concepts.  Concepts themselves are not literally part of the mental states of individuals

because we talk about concepts in terms of their possession conditions.  Possession

conditions can be reduced to non-epistemic (that is, physical) conditions, and since

concept possession is central to Peacocke's discussion of concepts rather than concepts

themselves, Peacocke can make room for concepts being employed in a physical

description of the world.  Whether Peacocke's story about this is plausible or not is an

interesting issue, but it is not one that I will address here.

Taking Stock

In this chapter, I sketched six theories of concepts in an attempt to get clear on

how different philosophers use the term 'concept'.  The theories I sketched differ from

one another in a variety of ways (e.g., they give different accounts of the features of

concepts, what it is to possess a concept, and they use the term 'concept' in different

ways).  In the theories I discussed, I tried to make clear how the theory connects with the

way I talk about concepts in this dissertation.  In some cases, it turns out that the

philosopher is using 'concept' in quite a different way than I do, and in other cases, it took

some close looking to see whether 'concept' is used in the way I use it.  We are now able

to see how we can make sense of the claim that concepts are constituents of thoughts,

which fits all of the theories discussed in this chapter. So, this seems to be a core feature

of concepts and something in virtue of which we can say we are talking about the same

subject.  We now have a way of identifying the subject matter.  

There are certain features of concepts that will be central to the subsequent

discussions in this dissertation, and I will discuss them in detail in the following two

chapters: concept possession, concept individuation, and what concepts are.  I will spell
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out the notion of concept possession in terms of epistemic conditions, that is, in terms of

knowing when to make certain judgments about whether a concept applies, and I will

elaborate it to handle natural kind concepts.  In doing this, I will explain how things are

in the actual world is relevant to concept possession.  In traditional theories of concepts,

nothing about the actual world is relevant to concept possession.  Although I do not

explain how each traditional theory of concepts I discussed in this chapter individuates

concepts, we can say that on these views a concept is  individuated by the property it

picks out (e.g., on Wittgenstein's view, we can say that two concepts are identical iff they

have the property of resembling some prototype in some way).  On my view concepts are

associated with two different properties, so they must be individuated differently.  The

features of concepts that will not be central in subsequent discussions are

determinateness and abstractness.

Abstract Theories Versus Use Theories

I have already discussed at length the idea that concepts are abstract, so I will not

discuss it in detail here.  What we have seen in the theories I sketched in this chapter is

that only Frege and Bealer think that concepts are abstract objects in a strong sense. 

Wittgenstein reduces talk about concepts to talk about the way we use words, whereas

Geach talks about concepts as the meanings of words (not by just adopting a view of

Frege's, but in terms of use as Ryle's or Wittgenstein's), and Ryle talks about concepts in

terms of dispositions, or capacities, to make certain judgments.  Bealer and Peacocke

emphasize the importance of concept possession in their theories of concepts, but where

Bealer is a pure Fregean, Peacocke reduces talk about concepts to talk about concept

possession, which can be reduced to talk about physical conditions to avoid a

commitment to sui generis entities full-stop.  It is important to note the relation between
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Wittgenstein uses the term 'game' because it expresses a family resemblance30

concept.  Concepts by their nature do not have rules laid out in advance for all of their
application.

Although the application of the rules is not determinate, the rules themselves31

might be.

concepts and language, that is, predicates and other grammatical expressions, which most

of the philosophers I discussed emphasize in their theories of concepts.  

Vagueness and Concepts

I addressed the issue of vague predicates in several theories of concepts that I

discussed in this chapter.  The issue of vague predicates is closely related to the issue of

determinateness of concepts.  If concepts are not by nature determinate, that is, if there

are at least some cases in which the concept does not give us adequate guidance about

whether it applies or fails to apply, then we might say that some concepts are vague.  Of

the philosophers I discussed in this chapter, the only one who arguably thinks that

predicates are vague by nature is Wittgenstein, who emphasizes that all use of language

is a matter of playing language-games,  the rules of which do not fully determine30

application conditions for the predicates.   That is, there are certain situations where our31

rules for using predicates do not tell us whether the predicate applies or fails to apply,

and there is no reason to think that the use of a word must determine for all conditions

whether it is to apply or not.  Frege, on the other hand, argues that any predicate that is

vague does not express a concept at all.  Ryle, although he does not address the issue of

vagueness directly, would seem to argue that vague predicates do not express concepts,

either.  Geach is silent on whether vague predicates express concepts.  Bealer and

Peacocke, since they are neo-Fregeans about concepts, would seem to argue the way

Frege does. 
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Whether vague predicates express concepts is important because the set of our

concepts is different depending on whether concepts are the sort of things that can be

vague.  By denying vague predicates express concepts at all, some philosophers have

restricted themselves to a far smaller set of concepts than those philosophers who allow

concepts to be vague.  As a matter of fact, most of our predicates seem to be vague, so if

vague predicates do not express concepts, then many of the predicates we might have

thought expressed concepts do not.  For example, the predicates 'is a person', 'is bald', 'is

a cat', etc. do not express concepts.  Predicates that do express concepts on the view

according to which only non-vague predicates express concepts are 'is a number' and 'is a

set', and the like.

Other Issues 

There are further interesting questions about what concepts are, in addition to

whether they are abstract objects or not.  Frege, of course, thinks that concepts are

literally a different kind of thing than anything else (i.e., they are sui generis).  Other

philosophers, such as Wittgenstein, argue that concepts are not things in any sense of the

term 'thing', but, rather, talk about concepts is cashed out in terms of how expressions are

used.  In fact, it is not even appropriate to ask Wittgenstein what concepts are.  Ryle, on

the other hand, begins his talk about concepts arguing that talk about concepts is

misleading in the first place and should be replaced by talk about the meanings of general

terms.  Later, however, he talks about the concept of if, which is clearly not a general

term.  In the end, though, it seems that Ryle actually thinks a concept can be understood

as the meaning of a word and the meaning of a word is how the word is used in a

language.  Although this sounds a bit like Wittgenstein, Ryle thinks that the rules for

using words in a language always tell us whether a concept applies or fails to apply.  
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After Ryle (although we can see hints of this in Wittgenstein), the notion of a

concept takes on a slightly different role.  Instead of focusing on what concepts are,

philosophers seem to be primarily concerned with what it is to possess a concept.  Geach

seems to begin this trend by talking about concepts as capacities we exercise when we

make judgments.  We can still say that he thinks that there is a common element in

distinct thoughts, but he spends much of his time talking about capacities to make certain

judgments.  It is unclear on Geach's view what kinds of capacities concepts are limited to,

if any.  As a result, many philosophers seem to think that quite a lot of capacities we

never thought of as related to concepts actually are.  This raises interesting issues in the

philosophy of mind, specifically in how we think about phenomenological concepts.  A

number of philosophers attempt to cash out phenomenal states in terms of recognitional

concepts, which are concepts spelled out in terms of a capacity that does not seem to be

the notion traditionally associated with concepts.  But, if "phenomenological concepts"

are not concepts at all, then it is difficult how we can give a conceptual analysis of pain. 

If they are, then we have to give an account of concepts that makes room for them.

Since Bealer and Peacocke are neo-Fregeans, they take the Fregean picture of

what concepts are as primitive and focus most of their discussion about concepts on the

notion of concept possession.  The change in focus to talk about concept possession

seems to have also fueled the trend to allow many more things fall under the concept of a

concept than is permitted on an austere view on what concepts should be limited to (i.e.,

more than just the senses of predicates).      

All of this disagreement about the various aspects of concepts makes it very

difficult to talk about concepts in a way that is agreeable to everyone.  We can see the

relation  different discussions of concepts (that is, most agree that concepts are
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constituents of thought), but there seems to be a wide range of what counts as a concept

and what is the most important thing to talk about when talking about concepts.  That is,

just because most philosophers agree that concepts are constituents of thought does not

mean that they agree about what counts as a constituent of thought and whether concepts

are just a certain subset of constituents of thought.  This has caused discussions about

concepts to be unclear to the point that it seems as if philosophers are talking about

different things when they claim to be talking about concepts.  The introduction of a

posteriori necessities by Kripke (1980) and Putnam (1975) has added another

complication to theories of concepts—how to account for concepts that are associated

with more than one property.  I will discuss this in detail in the next section.   

The purpose of the sections on theories of concepts was to lay out a historical

framework for a theory of concepts as a background for a discussion of the utility and

success of conceptual analysis.  There are many differences in theories of concepts

despite some similarities among them, which may affect how different philosophers deal

with issues pertaining to concepts.  It is important for the purposes of this dissertation to

focus on the notion of concept possession as Bealer (1987, 1992, 1998b, 2002a) and

Peacocke (1989, 1992) do, since I spend a lot of time talking about the role of thought

experiments in doing philosophy, the success of which depends on the relevant

individuals' possessing concepts. 

Contemporary Complications: A Posteriori Necessities

In this section, I will introduce briefly a contemporary complication to any

traditional theory of concepts, namely, the discovery of certain features of natural kind

concepts that seem to generate a posteriori necessities by Kripke (1980) and Putnam

(1975).  The account of natural kind concepts provided by Kripke and Putnam is by now
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See, for example, 32 Chalmers 1996; Jackson 1998a.  Witmer (2001) and Yablo
(2000) also use two-dimensional semantic talk, though they are not necessarily
committed to a two-dimensional semantics.

well known and popular enough to be called the standard account, and I accept the

account in this dissertation.  Kripke and Putnam have similar views about natural kind

concepts, so I talk about the standard account as coming from both Kripke and Putnam. 

There have been several philosophers who have explained the standard account of natural

kind concepts by appealing to a two-dimensional semantics, but I will explain it rather

generally in this section and focus more on how it presents a complication to traditional

theories of concepts.   Although there are subtle differences between Kripke's and32

Putnam's views and subtle differences among philosophers' explanations of two-

dimensional semantics, those differences are not relevant to my purposes here.  In

Chapter 2, I will explain two-dimensional semantics and its relevance to the current

project in more detail.    

A natural kind concept is a concept that is associated with two different kinds of

properties.  First, there is a property that the natural kind concept actually picks out or

refers to; one cannot know a priori that the concept refers to that property.  Second, there

is another property, a cluster of superficial features used commonly to identify things in

the actual world that fall under the concept.  More formally, we can say the following:

A concept, C, is a natural kind concept iff: 
(1) There is a property, P, such that (a) C in fact picks out P; and (b) it is
impossible to know a priori that C picks out P; and 
(2) There is a property, Q, such that (a) C does not pick out Q; but (b) it is
possible to know a priori that the extensions of C and Q are identical in the actual
world.

One famous example of a natural kind concept is the concept of water.  The property of

2being H O is the property that the concept of water actually picks out; we cannot know a

2priori that water picks out the property of being H O.  What water picks out is
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I will discuss in detail how Putnam arrives at his conclusion via the Twin Earth33

thought experiment in Chapter 3.  At this point, I only want to introduce a posteriori
necessities as a problem for traditional theories of concepts.

determined by what we know a priori (whatever water is, it has the property of being the

watery stuff around here) plus the way things are in the actual world.  We can come to

know a priori that the extensions of (roughly) the watery stuff around here falls and water

are identical in the actual world.  What makes natural kind concepts unique is that they

are necessarily associated with the two properties they are.  I call this the special feature

of natural kind concepts.    

Before Kripke (1980) and Putnam (1975) discovered that natural kind concepts

are necessarily associated with two different kinds of properties,  it seemed as if the only33

necessary connection between concepts and the properties they are associated with is

something we can know only a priori.  So, it looked as if possessing a concept requires

only a priori knowledge.  Since natural kind concepts are necessarily associated with two

different kinds of properties, one may argue that possession of natural kind concepts

requires knowing both of them.  If we have to know both of them, and we can only come

to know the property in the actual world that a natural kind concept picks out a posteriori,

it looks as if concept possession may require knowing something about the world. 

Arguably, this is disastrous for traditional theories of concepts such as the ones I

discussed earlier, since according to those theories we need not know anything about the

world to possess a concept.  Furthermore, most philosophers have thought that they way

the actual world is is irrelevant to the application conditions for our concepts.

Although I will discuss Putnam's Twin Earth thought experiment in detail in

Chapter 3 in the section entitled, "Putnam's Twin Earth Thought Experiment," I will say a

little here about how it serves as the foundation of the traditional account of natural kind
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I use 'meaning of a term' and 'application conditions for a concept'34

interchangeably. 

I am using 'intension' here as Frege uses 'Begriff'.35

concepts without talking about the thought experiment itself.  The Twin Earth thought

experiment is supposed to show that there is more to the meaning of a term  than what is34

in a speaker's head (that is, the sense of a term ), grasp of which is a matter of being in a35

certain narrow psychological state, does not determine its extension (that is, the referent

of a term).  What determines a term's extension, at least in some cases, is the way the

world actually is.  People on Earth and Twin Earth are in the same narrow psychological

state with respect to what they call 'water', yet they do not refer to the same kind of stuff;

2the stuff on Earth happens to be made of H O, while the stuff on Twin Earth is made up

2of XYZ.  No a priori reasoning about water will get us to the claim that it is H O; some

empirical investigation must be done to find that out.  'Water' as uttered by Earthlings on

Earth and 'water' as uttered by Twin Earthlings on Twin Earth have the same intension,

but different extensions.  One aspect of the meaning of natural kind terms such as 'water'

depends on what things are like in the actual world, so one aspect of the meaning of what

Earthlings call 'water' on Earth and Twin Earthlings call 'water' on Twin Earth is

different.

Many people have taken from the Twin Earth thought experiment the standard

account of a posteriori necessities.  At this point it will be useful to explain in more detail

2what is going on with respect to natural kind terms such as 'water'.  That water is H O is

said to be an a posteriori necessity; thus, the concept of water is a natural kind concept. 

2Since water is H O, it must be; that is, it is necessary, but it is also essentially empirical. 

It is supposed by many philosophers that this kind of necessity (some call it metaphysical
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I discuss the traditional theory of meaning in more detail in the section in36

Chapter 3 entitled, "Putnam's Twin Earth Thought Experiment."

Although this is not how Chalmers explains the relation between a priori and a37

posteriori necessity, it seems to me to be a natural way to understand what he is getting
at.  See Chalmers 1996, 56-6.

necessity) is the same as the kind of necessity that all bachelors are unmarried is.  The

only difference is that in the bachelor case we can know a priori (that is, without

appealing to any particular experience, that a bachelor is unmarried) but in the water case

2we can only know a posteriori that water is H O.  According to the standard account,

there are interesting a priori truths we can arrive at about natural kinds, for example,

involving their superficial properties, but there are also some necessary truths about them

that we can arrive at only a posteriori.  We can know a priori, for example, that if there is

any water, it is the watery stuff around here.  

The discoveries about natural kind concepts have led to revisions of the

traditional theory of meaning,  which serves as the background for traditional theories of36

concepts.  Where the traditional theory of meaning states that the intension of a term

determines its extension full-stop, the standard account of natural kind terms holds that

what a priori necessary truth a given sentence expresses is determined by a posteriori

2necessary truths given the way things are in the actual world.   For example, that H O is37

2the watery stuff around here determines that H O is water since water just is the watery

stuff around here.  When we say that a given sentence expresses an a posteriori necessary

truth, what we mean is that it is true in every possible world, but we can only discover it

empirically.  According to the standard account of natural kind concepts, a speaker has to

know what terms expressing natural kind concepts typically apply to.  In the case of

'water', for example, we make an a priori inference that water is the clear drinkable liquid

http://endnote+.cit
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This is, of course, just an oversimplified example of how one might give the38

superficial properties of water.

This is not to say that it is not conceivable, in a very weak sense, that water is39

2not H O in the actual world.  After all, we could discover some day that, in fact, we have
done our empirical investigation all wrong.   

that fills our lakes and rivers (hereafter, I will refer to it as 'the watery stuff').   We also38

2 2know a priori that if the watery stuff is H O, then water is H O. We know these a priori

because (a) we know that water is the watery stuff, and (b) we are justified in believing

that water is the watery stuff in a way that does not depend on our experiences.   These

2conditionals and others like them do not by themselves determine that water is H O. 

Rather, the relation between the intension and the extension of 'water' is as follows: given

2 2that in the actual world, the watery stuff is H O, water is H O in every possible world. 

For example, if there is watery stuff and it is uniform, then that stuff is water.   But it is39

2only a posteriori that we can determine that water is H O in the actual world.  It is this

that traditional theories of concepts fail to account for, but for which they should.

In this dissertation, I will offer the beginnings of a traditional account of concepts

that accounts for the special feature of natural kind concepts, namely, that one of the

properties they are associated with is one we can only know a posteriori.  I do this by first

giving an account of concept individuation in the next chapter and later by giving an

account of concept possession that requires individuals to be sensitive to facts about the

external world (in a way that I will describe in detail), but that does not require them to

know any particular facts about the external world.  This account of concept possession

will work nicely with the framework of thought experiments that I provide in Chapter 2

and Chapter 3 of the dissertation.  It will also help provide an analysis of the zombie
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thought experiment that provides the physicalist with an explanation of why we seem to

get the anti-physicalist results we do from it.
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CHAPTER 2
FRAMEWORK FOR DEFENDING A TRADITIONAL APPROACH

In Chapter 1, I introduced some complications that natural kind concepts present

for a traditional theory of concepts and suggested ways in which one may be able to still

defend a traditional account of concepts.  In this chapter, I will endorse an account of

concepts that accommodates a posteriori necessities and the special features of natural

kind concepts, which nonetheless retains many important features of traditional theories

of concepts.  In doing this, I will explain how I think concepts should be individuated,

that is, I will explain what make a concept the particular concept it is.  Once this account

is in place, I will explain what I mean when I talk about conceptual truth, conceptual

knowledge, and conceptual analysis.  This will serve as part of the framework I offer for

defending a traditional account of thought experiments and conceptual analysis.  Then, I

will offer a framework for thinking about and evaluating thought experiments, a

framework that meshes with the account of concepts I have endorsed.  

On the framework I develop, thought experiments can be represented in terms of

the experimenter, the participant, and three elements: a target scenario described by the

experimenter; a canonical question about the scenario, posted by the experimenter to the

participant; and the background information that a participant may or may not bring to

bear in answering the canonical question.  Using this framework we can ask such

questions as these: Who is a suitable participant in a thought experiment?  What must an

experimenter do in describing the target scenario?  What sorts of canonical questions are
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For ease of exposition, I will talk about terms when talking about natural kind1

terms/concepts throughout this section.  'Meanings of our terms' is equivalent to 'how
concepts apply in other possible worlds.'  When I use the term 'term' what I mean is 'term
that expresses a concept.'   

confusing, and which are well-posed?  What kind of background information might be in

play, and how might one be insufficiently sensitive to its relevance?  Once we answer

these questions, we can set up some conditions for proper performance of a thought

experiment and discuss how meeting those conditions can prevent us from making

mistakes in performing them.

Beginnings of a Quasi-Traditional Theory of Concepts

If there are a posteriori necessities as I suggest there are in Chapter 1 of the

dissertation, then it looks as if a straightforwardly traditional theory of concepts is

problematic because, for natural kind concepts, the way things are in the actual world is

relevant to their application conditions.  Traditional theories of concepts do not make

room for the relevance of things about the actual world to the application of concepts. 

Traditionally, philosophers have thought that the way things are in the actual world is

irrelevant to whether a concept applies, fails to apply, or it is indeterminate whether it

does, and that everything that is necessary for the application of our concepts is knowable

a priori.  In this section, I will sketch the beginnings of what I call a quasi-traditional

account of concepts, which makes use of everything a traditional theory of concepts

makes use of, but that relies on a two-dimensional semantics for terms that express our

concepts.  Two-dimensional semantics shows how the way things are in the actual world

is relevant to the meanings of our terms.1

In this section, I will introduce a two-dimensional framework and explain how it

is relevant to the kind of theory of concepts I want to endorse.  In doing this, I will say a
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bit about how we should individuate concepts.  This is important, since on a two-

dimensional picture, each term has associated with it two different kinds of meaning,

and, as a result, the concept expressed by the term may are associated with two different

properties.  It is here where the kind of account of concepts I want to endorse departs

from traditional theories of concepts.

In the next chapter, in a section entitled, "Suitable Candidates and Concept

Possession," I will make use of the two-dimensional framework I sketch here to provide

an account of the role of empirical information in concept possession.  I will not argue

that one needs to have information about the actual world to possess a concept, but,

rather, that one needs to be sensitive to information about the actual world in a certain

way.  The account of concept possession that I provide in this dissertation is one that will

help explain why I think we get the wrong result in the zombie thought experiment, and,

perhaps, others.

Intensions and Two-Dimensional Semantics

Philosophers who offer a two-dimensional semantics often talk about a term

having associated with it two different intensions.  We should, then, explain what an

intension is before sketching a two-dimensional semantic picture.  One way of explaining

what an intension is is as a function from worlds to extensions.  That is, once we specify

a world in which a term is uttered, the extension of the term is determined.  The most

intuitive way of understanding what an intension is as a meaning, or, in Fregean terms, as

a sense, which determines reference.  Talk of intensions is relevant to my project in that

there is a way of understanding what it means for something to be a function from worlds

to extensions that makes room for a term (that expresses a concept) to have two

intensions, each of which depends on how a referent is fixed.  If terms (that express
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See 2 Chalmers 1996, 56f for a more detailed discussion of two-dimensional
semantics.

I should point out that for some terms the primary and secondary intension are3

the same.

Though this is surely oversimplified, it suffices for my purposes here.4

concepts) have two intensions, then we can accommodate the special feature of natural

kind concepts.

According to a two-dimensional semantic picture,  depending on which world2

(that is, the actual world or some counterfactual world) we are fixing the reference of a

term in, the term has a different kind of intension .  A term's primary intension has3

nothing to do with empirical facts.  For example, in the actual world it turns out that

2 2water picks out H O, so the concept of water refers to H O in the actual world.  If, on the

other hand, it turns out that the reference of 'water' in some world is XYZ, then 'water'

picks out XYZ in that world (at a location and time).  We might say that water is

whatever the watery stuff is in a world.   The primary intension is what we ordinarily4

(traditionally) refer to as the meaning of a term, and we know a term's primary intension

a priori.  Arguably, the primary intension of 'water' is the watery stuff around here.

The secondary intension of a term (that expresses a concept) is what is relevant to

the special feature of natural kind concepts.  A secondary intension is the function that

results from assuming that the reference of a term is fixed in relation to the actual world,

so that in every possible world, the reference of the term is the same.  For example, given

2 2that in the actual world 'water' picks out  H O, 'water' picks out H O in every world.  So,

2the secondary intension of 'water' is expressed by (is a function from worlds to) H O. 

Another way to understand a term's secondary intension is as follows: each term is

associated with a function that takes it from one context of utterance, where a context of

http://endnote+.cit
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I should point out here that where I am interested in secondary intensions,5

Chalmers, who accepts a two-dimensional semantic picture is primarily interested in
primary intensions.

utterance specifies a particular world in which the term is uttered, to another function,

namely, a function from worlds to extensions.  The secondary intension of a natural kind

term depends on empirical factors, so we can only know the secondary intension of a

term (that expresses a concept) a posteriori.

It is natural for someone to understand Kripke's (1980) and Putnam's (1975)

discovery about natural kind terms in terms of a two-dimensional semantic picture.  The

thing we traditionally associate with the meaning of a term is its primary intension, but,

once we recognize that there are natural kinds terms, we can see that terms have two

different kinds of meanings associated with them.  If we accept a two-dimensional

picture of semantics, then we can see how something we can only know a posteriori can

be one meaning of a term.  It is the necessary connection between a natural kind term and

what it picks out in the actual world that should make us think that there is an a posteriori

element to its meaning.  Before Kripke and Putnam's discovery about natural kind terms ,

philosophers thought that the meanings of our terms are exhausted by what we can

discover a priori. 

Although most philosophers focus on the primary intension of terms when talking

about meaning, what I am most interested in for the purposes of this dissertation is the

secondary intensions of natural kind terms.  I argue in Chapters 3 and 4 that it is plausible

we have made mistakes in thought experiments involving natural kind terms by not being

sensitive to the a posteriori aspect of their meaning.   What I need to do, then, is sketch a5

theory of concepts that makes room for the a posteriori aspect of meaning, which will
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require a slight departure from traditional theories of concepts.  In particular,

incorporating terms' secondary intensions into a theory of concepts requires some

revision to traditional theories about how concepts should be individuated.  This is

because on a two-dimensional semantic picture the same concept may, if occurring in

one context, be assigned to a different secondary intension that it would be assigned if it

occurred in a different context.  In the next section, I will explain how I think concepts

should be individuated and how that changes traditional theories of concepts in some

ways while preserving most of the tradition.

Individuating Concepts

In traditional theories of concepts, concepts are individuated by the properties

with which they are associated.  If concepts sometimes are associated with more than one

property as Kripke (1980) and Putnam (1975) argue natural kind terms do, then concepts

cannot be individuated that way.  Consider, for example, a Twin Earth kind of case where

2the watery stuff is XYZ, and not H O.  From the Twin Earth thought experiment (which I

explain in detail later in the dissertation), we learn that there is no water on Twin Earth

2because water is necessarily H O.  But, it seems that there is a sense in which there is

water on Twin Earth.  We might say that the concept of water, or 'water', picks out two

2different properties, the property of being H O and the property of being XYZ.  Or,

rather, we might say that there is watery stuffy on both Earth and Twin Earth, but what

constitutes them are distinct stuffs.  

Traditionally, philosophers have used what I call a fine-grained approach to

concept individuation, which individuates a concept according to its intension, to which

we have a priori access.  On this approach, concepts x and y are the same concept if and

only if objects falling under x and y have the same property.  For example, the concept of
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a whin and the concept of a furze are the same concept since they both have the property

of being (roughly) a green spiny shrub that grows in Europe and vice versa. 

Alternatively, we can say that two concepts are one and the same iff they generate the

same function from worlds to extensions.  I want to propose a coarse-grained approach to

concept individuation, according to which a concept's secondary intension is relevant,

that is, a concept is individuated relative to what world it is used in.  I argue that concepts

do not pick out a single property; they only pick their property out relative to a context of

utterance (something which involves a world, a speaker, a time, and a location).  For

example, the concept of the watery stuff, or the use of 'water', which expresses the watery

2stuff, on Earth picks out H O.  The concept of the watery stuff, or the use of 'water', on

Twin Earth picks out XYZ.  But, they are still the same concept.  On this kind of view,

then, x and y are the same concept iff x and y generate the same function from context of

utterance (in the technical sense) to functions from worlds to extensions.  This approach

to concept individuation leads naturally to the account of concept possession I provide in

the next chapter and plays an important role in what I have to say about the zombie

thought experiment in Chapter 5.

  In the next section I will clarify the notions of conceptual truth and conceptual

knowledge.  We should get clear on conceptual truth and knowledge for at least two

reasons.  First, they are central in discussing conceptual analysis, since when we do

conceptual analysis, we claim to be looking for conceptual truths and to be acquiring

conceptual knowledge when we do it successfully.  Second, the term 'concept' is at the

root of these expressions, and, as a result, we need to be clear what the relation is, if any,

between concepts and conceptual truth and knowledge.  In addition, we should get clear

on the relation between conceptual knowledge and the world.  I do not want to say that

2 2water is H O is a piece of conceptual knowledge.  That water is H O is about the world
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I should point out that I do not want to say that there is no role for non-6

conceptual knowledge, that is, empirical knowledge, in conceptual analysis.  In the
section entitled, "Suitable Candidates and Concept Possession" of the next chapter, I will
address the role of non-conceptual knowledge in conceptual analysis.

and, furthermore, it is relevant to the application of 'water'.  In addressing this issue, it is

going to be important to get clear on how it is that conceptual knowledge is grounded.

Conceptual Truth, Conceptual Knowledge, and Conceptual Analysis

Conceptual truths are what we are looking for when doing conceptual analysis,

and in doing conceptual analysis, we hope to gain conceptual knowledge, that is to say,

knowledge of conceptual truths.   Only after we determine what conceptual truths and6

conceptual knowledge are can we determine whether there actually are conceptual truths

and whether we have or can have any knowledge of them.  My goal in this section is to

explain what conceptual truth, conceptual knowledge, and conceptual analysis are, and

the relation among them.  This will help us to understand what we are trying to do when

we appeal to thought experiments, and make clear what kinds of truths count as

conceptual ones.  It will also help us to understand the connection between a priori

knowledge and necessity, and what kind of knowledge the knowledge of a posteriori

necessities amounts to or does not amount to.  This is important to the rest of the

dissertation, since I think that what is a posteriori necessary is relevant to the outcome of

some thought experiments. 

Conceptual Truth and Conceptual Knowledge

Most (if not all) philosophers who favor conceptual analysis agree that the kind of

knowledge we acquire by doing conceptual analysis is conceptual knowledge.  However,

it is not always clear what they mean by 'conceptual knowledge' other than that it is

knowledge we arrive at in doing conceptual analysis, or, perhaps, knowledge that is

grounded in the same way that knowledge we arrive at when we do conceptual analysis is
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I want to make room for conceptual truths and conceptual knowledge that we do7

not arrive at by doing conceptual analysis.  See my examples of the color red, below.

I say that conceptual knowledge is conceptually grounded, but one might think8

there is an ambiguity here about what is actually grounded—the conceptual truth itself or
our knowledge of it.  After all, conceptual knowledge is knowledge of a conceptual truth. 
I want to say that our knowledge of the truth (not the truth itself) is grounded
conceptually (that is, a priori), since what I am really concerned with in this dissertation
is what kinds of things we come to know when we do conceptual analysis.

There is a connection between a priori knowledge and necessity that I should9

briefly mention here that many philosophers accepted before Kripke and Putnam
discovered a posteriori necessities, namely, that those and only those things that we come
to know a priori are necessary.  That changed, however, when Kripke and Putnam

2showed that water is necessarily H O, and we can only come to know it a posteriori.  So,

grounded.   There seem to be at least two ways of characterizing conceptual knowledge:7

either by its subject matter or the way in which it is known.  In this section, I will explain

how I use the expression 'conceptual knowledge' and why conceptual knowledge is not

knowledge about concepts per se, but, rather, knowledge about the world that is

grounded in a particular way, namely, a priori.   8

We can distinguish two ways of picking out the relevant kind of grounding of

knowledge:

1 1(CK ) x has conceptual knowledge  that p iff p is a conceptual truth and x knows 
that p.   

I stated above that what is most important about conceptual knowledge is the way that

1the knowledge is grounded, not the content of the knowledge claim.  (CK ) leaves it open

1for x to have learned that p either a priori or a posteriori.  That is, (CK ) is neutral on

1what grounds x's knowledge that p.  Obviously (CK ) does not capture the idea that one

of the things that is special about conceptual knowledge is how it is grounded.  Another

notion of conceptual knowledge treats it wholly as a matter of how what is known is

known.

2 2(CK ) x has conceptual knowledge  that p iff x knows that p a priori.9
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although it looks as if all a priori knowledge is of things that are necessary, there are
things that we can only come to know a posteriori that are equally necessary.

I should point out here a difference between conceptual and non-conceptual10

knowledge.  Non-conceptual knowledge is knowledge that we do not come to a priori. 
We must acquire non-conceptual knowledge by relying on particular experiences that we
have.  An example of something that I know non-conceptually is that I am hungry now. 
We can have non-conceptual knowledge of propositions that we can, in principle, know a
priori.  That is, there are some propositions we can know both conceptually and non-
conceptually. 

On this account, all a priori knowledge is conceptual knowledge and vice versa.  I should

make clear here what I mean when I say that someone knows something a priori:

(A Priori Knowledge) x knows that p a priori iff (a) x knows that p and (b) x is
justified in believing that p in a way that does not depend epistemically on x's
experiences.

When I say that x is justified in believing that p in a way that does not depend on x's

experiences, I do not mean to imply that x need not have any experience whatsoever (for

that would not make any sense).  We need some experience to gain concepts; but once

we have the concepts, no experience at all is required for conceptual knowledge.  No

particular experience would help x in justifying his belief that p.  For example, knowing

that red is a color is not based on any particular experience, but it seems that we have to

have some visual experience to know that red is a color.  What seems to make it a priori

knowledge is that it is not warranted by the content of any experience.  According to

2(CK ), one does not have conceptual knowledge of a proposition unless one came to

know it a priori.  I will give examples below of how it is possible to know some

propositions either a priori or a posteriori.  Examples like the ones I will provide leave

room for the possibility of one person knowing that p a priori, and another knowing it a

posteriori, that is, conceptually and non-conceptually, respectively.  10

2Conceptual knowledge  is characterized wholly epistemically.  As a result, one

might argue that it is unclear what is conceptual about it.  Traditionally (in analytic
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philosophy to the midpoint of the twentieth century) things we can know a priori have

been treated as conceptual knowledge.  Further, it is not an accident that the tradition has

treated a priori knowledge as conceptual knowledge.  For it has been thought, I believe

correctly, that the explanation of the possibility of a priori knowledge depends on that

knowledge being grounded in a certain way in our concepts.  (Of course, Kant famously

denied that all a priori knowledge was conceptual.  But by and large the tradition has not

sided with Kant on this matter.)  There is another characterization of conceptual

3knowledge, namely, that spelled out in (CK ),

3 3(CK ) x has conceptual knowledge  that p iff x knows that p on the basis of her 
grasp of the concepts that proposition p involves,

which has been thought to characterize a species of knowledge, which, because of how it

is grounded, is a priori knowledge.  In the absence of any other way of understanding the

possibility of a priori knowledge, then, it would look as if all a priori knowledge would

3be conceptual knowledge , or to put it in terms of our defined notions, all conceptual

2 3 2knowledge  is conceptual knowledge , and the license for calling conceptual knowledge

what we call it is that it coincides with and its possibility is explained by the possibility

3of conceptual knowledge .

In the remainder of this section, I will mean by 'conceptual knowledge', without

2any subscripts, conceptual knowledge .  I choose this as the basic notion for discussion

because it coincides with what the tradition largely has identified as conceptual

knowledge, but leaves open questions about what exactly it comes to.  It may emerge as a

substantive point that conceptual knowledge is grounded in grasp of concepts, that is, that

2 3conceptual knoweldge  is conceptual knowledge .  At this point, however, we can move

on to see why conceptual knowledge is not knowledge about concepts.
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Once we determine what it would mean for conceptual knowledge to be about

concepts, we will see that conceptual knowledge is not about concepts per se.  I will

explain our ordinary understanding of conceptual knowledge and show why it does not

make sense to say that conceptual knowledge is knowledge about concepts by

introducing examples of conceptual analysis, examples of conceptual knowledge, and

examples of non-conceptual knowledge.  These examples will illustrate that the status of

knowledge as conceptual knowledge does not depend on the content of the knowledge

claim, but on how we come to know it. 

If conceptual knowledge were about concepts, then it seems that all conceptual

knowledge would come to is knowing a correct account of various sorts of relevant facts

about concepts (that is, either knowing a correct theory of concepts or knowing certain

facts about particular concepts).  But, we think we have at least some conceptual

knowledge, and, generally, we do not think that we have arrived at the correct theory of

concepts.  In addition, when we think of conceptual knowledge as the kind of knowledge

we acquire when we do philosophy, it seems that we think of knowledge that is much

broader in scope than just knowledge about concepts.  For example, many think that the

knowledge we have of many mathematical truths is conceptual knowledge, but we do not

think that this knowledge is about concepts.  It seems that I know a priori, for example,

that 1 is greater than 0.  However this is grounded, it does not seem to be grounded in

experience.  It is about the number 1 and the number 0, and about a relation between

numbers, that of being greater than.  It is not about concepts at all.  So, if this is 

conceptual knowledge, as it would be traditionally classified and counts by my definition

2of conceptual knowledge , it looks as if conceptual knowledge is not knowledge about

concepts per se.  
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I say 'necessarily' here because, as I stated above, there are certain truths that11

one person can know conceptually and another person can know non-conceptually.

This is not to say, however, that conceptual knowledge is never about concepts. 

Conceptual knowledge is about our concepts, for example, when we are doing conceptual

analysis on the concept of a concept, which is what the philosophers I discussed earlier

are doing.  However, what is most important about the kind of knowledge that we may

acquire when giving a philosophical theory of concepts is not the fact that the knowledge

is about concepts.  Rather, what is interesting is that it is a kind of knowledge that we can

acquire without doing any empirical research, or without appealing to any particular

experience.  This is the feature of conceptual knowledge that seems to make it

distinctive.  However, it remains to be seen how we can ground any knowledge that we

do not necessarily  acquire through empirical methods. 11

So, although we are analyzing concepts when we are doing conceptual analysis,

the kind of knowledge that we acquire by doing conceptual analysis is not knowledge

about concepts per se.  Rather, we have to use talk about concepts when we talk about

our warrant for making these particular claims, since we want to say that they are

conceptually grounded.

Now that we have seen that conceptual knowledge is not always knowledge about

concepts, we can see what it means to say that conceptual knowledge is knowledge about

the world that can be arrived at a priori.  For example, consider the conceptual truth,

'Bachelors are unmarried males'.  The sentence is true, and there is no reason to say that it

is not about world any less than 'Bachelors are frivolous' is about the world.  The

predicates apply to things in the world, so it looks as if someone would have to give an
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argument to show that conceptual truths are not about the world.  Conceptual truths just

seem to be grounded differently than other sorts of truths, which is an epistemological

fact, not a fact about their subject matter.  When we do conceptual analysis, we generally

do not want to find out about concepts; rather, we want to find out about features of the

world.  We want to be able to make sense of the world by categorizing what is in it (i.e.,

we are looking for similarities and differences among different things in the world).  We

do this by looking at features of objects and determining which of those features seem to

be necessary for that object to remain the object that it is.  Whether a feature is necessary

for some object is usually not something that we can arrive at by appealing to any

particular experience. 

I want to draw attention to a particular kind of conceptual knowledge, which I call

conditional conceptual knowledge.  Conditional conceptual knowledge is a special

knowledge of the application conditions of a concept, and it comes in the form of

conditionals.  That is, some conceptually true propositions involving a concept may be in

the form of a conditional   For example, someone may know that if the context of

utterance is such-and-such, then the application conditions for the concept in question is

such-and-such.  This will become important in my discussion of Putnam's Twin Earth

thought experiment, where I show this kind of conditional conceptual knowledge via an

example, and in my analysis of the zombie thought experiment.    

Conceptual Analysis and Conceptual Knowledge

The way in which philosophers primarily acquire and verify conceptual

knowledge is by doing conceptual analysis.  At this point, we should get clear on the

traditional view of conceptual analysis and what a conceptual analysis may look like. 

There is also conceptual knowledge that we need not acquire by doing conceptual
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analysis; that is, we can have conceptual knowledge even if we do not have a full

analysis of a given concept.  Furthermore, as I stated above, there is some knowledge we

may acquire either by doing analyses or by doing empirical investigation, and, as a result

that knowledge is both conceptual and non-conceptual knowledge.

Sometimes when I talk about conceptual analysis, I am talking about the

statement we get as a result of a complete conceptual analysis, which is of the following

form: 

~(�x)(x is P iff . . .).  

RCall this conceptual analysis .  A conceptual truth, or a bit of conceptual knowledge will

appear on the right hand side of the biconditional.  There are two ways that I may have

conceptual knowledge of a conceptual analysis: either I know what the conceptual

R Ranalysis  expresses and why it is true, or I may know that it is a conceptual analysis , but

Rwithout knowing why it is true.   That is, I may know that it is a conceptual analysis

only on authority.  Other times when I talk about conceptual analysis I refer to the

activity of doing conceptual analysis, which I take as doing thought experiments.  Surely

there are other ways of doing conceptual analysis, but I am not interested in those in this

dissertation.  Call the activity of doing conceptual analysis, whether that is doing thought

Aexperiments or something else, conceptual analysis .  This distinction should clear up

any confusion that may have come up later in the dissertation.

Let us consider the following canonical forms in which we would state what the

analysis of a certain concept is:

~(�x)(Mx iff . . .)
~(�x,y)(Mxy iff . . .)
~(�x,y,z)(Mxyz iff . . .)
.
.
.
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We are restricting our attention here to concepts expressed by predicates of one or more

places, which may or may not be complex predicates.  Clearly, these forms in which we

express analyses need not commit us to talking about concepts.  There need be no

mention in various instantiations of these forms of any concepts; they are in the form of

universal generalizations and contain predicates that express concepts.  

RThere is a way that we can rewrite the above forms of conceptual analysis ,

however, so that the conceptual knowledge we arrive at is in the form of knowledge

about concepts:

~(�x)(The concept C applies to x iff. . .), etc.

Although this is written so that it contains talk about concepts, it is just another way of

Rstating conceptual analyses  that can be written down without any explicit statements

about concepts; it is not necessary for us to use concept talk in our formulations of

Rconceptual analyses .

What makes these conceptual analyses is not that they are about concepts but that

they are biconditionals that meet the conditions required for them to express conceptual

Ranalyses .  The fact that concepts are expressed by terms in these sentences does not, of

course, mean that they are about those concepts.  We do not think that when we say

something in English that we are saying anything about English.  Similarly, when we say

something using concepts, we are not necessarily talking about concepts.  

Now let us consider an example from epistemology, the analysis of the concept of

knowledge:

(�x)(�p)(x knows that p iff x believes that p, it is true that p, x's belief that p is
justified, and x's justification for his belief that p is undefeated).
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We will take this as a schematic analysis in light of Gettier counterexamples, which are

illustrations of how the traditional analysis of the concept of knowledge as a justified,

true belief fails.  The following passage from Gettier presents the counterexample:

Suppose that Smith and Jones have applied for a certain job.  And suppose that
Smith has strong evidence for the following conjunctive proposition [two
propositions connected by an 'and']: (d) Jones is the man who will get the job, and
Jones has ten coins in his pocket.  Smith's evidence for (d) might be that the
president of the company assured him that Jones would in the end be selected,
and that he, Smith, had counted the coins in Jones's pocket ten minutes ago. 
Proposition (d) entails: (e) The man who will get the job has ten coins in his
pocket.  Let us suppose that Smith sees the entailment from (d) to (e) and accepts
(e) on the grounds of (d), for which he has strong evidence.  In this case Smith is
clearly justified in believing that (e) is true.

But imagine, further, that unknown to Smith, he himself, not Jones, will get the
job.  And also, unknown to Smith, he himself has ten coins in his pocket. 
Proposition (e) is then true, though proposition (d), from which Smith inferred
(e), is false.  In our example, then, all of the following are true: (i) (e) is true, (ii)
Smith believes that (e) is true, and (iii) Smith is justified in believing that (e) is
true.  But it is equally clear that Smith does not know that (e) is true; for (e) is true
in virtue of the number of coins Smith has in his pocket, while Smith does not
know how many coins are in Smith's pocket, and bases his belief in (e) on a count
of the coins in Jones's pocket, whom he falsely believes to be the man who will
get the job. (Gettier 1963, 121-22)

This counterexample is supposed to show that someone can have a justified, true belief

that is not knowledge, and, thus, that the traditional analysis of knowledge, although it

may give necessary conditions for knowledge, does not give sufficient conditions for

knowledge.  Although the notion of being undefeated needs some careful spelling out in

light of Gettier counterexamples, we can see how the above conceptual analysis is

grounded.

Clearly we would not attribute knowledge of a proposition to someone who does

not believe the content of the proposition.  Nor would we accept that someone knows a

proposition that is false.  We can make no sense of knowledge of a proposition that is

false.  Furthermore, we do not say that someone knows that p if she only believes that p

http://endnote+.cit
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This is obviously a simple example of conceptual analysis.  I do not mean to12

rule out far more complicated conceptual analyses.  Surely we do not spend all of our
time in philosophy doing these kinds of conceptual analyses.  Often a conceptual analysis
is only part of an argument for a particular position, and sometimes there may be no
conceptual analysis in an argument for a position.  We may raise questions about whether
the latter kinds of arguments are philosophical arguments at all.

on a hunch or on authority.  Finally, in light of the Gettier examples, we would not say

that someone knows that p even if the person believes that p, it is true that p, and the

person is justified in believing that p, if it turns out that there is something defective

about the justification—in the case above, a false premise, itself justified, which is

crucial in an inference leading to the belief in the true proposition justified in the light of

the believer's evidence.  In this case the justification is defective, or, we will say,

defeated.  There is a question whether the only way in which a justification can be

defeated is by its involving a false justified premise.  So, in the above analysis,

'undefeated' is itself a term that stands in need of further analysis. 

I say that we know these things about knowledge, and we will all agree that we

do, but how exactly?  Prima facie, it seems that we recognize that knowledge requires

certain things, and we recognize this without doing any research into the conditions that

obtain when people have knowledge.  We seem to know them a priori.

The only way to arrive at an analysis like the one above is through conceptual

Aanalysis .  The example of the concept of knowledge presents us with conceptual

knowledge—there is no way to determine what counts as knowledge by appealing to a

particular experience.   That is to say, although I need to have some kind of experience12

Ato engage in conceptual analysis  at all, there is no particular experience that I can have

Rthat will either tell me what a conceptual analysis  of knowledge is or whether an

Ranalysis  that I have come up with is correct.  However, I may entertain various thought
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experiments that involve the concept of knowledge, for example, thought experiments

Rlike Gettier's, to show that a certain analysis  that I have given is incorrect.  Or, I may

entertain a thought experiment to show that an analysis is correct despite a scenario that

one might think would defeat an analysis if any scenario would.  I will discuss the role of

Athought experiments in conceptual analysis  in the section in this chapter  entitled, "A

Framework for Thinking About Thought Experiments."

R ANot all conceptual knowledge is of conceptual analyses .  Conceptual analysis  is

a process.  It can result in knowledge that is a priori but that falls short of providing a

Rconceptual analysis .  For example, the knowledge that x knows that p only if it is true

Rthat p is a priori, but it does not constitute knowledge of a conceptual analysis .  It states

only a necessary condition on someone's knowing something.  

It might help to clarify matters and avoid confusions if we introduce two different

A Anotions of conceptual analysis , one stronger, one weaker.  Strong conceptual analysis

Ayields necessary and sufficient application conditions.  Weak conceptual analysis  only

traces connections between concepts (i.e., it traces the relations between different

concepts).  For example, the concept of being triangular and the concept of being

trilateral are conceptually connected in the sense that both have something to do with

having three of something and in the sense that they apply to the same things in the

Aworld.  Many philosophers have argued that the practice of conceptual analysis  is

Rbankrupt because we have failed to arrive at conceptual analyses  for most interesting

concepts, or even for any interesting concepts.  This seems to be the result of them

A Aunderstanding conceptual analysis  as strong conceptual analysis .  But surely we have

Rhad successful conceptual analyses  of the weaker sort, as in the case of the discovery of
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necessary conditions, at least, for knowledge, and the refutation of the traditional

analysis, which itself results in a bit of conceptual knowledge. 

There is another distinction to be made here, namely, one between those analyses

that give conditions in noncircular terms and those that do not.  Both strong and weak

analyses can be given in circular or noncircular terms.  A strong analysis given in

noncircular terms is the fullest analysis that can be given, but it is the most difficult to

get.  A strong analysis in circular terms does not seem to give us much of an analysis at

all; same goes for a weak analysis in circular terms.  The results that I suggest we aim for

are weak analyses given in noncircular terms.

Consider the following examples of conceptual knowledge that we do not acquire

Aby doing strong conceptual analysis : 

(1) Red is a color.  

Of course, in this case we must put issues about whether 'is red' expresses a concept at all

aside (e.g., worries that might arise from recognition that 'red' is vague).  If we do not

want to allow 'is red' to express a concept, as I stated earlier in the dissertation, we may

still talk about giving a conceptual analysis of 'is red', since conceptual analysis is an

idealized practice.  However, we should be in a position to answer the following

question: can sentences employing predicates that do not express concepts express

conceptual truths?  In other words, do all predicates in a sentence have to express

concepts for that sentence to express a conceptual truth?  Since I defined a conceptual

truth as one that we come to know a priori, the answer to the question is "no."  What

makes a conceptual truth conceptual is the way we come to know it.  Consequently,

conceptual knowledge does not require any mention of concepts, or predicates that

express concepts.  Rather, conceptual knowledge requires knowing something that is
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grounded in a particular way.  This seems to make some room for sentences that contain

predicates that do not express concepts to express conceptual truths.  Let us consider, by

way of illustration, a dispositional analysis of 'red'.

For any x, x is red iff x has that color which has the disposition to cause in certain
observers red perceptions.

I do not want to endorse such an analysis, but I want to illustrate that we do not need a

strong analysis given in noncircular terms of the concept of red to know (1).  (1) gives us

necessary and sufficient conditions, but since it is circular, it is not an analysis.   

However, (1) can be conceptual knowledge, and thus expresses a conceptual truth, even

Aif we do not learn it on the basis of conceptual analysis .  We can get a weak analysis and

still establish conceptual truths.  This brings us back to what I said earlier about there

Abeing processes of conceptual analysis  that are stronger and weaker.  A weak conceptual

Aanalysis  may give us something like (1) after we do a dispositional analysis of the

concept of red; we need not get a strong analysis of the concept of red to get (1), and (1)

is not a strong noncircular analysis of red.  We do, however, get (1) a priori.  This makes

(1) conceptual knowledge.  Even though 'is red' is a vague predicate, we can come to

know things about red a priori.  But, what we know a priori about it has to be in circular

terms.  

Also consider the following example of conceptual knowledge that we do not

acquire by doing conceptual analysis: 

(2) If this is red, then it is colored.  

AWe certainly cannot get (2) from conceptual analysis .  However, we can know a priori

that the conditional is true.   I talk in more detail about conditional conceptual

knowledge, that is, conceptual knowledge that is conditional in form, later in the
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dissertation.  The notion of conditional conceptual knowledge is important for my

analyses of a variation of the Twin Earth thought experiment and the zombie thought

experiment.  In cases of conditionals that we know a priori, the antecedent of the

conditional will contain something that we can only know a posteriori, but the

conditional as a whole will be something that we can come to know a priori.  That the

antecedent contains something we can only know a posteriori is not relevant to whether

we can know the whole conditional a priori.

So, it looks as if we can have conceptual knowledge that is not an analysis of a

particular concept, and we may be able to have knowledge of conceptual truths expressed

by sentences not entirely made up of predicates, which express concepts (since all

conceptual knowledge is is a priori knowledge).  We can also have conditional

conceptual knowledge.  Another example of conceptual truth that we cannot acquire

Athrough conceptual analysis , and which looks different from the canonical formulation

Rof conceptual analysis  I provided above, but which is a priori, is the proposition that 2 +

2 = 4.  Nothing in this refers to concepts at all, but we can certainly arrive at this a priori. 

In addition, doing thought experiments would not help us to arrive at the proposition,

and, further, the proposition is not an analysis at all.  It does not fit into the canonical

forms of an analysis that I gave above. 

Furthermore, there are examples in geometry of conceptual knowledge that we do

Anot acquire through conceptual analysis .  For example, there are some necessary

biconditionals that connect circles with other things that would be conceptual knowledge

Athat we do not get from doing conceptual analysis .  For example, consider the following

analysis of the concept of a circle: 
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Of course, we now know that 'B' refers to 3.141592...13

(�x)(x is a circle iff x is a set of points in a plane equidistant from a given point in
the plane.)

If one were to do a strong analysis of the concept of a circle, one might come up with

something that looks like the definition above, which is in the form of a biconditional. 

However, there are necessary biconditionals about circles that are not the result of a

strong analysis of the concept of a circle.  Consider, for example, the following:

(�x)(x is a circle iff x's circumference = Bd)

REven though we do not get this as a conceptual analysis , we can come to know this a

priori because 'B' was designated to refer to the ratio of the circumference a circle to its

diameter, whatever it is.   The diameter of a circle multiplied by the ratio of its13

circumference to the diameter will get us to the distance around the circle.  There is no

particular experience we can appeal to as evidence for discovering this.  Clearly, this

biconditional does not give us an analysis of the concept of a circle, but it is certainly an

example of conceptual knowledge.   It is not analysis of circle because what is on the

right side of the biconditional presupposes grasp of the concept of a circle, and, further, it

is not a result that I aim for in conceptual analysis.

So, although one of the ways we can acquire conceptual knowledge is through

conceptual analysis, there are other ways of acquiring conceptual knowledge.  In

addition, we can have conceptual knowledge that we  know non-conceptually (i.e., a

posteriori).  When we give an account of what grounds conceptual knowledge, then, we

must be sure that our account makes room for the same proposition to be conceptual and

non-conceptual knowledge. I stated above that two individuals may know the same truth,

but one may know it conceptually and the other may know it non-conceptually (e.g., on
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Not all scholars agree on who was the first to figure out the Pythagorean14

Theorem, but many seem to agree that Pythagoras was not the first.  See Gorman 1979, 2,
38; Kahn 2001, 32; Neugebauer 1970, 36.

authority or by empirical means).  Consider, for example, the way that the Babylonians

figured out the Pythagorean Theorem (in 1800-1600 B.C.E.) by using a tile proof:14

Figure 2. Tile proof of the Pythagorean theorem (Hightower et al 1997)

There are eight triangles that make up squares a and b (the legs of the right triangle,

which has sides from squares a, b and c). The square that is drawn extending from the

hypotenuse of the right triangle, c, contains 16 triangles.  If we add the number of

triangles in the a square and b square, we get the number of triangles in the c square. 

Many scholars agree that the Babylonians saw this pattern of tiles to be a proof of the

Pythagorean Theorem.  It looks as if the Babylonians discovered the Pythagorean

Theorem through empirical means—they went out into the world and drew and counted

right triangles and squares to figure it out.  So, they knew the Pythagorean Theorem non-

conceptually, or a posteriori.  (The status of the "proof" as empirical depends, of course,

on their taking their evidence to consist of the actual counting of the figures, rather than

http://endnote+.cit
http://endnote+.cit
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any more abstract geometrical reasoning, but it seems at least a possible account of how

they took their evidence, and that suffices for the point I wish to make.) 

We can also offer an a priori proof, of course, of the Pythagorean Theorem.  For

example, consider Figure 3:

Figure 3. A priori proof of the Pythagorean theorem (Bogomolny 2005)

We know, first of all, that the area of the inscribed square is c .  We also know that it is2

the area of the enclosing square minus the areas of the four triangles formed with the

sides of the inscribed square.  the length of the side of the enclosing square is a + b, and

so the area of the enclosing square is (a + b) .  The four triangles are each of the same2

area, namely 1/2ab.  So, we have the following:

c  = (a + b)  - 4 x 1/2ab2 2

c  = a  - 2ab + b  + 2ab2 2 2

c  = a  + b2 2 2

This is the Pythagorean Theorem, derived a priori, for it does not rest on our experience

of the figure provided as evidence: that experience is used only by way of representing

the kind of figure we are concerned with.  Nothing hinges on the particular experience, or

its veridicality.  None of the reasoning seems to rest in any way on a particular

experience.  So, it looks as if at least certain geometrical theorems can be discovered

either empirically or conceptually, that is, it is possible for one to know a truth both non-
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conceptually (as scholars argue that Babylonians knew the Pythagorean Theorem) and

conceptually. 

There are other examples from mathematics of truths that we can know a priori,

but that we cannot know empirically in the way that the Babylonians knew the

Pythagorean Theorem.  For example, there is a proof that there is no greatest prime

number, which goes as follows:

r1 21. Suppose that p =2 < p  = 3 <  . . .  < p  are all of the primes. 

r1 2 2. Let P = p p . . . p +1 and let p be a prime dividing P. 

r1 23. Then p can not be any of p , p , . . . , p , otherwise p would divide the

r1 2 difference P- p p . . . p =1, which is impossible. 

r1 24. So this prime p is still another prime, and p , p , . . . , p  would not be all of the
primes.

5. Therefore, there is no greatest prime number. (Caldwell 2005)

In principle, we cannot know that there is no greatest prime number by appealing to

experience, since that would require determining for every number (there are, of course,

an infinite number of numbers) whether it is prime.  Determining for every number

whether it is prime would require an infinite amount of work, and, as a result, it could

never be completed.

I have claimed that conceptual knowledge is about the world.  We should

distinguish this claim from the claim that we have to rely on particular experiences in the

Aworld to acquire conceptual knowledge.  After all, conceptual analysis  is supposed to be

something that we can do independent of any particular experiences, but if conceptual

knowledge is about the world, then we have to address the issue of how it is possible to

acquire such knowledge without relying on any particular experiences.  In the case of

determining what counts as knowledge, no particular experience can tell me the truth

conditions for a proposition, for example, no particular experience can tell me that I must

have a justified, true belief that is undefeated in order to have knowledge.  One way we
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I will explain the differences and similarities between scientific thought15

experiments and  philosophical ones later in this section.

can go about figuring out what counts as knowledge is by considering various, perhaps

imaginary, cases of what appear to be instances of knowledge and looking to see whether

they are, in fact, instances of knowledge.  In the next section, I will examine the role of

Athought experiments in conceptual analysis  and in acquiring conceptual knowledge. 

Entertaining various scenarios does not require actually experiencing those scenarios or

the likelihood of experiencing them.  As a matter of fact, much of conceptual analysis (or

parts of conceptual analyses) amounts to entertaining various imaginary cases and

reflecting on them when asking questions about situations.  Imagining such scenarios is

supposed to help us get clearer on things in the world without directly having to look at

or study what is in the world. 

Framework for Thinking About Thought Experiments

Thought experiments play a central role in the methods that philosophers use in

tracing conceptual connections and providing necessary and sufficient application

conditions for our concepts.   Thought experiments also play a central role in15

establishing philosophical claims or testing them, and we can look at particular cases to

see how the concept we are analyzing generally applies.  So, we should be clear about

when we have conducted a thought experiment properly.

When we conduct thought experiments, if we do them properly, we acquire

conceptual knowledge.  Conceptual knowledge is knowledge that we can arrive at

without having any particular experience.  It will emerge how thought experiments help

us arrive at conceptual knowledge.  Because thought experiments play such an important

role in conceptual analysis, it is important when studying conceptual analysis to get clear
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Not all thought experiments are explicitly set up like this.  However, I think that,16

in principle, any thought experiment could be set up like this.

Of course we conduct thought experiments under an idealization of the17

conditions under which we actually conduct them.  For example, we ignore the fact that
many of our predicates are vague. 

I use the expression 'scenario intuition' because I want to make a distinction18

between intuitions that one may have about thought experiments and other kinds of
philosophical intuitions.  By distinguishing them, I do not mean to say that they have
nothing in common with one another.

on the role of thought experiments in acquiring conceptual knowledge and why some

philosophers are skeptical about their utility.  Part of getting clear on the role of thought

experiments is getting clear on who should participate in them and what constitutes a

good thought experiment (i.e., one that actually helps us acquire conceptual knowledge).  

The goal of this section is to provide a framework for thinking about thought

experiments that will help us to distinguish good thought experiments from bad ones in

the hopes that it will eliminate some general skepticism about the method of using

thought experiments to reach metaphysical conclusions.  Furthermore, I hope to show

that thought experiments help us acquire conceptual knowledge, and, thus, they are a

valuable tool in doing conceptual analysis.

Setting Up the Framework: Canonical Questions and Scenario Intuitions

In this section, I will stipulate definitions of the central terms we use, or should

use, in talking about thought experiments (e.g., of 'thought experiment' and 'intuition').  A

thought experiment consists of a possible scenario that an individual is first asked to

imagine and then asked to answer some questions about (e.g., whether a certain concept

applies or fails to apply, or whether it is indeterminate that it does).   Call the possible16,17

scenario to be considered the 'target scenario', the response that the individual is asked to

give a 'scenario intuition', and the relevant question a 'canonical question'.   A target18
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For example, see the very simple thought experiment about the concept of a cat19

below.

Although I only list one modal question for each canonical question, there are20

other modal variations on those questions.

scenario should  be completely and carefully described in the relevant sense.  A complete

description of a target scenario does not require a complete description of the world, but

only a relevantly complete description of what is relevant to the question that is asked.  A

relevantly complete description of a target scenario needs only to be complete in the

sense that it includes all of the details relevant to the particular thought experiment.  For

example, if all we want to do in a particular thought experiment is weed out certain

conditions as being necessary and/or sufficient for the application of a concept, then a

relevantly complete description need not contain as many details as a thought experiment

involving the same concept the goal of which is to establish necessary and sufficient

conditions.   A careful description of a target scenario should not include irrelevant or19

extra details that might confuse or influence a participant's intuitions. 

There are typically three kinds of canonical questions one may ask a participant in

a thought experiment to answer: (a) metaconceptual questions, for example, "Does the

concept of knowledge apply in this situation?"; (b) metalinguistic questions, for example,

"Does the relational term 'knows' relate A and p in this situation?"; and (c) first-order

questions, for example, "Does A know that p?"  There are also modal variations on

canonical questions (a)–(c):  (a') "In such a situation, could the concept of knowledge20

apply?"; (b') "In such a situation, could the relational term 'knows' apply to the pair of A

and p?"; and (c') "In such a situation, could A know that p?"  Additionally, we can ask

canonical questions that have auxiliary premises (e.g., "Presuming that the concept of
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Below, I will give examples of thought experiments that use auxiliary premises21

to show this more clearly.  Canonical questions that are accompanied by auxiliary
premises can contain modal terms.

baldness is a concept with determinate application conditions, does the concept of

baldness apply in this situation?").   As I stated above, the response one gives on the21

basis of how it seems to him to any of these questions is a scenario intuition, but let us,

more precisely, say the following:

A scenario intuition is an unmediated cognitive seeming about a target scenario
that could serve as the basis of an answer to a question about the target scenario.  

A scenario intuition is a response to a target scenario that, like a belief, has content and is

not just a first impression, and, unlike a belief, is not something necessarily endorsed by

the individual responding to the target scenario.  A scenario intuition must be unmediated

in the sense that no theory should be operating in the background.  A scenario intuition is

only a species of philosophical intuition, and I do not mean to cover all of the different

kinds of philosophical intuitions in my characterization.  For my purposes in this section,

I am only interested in our intuitions about thought experiments. 

Typically, when we conduct thought experiments, we are supposed to gain

conceptual knowledge (that is, knowledge of conceptual truths, which are necessarily

true).  When we conduct thought experiments, then, we should want responses to

canonical questions that enable us to come to know something modal in character. 

However, although I want to flag the appearance of modality, as I do when I list the

canonical questions, I do not want to build modality into the notion of scenario intuition

itself because there are three ways that modality may show up in conducting thought

experiments, two ways that are related to the participant and one way that is related to the

experimenter.  Since the participant and not the experimenter is supposed to give us
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This target scenario, although it does not contain many details, displays the22

relevant completeness relative to its goal.

intuitions, it would not make sense to include talk about modality in the definition of

'scenario intuition'.  If the experimenter asks a question that contains a modal term in it,

then the scenario intuition that the participant gives will not be modal in character.  But if

the notion of scenario intuition has modality built into it, then that kind of intuition would

not count as a scenario intuition.  This will become clearer below.

First, I have already said that we can ask the participant a canonical question that

has a modal term in it.  That is, the experimenter prompts the participant by loading the

question with a modal term, and the participant is willing to give an intuition involving

an explicit modal notion.  Let us call this a prompted modal response.  Second, the

participant herself may give a response that has modal content.  Let us call this a

spontaneous modal response.  Third, the experimenter draws a modal conclusion from

the participant's response to a question that does not have modal content.  In this case, the

experimenter says something modal that does not depend solely on what the participant

says, but on how the experimenter understands the participants' intuitions.  Let us call

this the experimenter's modal inference, or modal inference, for short.  To see how the

three different ways modality may enter the picture, let us consider different ways that

modality may appear in a very simple thought experiment:

(1) Suppose that there is a creature that meows, has four legs, whiskers, a tail,
heart, and lungs, but no fur.  Could this creature be a cat?  22

Assuming that the participant answers "yes" to the canonical question, we can conclude

from this (albeit very simple) target scenario that the participant thinks that it is not

necessary for a cat to have fur (i.e., there can be furless cats).  The participant's intuition
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has modal content because it is in an answer to a question that contains a modal

term—she gave a prompted modal response.  So, having fur is not a necessary condition

for being a cat.  This thought experiment gives a description of a creature that appears

very much to be a cat, aside from one feature, having fur.  This would be a good thought

experiment because it clearly gets at the intuitions it intends to, namely, intuitions about

our concept of a cat, and it isolates just one feature that is in contention for being an

application condition of the concept.  

(2) Suppose that there is a creature that meows, has four legs, whiskers, a tail,
heart and lungs, but no fur.  Is this creature a cat?

Consider now the scenario and question in (2).  Assuming that the participant answers

"it's possible" to the canonical question and is trying to be as informative as possible, it is

clear that the participant thinks that the target scenario does not give enough information

about the creature; it is open relative to the description that it is a cat or it is not a cat. 

That is, it may be that the participant thinks that all of the features listed are necessary for

application of the concept of cat, but they are not sufficient.  She may think, on the other

hand, that none are incompatible with being a cat (that is, none are necessary), but none

rule out its being a cat.  Or, she may think that some of the features listed are necessary

for being a cat, but they are not jointly sufficient.  In any case, the participant's intuition

has modal content—she gives a spontaneous modal response.

Let us assume that the participant answers "yes" to (2).  Neither the canonical

question nor the participant's response contains a modal term.  However, modality may

enter the picture when the experimenter evaluates the target scenario.  Suppose that the

experimenter is interested in figuring out whether having fur is a necessary condition for

being a cat.  After gathering several participants' intuitions of the above form, she may
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 Sometimes there may be no straightforward answer to canonical questions23

because there is a presupposition that predicates are not vague when they are, or there is
not enough information in the target scenario.  In cases of vague predicates, the rules for
application of the predicate give out (i.e., they do not tell us what to say).

By 'did' here Davidson does not necessarily mean that the person performed an24

action.  He draws a distinction between 'doing' and 'acting': "Waking up is something I
did, perhaps, but not an action" (Davidson 1980, 43).  

infer that having fur is not a necessary condition for being a cat—it is possible for a

creature that lacks fur to be a cat.  This is a situation in which the experimenter makes a

modal judgment based on something without modal content.  This is a modal inference

made by the experimenter.

Clearly the cases we ordinarily consider in doing philosophy are not as simple as

the one I described above.  Let us now consider a more complicated example from

Davidson, which involves a canonical question containing a counterfactual:23

This morning I was awakened by the sound of someone practising the violin.  I
dozed a bit, then got up, washed, shaved, dressed, and went downstairs, turning
off a light in the hall as I passed.  I poured myself some coffee, stumbling on the
edge of the dining room rug, and spilled my coffee fumbling for the New York
Times.

. . . I might have turned off the light by inadvertently brushing against the
switch; would it then have been my deed, or even something that I did?24

(Davidson 1980, 43)

The conclusion that Davidson reaches is that turning off the light in this case was

something that he did—after all, when we talk about doing something inadvertently, we

use an action verb.  But, this raises a further question about whether he did it

intentionally.  On Davidson's view, an adverb is always relativized to a

description—under one description it may be that a particular action was performed

intentionally, under another unintentionally, and, under a third, it may be open whether

the action was intentional or not.  If we focus on the latter question, it seems that

http://endnote+.cit
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This is the problem that comes up in Wilkes's (1988) case, which I discuss in the25

section of Chapter 3 entitled, "Sources of Error and Correction."

although turning on the light was something he did, it was not something he did

intentionally.  To see how one gets this intuition, we need to unpack the term

'inadvertently'.  When we do something inadvertently, we do it without realizing that we

are doing it, and it seems that we do it accidentally.  Doing something without realizing

we are doing it and doing it by accident just does not seem to suffice for doing something

intentionally.  If we concentrate on the latter question about whether the action was done

intentionally, only one feature of action is being called into question in this possible

scenario, and based on one's response to the question involving that feature, we may infer

something more generally about what the participant in the thought experiment thinks

about the concept of action—though doing something inadvertently is an action, it is not

an intentional one.  In other words, the conditions described in the target scenario are

sufficient for the turning on of the light to be an action, but not sufficient for the turning

on of the light to be intentional.  

The canonical question asked at the end of the description of the target scenario

contains a counterfactual.  Commonly, although not in this case, the counterfactual

question is of the form, "What would we say if . . .?"  The question should be understood

as asking what our intuitions tell us would be or must be true in the relevant case.  When

answering canonical questions that contain counterfactuals that we should make sure we

keep the concept we are considering fixed, or at least we be careful about counterfactual

questions that may not keep the concept fixed.   Furthermore, we have to keep in mind25

that are asking about whether our concepts apply to the target scenario, not whether the

individual's (in the target scenario) concept applies.    
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When talking about intuitions and the extent to which they have modal content,26

we should be clear about the difference between the alethic, or ordinary, notion of
modality and the epistemic notion of modality.  For example, consider the following
question: Did the person do it intentionally?  If a participant answers, "No, necessarily
the person did not do it intentionally," we should understand the 'necessarily' in the
alethic sense (i.e., in the sense that whether she has the correct intuition or not, the
correct answer to the question is something that is necessarily the case, and not in the
epistemic sense).  We can understand the epistemic sense of possibility and necessity as
follows: 

That p is epistemically possible for x iff that p is compossible with the
propositions x knows or is justified in believing.
That p is epistemically necessary for x iff it is not epistemically possible 
that not p.

In other words, we do not want to say that the participant's intuitions follow from
anything else she knows that the person did it intentionally.  It follows from the
description of the situation that she has not done it intentionally.  Epistemic necessity has
to do with what we know about the actual world, and since thought experiments are not
about the actual world, epistemic possibility and necessity are not relevant.  Thought
experiments have to do with what we know about every possible world.

The answer that a participant gives to such a question may not contain a modal

term, in which case the theorist may make a modal inference.   At the end of this target

scenario, Davidson (1980) could have asked either of the following questions that have

modal content: (a) "In such a situation, is it necessary that he performed an action?," or

(b) "Is it possible for someone to do all of these things and it not be an action?"  The

response that a participant would give to either of these questions would be a prompted

modal response.   Let us look at a simple thought experiment from Austin's (1956) "A26

Plea for Excuses," which also involves the concept of action but which distinguishes

doing something by accident and doing something by mistake:

You have a donkey, so have I, and they graze in the same field.  The day comes
when I conceive a dislike for mine.  I go to shoot it, draw a bead on it, fire: the
brute falls in its tracks.  I inspect the victim, and find to my horror that it is your
donkey.  I appear on your doorstep with the remains and say—what?  'I say, old
sport, I'm awfully sorry, &c., I've shot your donkey by accident'?  Or 'by mistake'? 
Then again, I go to shoot my donkey as before, draw a bead on it, fire—but as I
do so, the beasts move, and to my horror yours falls.  Again, the scene on the
doorstep—what do I say?  'By mistake'?  Or 'by accident'? (Austin 1956, 185)

http://endnote+.cit
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Interestingly, Tamar Gendler (1998, 2000) does not in any of her work on27

thought experiments give a characterization of intuitions.

Bealer draws a distinction between two kinds of intuitions, rational intuitions,28

which we use in philosophy and physical intuitions, which we use in the sciences. 
Bealer's 'rational intuitions' are what I refer to as 'philosophical intuitions' (Bealer 1998a).

After each target scenario, the participant is asked a first-order question that does not

have modal content.  It seems that the intuition most participants would have is, in the

first scenario, "by mistake" or "definitely by mistake," where 'definitely' has modal force. 

In the second scenario, it seems that a participant would say either "by accident" or

"definitely by accident."  This thought experiment shows that there is a distinction

between doing something by mistake and doing it by accident because we have been

given two similar (but distinct) target scenarios about which we would say that in one of

them something was done by mistake and in another something was done by accident,

but not vice versa.

The notion of intuition that I have described in this chapter is limited to responses

to thought experiments, but 'intuition' can be applied more broadly.  At this point, we will

review how others characterize intuitions.   Bealer characterizes them as follows:27

For you to have [a philosophical] intuition that A is just for it to seem to you that
A. . . . For example, when you first consider one of de Morgan's laws, often it
neither seems to be true nor seems to be false; after a moment's reflection,
however, something happens: it now seems true; you suddenly "just see" that it is
true.  Of course, this kind of seeming is intellectual, not sensory or introspective.
(Bealer 1996, 123)   28

One of the obvious differences between the way that Bealer characterizes intuitions and

the way I do is that he does not limit intuitions to reactions to thought experiments;

intuitions can be any kind of intellectual seeming (e.g., intellectual seemings about

mathematical theorems or laws of logic).  In addition, I have left it open whether

http://endnote+.cit
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modality appears in intuitions, whereas Bealer claims that all of our intuitions have

modal content.  For example, on Bealer's view, a participant in a thought experiment

would either give a spontaneous or a prompted modal response to a canonical question. 

That is, Bealer thinks that if I intuit that x, it seems to me that x is necessary:

[W]hen we have [a philosophical] intuition, say, that if P then not not P, this
presents itself as necessary: it does not seem to us that things could be otherwise;
it must be that if P then not not P. (Bealer 1992, 102)

There are two possible readings of this, and Bealer does not make it clear which one he

intends.  The most natural reading is that Bealer thinks that all of our intuitions have

modal content.  Another reading of it is that we get two intuitions at once: (a) if P then

not not P and (b) necessarily, if P then not not P.  Whether we understand it the first way

or the second, my view is weaker.  I have claimed that intuitions do not have to have

modal content at all; it may be that the experimenter makes a modal inference from a

participant's intuitions.  Bealer's characterization of philosophical intuition is not

inconsistent with the one I have provided, though in one sense it is broader than mine,

since it covers all intellectual seemings where mine only covers those seemings we get as

a result of considering a target scenario, and in another it is more narrow, since on

Bealer's view modal notions have to appear in the intuition itself.  That is, it seems that

on Bealer's view our intuitions are spontaneous modal responses. 

Like Bealer, I have called scenario intuitions 'unmediated cognitive seemings'.  I

do not call them 'judgments' because I want to make rooms for participants having the

following intuitions about target scenarios: "It seems to me that x, but I don't believe it." 

Consider, for example, Chalmers's zombie thought experiment where an individual who

is physically identical with us is described in such a way that it appears that it does not

have conscious experiences (Chalmers 1996, 94ff).  Participants in those kinds of thought

http://endnote+.cit
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See also 29 Bealer 1996.

experiments should be able to say, "It seems to me that the individual lacks conscious

experience, but I do not believe that it does."  I take it that judgments are a species of

belief, and, so, I do not want intuitions to be judgments.  However, this is not to say that

there is no connection whatsoever between seemings and beliefs: a seeming could be

good evidence for believing something.  That is, there are circumstances in which I have

an unmediated cognitive seeming that serves as evidence for my believing what seems to

me to be the case.  Seemings can have independent credibility.  Similarly, Bealer argues

that intuitions are not beliefs, and, thus, are not judgments:

[T]here are many mathematical theorems that I believe (because I have seen the
proofs) but that do not seem to me to be true and that do not seem to me to be
false; I do not have intuitions about them either way.  Conversely, I have an
intuition—it still seems to me—that the naive comprehension axiom of set theory
is true; this is so despite the fact that I do not believe that it is true (because I
know of the set-theoretical paradoxes).  There is a rather similar phenomenon in
sense perception.  In the Müller-Lyer illusion, it still seems  to me that one of the
two arrows is longer than the other; this is so despite the fact that I do not believe
that one of the two arrows is longer (because I have measured them).  In each
case, the seeming persists in spite of the countervailing belief. . . .   

Intuitions are also quite distinct from judgments, guesses and hunches. . . .
Judgments are a kind of occurrent belief; as such, they are not seemings. (Bealer
1992, 102-103)29

What I have said about intuitions is neutral about cases involving mathematical theorems

since they do not involve target scenarios. 

In Intuitions as Evidence, Pust (2000) characterizes intuitions in a way very

similar to Bealer (1992, 1996):

S has a [philosophical] intuition that p IF AND ONLY IF (a) S has a purely
intellectual experience, when considering the question of whether p, that p; and
(b) at t, if S were to consider whether p is necessarily true, then S would have a
purely intellectual experience that necessarily p. (39)

http://endnote+.cit
http://endnote+.cit
http://endnote+.cit
http://endnote+.cit


97

This is a slightly weaker characterization than Bealer's notion of intuition because it does

not require that our intuitions have modal content.  It makes room for prompted modal

responses to target scenarios.  For example, if someone had the intuition that p and were

asked if she thought it was necessary that p, then she would respond "yes."  Similarly to

Bealer, Pust does not allow for the experimenter to make an inference from a participant's

intuition that has modal content, (i.e., there is no room for inference-driven responses by

the experimenter).

Although Pust is silent about whether belief is sufficient for intuition, he does

agree with Bealer (1992, 1996) (and myself) that beliefs are not necessary for intuition:

. . . I think attention to any philosophical paradox is sufficient to show that belief
is not necessary for intuition.  In a paradox, one is confronted with intuitive
propositions which lead by intuitively acceptable reasoning to an intuitively
unacceptable conclusion.  After noting that one is presented with a paradox, one
is likely to suspend belief in all the relevant propositions without their
diminishing in intuitive force.  Furthermore, even after one has come to a
resolution of the paradox and actually disbelieves one of the propositions, the
offending proposition often retains a fair amount of intuitive plausibility.  On the
strength of these sorts of examples, I conclude that belief is not necessary for
intuition. (Pust 2000, 33-34)

Let us now take a look at Sosa's (1998) characterization of an intuition, which actually

builds in the notion of belief: 

At t, it is intuitive to S that p iff (a) if at t S were merely to understand fully
enough the proposition that p (absent relevant perception, introspection and
reasoning), then S would believe that p; (b) at t, S does [fully] understand the
proposition that p; (c) the proposition that p is abstract. (Sosa 1998, 259)

Sosa's characterization of intuition includes belief but only on the condition that the

individual actually understands the proposition in question.  Or, minimally, it does not

seem that one who does not understand p would have a reliable intuition.  I will discuss

this in detail in the following section.  Sosa's inclusion of (c) in his account of

http://endnote+.cit
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something's being intuitive is interesting because it seems to have some connection with

the issue of modality.   

I side with Bealer (1992, 1996) and Pust (2000) about intuitions being cognitive

seemings because it seems possible for us to be unsure about our intuitions, and in those

circumstances we would not believe what we intuit (similar to cases of perceptual

illusion).  Nonetheless, seemings are belief-like in that they are propositional attitudes,

that is, in Searle's terms, they have mind-world direction of fit and have a content

characterized by a proposition.  This fact is important for understanding how intuitions

can support beliefs about necessity and possibility and about application conditions for

concepts.  That is, although scenario intuitions are not beliefs, they seem to provide

support for them.  So, they play the same role that perceptions play in justifying

perceptual beliefs.

Scientific and Philosophical Thought Experiments

Just as there is a method for doing experiments in science, there is, or at least

ought to be, a method for conducting thought experiments, both in philosophy and

science, since they are experiments of a certain kind.  Once we get clear on the rules for

conducting thought experiments, we will be able to look at various thought experiments

and determine which ones are good ones (that is, which ones obey the rules) and which

ones are bad ones (that is, ones which do not obey the rules).  I will argue below that

those who are skeptical about the utility of thought experiments often use bad thought

experiments, or use good thought experiments in the wrong way in arguing one should be

skeptical.  Surely we would have reason to be skeptical of thought experiments only if

things went wrong even when we followed all the rules and use good thought

experiments.  This has never been shown.  
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I should point out Bealer that thinks that only scientific thought experiments are30

actually thought experiments.  Instead of carving up thought experiments in the way I do,
Bealer carves up two different notions of intuition (Bealer 1998a, 207-208).

For a more detailed discussion of scientific thought experiments, see 31 Brown
1991.

Before giving the conditions for properly performing thought experiments in

philosophy, we should get clear on the difference between a philosophical thought

experiment and a scientific thought experiment.   A philosophical thought experiment is30

designed to test whether a particular concept we possess is applicable to a target scenario

and to establish something about its application conditions, which will have implications

for what concept actually applies.  A scientific thought experiment holds a scientific

theory fixed and tests to see what the theory is committed to and what the consequences

of it are given a possible situation.  That is, in the description of the case, the

experimenter says, "Assuming the theory T is true, then what would happen if . . .?" 

There is no such constraint on philosophical thought experiments.   Rather, in31

philosophical thought experiments we test a theory to see whether it is consistent with

what we think is true about the world independent of the theory, that is, by asking for a

participant's pretheoretic intuitions about certain questions regarding a target scenario. 

That is, the participant's pretheoretic intuitions are supposed to give us information about

what is alethically necessary and possible.  Then we look at the theory to see whether it

matches up with the participant's intuitions.  Of course, one may argue that what we

believe about the world is not going to tell us much about what is true about the world,

since surely we have false beliefs.  However, what we are doing when we conduct

thought experiments is conceptual analysis ( i.e., we are analyzing our concepts).  If we

get the right participants, it is difficult to see how we could get analyses of our concepts
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wrong (assuming we do everything else correctly, of course, and assuming an epistemic

view of concept possession, as I do). 

To see more clearly the differences between philosophical thought experiments

and scientific thought experiments, let us first consider the following thought experiment

introduced by Williams (1970) in"The Self and the Future."  Then we will compare it to a

scientific thought experiment:  

Two persons, person AA, the person associated with psychological-states-A,
body/brain-A and person BB, the person associated with psychological-states-B,

0 1body/brain-B, are told at t  about an operation they will undergo at t  the result of

2which is that at t  brain-B is associated with the psychological states previously
associated with AA, and brain-A is associated with the psychological states
previously associated with BB.  Two persons emerge—AB and BA.  Imagine

0,further that at t  before AA undergoes the procedure, she is told that either AB or
BA will be given a large sum of money and the other will be tortured.  AA is then
asked to make a self-interested decision as to whether the reward should be given

2to AB or BA at t .  

Canonical question: What would it be rational for AA to choose?

In this thought experiment, we are given a scenario and asked to make a judgment

about what AA would rationally choose.  The judgment we make is supposed to reveal

what we think is necessary and sufficient for personal identity, even though the intuitions

we are asked to give are not directly related to the concept.  The participant is asked what

AA would rationally choose in the case, not who AA thinks she is identical with. 

However, from our answer to the question we are supposed to be able to infer who AA

would rationally think she is identical with.  If the participant says that it would be

rational for AA to give AB the money and BA the torture (as it seems we would presume),

since AA is supposed to make a purely self-interested decision, then we can infer that the

participant thinks that psychological continuity is necessary and sufficient for personal

identity.
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Now let us consider Galileo's famous thought experiment in Dialogues

Concerning the Two New Sciences about falling bodies, which is supposed to show that

Aristotle's theory of the nature of motion, according to which the weight of an object is

proportional to the speed at which it falls, is incorrect, or at best, incomplete (Galilei

1638/1914).  The thought experiment is as follows: 

Imagine that two objects (made of the same material), which differ in weight are
strapped to one another and dropped from a certain height.  Let A be the heavier
object and B be the lighter object.  

Canonical question: What account would Aristotle (or an Aristotlean) give of
the speed at which A+B should fall?  

There seem to be two things that the Aristotelian could say, depending on whether

A+B and C (the composite object made of A and B) are distinct objects.  No matter what,

however, the Aristotelian is committed to either a contradiction or something that is

empirically false:

(a) The Aristotelian might say that B would slow down the rate at which the A
falls, and so the strapped-together object, A+B, would fall slower than A.  Or he
might say that A would speed up the rate at which B falls, and so A+B falls faster
than A.  It seems that the Aristotelian has to say both that A+B falls faster and
slower than A.  We have a contradiction.  So, it must be that the Aristotlean
theory is incorrect, or minimally, it is incomplete.

(b) Alternatively, the Aristotelian might say that A+B and C are distinct objects,
so that the composite object, C, falls faster than either A or B alone, since it is
heavier.  However, given the conclusion reached in (a), the Aristotelian has to say
that A+B and C are distinct objects, and thus, that when C comes into existence,
the object A+B goes out of existence.  The Aristotelian has not spelled out what
the  law is supposed to be (i.e., he does not say enough about what objects are so
the account does not extend to combinations of objects).  So, the Aristotelian
theory is, at best, incomplete and unreflective.

Both Williams's and Galileo's thought experiments are, in a sense, testing a

theory, the psychological continuity theory of personal identity and Aristotle's theory of

the nature of motion, respectively.  However, in the scientific thought experiment, we ask

http://endnote+.cit
http://endnote+.cit


102

someone who already has a theory about something to respond to the thought experiment,

and in the philosophical thought experiment, we are supposed to ask someone whose

response to the canonical question will not be mediated by a theory about personal

identity.  That is, in a philosophical thought experiment, we are supposed to be getting

clear on our concepts, and that only requires pretheoretic intuitions, not a theory.  The

theory comes in only when we want to compare it with the results of the thought

experiment.  This is not to say, of course, that the experimenter cannot have a theory

about the concept in question.  If someone allows her theory about personal identity to

guide her intuitions, then presumably she is not a suitable candidate for participation in a

thought experiment because her seeming is not an unmediated one. But, as I stated

earlier, it seems that the philosopher should be able to consider the thought experiment

independent of her theory.  Some philosophers might think that philosophical thought

experiments are bad scientific thought experiments and rely on theories.   But this is

confused, since in scientific thought experiments a theory is built into the thought

experiment, and a theory is not built into philosophical thought experiments.

Good Philosophical Thought Experiments

What makes a philosophical thought experiment a good one, that is, one that we

can use in conceptual analysis?  At this point in the dissertation, we may leave scientific

thought experiments behind and continue our discussion of philosophical thought

experiments.  A good thought experiment, of course, is going to be one that actually

helps us get clearer on the concept that is in question.  We can only get clearer on the

concept in question by means of doing a thought experiment if we actually get intuitions

from the participant.  If a thought experiment does not actually get at our intuitions, for

example, if it presupposes that we get certain intuitions or if it does not give us intuitions
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about the relevant concept, then the thought experiment will not serve its purpose.  So,

one condition that a good thought experiment must meet is that it must get at our

intuitions.  In this section I will give examples of good thought experiments and explain

why they are good.

One example of a good thought experiment in the philosophical literature is

Gettier's Smith and Jones example, which I explained earlier in the section of this chapter

entitled, "Conceptual Analysis and Conceptual Knowledge."  This is intuitively a good

thought experiment because the description of the case contains all of the relevant details

for the participant to reliably evaluate it.  There is nothing in the description that is

misleading to the participant.  The result of the thought experiment is that it shows

convincingly that the traditional analysis of the concept of knowledge is, at best,

incomplete.  One who fully possesses the concept of knowledge will have the intuition

that the case described, though it gives us an instance of a justified, true belief, does not

give us a case of knowledge.

Another good thought experiment appears in "Psychologism and Behaviorism," in

which Block (1981) gives a description of a machine that can pass the Turing Test, but

that is not intelligent:

Call a string of sentences whose members can be typed by a human typist one
after another in an hour or less, a typable string of sentences. . . . [T]his set has a
very large, but nonetheless finite, number of members.  Consider the subset of
this set which contains all and only those strings which are naturally interpretable
as conversations in which at least one party's contribution is sensible in the sense
described above.  Call a string which can be understood in this way a sensible
string. . . .

Imagine a set of sensible strings recorded on tape and deployed by a very simple
machine as follows.  The interrogator types in sentence A.  The machine searches
its list of sensible strings, picking out those that begin with A.  It then picks one of
these A-initial strings at random, and types out its second sentence, call it "B." 
The interrogator types in sentence C.  The machine searches its list, isolating the
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strings that start with A followed by B followed by C.  It picks one of these ABC-
initial strings and types out its fourth sentence, and so on. . . .  

. . . [S]uch a machine will have the capacity to emit a sensible sequence of verbal
outputs, whatever the verbal inputs, and hence it is intelligent according to the
neo-Turing Test conception of intelligence [(the capacity to produce a sensible
sequence of verbal responses to a sequence of verbal stimuli, whatever they may
be)].  (Block 1981, 19-21)

The relevant question that is implicit in this scenario is: "Is the machine intelligent?," and

the intuition that an ideal participant will likely have is, "No, the machine is not

intelligent."  This is intuitively a good thought experiment because there is enough detail

about the situation that we can have a clear intuition about what to say in response to the

canonical question.  It presents us with a counterexample to the claim that all something

needs to be intelligent is an appropriate sequence of verbal output to a sequence of verbal

stimuli.  We can conclude from this target scenario that something more than just

appropriate verbal output is necessary for intelligence, and, so, being able to pass the

Turing Test is not sufficient for being intelligent.  If this target scenario were presented in

the way I have stated thought experiments can be presented, the relevant question that

would be posed to the participant is: Is the machine described intelligent?  It seems that

we would say "no," and that we have a strong intuition that the answer is "no."

A third intuitively good thought experiment is one that appears in Grice (1961)

where he wants to argue that it is necessary for X's perceiving M that X's sense perception

causally depend on a state of affairs that involves M.  The participant is given a

description of a target scenario in which a clock's being in an individual's field of vision

sometimes does and sometimes does not cause someone to perceive the clock though the

individual continuously has the visual experience of the clock, which is supposed to show

that M must actually play a causal role in X's visual experience for X to actually perceive

http://endnote+.cit
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M.  Then she is given the following target scenario that shows that although it is

necessary for M to play a causal role in X's visual experience, it is not sufficient:  

Suppose that it looks to X as if there is a clock on the shelf; what more is required
for it to be true to say that X sees a clock on the shelf?  There must, one might
say, actually be a clock on the shelf which is in X's field of view, before X's eyes. 
But this does not seem to be enough.  For it is logically conceivable that there
should be some method by which an expert could make it look to X as if there
were a clock on the shelf on occasions when the shelf was empty: there might be
some apparatus by which X's cortex could be suitably stimulated, or some
technique analogous to post-hypnotic suggestion. (Grice 1961, 69) 

A canonical question implicit in this scenario is, "In this case, does the individual see the

clock?"  The intuition that an ideal participant would have, it seems, is "No, the

individual does not see the clock."  We can infer from the participant's response to the

canonical question that she thinks that for X to see the clock, the clock must actually be

playing a role in producing the visual experience.  This thought experiment shows that

for the causal theory of perception to be true, that which the person is having a visual

experience of must actually be playing a role in producing that experience.  The thought

experiment continues, however, with another target scenario, which shows that this

condition, although necessary, is not sufficient for seeing the clock.   

[A]s it stands it can hardly be sufficient.  For in any particular perceptual situation
there will be objects other than that which would ordinarily be regarded as being
perceived, of which some state or mode of functioning is causally relevant to the
occurrence of a particular sense-impression: this might be true of such objects as
the percipient's eyes or the sun.  So some restriction will have to be added to the
analysis of perceiving which is under consideration. (Grice 1961, 70)

Although the way this case is described there is no relevant question that might be asked,

we could describe the case in a slightly different way, which will allow us to pose a

question:

Suppose someone is seated in front of the clock on the shelf, but does not have a
direct view of it.  There is a television camera and a screen in front of the clock
which produce a holographic image of the clock on the shelf so that the individual

http://endnote+.cit
http://endnote+.cit


106

has the same visual experience she would have had if there were no camera and
no screen.

A relevant question an experimenter might ask is: "Is the clock's causal role in X's

perception of it sufficient for X's perceiving the clock?"  An ideal participant, it seems,

would say "no, it is not enough.  There are other things that play a causal role in X's

perception of the clock."  This second half of the thought experiment shows that the

causal role of the object perceived is not the only thing that is causally relevant to the

perception of the object (the clock is causing the visual experience but the individual is

not perceiving the clock), and so one of the theses of the causal theory of perception is

inadequate.  As a whole, this thought experiment shows that although one of the

conditions of the causal theory of perception is necessary for perceiving an object, it is

not sufficient.  This is a good thought experiment because it includes all and only the

relevant details that are needed for a relevantly complete description of a target scenario,

and it is clear what concept is involved in it.

Now that we have seen some examples of good thought experiments and have

gotten a little clearer on some necessary conditions for a good thought experiment, I will

lay out some necessary conditions for good thought experiments.  First, in a good thought

experiment the participant is not forced to have a certain intuition and is not biased in any

way to be more inclined to have one intuition rather than another.  That is, the

experimenter should not describe the case or ask a question in such a way that it is

obvious what the experimenter wants the participant to say in response to the target

scenario.  Second, a good thought experiment should include a target scenario that is

relevantly completely and carefully described.  A relevantly complete description of a

target scenario, of course, does not require a complete description of the world, but only
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a complete description of what is relevant to the question that is asked.  A careful

description of a target scenario should not include irrelevant or extra details that might

confuse or sway a participant's intuitions.  Third, a good thought experiment is clear

about which concept the participant should consult her intuitions about.  Fourth, the

question asked should be one that gets at the right intuitions.  Again, I do not think that

this is a complete list of necessary conditions for a good thought experiment.

Earlier in this chapter, I made a distinction between strong conceptual analysis

Aand weak conceptual analysis.  Where weak conceptual analysis  yields necessary and

Asufficient application conditions, weak conceptual analysis  only traces connections

between concepts.  In the previous section, I listed four things that we can use thought

experiments to do: (a) to show that a proposed necessary condition is not necessary;

(b) to show that a proposed sufficient condition is not sufficient; (c) to show that a

proposed sufficient condition is sufficient; and (d) to show that a proposed necessary

Rcondition is necessary.  We arrive at a weak conceptual analysis  by using thought

Rexperiments to do any one of (a)–(d), and we arrive at a strong conceptual analysis  by

using thought experiments to do all of (a)–(d), sometimes for more than one proposed

condition.

We use thought experiments to do one or all of (a)–(d).  Doing any of (a)–(d) is

clearly doing conceptual analysis.  When we imagine target scenarios and reveal our

intuitions about them or create target scenarios for others to imagine, nothing about our

intuitions or our ability to create target scenarios depends on any particular experience

that we may have.  Thus, the knowledge that we acquire from conducting thought

experiments is conceptual knowledge.
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In the next chapter, I will go into more detail about the framework for thinking

about thought experiments that I have created.  I will offer an account of concept

possession, which plays an important role in who I think should be participants in

thought experiments.  I also introduce the notion of proper performance of a thought

experiment and address skepticism about doing thought experiments.
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CHAPTER 3
DETAILS OF THE FRAMEWORK: CONCEPT POSSESSION 

AND SOURCES OF ERROR

The purpose of this chapter is to fill in some of the details of the framework for

defending a traditional approach to thinking about thought experiments.  When thinking

about how we should do thought experiments we should get clear on who should

participate in thought experiments if we want their results to be useful.  Characterizing

the notion of concept possession will be helpful in doing that.  We should also want an

account of how we can avoid falling into error in doing thought experiments.

Suitable Candidates and Concept Possession

In the previous chapter, I talked a lot about ways participants may answer various

canonical questions, but I have yet to give conditions under which someone has reliable

intuitions (i.e., intuitions from which we can reliably draw philosophical conclusions).  In

this section, I will give and motivate the conditions under which an individual is an

appropriate subject of, or a participant in, a thought experiment, in the sense that we

would be justified in accepting the results from the experiment as conceptual knowledge. 

In doing this, I will articulate what sort of minimal knowledge is needed for someone to

be involved in a thought experiment.

Concept Possession

Who would be an ideal, or at least a suitable, participant in a thought experiment,

(that is, how should the experimenter choose his subjects?).  Since what we do in thought

experiments is try to get at individuals' intuitions about whether a concept applies or fails
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to apply, or whether it is indeterminate that it does, the experimenter should choose

someone who can actually have reliable intuitions about the concept in question.  An

intuition, in particular, a scenario intuition, as I stated earlier, is an unmediated cognitive

seeming about a target scenario.  Scenario intuitions are not made on the basis of

philosophical theorizing, and they are not knee-jerk or gut reactions to a target scenario. 

Rather, one should carefully consider whether the concept applies or fails to apply, or

whether it is indeterminate, but not allow any theory about the concept's application

conditions to causally affect one's consideration.  If one has a certain amount of

philosophical background, she must not allow it to affect the way she responds to a

canonical question in a thought experiment. 

 Being able to carefully consider these matters requires a certain degree of

possession of the concept in question, so philosophers must be careful about who they

ask for intuitions if they want thought experiments to be useful in acquiring conceptual

knowledge.  In this section, I will lay out two levels of concept possession that are

relevant to who we should choose to be participants in thought experiments.  There are

all sorts of things that make someone an unsuitable participant in a thought experiment.  I

do not mean to list all of these in my account here, but just to give an idea of the kinds of

things that would make someone an unsuitable participant.

There are a few things we need to get clear on when determining what degree of

concept possession is required for one to have reliable intuitions when participating in

thought experiments, and who has that antecedent knowledge.  First, the participant must

be a competent speaker of the language the concept in question is expressed in.  We

would not ask someone to entertain a thought experiment in English, which uses an
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English word to express the concept in question, if the individual is not a competent

speaker of English.  Being a competent speaker of the language requires a basic

knowledge of grammar and vocabulary so that he or she can utter and understand

intelligible sentences.  But, this is not enough.  In addition, we should want the

participant to be able to converse fluently with other competent speakers of the language

using the word that expresses the concept in question.

Even being a competent speaker who can fluently converse with other competent

speakers is not enough for someone to be an ideal, or at least a suitable, candidate for

participation in a thought experiment.  The participant must also possess the concept that

the thought experiment is trying to get clear about, where a concept is the sense of a

predicate.  It is not clear that competence, as characterized above, suffices for this.  We

must, then, at this point lay out the conditions under which an individual possesses a

concept that are relevant to participation in a thought experiment.  

I have already briefly addressed the issue of concept possession in discussions of

Bealer's and Peacocke's theories of concepts.  Bealer admits a distinction between two

levels of concept possession, nominal possession and full possession, where the former

requires that the individual have propositional attitudes toward propositions that have the

concept as part of its content and allows for some misunderstanding of the concept, and

the latter requires that there is no misunderstanding or incomplete understanding of the

concept.  Peacocke, on the other hand, gives an account of concept possession according

to which an individual possesses a concept if and only if she finds certain inferences

primitively compelling.  
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I borrow this terminology from Bealer, but I put it to different use 1 (Bealer
1998a).

When I use the tem 'know-how', I assume the traditional Rylean analysis 2 (Ryle
1946, 1984).  If Ryle's analysis is unsatisfactory, I would give up 'know-how' or use it in
a technical sense but it would not affect my argument; it would just affect how I express
it (Stanley and Williamson 2001).

I want to argue that there are at least two different levels of concept possession,

namely, mere nominal possession and full possession  that we should pay attention to1

when considering who would be an ideal, or at least a suitable, participant in a thought

experiment.  The conditions for concept possession that I give are given as capacities, or

know-how.   I do this because I think that the more interesting requirements for2

participation in thought experiments involve certain abilities.

The first level of concept possession that I want to discuss is mere nominal

concept possession.  The kind of nominal possession I have in mind is the kind of

concept possession that  Burge (1979) discusses in his arthritis case: 

A given person has a large number of attitudes commonly attributed with content-
clauses containing "arthritis" in oblique occurrence.  For example, he thinks
(correctly) that he has had arthritis for years, that his arthritis in his wrists and
fingers is more painful than his arthritis in his ankles, that it is better to have
arthritis than cancer of the liver, that stiffening of the joints is a symptom of
arthritis. . . . In addition to these unsurprising attitudes, he thinks falsely that he
has developed arthritis in the thigh. (Burge 1979, 77)

In this case, if there is a sense in which the person possesses the concept of arthritis, he

clearly does not fully possess it, though there are circumstances in which he can use the

term that expresses the concept correctly.  In ordinary conversation involving 'arthritis',

for example, the person in the Burge case can, for the most part, talk about arthritis

without gross mishap (i.e., he knows enough about arthritis to avoid obvious conceptual

http://endnote+.cit
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Relevantly completely described target scenarios can be either actual or merely3

possible.

One might object to my characterization of nominal concept possession on the4

grounds that I leave no room for non-linguistic animals to possess concepts.  In this
dissertation, I am interested in a notion of full concept possession relevant to linguistic
agents which helps illuminate their practice of using thought experiments to explore
modal questions.  The issue of concept possession by non-linguistic animals is something
that should be addressed in some other context.  

absurdities).  I characterize this kind of concept possession as mere nominal concept

possession: 

A merely nominally possesses concept C iff (a) there is some word, w, which
expresses C in a language L, and A can use w in ordinary conversation and pass as
a competent speaker of L with regards to using w; and (b) there are relevantly
completely described target scenarios  such that A needs to consult a linguistic3

authority in order to arrive at a justified judgment as to whether C applies, fails to
apply, or it is objectively indeterminate or epistemically indeterminate whether C
applies.   4

That is to say, there are scenarios that A cannot answer relevant questions about on the

basis of his competence but for which there are determinate answers given the concept.  I

will explain what I mean by 'objectively indeterminate' and 'epistemically indeterminate'

below.  We can have a test that would show whether someone merely nominally

possesses a concept.  This is easier to explain if we relate mere nominal possession to

partially understanding a word.  For example, consider the word 'brisket', another of

Burge's examples.  An individual may know many things about brisket, namely, that it

comes from (among others) cows, that it is red, and so on.  But, the individual may not

know what part of the cow the piece of meat comes from.  Thus, there are certain cases in

which the individual will not know whether the term 'brisket' applies (e.g., a case where

the individual is told that there is a piece of meat from the breast of an animal that is

cooked in such and such a way and then asked whether that piece of meat is brisket). 
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A relevantly completely described target scenario can be either actual or merely5

possible.

The way I have defined mere nominal possession and full possession, when one6

fully possesses a concept, she does not merely nominally possess it.  That is, full concept
possession does not amount to merely nominally possessing it plus some additional
abilities.

One way of reading clause (b) may make clause (a) seem redundant.  Consider7

the following: conceptually true propositions are true in all possible worlds.  If one
possesses a concept, then one already has the ability (by and large, at least) to determine
when the concept applies or not, or whether it is indeterminate whether the concept
applies to a given target scenario.  That seems right.  It may look as if the ability to
evaluate target scenarios and determine whether a concept applies, etc. is the ground of
the person's recognition of simple conceptual truths.  If that is so, then it looks as if
requiring that one be able to recognize simple conceptual truths is redundant because by
being able to correctly evaluate target scenarios, one is thereby able to recognize

This is a question that someone who fully understands the word would be able to answer

but someone who only partially understand the word may not be able to answer.  When

an individual merely nominally possesses a concept, she will not be able to answer all of

the relevant questions about whether the concept applies or fails to apply, or whether it is

indeterminate that it does.  In addition, she will likely not recognize sufficiently simple

conceptually true propositions involving the concept that we would expect someone who

fully possesses the concept to be able to.  We want someone to participate in a thought

experiment involving certain concepts only if she possesses the concepts more than

merely nominally. 

The second level of concept possession that I want to discuss is full concept

possession:

A fully possesses concept C if and only if (a) A is able to recognize a priori as true
sufficiently simple conceptually true propositions involving C and other concepts
which A fully possesses; and (b) A can accurately (and with justification) say
about any relevantly completely described target scenario  whether C applies,5

fails to apply, or it is objectively indeterminate or epistemically indeterminate
whether C applies.  6, 7
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conceptual truths.  However, it may be that the ability to evaluate target scenarios is not
sufficient for having the ability to recognize simple conceptual truths.  In fact, it may be
the other way around—the ability to recognize simple conceptual truths may be required
to evaluate target scenarios.  In order to keep this possibility open, we should make both
(a) and (b) necessary for full concept possession. 

Actually, (a) has the same modal element.  A needs to be able to (even though8

she may not) recognize conceptually true propositions involving C to possess it.  For
example, A may not recognize sufficiently simple conceptually true propositions
involving C if she is not paying attention.

The first clause seems straightforward enough, but the second clause needs some

clarification.  There is quite a bit packed into (b).  First, there is the modal element of (b),

namely that A can accurately say whether a concept applies, fails to apply or it is

objectively indeterminate or epistemically indeterminate whether C applies.  Second,

there are the notions of objective indeterminacy and epistemic indeterminacy.  Third,

there is the claim that A must be able to say whether C applies, etc. to any relevantly

completely described target scenario.

There are two functions that the modal element serves in the above definition

of full concept possession.  First, it allows one to make a mistake about C's

application,  and, second, it allows us to give conditions under which A should be able to8

judge accurately whether C applies.  A may make a mistake about C's application if she is

not paying careful attention to the description of the target scenario or if she depends on

the actual world to determine C's intension.  Since we are fallible, and I define full

concept possession in terms of an ability to determine whether a concept applies, fails to

apply, or it is objectively indeterminate or epistemically indeterminate whether it does,

we should make room for error.  
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A has a greater ability to work things out if she gets the wrong answer at first, but9

upon reflection can see where she went wrong and get the right answer.

See 10 Bealer 2002b for a discussion of this ability to work things out. 

Later, I refer to those individuals who can only say whether a concept applies11

when asked under suitable conditions 'suitable candidates.'  I do think that a suitable
candidate is one who we can rely on to give us intuitions about target scenarios.

The modal element in (b) also allows us to say something about the conditions

under which A should be able to make correct judgments about C.  A can say correctly

whether C applies, etc., relative to a suitable application of resources, for example,

additional concepts, a greater ability (than the average competent speaker of the

language) to work things out,  and being in an epistemic position make judgments about9

C's application.   There is more work that can be done in characterizing what the ability10

itself is.  For example, when we say that someone can do these things, we can think about

exactly what this implies.  In addition, we can make progress by characterizing situations

under which the person would make correct judgments.  

We may read (b) as meaning that when she is asked under suitable conditions A

can say whether C applies, etc.   One might argue (as I will) that sometimes those11

suitable conditions and being the right epistemic position include being provided with

relevant information about the actual world.  Now, surely someone who is an ideal

candidate for participation (I will explain what an ideal candidate as opposed to a suitable

candidate is below) in a thought experiment will not need any empirical information to

give the correct answer to a canonical question.  But, there is no reason to think that

someone who needs such information is not a suitable candidate for participation in a

thought experiment (that is, someone who, with certain relevant empirical information

(and certain abilities), can give reliable answers to canonical questions).  When there is

http://endnote+.cit
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information about the actual world that may be relevant to evaluating a target scenario,

the experimenter may prompt the participant with what I will call 'stipulated background

information'.  

Stipulated background information is information about the actual world (whether

accurate or merely supposed) that may help a participant in a thought experiment answer

a canonical question.  Not every thought experiment includes (or should include) a step

in which the experimenter asks the participant to suppose something about the actual

world.  Although background information is in many cases irrelevant to a thought

experiment, when it is, in cases of natural kind terms, which express natural kind

concepts, it can help a participant to give an answer to a canonical question.  In those

cases, the experimenter should ask the participant to make a supposition about the actual

world.  

Furthermore, I say that stipulated background information is information that may

be useful in evaluating a target scenario because surely one could stipulate that in the

actual world such and such conditions obtain, even when the obtaining of those

conditions is not sufficient to determine the intension (a function from worlds to

extensions, or truth values) of the concept.  For example, with the concept of water, we

could stipulate that there are no dogs in the actual world, but that would clearly be

irrelevant to whether the concept of water applied to anything.  Although stipulated

background information may be helpful in evaluating the target scenario, it need not be

part of the target scenario.  Giving a participant relevant stipulated background

information should help minimize epistemic indeterminacy, since what makes it

epistemically indeterminate whether a concept applies is a lack of information about the

actual world. 
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I stated above that sometimes we run thought experiments on words or12

predicates, which are sometimes vague.

It helps in talking about the utility of thought experiments to introduce concrete13

procedures for distinguishing the "I don't know" answers of the epistemic indeterminacy
sort to canonical questions into semantic indeterminacy and purely epistemic
indeterminacy.  In cases where the answer to a canonical question is semantically
indeterminate, no more details in the target scenario and no amount of stipulated
background information is going to make a difference to the "I don't know" response. 
The answers to canonical questions that are semantically indeterminate are going to be in
thought experiments involving vague terms.  In cases of purely epistemic indeterminacy,
adding further details may help a participant answer a canonical question.  We can
distinguish these two kinds of indeterminacy by doing more thought experiments with
the extra details that would, if the answer is purely epistemically indeterminate, help the
participant give a definitive answer to the canonical question.  

Before we continue our discussion about the role of 'can' in clause (b) of my

definition of full concept possession, a bit of clarification is needed to explain the two

different ways that it can be indeterminate whether a concept applies.  For some thought

experiments on words,  even when a target scenario is relevantly completely described,12

it is open whether or not it applies (i.e., it is objectively indeterminate).  This happens

when a target scenario describes a truly borderline case or when the word or predicate in

question is vague.  Epistemic indeterminacy can be understood as the following: given

what A knows about the actual world, it is not determined whether C applies.  It can be

epistemically indeterminate whether a concept applies, for example, if there is something

about the world that A does not know, but which can affect C's application.   This will13

most likely happen in thought experiments involving natural kind concepts.  Although A

need not have the relevant information about the world to determine whether the concept

applies, A needs to be sensitive to the possibility (if there is a possibility) that the way

things are in the actual world help determine whether C applies, fails to apply, or it is

epistemically indeterminate whether C applies.  A has to be sensitive in the following
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One might expect 'epistemic indeterminacy' to mean that the description of the14

scenario does not include enough information to say whether C applies or not.  So it is
epistemically indeterminate.  But this is ruled out by my already stipulating that the
description is relevantly complete.  If someone says "I don't know" it could be an
appropriate answer for at least three different reasons: objective indeterminacy,
incomplete description, or a need for information about the actual world.

way: if prompted appropriately with various stipulated suppositions about the character

of the actual world, then A would realize the need to judge "epistemically indeterminate"

for certain thought experiments.  14

We might, then, clarify clause (b) of the definition of full concept possession as

follows:

(b') A can accurately (and with justification) say about any relevantly completely
described target scenario whether C applies, fails to apply, or it is objectively
indeterminate whether C applies; and when given such and such stipulated
background information, A can accurately (and with justification) say about any
relevantly completely described target scenario that it is epistemically
indeterminate whether C applies when the stipulated conditions are not enough to
fix the intension. 

But, this seems too demanding, since one might fail to recognize that the right answer to

the canonical question is "epistemically indeterminate" for reasons that do not have

anything to do with a failure to possess the concept, but with one's epistemic position.  In

the following, I present two situations in which one's epistemic position affects one's

ability to make a correct judgement about a target scenario.

Consider the following situation:

Suppose the concept C is such that if P is true in the actual world, C is assigned
function F, and if P* is true in the actual world, C is assigned function F*.

I should point out that I am assuming a coarse-grained approach to concept individuation,

which I explained in the previous chapter in the section entitled, "Individuating

Concepts."  The basic idea behind a coarse-grained approach is that one concept can have

two different intensions.
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This is a consequence of appealing to a coarse-grained approach to the15

individuation of concepts.

Suppose further that an agent S is such that both of the following are true of her:

(1) If S were told to suppose that P is the case, S would make judgments that conform
to the assignment of function F to the concept.

(2) If S were told to suppose that P* is the case, S would make judgments that
conform to the assignment of function F* to the concept.

In such a case, whether the concept applies, etc. depends on what things are like in the

actual world.  If we accept (b') and suppose that S is not given any stipulated background

information, then if it is indeterminate what function should be assigned to the concept

given what S knows (not what she is to suppose), we would expect S to answer, "It is

epistemically indeterminate."  But it does not look as if we should expect S to answer in

this way because relative to the background information she is given, she makes the

correct judgment.  To determine that it is S's epistemic position that runs interference

with her performance of the thought experiment we have to see how S reacts not just to

one bit of stipulated background information, but to contrasting pairs of such.  This is not

problematic, of course, since we often need to perform several thought experiments in

order to determine whether a participant possesses the concept in question. 

Alternatively, we might say that we should not think that S should have answered

"epistemically indeterminate" because once someone is prompted with stipulated

background information we should count the information as a bit of knowledge.  This

kind of example helps illustrate the kind of conceptual knowledge we arrive at when we

evaluate target scenarios: If the actual context is such and such, then, if the target

scenario is such and such, then the concept applies, fails to apply, or it is indeterminate

whether it applies.15



121

(b') was just a way of clarifying what (b) already says.  We simply do not have16

to mention all of the complications that come with (b) all of the time.

The following situation is another in which S may not be able to make correct

judgments about the application of C because of her epistemic position.   

Let P** be some proposition compatible with both P and P*.  Now say we ask S
to stipulate that P** is true in the actual world and consider a target scenario.  It
may be that S naturally assumes that P is the case, since P** is compatible with P,
and, say, S already thinks P is in fact the case.  

In this situation, S is likely to make judgments in conformity with the assignment of F;

that is, S inaccurately says whether the concept applies, but she is justified in doing so. 

She would not be automatically astute enough to say, "Oh, it's epistemically

indeterminate because given what you've said, it might yet be that P* is true in the actual

world!"  In other words, she might not be sensitive to the epistemic indeterminacy option

if she is, in effect, compatibly with what she is told to explicitly suppose, relying on

background assumptions about what the actual world is like. 

Someone might argue that even if you include a supposition about the actual

world, no such explicit stipulation in practice is so complete as to rule out the influence,

on the agent's judgments, of other assumed background knowledge, the influence of

which she may be quite unaware.   In such situations, we should ask the participant to

consider different (but related) thought experiments, for example, ones that have the

same canonical question and target scenario but have different stipulated background

information, and see how answers change, with the hope that we can bring forth any

background assumptions the participant is grounding her answers in.  To avoid these

kinds of complications, we may need to say that if being prompted by a stipulation about

the actual world helps us to have reliable intuitions, then we must consider various

related thought experiments (that is, thought experiments with different stipulated

background information), and accept the original formulation of (b).   16
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Arguably, we might say that if we required thought experiments in general to17

give us direct answers to questions about our concepts, then we would be requiring too
much of thought experiments.  

We might do this in a situation where the way the actual world is can affect the18

way one answers the canonical question but where we do not know the way the world
actually is.

Although stipulated background information may help minimize epistemic

indeterminacy, it will not always lead to results that give us answers to questions about

whether the target scenario presents us with a situation that shows the correct application

of the concept.   If, for example, the experimenter tells the participant to suppose that the17

actual world is a certain way,  but it is not clear that the actual world really is that way,18

the answer that the participant gives to the canonical question likely will not tell us

anything directly about the application conditions for the concept determined by the

actual context.  Why?  Because there is no telling whether what we were asked to

suppose is true about the actual world.  Supposing that the actual world is a certain way

in cases where we do not know what the actual world is like in that respect may help lend

plausibility to certain positions we otherwise might think thought experiments rule out, as

I will explain in my analysis of the zombie thought experiment.  If information about the

actual world can affect the results of thought experiments, as I will argue it does, then we

need to take a closer look at certain target scenarios.

At this point, I should take a step back and  make clear the relation and the

contrast between mere nominal and full concept possession.  First, let us look at clause

(a) of each of the definitions.  The ability to recognize sufficiently simple conceptual

truths is parallel to the ability to use the relevant word in ordinary conversations without

gross mishap.  In the linguistic case, that is, mere nominal concept possession, the person
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knows enough to avoid obvious conceptual absurdities.  In the nonlinguistic case, that is,

full concept possession, the person recognizes simple conceptual truths.  The reason the

individual in Burge's arthritis case does not fully possess the concept of arthritis is that

he has a fundamental misunderstanding about arthritis that would prevent him from being

able to recognize all sufficiently simple conceptually true propositions involving C and

other concepts that the individual fully possesses: minimally, he does not meet condition

(a). 

The main difference between mere nominal and full concept possession is that

someone who fully possesses a concept can say whether it applies, fails to apply, or it is

objectively indeterminate or epistemically indeterminate whether it applies, simply by

reflecting on the target scenario (with, perhaps, some stipulated background information). 

We might say that to fully possess a concept, one must be fully linguistically competent

with the term that expresses it.  To be fully linguistically competent with a term that

expresses a concept, there should not be any misunderstandings or lack of understanding

of the word.  On the other hand, someone who merely nominally possesses a concept has

to resort to a linguistic authority to answer a canonical question about a target scenario. 

Furthermore, someone with mere nominal possession may be able to answer all these

questions with information about the actual world, too, but only because the information

about the actual world includes specifically semantic information, such as "the word

means such and such."  The individual who fully possesses the concept may need

information about the actual world, but never specifically semantic information.

Let us consider an example of an individual who has full possession of the

concept of knowledge: for any target scenario involving the concept of knowledge, the

individual will, under  optimal conditions (I spell this out in the next section, in my
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discussion about ideal and suitable candidates), have reliable, though not infallible,

intuitions about whether the concept of knowledge applies, fails to apply, or it is

indeterminate whether it applies.  In the Smith and Jones target scenario, the individual

will likely judge that Smith does not know that the man who will get the job has ten coins

in his pocket (Gettier 1963). That is to say, if an individual possesses the concept of

knowledge, then she has the capacity to make this judgment.  One who fully possesses a

concept need not know the application conditions of the concept explicitly.

Ideal and Suitable Candidates for Participation in Thought Experiments

In the previous section, I talk about both ideal and suitable candidates for

participation in thought experiments, but I do not distinguish them clearly.  Both an ideal

candidate for participation in thought experiments and a suitable candidate should fully

possess the concept in question, since only those individuals will have reliable intuitions

about cases involving the concept.  An individual who has to consult a linguistic

authority about certain relevant questions about possible cases is not a suitable candidate

for asking questions about target scenarios if we want responses to possible cases to

teach us something about our concepts or to serve as evidence for or against a

philosophical position.  An ideal candidate is one who has all of the relevant resources to

arrive at the right answer to a canonical question, including the ability to answer

canonical questions correctly without empirical information.  An individual is still a

suitable candidate, on the other hand, even if she needs (for some thought experiments)

empirical information to arrive at the right answer to the canonical question.  I will

illustrate the distinction between an ideal and a suitable candidate for participation in a

thought experiment below in a discussion about Putnam's Twin Earth thought experiment

(Putnam 1975).
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Again, I assume Ryle's analysis of 'knowledge-that', but it is not necessary to do19

so to make the point I want to make.

I discuss Wilkes at length in 20 Kanuck 2000.

See my discussion of Wilkes in the section of this chapter entitled, "Sources of21

Error and Correction."

Gendler divides thought experiments into three different kinds—factive,22

conceptual, and valuational—but each involves a kind of counterfactual (Gendler 2000,
25). 

 In addition to fully possessing the relevant concepts, there is also a certain

amount of propositional knowledge, or knowledge-that, that both an ideal and a suitable

candidate for participation in a thought experiment must have: the individual has to be

clear about what he or she is being asked to do when participating in a thought

experiment.   That is, the individual must understand what a thought experiment is.  She19

has to know that what she is being asked to do is to respond to a question about the

possible scenario.  She is not being asked about what the individuals in the thought

experiment (if there are any) would think about the possible scenario, but, rather, what

she thinks about it.  

Although this seems to be obvious, Wilkes, who argues against the utility of

thought experiments in Real People: Personal Identity Without Thought Experiments,20

for example, seems to be confused about what we are supposed to be doing in a thought

experiment (Wilkes 1988).  This, I think, is what leads her to argue against their utility. 

There is evidence that she thinks that when we are conducting a thought experiment

where there are individuals behaving in certain ways, we are supposed to ask about what

those individuals think about the possible scenario rather than what we do.   But that is a21

confusion.   We are interested in our concepts, not some other beings' concepts.  Thus,

the individual has to know that she is being asked about her own concepts and that she is

supposed to be imagining a possible situation.   The candidate has to know that the22
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situation that she is presented with is not an actual situation (i.e., it is just a conceptually

possible situation).  She has to understand, for example, that she cannot say that the

thought experiment is not a good one because it contradicts the laws of physics. 

Now that we have determined to what extent one must possess a concept to be an

ideal candidate for participation in a thought experiment, we must determine whether an

individual actually possesses the concept to the degree required for participation.  There

are two worries that may come up here: the individual possesses the concept only

nominally, or the individual possesses a different concept.  The former may lead us into a

worry about circularity with respect to whether or not we possess concepts in this sense

and how we know that we possess concepts in this sense, that is, how we know whether

the conditions for full concept possession are met.  It seems that the only way to

determine to what extent an individual possesses a concept is by having her consider

possible cases.  But, as we stated above, we do not want to ask someone who does not

antecedently possess the concept in question to participate in a thought experiment

because her intuitions are not reliable.  

So, there is a question about how we determine whether someone possesses a

concept fully.  That is, it looks as if to determine whether someone possesses the concept

we are interested in, we may have to ask her to participate in a thought experiment, but

whether her intuitions are reliable in that thought experiment, we have to know whether

she possesses the concept.  We can see whether she has to or would have to consult a

linguistic authority to see whether the concept applies.  Assuming that she does not or

would not, not having to consult a linguistic authority is not a sufficient condition for

knowing that a word expresses a concept that she fully possesses.  However, there seems

to be no reason to suspect that she does not fully possess it.  Unlike for nominal
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There is a danger that lurks here.  When the participant is a philosopher, she is23

indoctrinated with philosophical theories.  As a participant, however, the philosopher
must put those things she learned in philosophy aside and look for the ordinary individual
in herself.

possession, we do not have a sufficient condition for whether someone possesses a

concept fully.  In addition, we do not really need to test to determine whether someone

possesses a concept fully.  In practice we can assume individuals who are fully

competent users of the relevant range of vocabulary possess the relevant concepts, and

competence is something we can recognize usually without recourse to thought

experiments.  

Candidates for Conducting Thought Experiments (Experimenter)

The experimenter is the individual who is trying to find conceptual knowledge by

conducting a thought experiment.  The process of conducting thought experiments is

idealized here, for I have separated out the role of the experimenter from the participant

in this discussion.  Often the experimenter and the participant are the same individual,

Anamely the philosopher who is doing conceptual analysis .  What experimenters often do

is think about how they would answer questions about a target scenario, that is, they

suppose that the answers they give other competent speakers of the language would give

also.  The philosopher typically asks what she would say, and assumes in doing so that

she is like other individuals in the relevant respects, so that a conclusion about a concept

expressed by a term in the public language is reached.   That one person may fill two23

roles in conducting thought experiments should not affect the results of the procedure if

the requirements for conducting thought experiments are met.  However, we should still

important get clear on these different roles when trying to get clear on thought

experiments in general.  
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When I use the expression, 'a proposed condition', I mean a condition that is24

under consideration.

What does the experimenter have to be able to do in order to conduct a thought

experiment properly?  What makes a good thought experimenter?  For my purposes, I

will continue explaining the method of thought experiments in the idealized sense, that is,

as if the role of experimenter and participant were separated.  The goal of this section is

to get clear on exactly what the experimenter's job is and what knowledge she has to

have.

In addition to fully possessing the concept in question, the experimenter must

have a certain facility for designing (that is, setting up and carrying out) thought

experiments.  So, the experimenter must have more skills than are minimally required of

a participant in a thought experiment.  This is because the experimenter has to make sure

that the target scenario he is asking the participant to imagine is relevantly completely

described and is a case that draws on intuitions about the right concept and about features

relevant to the concept's application in which she is interested.  In order to give a good

description of a target scenario, the experimenter must be able to tease apart the different

things that might be involved in identifying what falls under the concept in question. 

That is, the experimenter must be able to describe different target scenarios involving the

same concept, some of which concentrate on certain features (application conditions) of

the concept and others that concentrate on other features (application conditions) of the

concept.  

We can use thought experiments to do at least four different things, and an

experimenter typically tries to do all of these when interested in a particular concept:

(a) to show that a proposed necessary condition is necessary; (b) to show that a proposed

necessary condition is not necessary;  (c) to show that a proposed sufficient condition is24
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It may turn out that this leads to another worry about circularity, since25

determining which features should be weeded out involves conducting a thought
experiment.

not sufficient; and (d) to show that a proposed sufficient condition is sufficient.  I will

give examples of thought experiments about the concept of knowledge needed to show

(a)–(d).  This is admittedly a difficult project, and some are easier to establish than

others.  Establishing sufficient conditions is clearly the most difficult.

(a) To show that true belief is necessary for knowledge: Suppose that Smith believes
that Jones will get the job that they both applied for.  As a matter of fact,
however, Smith will get the job. Does Smith know that Jones will get the job?  It
seems that most participants would say, "no."

(b) To show that certainty is not necessary for knowledge: Suppose that Smith has a
true justified belief that he will get the job that he and Jones have applied for, but
since Smith has had false beliefs in the past, he is not certain that he will get the
job.  Does Smith know that he will get the job?  It seems that most participants
would say, "yes."

(c) To show that true justified belief is not sufficient for knowledge: Suppose that
Smith and Jones have applied for the same job and that Smith is justified in
believing that Jones will get the job and that Jones has 10 coins in his pocket,
from which it follows that the man who will get the job has 10 coins in his pocket. 
So, Jones is justified in believing that the man who will get the job has 10 coins in
his pocket.  Suppose further that Smith does not know that he, not Jones, will get
the job and he (that is, Smith) has 10 coins in his pocket.  Does Smith know who
will get the job?  It seems that most participants would say, "no."(Gettier 1963)

(d) To show that true undefeated justified belief is sufficient for knowledge: I will not
offer a thought experiment here, but will explain what one might look like.  We
may establish sufficiency by surveying a bunch of cases that show that a true
undefeated justified belief is sufficient for knowledge and agreeing that the
condition is sufficient.  Surely there is always a possibility that there is a defeater
we have not thought of, but it does not look as if there is any way to get around
that.

As part of getting at or getting closer to the necessary and sufficient application

conditions of a concept or tracing connections between concepts it is important to weed

out the features that are merely ordinarily correlated with the concept(s) in question.  25

http://endnote+.cit
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For example, consider the following thought experiment introduced by Williams (1970). 

It involves the concept of personal identity: 

Case I: Two persons, person AA, the person associated with psychological-states-
A, body/brain-A and person BB, the person associated with psychological-states-

0 1B, body/brain-B, are told at t  about an operation they will undergo at t  the result

2of which is that at t  brain-B is associated with the psychological states previously
associated with AA, and brain-A is associated with the psychological states
previously associated with BB.  Two persons emerge—AB and BA.  Imagine

0,further that at t  before AA undergoes the procedure, she is told that either AB or
BA will be given a large sum of money and the other will be tortured.  AA is then
asked to make a self-interested decision as to whether the reward should be given

2to AB or BA at t .  What would it rational for AA to choose?

Case II: Two persons, person AA, the person associated with psychological-
states-A, body/brain-A and person BB, the person associated with psychological-

0 1states-B, body/brain-B, are told at t  about an operation they will undergo at t  the

2result of which is that at t  brain-B is associated with the psychological states
previously associated with AA, and brain-A is associated with the psychological
states previously associated with BB.  Two persons emerge—AB and BA. 

0Imagine further that AA is told by the surgeon at t  that she will be tortured after

2the procedure, at t , but that during the torture she will have no memory of being
told so.  Furthermore, she will not have any memories of her past; rather, she will
have a new set of impressions of her past.  

With respect to Case I, Williams says that it would be rational for AA to choose AB to get

the reward.  This is supposed to be an indication that we think personal identity lies in

one's psychology.  With respect to Case II, Williams argues that the person associated

0with psychological-states-A, body/brain-A at t  will be disturbed and concerned that both

2her body and mind will be harmed.  That BA at t  has no memory of having been told the

1outcome of the procedure beforehand and knows at t  that body-A will be associated with

2different brain-states at t  seems not to affect the way she reacts.
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Surely the experimenter comes with some ideas about what is relevant with26

respect to a concept's application conditions.  However, the experimenter is fallible.  This
is not a problem because the experimenter can test to see whether the features she
thought were relevant to the application of the concept are.  In fact, having ideas about
what is relevant with respect to a concept's application conditions is useful in designing
thought experiments.  

I am talking about concepts as if they have necessary and sufficient application27

conditions.  This thought experiment would go the same way (in the relevant respects)
for someone like Wittgenstein (1958) who thinks that all (or at least most) concepts are
family resemblance concepts.

Gendler (1998) argues that in thought experiments involving personal identity28

leaving out the accidentally correlated features is what makes them misleading.  I discuss
this in detail in Kanuck (2002).

Clearly things like sameness of physical appearance, voice, etc. in all actual cases

tend to be correlated with sameness of person over time.   We can call these features26

epistemic indicators since we often make judgments about persons on the basis of them. 

However, no one would argue that sameness of physical appearance or voice is necessary

or sufficient for personal identity.   It is important in certain thought experiments, then,27

to leave mention of these accidental features out of the description of the case so that the

participant does not get swayed by those accidental features.   Notice that in the above28

thought experiment, there is no mention of accidental features that are ordinarily

correlated with the concept in question.  It is important for the experimenter to leave out

the features that are merely accidentally correlated with the necessary and sufficient

application conditions of the concept from the description of the target scenario.  This is

so the participant is sure to make judgments solely based on what is in the running for

being a sufficient condition for application of the concept in question.  It seems that in

the case of personal identity, the only contenders for application conditions are sameness

of body and sameness of psychology.  The experimenter must at least know this to be

able to come up with a thought experiment that is relevant to getting clear on the concept

http://endnote+.cit
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For example, we can give a thought experiment about personal identity where29

we include in the description of the case one individual who has the same hair color and
voice but different body and different psychological states, etc. and another who has the
same psychological states, etc., and ask who is identical with the earlier individual. 

in question.  Getting rid of all of the accidentally correlated features on which a

participant may base her judgment is difficult, and we may have to run several thought

experiments to make sure that she does not base her judgment on one or more of them.    

An experimenter can get rid of accidentally correlated features of a concept (or if

she is inclined to get clear on what features are accidentally correlated with a concept )29

by doing several thought experiments.  First, she can describe one possible case that

leaves the presumed accidentally correlated feature out and leaves the presumed

necessary or sufficient condition in and another that includes the presumed accidentally

correlated feature, but leaves the presumed necessary or sufficient condition out of the

description.  Everything other than that should remain the same in the description.  Then,

the experimenter should compare the results of each target scenario.  If the result of the

first target scenario is that the concept does apply and the result of the second is that the

concept does not apply, then we can conclude that the feature is, in fact, an accidentally

correlated one.  Alternatively, if the result of the first target scenario is that the concept

does not apply and the result of the second target scenario is that it does apply, then we

may conclude that the presumed accidental feature is a sufficient condition for

application of the concept.  It takes a long time to go through all of the possibilities, but it

is plausible that we can eventually strip away all of the relevant accidental correlations in

this way.  In practice there will turn out to be quite a lot of initial agreement on the

irrelevance of many features, and thus tests need to be conducted only when questions

arise about them. 
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A good experimenter must also have more skills that are not required of the

participant.  Whereas the participant only has to know what a thought experiment is and

what she is being asked to do, the experimenter has to do a number of additional things

and have at least three abilities, all of which require a full grasp of the concept in

question plus a facility for designing thought experiments: (a) She has to be imaginative

enough to come up with imaginary cases about the concept; (b) She has to be able to

determine which possible cases are most relevant in getting clear on the concept in

question; and (c) She has to be able to give a relevantly complete and careful description

of a target scenario.

In the next section, I will give examples of bad thought experiments on my

framework for thinking about thought experiments and introduce some skeptical views

about thought experiments.  Then, I will explain how we can make, and correct, mistakes

in performing thought experiments.    

Sources of Error and Correction

I have introduced a framework for thinking about thought experiments and gave

some examples of what I consider to be good thought experiments.  I also gave

conditions for participation in thought experiments, which included a discussion about

what it takes to possess a concept.  In this section, I will give some examples of bad

thought experiments and explain the ways in which we can make mistakes in performing

what would be considered good thought experiments.  Then, I offer ways to correct those

mistakes.   

Few Bad Philosophical Thought Experiments

Now that we have seen some examples of good thought experiments, let us

consider some bad ones.  A bad thought experiment is one which we should not use to
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Perhaps it would be useful in such a case to provide before and after drawings30

and allow the participant to compare them.

tell us things about our concepts.  I do not in this section attempt to give conditions for a

thought experiment to be a bad one; I just want to show the kinds of things that may

make a thought experiment a bad one.  Some philosophers who are skeptical about the

utility of thought experiments, I suspect, think that all thought experiments are bad ones. 

I have explained why I do not think this is true earlier, where I give examples of good

thought experiments and give some conditions for what it takes for a thought experiment

to be a good one.

Before giving a textual example of a bad thought experiment, I will give an

example of what would be a very simple, but bad, thought experiment:

Suppose that there is an individual who has a very few hairs on top of his head,
but many hairs around the back of his head and on the sides of his head.  This
individual sees an ad in the paper for a solution that is supposed to cure baldness. 
He orders the solution and uses it according to the directions, but he only grows
some new hairs.   The individual sues the company for false advertising.  30

Canonical question: Should he win the case or not?

This thought experiment is bad for at least two reasons.  First, the description of this

target scenario is too vague.  It is unclear how many hairs are very few and how many are

the "some" hairs that he grows after using the product.  Second, there is an auxiliary

presumption here (one that may not be warranted) that the concept of baldness is a

determinate concept, or, rather, that it is a concept.  This is a case where the intuitions we

get should allow us to make certain inferences: if the participant answers yes, then we

should be able to infer that she still thinks the individual is bald; if the participant

answers no, then we should be able to infer that she no longer thinks the individual is

bald.  It seems that in such a case, however, it is indeterminate whether the individual
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should win his case, since it is indeterminate whether the few new hairs make him

unbald.  So, we should not force the participant to make a definitive judgment about the

case.  That is, there are cases where we should not try to force a definitive judgment on a

participant when we ought to allow for indeterminacy.  Or, if it is determinate whether he

should win the case, his winning does not depend on whether he is bald, but on some

other fact of the case.  Even if we suppose—as we need not—that court cases are always

decided on matters of fact, the matter of fact might be some other fact—not the fact that

the man is bald or not. 

Wilkes (1988) argues that instead of considering possible cases when we do

philosophy (in particular, personal identity), we should consider actual cases.  One of the

ways that she argues against thought experiments is by pointing out a common failing of

them.  She argues that we cannot get a good experimental set-up (i.e., a good description

of the case).  There is one thought experiment that Wilkes uses as an example in which

we all split like amoebae:

Consider next one of the familiar thought experiments to do with personal
identity: that we all split like amoebae.  It is obviously and essentially relevant to
the purposes of this thought experiment to know such things as: how often?  Is it
predictable?  Or sometimes predictable and sometimes not, like dying?  Can it be
induced, or prevented?  Just as obviously, the background society, against which
we set the phenomenon, is now mysterious.  Does it have such institutions as
marriage?  How would that work?  Or universities?  It would be difficult, to say
the least, if universities doubled in size every few days, or weeks, or years.  Are
pregnant women debarred from splitting?  The entire background here is
incomprehensible.  When we ask what we would say if this happened, who, now,
are 'we'? (Wilkes 1988, 11)

Before we get to other problems with Wilkes's diagnosis of this thought experiment, we

should notice that this description of a target scenario, if she were to use it in performing

a thought experiment, is simply incomplete.  It is unclear what the participant is supposed

to be having intuitions about (i.e., it is not at all clear what we should be imagining). 

http://endnote+.cit
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There is no question and, reading as charitably as we can, no clues about what kind of

question the participant should answer.  The questions that she does ask seem to have

nothing at all to do with our concept of personal identity.  We cannot even rework what

would be the target scenario so that we can get a question out of it, yet she goes on to

criticize it.  The following is what she says about the thought experiment: 

The point here is, I think, central.  Thought experiments are, like all experiments,
undertaken for a specific purpose.  Thought experiments to do with personal
identity have, as their official ambition, the job of revealing the heart of our
current, present, notions of what it is to be a person.  But the only one discussed
so far—the amoeba-style split—seems to lack the capacity to do any such thing,
and for this reason: in a world where we split like amoebae, everything else is
going to be so unimaginably different that we do not know what concepts would
remain 'fixed,' part of the background; we have not filled out the relevant details
of this 'possible world,' except that we know it cannot be much like ours.  But if
we cannot know that, then we cannot assess, or derive conclusions from, the
thought experiment. (Wilkes 1988, 12)

Wilkes says herself that thought experiments are "undertaken for a specific

purpose," but it is entirely unclear for what purpose the amoeba one would be

undertaken.  Furthermore, it is unclear that such a world, if relevantly completely

described, would be unimaginably different from ours.  The main problem with this

thought experiment, if performed, is that it is not even really a thought experiment at all. 

Furthermore, Wilkes makes the mistake of suggesting that if we were to perform this

thought experiment that we would be the individuals in the target scenario.  I suspect that

this is why she thinks we would have to answer so many questions about the background

conditions in the description of the case.  So, if performed, this thought experiment

would be a bad one, and, thus would not effectively point out failings of thought

experiments for at least four reasons: (a) the target scenario would be underdescribed;

(b) it would be entirely unclear what the participant is being asked about; (c) the question

would not fit into the canonical questions I presented earlier in the chapter; and (d) we

http://endnote+.cit
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would not be asked about our concepts, but about some other beings' concepts (that is,

the counterfactual question that Wilkes's asks does not hold fixed our concepts).  In

addition, the way the target scenario would be described, it is clear that we would be

interested in something, but we would not be able to take what the experimenter asks

seriously.  All of this can be confusing and misleading, even to ideal participants, so the

example she uses does not do what she purports it does. 

Gale (1991) seems to point out the same failings of thought experiments that do

not work either:

What is perverse about these science-fiction thought-experiments is that they
transport us, along with our present language-games and their forms of life, into
the counter-factual world.  And it is claimed that in such a world we face counter-
examples to our analysis of personal identity or at least undecidable cases.  What
they fail to realize is that in this world we would not want to play our old personal
identity language-game, since there would be no point or value in doing so: the
empirical presuppositions are not realized . . . [T]here no longer is normatively
rule-governed practice of identifying and reidentifying persons. (Gale 1991, 301)

Again, this just seems to be confused.  In thought experiments, we are not supposed to be

transported to the counter-factual world.  Rather, we are supposed to be looking at the

counter-factual world, so-to-speak, from the outside and see whether the concept applies

or fails to apply, or whether it is indeterminate that it does, to the possible scenario. 

Furthermore, Gale explicitly talks about the language we would use in that situation,

which would not be ours, and states that we would not want to use our own concepts.

I do not in this section pretend that I have covered all of the ways in which a

thought experiment can be a bad one.  I merely want to show that there are bad thought

experiments in some of the literature.  We should make sure that when using thought

experiments to arrive at philosophical positions, we are using good ones.

http://endnote+.cit
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Skeptical Views About the Utility of Thought Experiments

Since a number of philosophers are skeptical about the utility of thought

experiments, yet I have argued that thought experiments play a central role in doing

philosophy, it is important in this section to get clear on why those philosophers have

been skeptical and to explain why their skepticism is unwarranted.  If some philosophers

use thought experiments incorrectly and that is what makes them skeptical, we should not

therefore stop conducting thought experiments.  Earlier, I gave some necessary

conditions for conducting thought experiments correctly, violation of which led to

skepticism.  Giving them should help alleviate some of the skepticism.  First, I will

discuss a worry about circularity that one may have and a related worry.  Second, I will

discuss a worry about the completeness of the description of a target scenario.  Third, I

will discuss the worry that we may not know what to say in abnormal situations.  In

Chapter 4 of this dissertation, I will deal with issues about skepticism about conceptual

analysis in general.

In the section of this chapter entitled, "Suitable Candidates and Concept

Possession," I raised a worry about thought experiments that is related to the degree in

which a participant in a thought experiment should possess the concept in question: the

individual may possess the concept nominally.  If an individual possesses the concept

nominally, then she is not a suitable participant for the thought experiment, but it seems

that we cannot be sure whether an individual possesses a concept fully unless we ask the

individual to consider thought experiments, and one who does not fully possess the

concept in question will not have reliable intuitions when considering target scenarios. 

Furthermore, and along the same lines, it may be unclear whether we possess concepts

fully in the first place, so it looks as if we have to do thought experiments to determine
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whether we do.  It seems that this might lead to a worry about circularity: we do thought

experiments to learn things about our concepts, but to learn about our concepts by doing

thought experiments, we have to do additional thought experiments. As I explained

above, this is not a problem because we can determine whether someone only nominally

possesses a concept if she has to defer to a linguistic authority.  In addition, in practice

we can assume that an individual who is a fully competent user of the relevant

vocabulary fully possesses the concept, and we can recognize competence without using

thought experiments.  Of course, the assumption may be false, but then this will show up

either in the subject not knowing what to say or in deviances between her intuitions and

those of other speakers of the language. 

There is a related worry that one might have about thought experiments that is

much more serious: if an individual possesses a different concept than the concept in

question, but one that mimics it in certain ways (for example, it may behave like it in

certain ways), it may be difficult, if not impossible, to determine whether the individual

fully possesses the relevant concept.  That is, it may be impossible to determine what

concept the individual possesses.  If we cannot determine whether the participant

possesses the relevant concept, then we cannot rely on her intuitions about target

scenarios that involve the relevant concept, for we are not sure what concept her

intuitions are about.  Consider for example, Quine's (1960) thesis for the indeterminacy

of translation, which he illustrates through his gavagai example:

[M]anuals for translating one language into another can be set up in divergent
ways, all compatible with the totality of speech dispositions, yet incompatible
with one another.  In countless places they will diverge in giving, as their
respective translations of a sentence of the one language, sentences of the other
language which stand to each other in no plausible sort of equivalence however
loose. (27) 

http://endnote+.cit
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It seems that this thesis can easily be translated into a worry about determining what

concept it is that a potential participant possesses: there could be a number of different

possible concepts that one may possess given her competency with the relevant

vocabulary, that is, given the totality of her speech dispositions.  Quine's gavagai

example is supposed to show that we cannot translate the language of "untouched

people," which has no resemblance to any language we know of, because there will be a

number of equally acceptable translations given the individual's behavior.  Similarly, one

may argue that we cannot determine whether an individual possesses one concept, C,

rather than another, closely related concept, C'. 

The question now is whether this kind of objection should lead us to skepticism

about the utility of thought experiments.  Again, in practice, it seems that given the

public language, it is safe to assume that if an individual is competent in the relevant

vocabulary, we can assume that she possesses the relevant concepts.  One way to ensure

that the participant possesses the relevant concept is to ask more than one individual for

her intuitions about target scenarios and to ask each individual to imagine several target

scenarios involving the relevant concept.  One might still argue, however, that even if we

do that, it is still possible for the individual to possess a different concept than the one we

are interested in.  The problem with this kind of objection is that it seems that we might

raise this against the possibility of having meaningful conversations as well, but we are

not skeptical about the meaningfulness of our conversations with other individuals.

Another worry that one might have about the utility of thought experiments is that

there is no principled way of choosing participants.  We cannot choose a participant until

we first know that the individual possesses the concept in question.  To find that out, we

have to find out whether or not the individual gives the right answers.  To find out
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whether the individual gets the right answers, we need to have the right answers already. 

But we cannot get the right answers until we do thought experiments.  So, it looks as if

we have a real problem here: we cannot know the application conditions until we do the

thought experiments; we cannot do the experiments until we choose a suitable

participant; and we cannot choose a suitable participant until we know the application

conditions.  This worry about circularity may lead to a problem in determining who is a

suitable participant without the philosopher reflecting on his own theory about the

concept in question.  Since an individual has no worry about his own concepts, he can

always use himself and not worry about whether it is the right concept.  Alternatively, the

experimenter can appeal to his own possession of concepts and use something akin to

inductive evidence that the participant has the same concept.  

I say above that when an experimenter asks someone to consider a target scenario,

the description of the target scenario must be careful and relevantly complete.  One might

claim that it is difficult to know when a description is relevantly complete or how

complete a relevantly complete description has to be.  The only description of a clear and

complete description is a complete description of what is relevant to the question that is

asked, and a description that does not include irrelevant or extra details that might

confuse or influence a participant's intuitions.  Again, determining whether a description

is a careful and complete one may take doing additional thought experiments and

evaluating participants' intuitions.  Furthermore, the experimenter is supposed to be

skilled at coming up with descriptions of imaginary cases that will actually draw on a

participant's intuitions.
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This kind of objection also appears in 31 (Wilkes 1988).

The final objection that I want to address in this section is one that appears in

Wittgenstein's Philosophical Investigations:31

It is only in normal cases that the use of a word is clearly prescribed; we know,
are in no doubt, what to say in this or that case.  The more abnormal the case, the
more doubtful it becomes what we are to say.  And if things were quite different
from what they actually are . . . this would make our normal language-games lose
their point.  (Wittgenstein 1958, §142)

The objection that Wittgenstein raises here is an interesting one: there is no clear reason

we should presume that a word has determinate application conditions in unusual cases. 

If we idealize language by assuming that words do have determinate application

conditions, then we will be led astray.  Since thought experiments primarily involve

merely possible cases, yet we should not presume that our terms have determinate

application conditions in unusual cases, it looks as if thought experiments plausibly will

often lead us astray.  Our rules for using terms do not apply to merely possible cases, so

any intuitions we have about them will be misleading.  However, it does not look as if

such an objection is so devastating.  All we have to do is guard against taking the

idealization of language too seriously by keeping in mind (particularly in unusual cases)

that we are idealizing things a bit in order to make some progress.   

In this section, I have only addressed objections to the utility of thought

experiments, all of which can be fairly easily overcome.  Since thought experiments play

a central role in conceptual analysis, these objections may also be raised against

conceptual analysis.  In Chapter 4, I will address objections against conceptual analysis

in general.  

http://endnote+.cit
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An example of a thought experiment where I think this kind of mistake is being32

made is in (Wilkes 1988, 11ff), where she incompletely describes a target scenario so
that we do not even know what we are supposed to be imagining.

Proper Performance of Thought Experiments and Possible Sources of Error

Thought experiments that are used to reach metaphysical conclusions must be

done properly; a thought experiment that is not done properly will likely get us confused

or misleading results or both, and, thus, an improperly performed thought experiment is a

source of error.  I suggest the following as conditions under which a thought experiment

is properly performed:

A thought experiment is properly performed iff (a) the target scenario is
relevantly completely and carefully described, (b) the participant is a competent
speaker of the language that the concept in question is expressed in, (c) the
participant fully possesses the concept in question, (d) the participant understands
her task as a participant in a thought experiment, and (e) the experimenter meets
all of the criteria a suitable participant must meet and has a facility for designing
thought experiments.

The performance of any thought experiment that does not meet these five conditions is

not a proper one, and, thus, its results should not be used as evidence for or against a

philosophical position.

The philosopher conducting a thought experiment is responsible for designing, or

setting up, the target scenario.  If the experimenter does not give a relevantly complete

description of the target scenario, then the participant may understandably make a 

mistake in answering the canonical question.   Alternatively, if the experimenter32

includes extra details that can be confusing to the participant, she may answer the
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An example of a thought experiment where I think there are things in the33

description of the target scenario that may confuse a participant is in (Williams 1970,
181ff).  I argue in (Kanuck 2002) that Gendler mishandles Williams's thought
experiments because she fails to recognize one of the target scenarios actually
presupposes an answer to the canonical question in arguing that we give inconsistent
answers to the canonical questions in two different descriptions of apparently the same
target scenario.   

It is, of course, sometimes difficult to determine which features are accidental34

correlates and which are necessary correlates of a concept.  But it can be done by doing
additional thought experiments.

See, for example, Burge's arthritis case where the person in the target scenario35

mistakenly thinks that he has arthritis in his thigh.  That person is not a suitable
participant in a thought experiment (Burge 1979).

Gale seems to be confused about what we are supposed to do in thought36

experiments.  In particular, he seems to think that we are supposed to put ourselves into
the target scenario, but not consider whether our concepts apply to the situation (Gale
1991, 301).    

canonical question incorrectly.   For example, if an experimenter mentions in the target33

scenario features that are accidentally correlated with the application conditions of the

concept in question, the participant may answer the canonical question based on those

accidental features of the concept rather than its application conditions.  34

Assuming that the experimenter gives a relevantly complete description of the

target scenario and leaves out accidentally correlated features, there are still errors that

the participant can make.  First, a participant who does not possess the concept in

question will likely answer a canonical question incorrectly because she is unable to

answer many of the questions one might ask about whether the concept applies, fails to

apply, or whether it is indeterminate that it does.   Second, a participant may answer a35

canonical question incorrectly if she does not know what she is supposed to be doing or

is uncooperative when asked to participate in a thought experiment.   Third, a participant36

may make a mistake in answering a canonical question if she possesses the concept in

question, but she is not paying close enough attention to the target scenario, or if she does
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not have enough additional resources to make judgments about the concept's application

(e.g., if she does not possess additional concepts that are required to answer the canonical

question correctly).  If any of these errors are made in a thought experiment, the results

do not yield results that we should use to draw metaphysical conclusions; the thought

experiment has not been properly performed.  

It is possible for all of the conditions for proper performance to be met, yet for a

participant's intuitions not to serve as good evidence for or against a philosophical

position.  Only when the conditions for proper performance are met and the participant's

answer counts as good evidence can we say that a thought experiment has been

successfully performed.  A participant's intuition about a target scenario in a properly

performed thought experiment may not serve as good evidence for a philosophical

position when a participant fails to be sensitive in a certain way to the relevance of

background information in answering a canonical question.  I will explain this in detail in

my analysis of the Twin Earth thought experiment and the zombie thought experiment. 

Now that we are clearer about the kinds of mistakes we can make in performing

thought experiments and how we can correct them, we can move on to evaluating a

particular thought experiment to see how my framework for thinking about thought

experiments can be put to work.  In the next section, I will introduce Putnam's Twin

Earth thought experiment and a variation of it to illustrate a case in which a thought

experiment is properly, but not successfully, performed (Putnam 1975).  In doing this, I

will revisit the characterization of full concept possession I presented earlier, and then

explain how the knowledge granted by such concept possession still allows errors.  My

discussion of the Twin Earth thought experiment will make clearer and put to use much

of what I have said about thought experiments, who should participate in them, the
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conditions for concept possession, and the sources of error and correction in thought

experiments.  Furthermore, the variation of Putnam's Twin Earth that I present will serve

as a parallel case to the zombie thought experiment that I analyze in Chapter 5.

Putnam's Twin Earth Thought Experiment

In this section, I will evaluate Putnam's Twin Earth thought experiment and a

variation of it in order to put to use some of the apparatus I have already introduced

(Putnam 1975).  In doing this, I will also be laying the groundwork for my analysis of the

zombie thought experiment in Chapter 5 of this dissertation.  I have already done some

background work for a discussion of the Twin Earth thought experiment in Chapter 1 of

the dissertation, where I introduce the standard account of a posteriori necessities and

sketch the beginnings of a quasi-traditional theory of concepts.  The main purpose of this

section is to explain how we can fall into error in doing a thought experiment even when

we have properly performed it, that is, to explain how a thought experiment can be

properly performed, but not successfully performed.  Another purpose of the chapter is to

show how the Twin Earth thought experiment is supposed to show that the traditional

theory of meaning is mistaken, and, thus, how traditional theories of concept may be

mistaken.    

Twin Earth Thought Experiment

The following is the Twin Earth thought experiment as Putnam presents it: 

[S]uppose that somewhere in the galaxy, there is a planet we shall call Twin
Earth.  Twin Earth is very much like Earth; in fact, people on Twin Earth even
speak English.  In fact, apart from the differences we shall specify in our science-
fiction examples, [you] may suppose that Twin Earth is exactly like Earth. [You]
may even suppose that he has a Doppelgänger—an identical copy—on Twin
Earth . . .

Although some of the people on Twin Earth (say, the ones who call themselves
'Americans' and the ones who call themselves 'Canadians' and the ones who call
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'Dialect' may be the wrong word to use here, since Putnam should not want it to37

seem that one would notice by watching people that they are using words differently.

Kripke presents a similar thought experiment about gold.  See Kripke 1980,38

124-125.

themselves 'Englishmen,' etc.) speak English, there are, not surprisingly, a few
tiny differences which we will now describe between the dialects of English
spoken on Twin Earth and Standard English. . . .  37

2One of the peculiarities of Twin Earth is that the liquid called 'water' is not H O
but a different liquid whose chemical formula is very long and complicated.  I
shall abbreviate this chemical formula simply as XYZ.  I shall suppose that XYZ is
indistinguishable from water at normal temperatures and pressures.  In particular,
it tastes like water and it quenches thirst like water.  Also, I shall suppose that the
oceans and lakes and seas of Twin Earth contain XYZ and not water, that it rains
XYZ on Twin Earth and not water, etc.  (Putnam 1975, 223)

Canonical question: Is there water on Twin Earth?38

In this presentation of the thought experiment, we are told the chemical composition of

what Twin Earthlings call 'water' on Twin Earth.  Of course given this description of the

2target scenario, we can infer that water is H O.  However, we need be able to make that

inference—we just need to know that the clear, drinkable liquid that fills lakes and rivers

2is actually H O (that is, we need to be in a certain epistemic position with respect to the

actual world), to get the right result of the thought experiment.  We can be in this

2epistemic position whether we know that water is H O or we are given stipulated

2background information stating that in the actual world water is H O. 

Putnam (1975) argues, I believe correctly, that the proper response to this

canonical question is, "No, there is no water on Twin Earth."  There is no water on Twin

2Earth because necessarily, water is H O, and the stuff on Twin Earth, though it shares all

of its superficial properties with water, is made up of XYZ.  Since both the Earthling and

the Twin Earthling have the same psychological states with respect to what they call

http://endnote+.cit
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'water', but there is no water on Twin Earth, there must be something more to the

meaning of a word than what is in the head of a speaker.  That is, the traditional theory of

meaning is mistaken.

Putnam argues that there are two assumptions that the traditional theory of

meaning rests on, one of which we must give up as a result of what the Twin Earth

thought experiment tells us about certain terms:

(I) That knowing the meaning of a term is just a matter of being in a certain
psychological state (in the sense of 'psychological state,' in which states of
memory and psychological dispositions are 'psychological states'; no one thought
that knowing the meaning of a word was a continuous state of consciousness, of
course).

(II) That the meaning of a term (in the sense of 'intension') determines its
extension (in the sense that sameness of intension entails sameness of extension).
(Putnam 1975 , 219)

Before moving on, I will explain briefly how Putnam's terminology here maps onto the

terminology I introduced in Chapter 1.  In Chapter 1, I talk about concepts, thoughts,

predicates, and meanings (among other things).  Putnam, of course, only talks about

terms and meanings, but we can easily change his talk about 'water' to talk about the

predicate 'is water', and talk about the meaning of the predicate, 'is water'.  The predicate

2'is water' is only true of stuff that is H O.  I understand Putnam's use of 'intension' as

being analogous to Frege's use of the term 'sense'.  In (I) as well as (II), Putnam uses

'meaning' to talk about intension, but in his view, the meaning of a term includes both its

intension and extension.  The sense of a predicate according to Frege is what I call a

'concept', while the sense of a predicate maps onto Putnam's notion of intension. 

However, since Frege is the one who introduced what has become the traditional theory

of meaning, he argues that the sense of an expression determines its reference, or

extension.
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According to the traditional theory of meaning, there are two components of the

meaning of a word, and they are closely related to one another: (a) there is the intension

of the word, which is what we ordinarily think of as the meaning of the term (that is, the

concept the word expresses), and which has nothing to do with the way things turn out in

the world outside one's head; and (b) there is the extension or referent of the term. 

Although it is often the case that when two words have the same intension they have the

same extension, the Twin Earth thought experiment shows that the traditional theory of

meaning is mistaken in its claim that the intension of a term determines its extension. 

Putnam (1975) needs to argue that the traditional theory makes a third assumption,

namely, that we know the intension of 'water' and this knowing is narrow (not dependent

at all on the external environment), if his objection is going to work.  For if we do not

know the intension of 'water', then we do not have the narrow psychological states

required to get to the claim that two people who have the same narrow psychological

states with respect to 'water' can refer to different things.  That is, we could not say that

there are two terms with the same intension that differ with respect to their intension.

Assuming that Putnam (1975) agrees with the third assumption of the traditional

theory of meaning, there are certain terms that have the same intension, but which differ

in extension (e.g., 'water' uttered on Earth and 'water' uttered on Twin Earth).  Speakers

on Earth and Twin Earth are the same with respect to their narrow psychological states

when they use 'water', but as a matter of fact, they are talking about different things. 

What the speaker is talking about (or, rather, what actual stuff the speaker is referring to)

depends, in this case, on where the speaker is uttering the term.  So, the intension of a

word does not determine its extension (i.e., we must give up (II)).  In other words, if

intension determined extension and the intension, which is wholly a matter of narrow
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psychological states, and the intension is what we grasp when we understand a term in

natural language, then two people whose narrow psychological states are the same would

be using terms that have the same extension.  But, the Twin Earth thought experiment

shows us that two individuals can be in the same narrow psychological states with respect

to 'water' but refer to two different things.  Consequently, there are two aspects of

meaning associated with any given term, one that we arrive at a priori, and the other that

we (may) arrive at a posteriori, resulting in a two-dimensional semantics.  I discussed

two-dimensional semantics in the section of the previous chapter entitled, "Intensions and

Two-Dimensional Semantics."

Variation of the Twin Earth Thought Experiment

The following is a variation of the Twin Earth thought experiment, which, I will

argue, is analogous to the zombie thought experiment I discuss in Chapter 5 of this

dissertation:

Suppose that somewhere in the galaxy, there is a planet we will call 'Twin Earth'. 
Twin Earth is very similar to Earth: people on Twin Earth speak a language that
sounds exactly like English, and for each person on Earth there is a perfect
physical duplicate of him or her on Twin Earth.  What Earthlings call 'water' on
Earth and what Twin Earthlings call 'water' on Twin Earth share the same
superficial qualities: what Twin Earthlings call 'water' on Twin Earth looks and
tastes just as what Earthlings call 'water' on Earth, what Twin Earthlings call
'water' on Twin Earth quenches thirst just as what Earthlings call 'water' on Earth
does, what Twin Earthlings call 'water' on Twin Earth fills lakes and oceans just
as what Earthlings call 'water' on Earth does, 'water' is what Twin Earthlings say
comes out of the sky when it is raining, and so on. 

Canonical question: Is there water on Twin Earth?

The answer that one gives to the canonical question may depend at least in part on

what further information one has about the actual world, that is, the context one is in,

and, perhaps, information about Twin Earth.  Suppose that the participant has no further

information about the actual world that might be relevant to the thought experiment;
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suppose, for instance, that it is 1750, and no one knows that what Earthlings call 'water' is

2H O because it is prior to the development of atomic theory.  It seems that many

participants will say, "Yes, there is water on Twin Earth."  After all, what we call 'water'

and what Twin Earthlings call 'water' share all of their superficial properties and function

in the same way.  Although there may be a natural tendency to answer the question this

way, it is not the correct reflective response of someone who is paying attention to what

is going on.  The proper response to this canonical question is "I don't know," or "It is

epistemically indeterminate," because we do not know whether the liquid called 'water'

on Earth and the liquid called 'water' on Twin Earth have the same ultimate composition. 

When provided with further background information, such as that the watery stuff on

2Earth is H O and the watery stuff on Twin Earth is XYZ, epistemic indeterminacy should

be eliminated, and the participant should say that there is no water on Twin Earth.

One may argue that the reason we have the intuition we do in this thought

experiment is that we do not fully possess the concept of water.  However, there is a way

of understanding how we can fully possess a natural kind concept without having the

relevant background knowledge.  The abilities that one who possesses a concept must

have can be represented by means of a series of conditionals, particularly in cases where

we do not know about those features of the actual world the concept picks out.  That is,

some of the simple conceptually true propositions involving the concept that one must be

able to recognize may be in the form of a conditional.  I introduced conditional

conceptual knowledge the section of Chapter 2 entitled, "Conceptual Truth, Conceptual

Knowledge, and Conceptual Analysis."  This kind of conditional conceptual knowledge

is relevant to natural kind concepts, which are distinguished by the fact that which

property they pick out depends on features of the actual context.  Even if we believe we
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This implicit knowledge is a kind of know-how, and so we can fail to draw the39

right inferences from the conditionals.

know the features of the actual world that determine which property is picked out by a

concept, we still have the conditional knowledge as we know what to say if we are in

error about those features.

Suppose that a participant in a thought experiment who possesses the concept in

question, (say, N) knows a priori the following conditionals (where 'B' is background

information, 'N' is a natural kind concept, and 'C' is a chemical property):

(1) If B, then N is C.

(2) If B*, then N is not C.

One may worry still that having this sort of knowledge is not sufficient for fully

possessing the concept.  On the contrary, we need to make full concept possession

sufficiently thin so that people who knew nothing of the nature of water could be said to

fully possess the concept of water.  Further, the account of full concept possession given

earlier fits this account quite nicely.  This kind of conditional knowledge (in addition to

other knowledge that one has about the concept), in cases where we know the relevant

features of the actual world, gives the participant enough to be able to say accurately and

with justification whether a concept applies to a relevantly completely described target

scenario.  This ability need not always be exercised, as when one fails to be sensitive to

background information.  

In cases where one does not know the relevant background information, for

example, certain cases involving natural kind concepts, things are a bit more

complicated.  In those cases, one will only know these conditionals implicitly,  and, as a39

result, may fail to recognize their relevance to a particular target scenario.  That is to say,
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since the participant does not know that B is true or B* is true, and so forth, in the actual

world, even though she knows how things would be if B were the case or B* were the

case, and so forth, in the actual world, she may just not realize, when answering a

canonical question, that background information is relevant.  As a result, her intuitions do

not serve as good evidence for a philosophical position, but, again, she can still possess

the relevant concept.  This seems likely to happen especially when one has not had her

attention drawn to different consequences that different background information may

have for an answer to a canonical question.  If a participant is only given one version of a

thought experiment without any stipulated background information and knows a bunch of

these conditionals, but not which, if any, is actually true about the world, then she may

just not be sensitive to the relevance of them.  Furthermore, she may make possibly false

background assumptions about the concept in question, which may be brought to light by

presenting thought experiments that vary on the parameter of background information. 

The kind of conditional knowledge I described above makes significant room for

error in thought experiments, especially if the participant is not provided with stipulated

background information.  Having stipulated background information may eliminate

possibly false background assumptions that the participant has about the concept in

question, which may influence her response to the canonical question.  This will become

much clearer when I describe what I think is going on in the zombie thought experiment.
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CHAPTER 4
HISTORICAL CHALLENGES TO CONCEPTUAL ANALYSIS

Any defense of conceptual analysis and thought experiments should include a

section on serious challenges that have been raised against conceptual analysis.  In this

chapter, I will address two major challenges to conceptual analysis, the paradoxes of

analysis and Quine's attacks on conceptual analysis.  The two main paradoxes I will

discuss, Meno's paradox in Plato's Meno (1997) and Moore's (1942) skepticism about

conceptual analysis, are ones according to which there is a problem about the nature of

conceptual analysis—in order to know whether we have reached an analysis of a concept,

we already have to have an analysis of it, so that any conceptual analysis is going to be

either trivial or incorrect (Plato 1997).  So, it does not look as if we can learn anything

new by doing conceptual analysis.  I will also discuss Quine's (1960, 1980) rejections of

the analytic-synthetic distinction and the notion of meaning and explain how they are

related to skepticism about conceptual analysis.  I argue that we can use a two-

dimensional semantics to alleviate some of the skepticism.

Paradox of Analysis

In this section, I will discuss Meno's paradox, its relation to the paradox of

analysis, and Moore's position about the paradox of analysis (Moore 1942).  Both

paradoxes raise similar problems about the nature of conceptual analysis—in order to

know whether we have reached an analysis of a concept, we already have to have an

analysis of it, and any conceptual analysis is going to be either trivial or incorrect,
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respectively.  So, it does not look as if we can learn anything new by doing conceptual

analysis.  If we cannot learn anything new by doing conceptual analysis, then it is unclear

whether we should bother doing it at all.  If we should not bother doing conceptual

analysis at all, it is unclear what we should be doing, if we still want to do philosophy. 

Clearly, if we want to defend a traditional view about what we are doing when we claim

to be doing philosophy, we should take seriously this kind of skepticism and try to show

that it is unwarranted. 

Meno's Paradox and the Paradox of Analysis

In Meno Plato (1997) introduces Meno's paradox according to which there is an

internal incoherence when we try to give an informative analysis of a concept.  Either we

already have an analysis, in which case we do not need to look for one, or we do not have

an analysis, in which case we will not know it when we get one. Meno says: 

How will you look for it [virtue], Socrates, when you do not know at all what it
is?  How will you aim to search for something you do not know at all?  If you
should meet with it, how will you know that this is the thing that you did not
know?

Socrates replies:

I know what you want to say, Meno.  Do you realize what a debater's argument
you are bringing up, that a man cannot search either for what he knows or for
what he does not know?  He cannot search for what he knows—since he knows it,
there is no need to search—nor for what he does not know, for he does not know
what to look for.  (Plato, 880)

Socrates does not take Meno's paradox seriously.  In fact, it looks as if he does not think

that the paradox is at all problematic.  He explains why it is not a problem by appealing

to his theory of recollection to explain that it does not matter that we already have

knowledge of analyses (at least in a sense).  Appealing the theory of recollection may
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work for Plato, but those who do not accept the theory have to find another way of

explaining away the paradox.

I understand Meno's paradox to present us at least in part with a dilemma about

conceptual analysis, since what we do in philosophy is conceptual analysis, and Plato

talks about conceptual analysis in many of his other works (Plato 1997).  Although we

should take Meno's paradox seriously, it seems that the framework for doing thought

experiments that I introduce earlier in the dissertation can help us understand why there

really is not a dilemma of this kind at all.  As I understand it, the dilemma has the

following two horns: either (a) we know what the application conditions of our concepts

are, in which case we do not have to bother looking for them, or (b) we do not know our

concept's application conditions, in which case, we will not know if we have discovered

them.  This presupposes that possessing a concept requires knowing its application

conditions. 

As I argue in Chapter 3, one who is a suitable candidate for participation in a

thought experiment (which, of course, is the primary method of doing conceptual

analysis) must possess the concept to be analyzed.  This worries Meno because he seems

to think that possessing a concept requires much more than I think it does.  However, the

way I understand concept possession leaves room for us to learn something new by doing

conceptual analysis. 

Meno fails to distinguish between possessing a concept and knowing explicitly

the application conditions of a concept.  Once we make the distinction, we should see

that there is not quite the problem Meno thinks there is.  Meno would be correct in

thinking that there is a dilemma if possessing a concept requires knowing its application

conditions.  When we do conceptual analysis, we are usually looking for a concept's
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application conditions; that does not seem controversial.  But, if possessing a concept

requires knowing explicitly its application conditions, as Meno seems to think, then

surely we would have to know a concept's application conditions before we analyzed it. 

Successful conceptual analysis can be done successfully only by someone who possesses

the concept in question (and, perhaps, some others).  What we have to know to do

conceptual analysis is not what we are looking for, namely, the application conditions for

our concepts.  One who possesses a concept does not have to know explicitly its

application conditions; possessing a concept, on my account, is having certain abilities:

A fully possesses concept C if and only if (a) A is able to recognize a priori as true
sufficiently simple conceptually true propositions involving C and other concepts
which A fully possesses; and (b) A can say accurately (and with justification)
about any relevantly completely described target scenario whether C applies, fails
to apply, or it is objectively indeterminate or epistemically indeterminate whether
C applies.

Requiring one to know application conditions seems to be too strong for concept

possession; it would turn out that we do not possess many concepts at all.  One of the

consequences of this account of concept possession is that one who possesses a concept

should, in principle, have the ability to figure out its application conditions without

having to know its application conditions at the outset.  We should know when we have

the correct analysis, then, not because we knew the application conditions beforehand,

but because we have certain abilities with respect to the concept in question that we have

used correctly.  

Now, reading clause (a) may seem to come close to requiring that the person

know the application conditions of a concept to possess it.  For we can imagine a concept

that has as a statement of it application conditions a sufficiently simple conceptual truth. 

In such a case, possessing the concept requires being able simply to recognize that
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Of course, this is idealized a bit, since we very rarely actually end up with full-1

fledged application conditions for our concepts.

analysis as true.  This might indeed happen in some cases, but in many other cases, the

analysis of a concept is not one of those very simple conceptual truths.  Analyses are

rather more complex, and one figures them out by exploiting the ability described in

clause (b).     

We can respond to both horns of the dilemma by distinguishing possessing a

concept from knowing its application conditions.  By distinguishing concept possession

from knowledge of application conditions, we can explain that we do have to have

knowledge of how to apply our concepts to analyze them, but we learn something new

when we do conceptual analysis, namely, a concept's application conditions.   So, the1

first horn of the dilemma is not problematic.  As for the second horn of the dilemma, we

can argue that although we do not know a concept's application conditions prior to doing

conceptual analysis (possessing a concept is consistent with such lack of knowledge), we

do have some knowledge of how to apply the concept in question and we should, in

principle, be able to figure out when we have gotten the application conditions right (that

is, we should be able to figure out when we have propositional knowledge about the

concept in question).  We move from knowing how to apply a concept to knowing that

the application conditions are such-and-such by doing thought experiments and

determining whether the concept in question applies, fails to apply, or it is indeteriminate

whether it applies to the target scenario.  After using our know-how to get to our

intuitions about answers to canonical questions and ruling out and accepting certain

conditions as application conditions, we should eventually acquire propositional

knowledge of application conditions of the concept.
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Meno's paradox can be taken as an epistemological objection to conceptual

analysis since it cites a problem with how we come to know analyses; we either already

know them, in which case we should not bother analyzing our concepts, or we will not

know when we get correct analyses.  The paradox of analysis, though the same in spirit,

cannot be taken as an objection to conceptual analysis on epistemological grounds, so a

response about concept possession is not appropriate for dissolving the paradox.  

According to the paradox of analysis, anything of the form (�x)(x is P iff . . .) is

either trivial, since what is on the left of the biconditional and what is on the right of the

biconditional have the same meaning, or incorrect, since what is on the left of the

biconditional and the right of the biconditional should have the same meaning if the

biconditional reflects an analysis.  An appropriate response to this paradox would be to

explain how what is on the left side of the biconditional and what is on the right side of

the biconditional have the same meaning in some sense that does not make the

biconditional trivial.  

G.E. Moore on the Paradox of Analysis

Given that Moore actually attempts to give analyses of many concepts in his

work, he clearly does not take the paradox of analysis too seriously.   However, he should

have something to say about it, especially since he thinks that there are some concepts,

for example the concept of good, which we cannot analyze.  Although he does not think

he has a solution to the paradox of analysis, in a reply to C.H. Langford (1942), he offers

three necessary conditions for giving an analysis:

If you are to "give an analysis" of a given concept, which is the analysandum, you
must mention, as your analysans, a concept such that (a) nobody can know that
the analysandum applies to an object without knowing that the analysans applies
to it, (b) nobody can verify that the analysandum applies to an object without
verifying that the analysans applies, (c) any expression which expresses the
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analysandum must be synonymous with any expression which expresses the
analysans.  (Moore 1942, 663) 

These three conditions do not prima facie give us what I stated is needed to solve the

paradox, since (c) seems to generate the paradox, as I explained above.  However, given

what Moore says later in his response to Langford, we can read (c) in a way that does not

generate the paradox of analysis.  Consider the following analysis and explanation of

why there does not seem to be a problem for conceptual analysis:

"To be a brother is the same thing as to be a male sibling."  The paradox arises
from the fact that, if this statement is true, then it seems as if it must be the case
that you would be making exactly the same statement if you said: "To be a
brother is the same thing as to be a brother."  But it is obvious that these two
statements are not the same, and obvious also that nobody would say that by
asserting "To be a brother is to be a brother" you were giving an analysis of the
concept "brother." (Moore 1942, 665)

Something more is conveyed when we say 'To be a brother is the same thing as to be a

male sibling' than when we say 'To be a brother is the same thing as to be a brother'. 

Moore thinks that, intuitively, an analysis of one expression must be a different

expression than what is being analyzed, and it must differ in complexity.  The analysans

has to make explicit something that is not explicit in the analyzed term.  Again, Moore

does not claim to have a solution to the paradox of analysis, but he does not think it is a

problem on intuitive grounds.

Moore can use the following explanation of what is going on in the above

example.  'Is a brother' and 'is a male sibling' are necessarily coextensive as a matter of

meaning in English.  But they are not in the strictest sense synonymous because the

second has a compositional structure that the first does not, and, hence, invokes rules for

understanding expressions which the first does not.  Further, there is an epistemic

difference between the two—one could know explicitly that something is a brother

without knowing explicitly that it is a male sibling, and vice versa.   Nonetheless, the

http://endnote+.cit
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latter expresses the same concept as the former, because the competence we have in

deploying the concept of a brother is keyed to the property of being male and of being

the offspring of the same parents as another.  However, this fact which is expressed in

our competence is not guaranteed to be known explicitly by us in virtue of our having the

competence.  The analysis, 'to be a brother is the same thing as to be a male sibling',

makes explicit, then, what is implicit in our competence in the use of 'is a brother' or

competence in the deployment of the concept of a brother.  It is in this that its usefulness

and informativeness lies.  It informs by making explicit some structure in the concept of

a brother that is embodied in our dispositions to deploy it.

Although Meno's paradox and the paradox of analysis seem at first glance to be

problematic for conceptual analysis, after some consideration, they do not seem

problematic at all.  It looks as though there are straightforward responses to both

paradoxes.  Thus, we can learn something new by doing conceptual analysis.  In the next

chapter, I will address Quine's (1960, 1980) challenges to conceptual analysis, which

have been taken much more seriously than the paradoxes of analysis by contemporary

philosophers. 

Quinean Attacks on Conceptual Analysis

Many philosophers who are skeptical about conceptual analysis are skeptical

about it on the same grounds that Quine is skeptical about it.  Most philosophers

understand analyticity as the following:

(A1) A sentence, S, is analytic iff S is true solely in virtue of its meaning.

There are two kinds of statements that can be analytic, statements that are logical truths

and certain statements that are not logical truths (e.g., 'All unmarried males are

unmarried', and 'All bachelors are unmarried', respectively).  On Quine's view, a logical
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truth is a statement that is true under any interpretation of its terms, excepting logical

constants.  Quine is interested in those statements that are said to be analytic, but which

are not logical truths, that is, statements which "can be turned into a logical truth by

putting synonyms for synonyms" (Quine 1980, 23).  For example, consider the statement

'All bachelors are unmarried'.  One may argue that this is analytic because we can

substitute 'unmarried males' for 'bachelors' to get the resulting statement: 'All unmarried

males are unmarried', which is a logical truth.  

In Word and Object and "Two Dogmas of Empiricism," Quine argues that there

are no analytic truths on the grounds that either there is no intelligible distinction

between analytic and synthetic truths or, insofar as we can make sense of it, there are

arguments to show the extension of 'is analytic' is empty, and, thus, all truths are on a par;

no special set of 'analytic' ones can be set aside and treated differently from the rest

(Quine 1960, 1980).  One who has a Quinean view about analyticity is invariably going

to be skeptical about conceptual analysis since the results of conceptual analysis are

supposed to be conceptual truths, which are expressed by analytic truths.  

There are several arguments that Quine gives against analyticity.  In "Two

Dogmas of Empiricism," Quine (1980) argues that no statements are analytic on the

grounds that there are four possible ways we can distinguish analytic sentences from

synthetic ones, each of which fails to serve as an explanation of the distinction: appeal to

definitions, interchangeability salva veritate, semantical rules, and verifiability in the

face of any possible experience.  Since each of these fail as an explanation of the

http://endnote+.cit
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Quine never argues for the claim that the four definitions he offers are the only2

possible ones that can be given.  It is unclear why he does not think there are more
definitions to try out.

distinction, and they are exhaustive,  we have no good reason to suppose there is such a2

distinction.

Thematically the paper falls into two parts.  In the first, comprising the first three

suggestions for making sense of the analytic/synthetic distinction, Quine argues that all

of these ways of trying to make sense of it invoke notions that are as suspect as that of

analyticity, viz., those of meaning, synonymy, and necessity.  Thus, he argues that all of

these attempts to explain analyticity are unsuccessful.  About this part of the paper I will

not say much.  The argument rests on the assumption that we can give a reductive

analysis of analyticity, but that requires giving a reductive analysis of meaning, and there

is no reason to think that this can be done or that it must be done to make sense of the

family of notions of which it is a part.  And, clearly, most contemporary philosophers do

not regard these notions as in need for some reduction to be concepts in good standing. 

In addition, to undertake such a general defense of these notions would be a big task all

be itself.  Given that generally philosophers are quite comfortable with them, we need not

undertake that task here.

In the second thematic part, Quine considers whether appeal to verificationism

will help.  Here his target is the Logical Positivists.  The Logical Positivists were

committed to verificationism, according to which the meaning of a statement is to be

sought in its method of verification, and no statement is meaningful except insofar as it is

verifiable (or analytic or contradictory, but these can in turn be defined in terms of



164

In Quine (1960), he argues that the best we can get from any notion of analyticity3

is the notion of stimulus analyticity (SA):

(SA) A sentence, S, is stimulus analytic just in case a speaker holds S true no
matter what, that is, the speaker is prepared to assent to S "come what may."  

This however is after he rejects (A2), and is by way of a reconstruction of the notion of
analyticity in behavioristically respectable terms.  

The verificationist principle seems to be self-defeating (unless it is analytic)—if4

the only way a sentence can be meaningful is for there to be a method for verifying it,
then the verification principle itself needs to be verified.  But, it does not seem that there
is any experience of ours that can verify it.

confirmability).  The definition that the Positivists would offer in terms of confirmability

would be (A2).  

(A2) A sentence, S, is analytic iff S is confirmed no matter what experience we
can have.3

Why is (A2) the natural way to define analyticity for the verificationist?  (A2), of course,

is consistent with a principle of verification: a sentence that is analytic is verified in the

face of any possible experience.  But in light of the idea that meaning is a method of

verification, if we think a statement has a method of verification which guarantees it is

always true, then it is true in virtue of its method of verification, i.e., meaning, and,

hence, is analytic.   (A2) is also consistent with Quine's insistence that facts about4

meaning are inherently related to verbal behavior (Quine 1960, 1980).  Since we

understand the meaning of a statement in terms of its method of verification and all facts

about meaning must be publicly available, a method of verification of a statement must

be publicly available.  In trying to figure out what a speaker's words mean, we ought to

rely on observation of the speaker's behavior, in particular, on her responses to various

stimuli in her environment, rather than anything else.
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Quine worried that there are sentences we may have thought were analytic, but

which are rationally revisable.  The two-dimensional picture helps, since the secondary

intension of a term solely depends on how the actual world turns out.  If the secondary

intension of a statement we thought was analytic differs from its primary intension, then

we should be willing to change our minds about whether it is analytic given further

experience.  What is actually going on when we have to change our hold-true attitude

toward a sentence we thought was analytic is that we have discovered its secondary

intension.  For example, it is plausible to think of the following, or something similar, as

approaching the definition of 'gold': Gold is a malleable, ductile yellow metal.  In fact,

people may very well have seen this as a good definition of 'gold', or as an analytic truth,

but we no longer do.  On Quine's story, they no longer do because empirical pressures

drove us to reject what was apparently an analytic truth, which shows that it was not

really analytic.  It may be that empirical pressures drove us to reject it and that it was not

analytic, and people may have been led falsely to think that it was.  But if they had the

tools of two-dimensional semantics at their disposal, they would have had an easier time

seeing what closely related statement is analytic.  There is no need for skepticism about

our ability to distinguish something that really is not rationally revisable in the face of

new empirical evidence.

The two-dimensional approach suggests that there is one sense of 'meaning' which

makes 'gold is a malleable, ductile yellow metal' a truth of meaning—namely, of the

primary intension associated with the term.  So people found it easy to think about the

primary intension and used that to help formulate a definition.  But the sense that is at

issue when we reject 'gold is a malleable, ductile yellow metal' as not a good definition is

the secondary intension.  The two-dimensional approach also helps in the following way:
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it points to what really is analytic, namely, the conditional: 'if the actual malleable,

ductile yellow metal is X, then gold is identical with X'.  That was never rejected, nor is it

likely to be rejected.  

Quine may, of course, insist that even the conditional statement that I have argued

is analytic might be given up rationally in the face of new evidence.  The advocate of

analyticity, however, can insist that any such giving up is really just a change of

meaning, a giving up the sentence, not of what it said.  The possibility of this maneuver

looks to put the burden of proof back on Quine.   

However, Quine thinks that there is no such a thing as a change of meaning

because there is no way to determine whether someone has had a change of belief or is

changing the meaning of her words.  Quine argues that there are circumstances in which

one may change the meaning of his terms, but in which we cannot know whether he has

changed the meaning of his terms or has changed what he thinks about the world; all

translations are underdetermined, and, Quine infers, therefore indeterminate.  

For example, consider the following sentence that people may think is analytic:

(K) If someone knows that P, then it is true that P.  

We find it hard to see how any empirical evidence can render (K) false.  Quine will agree

that no single experience would be able to render (K) false.  However, he will insist that

overall considerations could render (K) false in the following way.  If we continue to

hold (K) true, then we may be forced to admit that a lot of things people say they know,

they do not, in fact, know.  Suppose, for example, that we have concluded that most

statements about ordinary objects (e.g., tables, trees, etc.) are false because they do not

exist.  In such a case, if we continue to hold (K) true, we have to say that most people do

not really know that there are trees (since there are, as a matter of fact, no trees) and that
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no one really knows that he is looking at a tree, and so on.  But, that seems

counterintuitive, since it would mean that there is very little that we do know.  Instead of

taking back the thesis that there are no ordinary objects, we might reject (K).  Rejecting

(K) could allow us to say other things we want to say (e.g., that we know that there are

trees) and thereby simplify things.

Someone who wants to defend the analytic status of (K) may respond by saying

that we can just change the meanings of words if we want.  That would enable us to

provide a simpler overall framework.  We can just use 'know' to mean something else, so

that (K) is no longer analytic.  That way, we do not have to change the way we think

about the world.  Quine would say that there is no difference between changing the way

we think about the world and changing the meaning of one's terms.  

1Consider the following situation: At t , Emma and Matt believe that (K) is true. 

2At t , (a) Emma and Matt both believe (K) is false; (b) Matt and Emma both read and

believe an article that talks about the recent discovery that there are, in fact, no objects in

the world, and, (c) as a result, her theory about knowledge changes so that she allows that

to know that p does not require it to be true that p, while (c) Matt simply decides to use

(K) to mean something else, which does not require the truth of 'p' for 'x knows that p' to

be true of someone (Matt's linguistic framework changes).  Something has changed with

respect to both speakers, but what has changed is different: where the meaning of (K)

remained the same in Emma's dialect (she just changed her mind about its truth), Matt

has not changed his mind about anything of substance.  

There is, of course, no way that one could observe what happened in Emma's

head and what happened in Matt's head, so, it may seem that there is no way to verify the

distinction between what Emma now thinks of (K) and what Matt does.  They both
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continue to endorse (K).  Of course, they might tell us what they were thinking.  Quine

thinks we could reinterpret those things so that they would be compatible with either

story.  If so, we will not find any observable difference which verifies that Emma has

changed her mind about something substantive, and Matt has just decided to change what

he means by his words.  As a result, for Quine, there simply is no distinction between

change of belief and change of meaning.

Quine's argument here is supposed to show that since there is no way to tell

whether a change in one's hold-true attitude toward a sentence is grounded in a change in

belief or a change in meaning, it is meaningless to say that Emma changes her mind

about the world and Matt changes what he means by a sentence. 

I am not worried about this particular skeptical worry of Quine's here, since it is

one which relies on the principle of verification.  And if we reject the principle, it seems

that Quine's worry is about whether there is a difference between a change of meaning

and a change in belief is an epistemic one.  In this case we can—verificationism

aside—rule Quine's worry irrelevant.  For just because we cannot know what the

difference is between Emma and Matt in the above example, does not mean that there is

no difference. 

Now there are, perhaps, some things that we can say in support of Quine (not of

his view, necessarily, but of his challenge to give an account of analyticity).  Even if we

do not accept his argument, there is something that we can get out of it.  In his discussion

of analyticity and syntheticity, there are several words that are perhaps too freely used

interchangeably (e.g., 'necessary', 'a priori', and 'analytic').  Since Quine's work on

analyticity, various counterexamples to the equivalence of these three terms have been

introduced.  For example, it seems that there are things which may be necessary, but
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Kripke gives an account of this in 5 (Kripke 1980).

which we cannot know a priori, namely, that gold is a metal.   I think we can take care of5

this with a two-dimensional semantics.  Furthermore, there seem to be things which are

analytic, but not necessary (e.g., 'all actual philosophers are philosophers').  Drawing

these distinctions is important in figuring out what is going on when we talk about

analyticity.  But, drawing more distinctions and doing more conceptual analysis does not

seem to support Quine's broad skepticism about conceptual analysis. 
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I say that the thought experiment puts a constraint on the analysis of1

consciousness because the zombie thought experiment does not give us an analysis of
consciousness (i.e., it does not give us necessary and/or sufficient conditions for applying it).

I do not expect the map to be exhaustive, but I hope that it will lay out the2

territory in a way that is relevant to issues about conceptual analysis.  Some of the
positions are discussed in some form in Chapter 4, but I will point out where they fit in
the map I offer in this chapter.
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CHAPTER 5
CONTEMPORARY CASE STUDY: THE ZOMBIE THOUGHT EXPERIMENT

As I argue throughout this dissertation, thought experiments play a crucial role in

doing conceptual analysis.  In addition to putting a constraint on the analysis  of the1

concept of consciousness, Chalmers's zombie thought experiment has spurred a debate in

the philosophy of mind about the role and relevance of conceptual analysis (Chalmers

1996).  The apparently anti-physicalist result of the thought experiment has led some

philosophers to look more closely at it to see why we seem to get an anti-physicalist

result when we imagine the target scenario.  Some physicalists have looked to the role

and relevance of conceptual analysis in the philosophy of mind for an explanation.  I will

use Chalmers's zombie thought experiment as a way of considering various responses

physicalists have to conceptual analysis in the philosophy of mind.  First, I lay out the

zombie thought experiment so that it fits within the framework for thinking about thought

experiments that I provided in Chapter 2 of the dissertation.  Then, I fill in in more detail

a map (Figure 4) that I have provided, which lays out different answers to and analyses of

the canonical question asked of participants in the zombie thought experiment,  and I2

discuss in more detail those positions which involve issues about conceptual analysis.
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Figure 4. A map of responses to the zombie thought experiment
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There has been much discussion about what formulation of physicalism best3

captures the physicalist view.  For my purposes, I only need to give a necessary condition
for physicalism.  The one I have provided is, as far as I know, uncontroversial.

In the literature on this topic, many think that one cannot be both a physicalist

(according to which every minimal physical duplicate of the world is a complete

duplicate)  and a defender of conceptual analysis, since a defender of conceptual analysis3

seems bound to say that zombies are conceivable, and, hence, possible; but a physicalist

cannot allow that zombies are possible.  I hope to make room for a physicalist response

to the canonical question in the zombie thought experiment that has been largely

undiscussed in the literature that would allow one to be a proponent of conceptual

analysis.  In my account of what is going on in the zombie thought experiment, I draw an

analogy between the concept of pain and natural kind concepts such as water and explain

why many participants in the zombie thought experiment persist in making a certain kind

of mistake.  As far as the larger project goes, I am interested in what a close look at the

zombie thought experiment illuminates about the relevance of thought experiments in

general, that is, whether we should deny their significance or, if they are significant, how

they are significant. 

Setting Up the Zombie Thought Experiment

In this section, I will lay out the target scenario of the zombie thought experiment

so that it fits in with the model of thought experiments I presented in Chapter 2.  The

target scenario will set us up for the canonical question that will serve as the starting

point for the map of responses to the zombie thought experiment I created (Figure 4).  I

will also restate the conditions for proper performance of a thought experiment that I
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By 'physical properties' I mean those properties that are talked about in current 4

physics or properties that would be in the same family but not thought of as mental
properties.

introduced earlier.  Then, I will lay out responses that people have given to the canonical

question asked in the zombie thought experiment. 

Target Scenario and Canonical Question of the Zombie Thought Experiment

The target scenario of the zombie thought experiment is presented in slightly

different ways in the literature.  Some philosophers have described in their target

scenario a zombie world while others have described an individual zombie.  Chalmers

(1996), for example, describes an individual that is physically and functionally identical

to him (his zombie-twin), but which lacks phenomenal experiences and argues that

because "there is no hidden contradiction lurking in the description," there is no logical

connection between the way the world is physically and the way the world is

phenomenally (Chalmers 1996, 96).  That is, since we can coherently imagine the

situation, it is conceivable that there are zombies, and, so, zombies are possible and

physicalism is false.  This way of presenting the thought experiment is supposed to show

that a proposed conceptually sufficient condition (a physical description of the world) is

not sufficient (for phenomenal experience), or, in other words, that a physical description

of the world is not a complete description of the world.

The following is one way we may present the target scenario of the zombie

thought experiment so that it fits into my framework:

Suppose that there is a being that is identical to me in all of its relational and non-
relational physical properties.   The being exhibits all of the same behaviors that I4

exhibit, is functionally identical to me, and is in the same physical environment
that I am in—its stomach growls at mealtime, it is dressed in clothes that match, it
reacts in the same way that I react to the same stimuli insofar as any non-
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In Chapter 2 in the section entitled, "A Framework for Thinking About Thought5

Experiments," I distinguish different kinds of canonical questions that one may ask after
presenting a target scenario (e.g., questions that contain modal terms and questions that
contain counterfactuals). 

See the section in Chapter 3 entitled, "Sources of Error and Correction," for a6

discussion of each of these.

intentional, non-psychological description of it goes, it seems to report on its
internal states, etc.

Canonical question: Must the being be conscious?

The target scenario is straightforward enough and seems to be relevantly complete.  It

does not look as if there are any extra confusing details to lead our intuitions astray.  The

canonical question is a modal variation of a first-order question.5

Proper Performance Reviewed

In Chapter 3, I discussed the conditions under which someone is a suitable

candidate for participation in a thought experiment and the conditions under which a

target scenario presents a relevantly complete description of an imaginary case.  When

we perform the zombie thought experiment, we should make sure these conditions are

met.  I also explained the conditions for proper performance of a thought experiment. 

Those conditions are as follows:

A thought experiment is properly performed iff (a) the target scenario is
relevantly completely and carefully described, (b) the participant is a competent
speaker of the language that the concept in question is expressed in, (c) the
participant fully possesses the concept in question, (d) the participant understands
her task as a participant in a thought experiment, and (e) the experimenter meets
all of the criteria an ideal participant must meet and has a facility for designing
thought experiments.6

In most cases, when the conditions for proper performance are met, we get the right

result.  Consequently, we can use the results of the thought experiment as a basis for

drawing metaphysical conclusions.  However, sometimes when we properly perform a
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thought experiment, we give an incorrect answer to the canonical question because there

is something about the concept or the thought experiment itself that prevents us from

reliably drawing metaphysical conclusions from its results.  That is, we can do everything

right in performing a thought experiment and still not get the right answer; various other

factors may run interference.  Earlier, I explained how we may fall into this kind of error

in performing Putnam's Twin Earth thought experiment (Putnam 1975).  I will argue that

we make a similar kind of mistake in the zombie thought experiment.  I call proper

performance of a thought experiment, the result of which can be used as evidence for or

against a philosophical theory 'successful performance'.

Usually the answer one gives to a canonical question does not directly give us

answers to metaphysical questions; we often have to draw inferences from the answers to

get substantive metaphysical claims.  If there is something about the concept or the

thought experiment itself that does not allow us to make the right inferences, then the

thought experiment is not successfully performed.  In successful performance of a

thought experiment the experimenter should make sure that an ideal participant can give

a reliable answer to the canonical question.  There may be many conditions that one

might argue interfere with the successful performance of a thought experiment, but I am

only concerned with two of them here:  

(1) The concept involved in a thought experiment or the thought experiment itself is
exceptional, or different in substantive ways from others.  There are at least three
things that one might say about the zombie thought experiment that make its
results untrustworthy or explain why it cannot be successfully performed:
(a) phenomenal concepts are recognitional concepts and as such have different
possession conditions than other concepts, (b)  we are cognitively closed to the
relevant facts or concepts in this case, and (c) the mechanism of conceiving in this
kind of case is unreliable (Hill and McLaughlin 1999; Loar 1990; McGinn 1998). 
Because the concept of consciousness is special in some way, some philosophers
argue, the results we get from imagining the zombie thought experiment and
others involving the concept of consciousness do not help us in giving an analysis
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I discuss the notion of stipulated background information in Chapter 3 in the7

section entitled, "Suitable Candidates and Concept Possession."

of it.  They argue that although many thought experiments dealing with other
concepts are unproblematic, the zombie thought experiment is exceptional in
some way, and, so, we should not rely on it to help us with giving an analysis of
consciousness.  I call these, along with Levine (2001) exceptionalist analyses of
what goes wrong in the zombie thought experiment.  

(2) There is relevant information about the actual world that the participant does not
have, the having of which would result in changing an answer to the canonical
question.  Information about the actual world does not usually make a difference
to what we will say in response to the canonical question in a thought experiment. 
That is, nothing about the actual world is usually relevant to the successful
performance of a thought experiment.  For some concepts, however, what the
actual world is like is relevant to their application conditions, as in the case of

2natural kind concepts.  Once we know that water is actually H O, for example, we

2cannot strongly conceive of water being anything other than H O, where being
able to strongly conceive of something means we can imagine that, given the way
things are in the actual world, they could have been otherwise.  For example, we

2cannot strongly conceive of XYZ being water because necessarily, H O is water. 
If we cannot strongly conceive of XYZ being water, then XYZ is not water. 
However, we can weakly conceive of water being XYZ because we can conceive

2of us being wrong that water is H O.  Something is weakly conceivable just in
case, for all we know, we could be mistaken about what the actual world is like. 
If we want reliable results from thought experiments involving natural kind
concepts, then the participant must have the relevant empirical information. 
Otherwise, she may not conceive of the right thing.  I call these kinds of analyses
of the zombie thought experiment ones that involve issues about a posteriori
necessity.

We do not need to include this extra information in the description of the target scenario;

rather, the experimenter should add it to the thought experiment as stipulated background

information.   Sometimes stipulated background information is needed to get the right7

result of the thought experiment.  The answers we give to canonical questions in certain

thought experiments are affected by what is true about the actual world.  I will argue

below that the zombie thought experiment is one in which there is relevant information

about the actual world that may affect the answer one gives to a canonical question;

consequently, participants continually give the wrong answer to the canonical question in
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See 8 Chalmers 1996, 94-99.

There are other thought experiments that philosophers use as evidence that9

physicalism is false.  See, for example, Jackson 1998b. 

Especially since there are such a range of reasonable reactions to the "No"10

response to the canonical question.

the zombie thought experiment.  Although the thought experiment is properly performed

it cannot be successfully performed unless the participant has the relevant empirical

information.

Map of Responses to the Zombie Thought Experiment

Results of thought experiments sometimes tell us immediately whether a concept

applies or fails to apply to an imaginary situation.  That is, once we imagine a situation

and answer the relevant canonical question, sometimes we can say something about the

concept in question (e.g., whether it applies, fails to apply, or it is indeterminate whether

it applies to the target scenario).  However, thought experiments are not always

straightforward in this way even when they seem to be at first glance.  The answer to the

canonical question may not settle issues that get at the heart of the matter in question,

and, furthermore, different participants may have different intuitions in answering the

canonical question.  Many anti-physicalists have taken Chalmers's zombie thought

experiment  to be part of a conceptual argument against physicalism (Chalmers 1996).  8 9

They argue that since we can conceive of zombies, they must be possible. If zombies are

possible, then physicalism must be false.  If this is the result of the thought experiment,

the physicalist will be motivated to look for something that has gone wrong.

I do not want to argue that the zombie thought experiment has gone radically

wrong, but, rather, that things are not as straightforward as they seem to be,  and, as a10

result, participants tend to make a certain kind of mistake.  Instead of concluding that

http://endnote+.cit
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zombies are possible from the fact that they are conceivable, some philosophers have

denied that conceivability entails possibility and argue for physicalism in part by giving

an explanation of why zombies seem to be possible but are not.  But, then, one might

argue, it looks as if conceptual analysis has led us astray, so we should question the role

it plays in doing philosophy (of mind).  Often this kind of response can be tied to

Quinean worries about conceptual analysis, which I discuss in Chapter 4 (though not as

responses to the zombie thought experiment per se).  Or, one might argue that conceptual

analysis, and in particular, thought experiments, play a role in doing philosophy, but

sometimes we get the wrong result because of some problem with our performance of

them.  

As I have indicated on the map (Figure 4), there are three scenario intuitions one

may have in response to the canonical question asked in the zombie thought experiment:

(a) No, it could fail to be conscious, (b) Yes, it must be conscious, and (c) We are not in a

position to say.  Each of these responses seems to be a proper scenario intuition, that is,

an intuition that a suitable candidate for participation in a thought experiment may have. 

In the rest of this chapter, I will first spell out some implications of these scenario

intuitions and then go into greater detail about them.

Most participants will likely respond to the canonical question in the zombie

thought experiment by answering that the being could fail to be conscious.  That is, we

can conceive of a being that is functionally identical to us, etc., which fails to have
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I should point out that one could have the intuition that the being cannot be11

conscious, though I do not think anyone does, since they would then have to think they
themselves are not conscious.  The anti-physicalist only needs the intuition that the being
could fail to be conscious for the thought experiment to be used as evidence against
physicalism.

There are many anti-physicalist views, but to talk about each of them12

individually would be a dissertation by itself.  To read about some anti-physicalist views,
see Chalmers 1996.

conscious experience.   It is fairly straightforward to see how answering "No, the being11

could fail to be conscious" to the canonical question can allow us to infer that

physicalism is false.   If, given the target scenario, it looks as if the being need not be12

conscious, then one can conclude that zombies are conceivable.  If zombies are

conceivable, then, one may argue, zombies are possible.  If zombies are possible, then

physicalism is false.  For if there is a complete physical description that leaves

phenomenal experience out, then a complete physical duplicate of our world may not be

a duplicate simpliciter.  It is less straightforward to see how answering in this way can

still allow us to defend physicalism.  The physicalist must take seriously the intuition that

the being described in the target scenario need not be conscious despite being physically

identical to us, since one may easily use it to argue against physicalism.   In fact,

explaining the apparently negative result of the zombie thought experiment is one of the

main obstacles that physicalists must overcome.

There are a number of ways that one can explain what has gone wrong with the

zombie thought experiment.  Some philosophers argue that generally there are problems

with doing thought experiments by arguing against the notion of conceptual truth or the

analytic-synthetic distinction, or by arguing that once we see the distinction between

conceptual and metaphysical possibility, we will see that thought experiments just are not

http://endnote+.cit
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See, for example, 13 Smart 1959.

Of course the inconceivability of zombies alone does not get us physicalism, but14

it does avoid one major objection to physicalism.

relevant to metaphysical issues.  Others argue that the zombie thought experiment must

be treated differently than others for various reasons or that there are few or no

interesting a priori truths that we can uncover by doing thought experiments.  Still others

argue that there is a problem with the zombie thought experiment because we do not

successfully perform it.      

The second and third possible responses to the canonical question, "Yes, the

being must be conscious" and "I am not in a position to say," do not lead us in as many

directions as the "no" response.  One who has the scenario intuition that the being must

be conscious will likely conclude that zombies, therefore, are inconceivable, and, thus,

impossible.  If this is the correct intuition, then the physical way the world is entails the

phenomenal way the world is, and physicalism is true.  Even better, we get to the truth of

physicalism a priori.   However, this intuition is contrary to most individuals' scenario13

intuitions about the zombie thought experiment.  So, one who has this intuition should

defend it in some way.   14

One who has the scenario intuition that she is not in a position to answer the

canonical question may think that given what she knows, she is not sure whether the

description is consistent with what the canonical question is asking.  That is, she may

argue that for all we know, we just are not able to give an answer to the canonical

question.  Depending on how one reads the third response, it may seem to collapse into a

variation of the "no" answer, since if one answers, "I am not in a position to say," she can

easily add, "so, I guess it's possible that the being not be conscious" (that is, given that
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It is as a result of this debate, I think, that philosophers have even questioned the15

principle that conceivability entails possibility.

we do not know what to say, it does not look as if the being must be conscious). 

However, as I stated, it looks as if "I am not in a position to say" can stand alone as an

answer to the canonical question if we think about it as being a response about what is

epistemically possible.

Problems with Conceptual Analysis

There are a number of implications of the "no" answer to the canonical question

in addition to the standard anti-physicalist one.  A physicalist will likely argue that

although zombies are conceivable, they are not possible.  Since anti-physicalism is true if

zombies are possible, we might argue that they are not possible, and physicalism is true. 

I find this kind of answer the most interesting, since issues about the role of conceptual

analysis arise here.  Doing thought experiments is how we do conceptual analysis and

answer metaphysical questions.  Historically, we have taken the results of thought

experiments, which help us determine what is conceivable, as evidence for what is

possible, and, thus, as evidence for or against philosophical theories.  That is, if we

determine that something is conceivable after doing a thought experiment, we thereby

conclude that it is possible.   If zombies are conceivable, but not possible, then one15

needs to explain why.  In doing so, one has to say something about conceptual

analysis—either we have been mistaken about the conclusions we have drawn from

thought experiments, and, so, their results should be set aside, or they provide evidence

of some sort that is relevant to metaphysical issues, but more needs to be said.

There are at least two reasons why one might deny that the conceivability of

zombies does not entail the possibility of them: (a) in general, the results of thought



182

If we want to use possible worlds talk, one who holds this kind of view thinks16

that the set of metaphysically possible worlds is a subset of conceptually possible worlds.

experiments are not relevant to metaphysical issues, and (b) the results of thought

experiments are relevant to metaphysical issues, but we get the wrong result in the

zombie thought experiment.  In this section, I will discuss positions that come about as a

result of thinking (a).  In the next section, I will discuss positions that come about as a

result of thinking (b).    

If we have been mistaken about the conclusions we have drawn from thought

experiments, and, consequently, the results of thought experiments are not relevant to

metaphysical issues, then there are serious problems with the way we have been doing

philosophy.  There are at least four kinds of positions that enable philosophers to argue

this way.  I will discuss each briefly in turn.  First, someone might argue that there are

two kinds of possibility, conceptual possibility and metaphysical possibility.  For those

who hold this kind of view about possibility, something's being conceptually possible is

not sufficient for its being metaphysically possible.   When participating in a thought16

experiment, they interpret the canonical question as one about conceptual possibility. 

The kind of possibility that we are interested in in the zombie thought experiment,

however, is metaphysical possibility.  So, the results of the zombie thought experiment

need to be set aside unless we argue that because zombies are conceptually possible, they

are metaphysically possible.  

Second, one might argue that although thought experiments can illuminate

conceptual truths, there are no conceptual truths. Rather, every truth is synthetic.  Some

philosophers have understood Quine (1980) as arguing this way.  I refer to these

individuals as quasi-Quineans, since I think Quine argues instead that the distinction
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between the analytic and synthetic is illusory.  So, another way one might explain why

the results of thought experiments are not relevant to metaphysical issues is by taking a

Quinean line of argument: any sense we try to make of the status of those truths, or the

appearance of a distinction between them, is grounded in some confusion.  Along other

quasi-Quinean lines, someone might argue that the purpose of thought experiments is to

acquire knowledge of conceptual truths, but the trouble is that conceptual truths are all a

posteriori, so thought experiments cannot yield information about them.  One who holds

this position might argue that all there is to meaning is reference, so the only way to

determine truth in virtue of "meaning" is to investigate empirically what refers to what. 

This individual might argue that the distinction between the analytic and synthetic can

survive, but conceptual truths are a posteriori; however, it is a bit unclear what the real

distinction would be.

Problems with the Zombie Thought Experiment and/or the Concept of
Consciousness

If the results of thought experiments provide evidence of some sort that is

relevant to metaphysical issues, but the zombie thought experiment does not provide that

evidence, then we must be clear about the conditions under which the results of thought

experiments are not relevant to metaphysical issues.  That is, the physicalist who

(a) answers "no" to the canonical question, but (b) does not think that zombies are

possible, yet (c) thinks that in general the results of thought experiments are relevant to

metaphysical issues, needs to give an account of the conditions under which the results

are relevant.  Although it turns out that most of the time when we properly perform a

thought experiment we get the right result, sometimes we do not.  So, the results of

thought experiments are relevant to metaphysical issues if and only if the results are
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arrived at via a successful performance of the thought experiment.  One might argue that

the zombie thought experiment is one that must meet a further condition for it to be

successful.  Either the thought experiment cannot be successfully performed because

there is something exceptional about it, and the results it yields are not trustworthy, or the

participant in the thought experiment must have further empirical information about the

actual world in order to get reliable results because the concept of consciousness

functions like a natural kind concept, or something else.  In the following section, I will

discuss the option according to which the zombie thought experiment cannot be

successfully performed because there is something or other exceptional about it.

Exceptionalist Analyses

Some physicalists think that the reason why we get anti-physicalist results from

the zombie thought experiment is that the concept of consciousness (and other

phenomenal concepts) is exceptional (i.e., it is different from other concepts).  Since

consciousness has certain unique features, they argue, thought experiments involving the

concept are likely to mislead us.  There are a number of ways philosophers have argued

that consciousness is exceptional: (a) phenomenal concepts have a special nature, (b) we

are cognitively closed to the relevant facts or concepts in this case, or (c) the mechanism

of conceiving in this kind of case is unreliable.  Since the concept of consciousness is

special in some way, some philosophers argue, we cannot trust the results we get from

imagining the zombie thought experiment and others involving the concept of

consciousness.  They argue that although other thought experiments dealing with other

concepts are unproblematic, the zombie thought experiment must be treated differently

(i.e., we should not use the results we get from as evidence for or against a philosophical

theory).
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Loar (1990) argues that what is unique about phenomenal concepts is that they

are recognitional concepts, and there is no property distinct from the phenomenal

property itself "connoted" as a contingent mode of presentation.  Consequently, they

directly pick out the physical properties to which they refer.  That is, there is no

distinction between the physical property the phenomenal concept refers to and how it is

presented to the subject in experience.  Recognitional concepts "have the form 'x is one

of that kind'; they are type-demonstratives" (Loar 1990, 600).  In other words,

recognitional concepts are concepts for which there are no associated descriptions at all;

they are just modes of presentation.  

These type demonstratives are grounded in dispositions to classify, by way of
perceptual discriminations, certain objects, events, situations.  Suppose you go
into the California desert and spot a succulent never seen before.  You become
adept at recognizing instances, and gain a recognitional command of their kind,
without a name for it; you are disposed to identify positive and negative instances
and thereby pick out a kind.  These dispositions are typically linked with
capacities to form images, whose conceptual role seems to be to focus thoughts
about an identifiable kind in the absence of currently perceived instances. (Loar
1990, 600)

Consequently, there is no a priori component to the meaning of the terms that express

recognitional concepts.  For example, the concept of pain directly picks out the

phenomenal experience of being in pain, so there is nothing we can say a priori about

pain.  We become adept at recognizing when we are in pain, but there is nothing we can

say a priori about being in pain.  Since there is no a priori component to the meanings of

terms that express phenomenal concepts, doing thought experiments on them is fruitless.  

McGinn (1998) argues that the results of the zombie thought experiment should

not be used as evidence for or against physicalism because we are cognitively closed to

the relevant facts or concepts in this case: 
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we are cut off by our very cognitive constitution from achieving a conception of
that natural property of the brain (or of consciousness) that accounts for the
psychophysical link.  This is a kind of causal nexus that we are precluded from
ever understanding, given the way we have to form our concepts and develop our
theories.  (McGinn 1998, 529)

McGinn explains what he means by being "cut off" from understanding consciousness by

invoking the notion of cognitive closure:

A type of mind M is cognitively closed with respect to a property P (or theory T)
if and only if the concept-forming procedures at M's disposal cannot extend to a
grasp of P (or an understanding of T).  (McGinn 1998, 529)

As a result of being cognitively closed to the property of consciousness, he argues, we

cannot understand how consciousness is related to the physical.  According to McGinn,

there are three possible ways that the mind and body are related: (a) there is some brute

fact about how consciousness comes about, (b) there is some miraculous occurrence that

happens when there is consciousness, or (c) there is some natural account of

consciousness.  He claims that the first two are implausible and concludes that there must

be some natural account of consciousness by the process of elimination.  

The structure of McGinn's argument for the claim that we are cognitively closed

with respect to the property of consciousness is as follows:

(1) We can understand P either by introspection or by studying the brain.
(2) Introspection does not reveal P.
(3) Studying the brain does not reveal P.
(4) Therefore, we could never arrive at a grasp of P.

It is not important for my purposes to go into the details of how he justifies (3) and (4). 

So, for McGinn (1984), there is no mind-body problem per se.  Consciousness is

physical, but there is no way for us to know how it is.

http://endnote+.cit
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They use the expression 'recognitional concept', but it is not clear that they use it17

in the same way Loar (1990) does.

Hill and McLaughlin (1999) argue both that phenomenal concepts are

recognitional concepts  and that there are two forms of imagination that we may use17

when participating in a thought experiment, perceptual imagination or sympathetic

imagination (or both).  They borrow the distinction from Nagel (1974):

We may imagine something by representing it to ourselves either perceptually
[or] sympathetically. . .To imagine something perceptually, we put ourselves in a
conscious state resembling the state we would be in if we perceived it.  To
imagine something sympathetically, we put ourselves in a conscious state
resembling the thing itself.  (This method can be used to imagine mental events
and states—our own or another's.)  When we try to imagine a mental state
occurring without its associated brain state, we first sympathetically imagine the
occurrence of the mental state: that is, we put ourselves in a state that resembles it
mentally.  At the same time, we attempt to perceptually imagine the non-
occurrence of the physical state.  Where the imagination of physical features is
perceptual and the imagination of mental features is sympathetic, it appears that
we can imagine any experience occurring without its associated brain state, and
vice versa.  The relation between them will appear contingent even if it is
necessary, because of the independence of the disparate types of imagination. 
(Nagel 1974, 527 n. 11)

When participating in the zombie thought experiment, we are supposed to conceive of a

being that is in the same brain states we are in, but which is not conscious.  This requires

exercising both perceptual imagination and sympathetic imagination.  Even if we assume

that the two kinds of imagination are reliable when we exercise them independently, they

may not be when we exercise them together:

Conceiving of a situation in which one is in a sensory state without being in its
nomologically correlated brain state will involve the joint exercise of a sensory
and a physical concept. . . . Sensory states are self-presenting states: we
experience them, but we do not have sensory experiences of them.  We
experience them simply in virtue of being in them.  Sensory concepts are
recognitional concepts: deploying such concepts, we can introspectively
recognize when we are in sensory states simply by focusing our attention directly
on them.  Matters are of course quite different in the case of perceptual and
theoretical concepts.  An agent's access to the phenomena that he or she perceives
is always indirect: it always occurs via an experience of the perceived phenomena

http://endnote+.cit
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that is not identical with the perceived phenomenal, but rather caused by it.  The
acts of conceivability that are responsible for Cartesian intuitions involve the joint
exercise of sensory and physical concepts.  Modal intuitions resulting from the
joint exercise of physical concepts alone or sensory concepts alone could be
reliable, while Cartesian intuitions are systematically misleading.  Given the way
in which the fundamental epistemic constraints on the use of sensory concepts
differ from those on the use of physical concepts, there is no a priori reason to
trust such intuitions.  Given these differences between sensory concepts and
physical concepts, a sensory state and its nomologically correlated brain state
would seem contingently related, even if there were necessarily one. (Hill and
McLaughlin 1999, 448-449)

Because we are exercising two different kinds of imagination in the zombie thought

experiment, it may seem as if zombies are possible when, in fact, they are not.  Hill and

McLaughlin (1999) would say that the reason we tend to have Cartesian (that is, dualist)

intuitions when we imagine the zombie target scenario is that we are using both of these

kinds of imagination at the same time, but we have no reason to trust them together.  So,

we should not rely on our intuitions in the zombie thought experiment because two kinds

of imagination are at play when we imagine the target scenario and answer the canonical

question.  The zombie thought experiment, as are others involving phenomenal concepts,

is exceptional.

Ascriptive and Non-Ascriptive Approaches

There are some philosophers who think that consciousness is a natural kind

concept, and that that serves as part of the reason why we are in error about the zombie

thought experiment.  However, there are at least three ways that one may argue that

issues about a posteriori necessity are relevant here.  One may argue, as I do, that

consciousness is a natural kind concept and the standard account of a posteriori necessity

that I discussed earlier is correct.  I will discuss this analysis of the zombie thought

experiment below.  Alternatively, one may argue that phenomenal concepts function like

natural kind concepts, but that the standard account of a posteriori necessity is incorrect,

http://endnote+.cit
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I borrow the terms 'ascriptive' and 'non-ascriptive from 18 Levine 2001.

yet there still is a problem with the zombie thought experiment.  There are two reasons

why one may argue that as a result the zombie thought experiment is unreliable:

(a) thought experiments can help us find a priori conceptual truths, but there are very few

of them, too few to make the standard explanation plausible, or (b) thought experiments

can only help us find a priori conceptual truths, but there are none to be found, which

makes the standard explanation implausible.  I call (a) and (b) the ascriptive and

nonascriptive approaches, respectively.18

One may think that consciousness is a natural kind concept, without thinking that

adding further empirical information about the actual world will get the participant to

reinterpret what she is conceiving.  In fact, adding stipulated background information to a

thought experiment is not relevant (though it could be—background information in fact

just never is relevant because there is never enough conceptual knowledge to make it

relevant) to an ascriptivist because thought experiments are not relevant to determining

whether a concept applies, fails to apply, or it is indeterminate whether it applies.  The

ascriptivist argues that we think we have a priori knowledge of facts about how the

referents of concepts are determined.  However, although there are a priori truths

couched in terms of our concepts, there are not many of them, and, with respect to natural

kind concepts, the truths are not rich enough to give us answers to thought experiments

involving them.  With respect to the zombie thought experiment, the interesting

conceptual truths about consciousness are not rich enough to link them to physical

concepts.  So, the zombie thought experiment seems to show that physicalism is false. 

But, the ascriptivist argues, we should be wary of this result.

http://endnote+.cit
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The non-ascriptivist, like the ascriptivist, does not think that adding empirical

information will help us successfully perform the zombie thought experiment.  Unlike the

ascriptivist, however, the non-ascriptivist never thinks that such background information

is at all, in principle, even possibly relevant (there is no conceptual knowledge of the

relevant sort to exploit that background information).  Everything we know about our

concepts is a posteriori.  As a result, then, the zombie thought experiment does not show

us that physicalism is false.  To show that physicalism is false we would need empirical

evidence.

The purpose of the last few sections was to lay out some responses that

physicalists have given to the zombie thought experiment, none of which I find

satisfying.  Each of them take for granted the anti-physicalist results of the zombie

thought experiment or invoke some kind of skepticism about conceptual analysis.  In the

next section, I provide physicalists with a response to the zombie thought experiment that

explains why we may have anti-physicalist intuitions about it that makes use of the

apparatus I have introduced earlier in this dissertation.

Neglected Physicalist Response to the Zombie Thought Experiment

In this section, I apply the apparatus I have developed earlier to the zombie

thought experiment.  In contrast to other approaches to explaining the apparent anti-

physicalist results of the zombie thought experiment, I argue that the zombie thought

experiment can be criticized using the resources I have developed.  In particular, I argue

that one appealing way for the physicalist to attack the usual result of the experiment is

by arguing that the participant is insufficiently sensitive to the ways in which background

information about the actual world can in fact be relevant to the answer to the canonical
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I introduce this kind of problem in my discussion of Putnam's Twin Earth19

thought experiment, and I will discuss it briefly again here.

Contrary to popular opinion I suggest in this dissertation that consciousness be20

treated as a natural kind concept.  This, of course, is controversial.  Although I cite some
important similarities between the concept of water and the concept of consciousness, I
do not offer an argument that shows that the concept of consciousness is a natural kind
concept.

question, and, as a result, the thought experiment is unsuccessfully performed.   Such19

insensitivity is due to a failure to have been presented with a variety of thought

experiments involving the same concept, where those experiments differ precisely on

what they presume about that background information.  I offer this to the physicalist as a

way of rejecting the usual result without having to become more generally skeptical

about thought experiments.

The application of the analysis per se of the zombie thought experiment just

shows what are the possible sources of error in the thought experiment.  But by

examination of a parallel case about which there is broad agreement, a variation of

Putnam's Twin Earth thought experiment, I will show that there is one particular kind of

failure to which thought experiments of just the zombie sort are prone.   Admittedly, this20

falls shy of showing that performances of the zombie thought experiment do typically fail

in this way.  But that is not a problem for me here, since the more modest aim of the

current section will be accomplished, namely, the aim of showing that the analysis has

revealed a serious avenue of physicalist response to Chalmers's zombie thought

experiment (Chalmers 1996).   

As I stated above, some philosophers think that the reason we get anti-physicalist

results from the zombie thought experiment is that the concept of consciousness, or

phenomenal concepts in general, function like natural kind concepts.  If phenomenal
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I should point out here that although the standard account of a posteriori21

necessity is controversial, there are both physicalists and anti-physicalists who accept it. 

concepts function like natural kind terms, as I think we have reason to believe, then the

way the actual world is at least partly determines what falls under them.  Consequently,

the results of the zombie thought experiment as usually performed are unreliable.  Doing

solely a priori analysis of phenomenal concepts misses out on an important feature of

them.  One may argue, as I do, that the standard explanation of a posteriori necessity I

discuss in Chapter 2 is correct,  and that the reason why we are misled in the zombie21

thought experiment is that when we are imagining our twin zombie, we do not have the

relevant empirical information that may be required to give an adequate answer to the

canonical question.

Those who think that the standard explanation of a posteriori necessity is correct

may argue that the reason why the zombie thought experiment goes wrong is that the

participant does not have the relevant empirical information that would enable her to

conceive of the right thing when she imagines the target scenario.  As a result, it looks as

if zombies are conceivable.  However, if the participant had the empirical information

that the property that plays the pain role, for example, is the property of being in a certain

neurological state, then she would reconceive the zombie scenario and change her answer

to the canonical question to "Yes, the being must be conscious." 

The physicalist who does not want to reject the zombie thought experiment

outright has to argue that something runs interference in our performance of it.  Those

who favor the standard account will argue that what runs interference is our lack of

empirical knowledge—in a sense, we just do not know what physical property the

concept of being in pain (or in any other phenomenal state) picks out.  I will draw an
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analogy between the zombie thought experiment and a variation of Putnam's Twin Earth

thought experiment, which I discussed in Chapter 3. 

Parallel Cases and Parallel Errors

Everyone will agree that improperly performed thought experiments cannot be

trusted, but once we have a properly performed thought experiment, they are much more

likely to be convincing, and our intuitions are likely to provide us with good evidence for

or against a particular theory.  Earlier, I explained the kinds of mistakes we may make in

performing thought experiments, and very special kind of mistake we may make in

performing a variation of Putnam's Twin Earth thought experiment.  I argue in this

section that when we perform the zombie thought experiment, we make the same kind of

mistake.  

If the kind of error I argue we may be making in performing the zombie thought

experiment can be avoided, then the mere fact that they can be made does not give us

reason to cease using thought experiments altogether.  If these errors cannot be avoided,

then we should be aware of them and avoid using those thought experiments as a way of

reaching metaphysical conclusions.  If we make the errors every time we try to do a

thought experiment, then we have reason to think that we should not use them.  I argue

that the kind of error we make in the zombie thought experiment is one that is at least

potentially avoidable, and that even if it is not, it is not one that is symptomatic of all

thought experiments.  So, one implication of my analysis of the zombie thought

experiment is that skepticism about the utility of thought experiments can be combated. 

As I say in Chapter 3, the mistake I think we may be making in both a variation of

Putnam's Twin Earth thought experiment and the zombie thought experiment is a much

more subtle one than the others I discussed.  The error is one that allows the zombie
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See 22 Putnam 1975; Kripke 1980.

thought experiment to be properly performed, but not successfully performed because the

participant fails to be sensitive to the relevance of background information to the

application of the relevant concept.  One may wonder how such errors are at all possible,

given that proper performance requires that the participant fully possesses the relevant

concept.  Let me elaborate on just what full concept possession entails, and then we will

see how the knowledge granted by such concept possession still allows errors by taking a

close look at a version of Putnam's Twin Earth thought experiment.

I explain full concept possession in terms of specific abilities I think a participant

in a thought experiment should have.  I proposed and motivated the following conditions

in Chapter 3 in the section entitled, "Suitable Candidates and Concept Possession":

A fully possesses concept C iff (a) A is able to recognize a priori as true
sufficiently simple conceptually true propositions involving C and other concepts
which A fully possesses; and (b) A can say accurately (and with justification)
about any relevantly completely described target scenario whether C applies, fails
to apply, or it is objectively indeterminate or epistemically indeterminate whether
C applies.

As I explained in Chapter 3, epistemic indeterminacy is an issue in those cases

where generally the application conditions of the concepts (in hypothetical cases) are

determined in part by the way the actual world is.  Natural kind concepts are sensitive in

this way, as Kripke and Putnam argue in their respective seminal work on the issue.  22

2 2For example, since in the actual world water is H O, something that is not H O in a

hypothetical case is not water.  

A failure to be sensitive to background information and the possibility of

epistemic indeterminacy in thought experiments involving natural kind concepts can lead

to intuitions that we should not use in drawing metaphysical conclusions.  This lack of

http://endnote+.cit
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sensitivity, as I suggest in my discussion of a variation of the Twin Earth thought

experiment and in the rest of this chapter, does not prevent one from possessing a

concept; it just makes us fallible in saying whether a concept applies, fails to apply, or it

is indeterminate that it does.  I should point out that I think the results of thought

experiments tend to be reliable because possessing a concept requires that one have the

skill to arrive at the kind of knowledge that thought experiments are supposed to yield. 

If we do not appreciate the importance of not having the relevant background

information in thought experiments involving natural kind concepts, then our intuitions

may not provide good evidence for metaphysical conclusions.  In the case of the zombie

thought experiment as it is usually performed, I argue that we should not draw an anti-

physicalist conclusions.  In what follows, I will explain how someone who possesses the

concept of water can nevertheless fail to see the relevance of background information in

answering the canonical question.  Then I will explain how the same thing is going on in

the zombie thought experiment.

Variation of Twin Earth

The following is the variation of the Twin Earth thought experiment I introduced

earlier, which, I argue, is analogous to the zombie thought experiment.  Call this TE1:

Suppose that somewhere in the galaxy, there is a planet we will call 'Twin Earth'. 
Twin Earth is very similar to Earth: people on Twin Earth speak a language that
sounds exactly like English, and for each person on Earth there is a perfect
physical duplicate of him or her on Twin Earth.  What Earthlings call 'water' on
Earth and what Twin Earthlings call 'water' on Twin Earth share the same
superficial qualities: what Twin Earthlings call 'water' on Twin Earth looks and
tastes just as what Earthlings call 'water' on Earth, what Twin Earthlings call
'water' on Twin Earth quenches thirst just as what Earthlings call 'water' on Earth
does, what Twin Earthlings call 'water' on Twin Earth fills lakes and oceans just
as what Earthlings call 'water' on Earth does, 'water' is what Twin Earthlings say
comes out of the sky when it is raining, and so on. 
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Canonical question: Is there water on Twin Earth?

As I explained in Chapter 3, the answer that one gives to the canonical question

may depend at least in part on what further information one has about the actual world

(that is, the context one is in), and, perhaps, information about Twin Earth.  To make the

argument I want to make with respect to the zombie thought experiment, we must

remember a few things about the analysis of TE1 I gave earlier.  I argue that the proper

response to the canonical question is "I don't know," or "It is epistemically

indeterminate."  It is only after we provide the participant with further background

information, namely, that what the watery stuff picks out on Earth and on Twin Earth is

2H O and XYZ, respectively, that we can eliminate epistemic indeterminacy and answer

the canonical question adequately.  As I have previously argued, once given this

information, a candidate should say that there is no water on Twin Earth.

I also talked earlier about conditional knowledge that we may have about a

concept, which is conceptual knowledge, that one may have in order to possess a natural

kind concept.  For example, assuming we did not know the ultimate composition of

2 2water, we might know that if in the actual world, water is H O, then water refers to H O. 

Even if we believe we know the features of the actual world, as we do with respect to

water, that determine which property is picked out by a concept, we still have the

conditional knowledge as we know what to say if we are in error about those features.

Of course, in the case of consciousness, we do not know its ultimate composition

if it is a natural kind concept.  So, the only kind of knowledge we have about its

composition is conditional knowledge, which may be implicit.  We do not know what is

true about the actual world in the case of consciousness, and the conditional knowledge

we (may) have about it is likely implicit.  Consequently, a perfectly suitable candidate
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Asking participants to imagine the zombie target scenario with different23

background information may also help us bring to light any background assumptions she
may have about consciousness.

may fail to recognize the relevance of it to the zombie thought experiment.  It is up to the

experimenter to provide the participant with stipulated background information.  Without

the stipulated background information, I argue that a participant should just not know

what to say about the zombie thought experiment.  I illustrate this by presenting the

zombie thought experiment with different background information.  It seems that when

we vary the background information, the participant gives varying answers to the

canonical question.   In the next section, I will discuss the zombie thought experiment.23

Zombie Thought Experiment

Now that we have revisited my evaluation of TE1, we should examine the zombie

thought experiment and see what has gone wrong.  Since we do not know what property

the concept of consciousness picks out, we are in the same epistemic position as those on

Earth in 1750, before the discovery of the atomic theory, with respect to the concept of

water.  It also seems that in 1750, unless we were given several experiments varying both

background information on what is actually the case and the character of the watery stuff

in the scenario, that person may fail to see that background information is relevant at all,

and, hence, she can fail to see the concept of water as a natural kind concept.  This may

very well be what is going on in the zombie thought experiment.

The following is the setup of the zombie thought experiment I presented earlier in

this chapter.  Call it TE2:

Suppose that there is a being that is identical to me in all of its relational and non-
relational physical properties.  The being exhibits all of the same behaviors that I
exhibit, is functionally identical to me, and is in the same physical environment
that I am in—its stomach growls at mealtime, it is dressed in clothes that match, it
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reacts in the same way that I react to the same stimuli insofar as any non-
intentional, non-psychological description of it goes (e.g., it seems to report on its
internal states, etc.).

Canonical question: Must the being be conscious?

If TE2 as performed now is analogous to TE1 as performed in 1750, then the

answer one gives to the canonical question should depend on what further information

one has about the actual world.  If consciousness is a context-dependent concept, then the

right answer might be that it is epistemically indeterminate whether the being is

conscious.  Of course most participants do not react that way.  Most suitable participants

answer, "No, the being could fail to be conscious."  That is, it seems that we can conceive

of a being that is functionally identical to us, etc., which fails to have conscious

experience.  But why does it seem that we can conceive of this kind of being?  I suggest

for the same reason those participating in TE1 in 1750 will likely say that there is water

on Twin Earth: they have not been presented with thought experiments with varying

stipulated background information, so they are not sensitive to the relevance of such

background information.  Varying background information may help a participant realize

that she was making an assumption about the actual world, or it may cause her to

reconsider her answer to the canonical question.  I will spell this out in more detail

below.  Of course information about the actual world is not always relevant to what we

will say in response to the canonical question in a thought experiment, and, thus, to

successful performance of a thought experiment.  For natural kind concepts, however,

what the actual world is like is relevant to their application conditions.  

Many participants in the zombie thought experiment fail to recognize that it may

be epistemically indeterminate whether the zombie described in the target scenario is

conscious.  If it is epistemically indeterminate, then since we usually say that the zombie
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may not be conscious, we are unsuccessful in our performance of the zombie thought

experiment.  It is this possibility that I think is an insufficiently appreciated one in the

literature. 

Successful performance of a thought experiment requires not only the presence of

such background information, but a sensitivity to its relevance established by the

participant's having considered a suitably broad range of thought experiments varying on

2that parameter.  If a participant is told in TE1, for example, that water is H O (or

something else), then she will likely change her response to "I don't know," or, in other

words, it is epistemically indeterminate, because she does not know if the watery stuff on

2Twin Earth is also H O.  As I stated above, "I don't know" is the correct answer to the

canonical question.  Similarly, if we provide the participant in TE2 with stipulated

background information, she may change her answer to the canonical question,

depending what the stipulated background information is.  For example, suppose we vary

the background information given to the participant and ask her to imagine the target

scenario first with the stipulated background information that the thing in the actual

world that is the effect of tissue damage and like causes is a property, which is, in fact,

epiphenomenal; call this stipulated background information PES.  Then we ask her to

perform it with the stipulated background information that the thing in the actual world

that is the effect of tissue damage and like causes is a property, which is, in fact,

neurological; call this stipulated background information PNS.  When the participant is

given PES, she will likely answer, "No, the being could fail to be conscious."  When the

participant is given PNS, however, it seems that the participant will answer, "Yes, the

being must be conscious."  Since the participant is insufficiently sensitive to the possible

salience of background information, and she changes her answer to the canonical
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question depending on what stipulated background information she is given, it looks as if

it is possible that the answer to the canonical question that would serve as good evidence

for a philosophical position is, "I don't know," or, in other words, it is epistemically

indeterminate.  

We can explain why we do not successfully perform TE2 by pointing out that the

participant is not sensitive to the relevance of background information to answering the

canonical question: we are insufficiently sensitive to the relevance of background

information because we have not been exposed to a variety of zombie thought

experiments that differ in stipulated background information.  It seems that once a

participant is presented with different stipulated background information and recognizes

that she changes her answer relative to the background information, she may change her

answer to, "I don't know."  Even if the kind of conceptual knowledge that the participant

has is conditional, she may fail to recognize a background assumption she may have. 

Suppose, for example, the participant knows a priori the following conditionals to be

true:

(3) If the thing that in the actual world that is the effect of tissue damage and like
causes is a property, which is, in fact, epiphenomenal, then the concept of pain
does not refer to a physical property.

(4) If the thing that in the actual world that is the effect of tissue damage and like
causes is a property, which is, in fact, neurological, then the concept of pain refers
to a physical property.  

Suppose also that the participant tacitly assumes that the thing that actually plays

the pain role is a state that is, in fact, epiphenomenal.  This assumption may very well go

unnoticed by the participant.  If we do not provide the participant with zombie thought

experiments that contain different stipulated background information, she will answer the

canonical question in accordance with her background assumption, which may not be
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true.  As a result, the thought experiment will not be successfully performed.  Someone

who fully possesses the concept in question may easily make this kind of mistake: she

cannot say accurately about the zombie target scenario whether the being must be

conscious because she is not sensitive to relevant background information, and, even

worse, she may be relying on a false background assumption in answering the canonical

question.

We do not know whether pain is physical or not, and it seems that when we

present a participant with different stipulated background information, she will change

her answer to the canonical question.  Since it is a genuine possibility that participants in

TE2 are relying on a possibly false background assumption, we can call into question the

anti-physicalist result of it.  What I have tried to do in this chapter is show that the

answer may be that it is epistemically indeterminate whether the being described in the

target scenario must be conscious.  If the answer to TE2 is that it is epistemically

indeterminate whether the being described in the target scenario is conscious, then TE2

does not succeed in providing Chalmers (1996) with evidence for his anti-physicalist

argument.  It does not look as if issues about the truth of physicalism are resolved by the

result of the zombie thought experiment as usually performed.

Adding stipulated background information does not make the way we elicit

intuitions about the zombie thought experiment a posteriori.  That is, having some

relevant empirical information about the actual world when we do a thought experiment

does not mean we are not doing conceptual analysis.  There are cases in which we are

better able to answer canonical questions when we are given stipulated background

information.  Successful performance of thought experiments involving those concepts

requires empirical information, especially if we are trying to minimize epistemic
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indeterminateness as an answer to a canonical question.  The way we arrive at the answer

to the canonical question once we are given the relevant empirical information is a priori.

Another reason why we may have gotten things wrong in the zombie thought

experiment is that the science of the brain is "pre-atomic theory"-like.  That is to say, as

far as the relevant brain sciences go that might reveal the true nature of consciousness, it

may well be that we are in a stage that it is like the pre-atomic theory stage for water and

other chemical kinds.  If so, then we are not in a position even to think clearly about the

underlying physical states that we might wish to identify with conscious states.  We are

like people in 1750 who cannot entertain the Twin Earth scenarios because it requires

some rudimentary knowledge of chemical theory.  We might, then, not even be able to

conceive of the right kind of thought experiment.  This, it might be suggested, makes it

easier to overlook that we have stipulated the 'zombies' physical states in such a way that

we guarantee that whatever is relevant is retained. 

Closing Remarks

In this dissertation, I defend a view of conceptual analysis and thought

experiments that preserves the traditional practice of doing philosophy, but which

accommodates some of what the empirical sciences have taught us about the world that,

arguably, is relevant to philosophical theories.  The historical framework of theories of

concepts that I sketched in the first chapter of this dissertation illustrates the important

changes theories of concepts have undergone, in particular a change in focus from

figuring out what concepts are to figuring out what it is to possess a concept.  I then use

the notion of concept possession to develop a framework for how we might think about

doing thought experiments.  This is important since the practice of doing thought

experiments is one that is not usually the focus of philosophical discussion, but, which I
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argue, is important in dealing with issues about skepticism about the practice and in

making sure that the results of thought experiments can be used as evidence for or against

philosophical theories.  In light of my framework for thinking about thought experiments,

I address some historical challenges to doing conceptual analysis and thought

experiments.  Finally, I apply the framework I have developed to a controversial thought

experiment and explain how we may have been getting the wrong result, thus making

room for a position in the philosophy of mind that many have thought is ruled out by that

thought experiment.

Many philosophers have taken the zombie thought experiment to provide a

knock-down argument against physicalism.  This is not a problem for many physicalists,

since many physicalists are skeptical about using thought experiments as evidence for or

against philosophical theories.  However, the zombie thought experiment does present a

problem to physicalists who are not skeptical about thought experiments.  My

explanation of what may be going on in the zombie thought experiment makes room for

the physicalist who favors the use of thought experiments.  It looks as if we may be able

to support both physicalism and the traditional way of doing philosophy. 
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