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Teaching in any field can be successful only with the help of good illustrations. 

This is especially true in the medical field, where even an excellent professor can sound 

vague without good examples. As a result, the academic medical community started 

collecting together illustrative images of cases in a database. This database is known as 

the “Radiology Teaching File” or simply “RTF” and has proven to be a great asset to 

academic radiology departments.  

However, as the size of the database increases, maintaining the database and 

searching the database for cases with a particular characteristic become time-consuming 

and cumbersome. Hence, there is a need for a system that can provide an easy to use 

interface to maintain the database and also a retrieval system that can fetch the relevant 

cases. The focus of this thesis is to provide an easy-to-use search engine that can search 

the RTF efficiently. 

viii 



 

This search engine, called WebSE (Web-based Search Engine), was developed with 

usability, versatility, and scalability in mind. The user can search the database of cases 

using an easy-to-use general search, like Google (the web search engine), or the user can 

use a more complicated interface to run a more precise search. In the former, a relevancy 

ranking mechanism helps the user to see the most important cases first. As a result, this 

tool helps in making teaching and learning more effective. 
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CHAPTER 1 
INTRODUCTION 

The academic medical community has always felt the need for a database of cases 

for illustration. A description of any anomaly is never complete without a few practical 

case reviews. These case reviews are a must, not only for making the students better 

understand the pathologic condition at hand, but also for serving to expose the student to 

some real world cases before the student begins to actually diagnose real patients. 

A case usually includes a few X-rays, and/or other forms of medical images, of the 

affected part of the patient. There is no substitute for these images while teaching. The 

statement “A picture speaks a thousand words” is especially true here, since medical 

images are complex and the student’s attention needs to be driven to the right details. 

To make teaching effective and complete, every medical faculty member needs a 

database of cases illustrating each pathologic condition. This database of illustrative cases 

is called the “Radiology Teaching File,” referred to as RTF from this point on. The RTF 

can be used to store not only cases that are a perfect example of a condition but also cases 

that are exceptions to the general behavior. This makes the new generation of physicians 

aware of those exceptions and more prepared to handle them. 

Considering that physicians constantly add cases to the RTF and search it 

frequently for cases of a particular kind, it is imperative to have a system that can make 

this process easy and quick. This leads to better use of the physician’s time and also leads 

to overall effectiveness of teaching. 
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1.1 Problem Domain 

The RTF is an ever-growing database, with a wide variety of cases. Each case has 

its own set of images. For example, the RTF at the Department of Radiology, University 

of Florida, has around twenty thousand patient cases with each case having six images on 

average. In addition, new cases are added on a daily basis. This makes maintaining all the 

image files and the database of cases cumbersome.  

Additionally, the size of the RTF places a burden on the physicians when they 

attempt to locate a case with a particular characteristic. Traditionally, cases of interest 

were selected from a list of all available cases, which could be viewed sequentially or 

searched based on special codes assigned to the cases, like the ACR code.1 Obviously, 

this involves examining many unrelated cases before finding the right case. 

In such a scenario, the RTF seems to create more problems than it solves. The RTF 

can prove useful only if the physicians find it easy to add cases, maintain the database, 

and retrieve cases quickly [Dugas et al. 2001] and efficiently. The user-interface of the 

system should not require extensive computer knowledge, since its primary users are 

physicians. At the same time, the system should be quick, efficient, and require little or 

no maintenance.  

This thesis looks closely at the problem of “case retrieval,” while Ms. Aarathi 

Balakrishnan examines the user-interface and maintenance of the system in her thesis  

“Design and Analysis of User-Interface for RTF” [Balakrishnan 2002]. The “case 

retrieval” system is referred to as WebSE, standing for Web-based Search Engine, from 

this point on.  

 
1 Members of the American College of Radiology evolved the ACR codes to code images 
in a teaching film library.  
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The Microsoft Access versio of the RTF, currently used at the University of 

Florida, has a limited search capability. Though this system provides an easy-to-use 

interface, it is greatly inhibited by the limitations in the underlying software. WebSE 

aims to eliminate the shortcomings of this system by using a new design while at the 

same time providing a user-friendly interface. 

1.2 System Design 

WebSE was developed with the above requirements in mind. It is a database-

driven, web-based search engine. The two main components of the overall design are the 

Data Server and the Web Server. Figure 1.1 illustrates the overall system design. First, let 

us look at the two components, examining how they work together. 

The data server consists of two databases. The main database consists of all the 

patient cases and is called the RTF. In addition to this database, there is another database 

that is added to speed up query processing in the RTF. This is called the “pseudo-index” 

database, which contains meta-data about the data in RTF. The data server stores all the 

data using “SQL Server.” 

The web server accepts queries from the World Wide Web sent to it from client 

browsers. A set of scripts, written in VB Script, resides on this web server. These scripts 

are also called Active Server Pages or ASP. Clients send their requests through a browser 

to the web server. The scripts on the web server interact with the data server and respond 

to the client by sending the search results back to the client. 
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Figure 1-1 High Level Design 

Let us examine how the two components work together at run-time. Firstly, the 

user inputs his query on the browser interface on his computer. This query (which is 

usually a set of keywords) is sent over the World Wide Web to the web server. When the 

web server receives a request from a client, it initiates an instance of the search script and 

executes it. This script, which runs totally on the web server, first establishes a 

connection with the data server, running SQL Server, using an ODBC (Open Data Base 

Connectivity) connection. Then the script analyses the query sent by the user and 

generates a SQL query.  
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The script sends this generated SQL query to the database server through the 

ODBC connection. The instance of the SQL Server, running on the server, accepts this 

query from the script, executes the query, and returns the result through the ODBC 

connection to the ASP script. The ASP script formats the result into HTML (Hyper Text 

Markup Language), which is sent over the World Wide Web back to the client browser 

initiating the request. The browser on the client’s machine renders the HTML source 

code and presents it to the user in the proper format. 

1.3 Design Advantages 

There are a number of design advantages to this architecture. First, the user-

interface offers a whole array of options to the user for searching. The user can enter a 

few keywords like in Google or can use an advanced search to search by image modality, 

age, or any other possible field in the database. The user is also provided with a special 

code search through which the user can build an ACR code [ACR 94] and search the RTF 

using that code. This ensures versatility of the search engine. 

Second, the user-interface is designed by modeling the existing system. This eases 

the transition for the physicians from the old system to WebSE. For the additional 

components in this design, like the keyword search page, the user-interface is modeled 

after existing popular interfaces, like the interface presented by the Google search engine. 

This ensures user-friendliness of WebSE. 

Third, when the user is presented with the results, the results are sorted in order of 

decreasing relevance. In this way, the user receives the most relevant case on top of the 

list. This can be a big time-saver for the user when the database is really large or when 

the retrieved result set has many cases. 
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This system is also scalable. The use of pseudo-indexing greatly reduces the 

processing time involved in searching the database. In addition to making the search 

quicker, it also makes the search less dependent on the size of the database. This ensures 

that system performance does not degrade as the size of RTF increases. 

Finally, since this WebSE is a web-based system, to take advantage of the RTF, 

users only need to have a browser installed on their client systems. Also, the client can 

run the browser on any platform.  

1.4 Document Structure 

The following chapters look at the design and performance of WebSE and its 

interface. Chapter 2 discusses the existing teaching file system at the University of 

Florida and the technologies needed to develop WebSE. Chapter 3 looks at WebSE from 

the user-perspective, examining the user-interface. Chapter 4 provides an in-depth view 

of the architecture of WebSE. Chapter 5 presents conclusions and proposes future 

extensions. 

 

 

 

 

 

 



 

CHAPTER 2 
BACKGROUND AND TECHNOLOGY OVERVIEW 

The existing implementation of the RTF system in the Department of Radiology at 

University of Florida has a reasonably good user-interface. Unfortunately, the underlying 

technology used, inhibits its capabilities to a great extent. This chapter looks at the design 

of this system and examines its pros and cons. Then, it examines the software tools used 

for implementing WebSE. 

2.1 Existing RTF System 

The existing implementation of the teaching file uses a Microsoft Access database. 

The user-interface was also implemented in Microsoft Access, with the help of Microsoft 

Access “forms.” The user-interface was basic and simple with most of the functionalities 

provided. Since many people wanted access to this well-designed teaching file it was 

expanded to include sharing. Before looking at the architecture of this design, we need to 

understand “linking” as defined in Microsoft Access Help. 

In an Access database, “linking data enables you to read and in most cases, update 

data in the external data source without importing. The external data source's format is 

not altered so that you can continue to use the file with the program that originally 

created it, but you can add, delete, or edit its data by using Microsoft Access as well. You 

can also link tables from other Microsoft Access databases. For example, you might want 

to use a table from another Microsoft Access database that is shared on a network” 

[Microsoft 2000b]. This is particularly useful if you want to store all of your tables in one 

7 
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database on a network server, while keeping forms, reports, and other objects in a 

separate database that is copied among users of the shared database.  

This concept of linking was used here. The actual data was stored in a separate 

database. This database had only the tables of the teaching file. The forms and other user-

interface related material was placed in another database, which is referenced as the UI 

database from this point on. This UI database linked to the main database to access the 

data. Now, the data was present in one central location, and the UI was distributed among 

all the clients.  

 

Figure 2-1 Existing RTF Architecture 

The following are some of the distinct advantages of this architecture. 

• The UI access database is one small file, which can be distributed among the users 
of the teaching file easily. 

• Since the data is in one central location, the problem of duplication is eliminated. In 
other words, everyone works on the same data, even though they are accessing it 
from different systems. 
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• Any change made to the data by any user (additions, deletions, or updates), will be 
seen by all the other users immediately.  

This proved to be an excellent, initial implementation of the teaching file. 

However, this design is not free from drawbacks, the following are some of its 

disadvantages. 

• The most significant of these is that Microsoft Access does not support a large 
number of simultaneous users, thereby limiting the number of people that can 
access the database at one time.  

• Every person who wants to access the teaching file must have Microsoft Access 
installed on their system, which also means that the user must be running Windows.  

• Updating the user-interface is very cumbersome, because it involves updating all 
the copies of the client database. This may even be impossible in some cases. 

• Another drawback is that, Microsoft Access is intended for small databases only. 
Beyond a certain size, its performance significantly degrades. With the size of the 
teaching file growing all the time, this would become a problem eventually. 

With more users wanting to access the teaching file, a system that could support 

more concurrent users and a system that could be platform independent needed to be 

developed. Also, the system needed to be scalable and to retain the user-friendly features 

of the current system. 

2.2 Technologies Used 

This section describes the various technologies used in WebSE. In WebSE, the 

main data resides on Microsoft SQL Server, also known as “Sequel Server” [Microsoft 

2000c]. The following are some of the reasons why SQL Server was chosen for WebSE. 

• It is an industrial strength database management system, which can handle far 
bigger databases than Microsoft Access. 

• It provides a more robust access to multiple users at the same time. 

• It supports stored procedures and triggers, which make database maintenance 
easier. 
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• It also has support for handling permissions and security. One can set permissions 
for an individual column or for the whole database. This is especially important 
because, some tables have confidential patient information, which need to be kept 
private. 

RTF stores the data in a relational format. SQL Server supports Relational 

Databases.  

2.2.1 Relational Databases 

Although there are different ways to organize data in a database, relational 

databases are one of the most effective. Relational database systems are an application of 

mathematical set theory to the problem of effectively organizing data. In a relational 

database, data is collected into tables (called relations in relational theory) [Elmasri and 

Navathe 2001]. 

A table represents some class of objects that are important to an organization. For 

example, a company may have a database with a table for employees, another table for 

customers, and another for stores. Each table is built of columns and rows. Each column 

represents some attribute of the object represented by the table. Each row, or tuple, 

represents an instance of the object represented by the table.  

When organizing data into tables, you can usually find many different ways to 

define tables. Relational database theory also defines a process called normalization, 

which ensures that the set of tables you define organizes your data effectively. 

2.2.2 Structured Query Language 

To work with data in a database, you have to use a set of commands and statements 

(language) defined by the DBMS software. Several different languages can be used with 

relational databases; the most common is SQL (Structured Query Language) [Elmasri 

and Navathe 2001]. The American National Standards Institute (ANSI) and the 
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International Standards Organization (ISO) define software standards, including 

standards for the SQL language [Microsoft 2000c]. SQL Server 2000, used for WebSE, 

supports the Entry Level of SQL-92, the SQL standard published by ANSI and ISO in 

1992 [Microsoft 2000c]. The dialect of SQL supported by Microsoft SQL Server is called 

Transact-SQL (T-SQL) [Microsoft 2000c].  

Note that “SQL Server” is the name of the database system sold by Microsoft and 

is very different from “SQL,” which is a database access language standard. The two 

terms should not be confused with each other. 

In addition to the above-mentioned features, WebSE also uses a couple of other 

features provided by SQL Server. They are “Stored Procedures” and “Triggers.” A brief 

description of these follows. 

2.2.3 Stored Procedures 

When you create an application with SQL Server, the Transact-SQL programming 

language is the primary programming interface between your applications and the SQL 

Server database. When you use Transact-SQL programs, two methods are available for 

storing and executing the programs. You can store the programs locally and create 

applications that send the commands to SQL Server and process the results, or you can 

store the programs as stored procedures in SQL Server and create applications that 

execute the stored procedures and process the results [Microsoft 2000c].  

Stored procedures in SQL Server are similar to procedures in other programming 

languages in that they can 

• Accept input parameters and return multiple values in the form of output 
parameters to the calling procedure or batch. 

• Contain programming statements that perform operations in the database, including 
calling other procedures.  
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• Return a status value to a calling procedure or batch to indicate success or failure 
(and the reason for failure).  

The benefits of using stored procedures in SQL Server rather than Transact-SQL 

programs stored locally on client computers are 

• They allow modular programming. You create a procedure once, store it in the 
database, and call it any number of times in your program.  

• They allow faster execution. If the operation requires a large amount of Transact-
SQL code or is performed repetitively, stored procedures can be faster than batches 
of Transact-SQL code. They are parsed and optimized when they are created, and 
an in-memory version of the procedure can be used after the procedure is executed 
the first time. Transact-SQL statements are repeatedly sent from the client each 
time they run and are compiled and optimized every time SQL Server executes 
them. 

• They can reduce network traffic. An operation requiring hundreds of lines of 
Transact-SQL code can be performed through a single statement that executes the 
code in a procedure, rather than by sending hundreds of lines of code over the 
network. 

• They can be used as a security mechanism. Users can be granted permission to 
execute a stored procedure even if they do not have permission to execute the 
procedure's statements directly. 

2.2.4 Triggers 

SQL Server provides two primary mechanisms for enforcing business rules and 

data integrity: constraints and triggers. A trigger is a special type of stored procedure that 

automatically takes effect when the data in a specified table is modified [Microsoft 

2000c, Elmasri and Navathe 2001]. A trigger is invoked in response to an INSERT, 

UPDATE, or DELETE statement. A trigger can query other tables and can include 

complex Transact-SQL statements. The trigger and the statement that fires it are treated 

as a single transaction, which can be rolled back from within the trigger. If a severe error 

is detected (for example, insufficient disk space), the entire transaction automatically 

rolls back. 
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Triggers are useful in the following ways  

• Triggers can cascade changes through related tables in the database; however, these 
changes can be executed more efficiently using cascading referential integrity 
constraints. 

• Triggers can enforce restrictions that are more complex than those defined with 
CHECK constraints. Unlike CHECK constraints, triggers can reference columns in 
other tables. For example, a trigger can use a SELECT from another table to 
compare to the inserted or updated data and to perform additional actions, such as 
modify the data or display a user-defined error message. 

• Triggers can also evaluate the state of a table before and after a data modification 
and take action(s) based on that difference. 

• Multiple triggers of the same type (INSERT, UPDATE, or DELETE) on a table 
allow multiple, different actions to take place in response to the same modification 
statement. 

2.2.5 Active Server Pages 

The Web server component of WebSE supports Active Server Pages (ASP). The 

server-side scripts are written in VBScript [Microsoft 2000a]. A more detailed 

description of server side scripts and ASP follows. 

Microsoft Active Server Pages (ASP) is a server-side scripting environment that 

you can use to create interactive Web pages and build powerful Web applications 

[Microsoft 2002]. When the server receives a request for an ASP file, it processes server-

side scripts contained in the file to build the Web page that is sent to the browser. In 

addition to server-side scripts, ASP files can contain HTML (including related client-side 

scripts) as well as calls to COM components that perform a variety of tasks, such as 

connecting to a database or processing business logic. 

A server-side script starts execution when a browser requests a .asp file from the 

Web server. The Web server then calls ASP, which processes the requested file from top 

to bottom, executes any script commands, and sends a Web page to the browser. 
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Because the scripts run on the server rather than on the client, the Web server does 

all the work involved in generating the HTML pages sent to browsers. Server-side scripts 

cannot be readily copied because only the result of the script is returned to the browser. 

Users cannot view the script commands that created the page they are viewing. ASP 

supports various scripting languages including VBScript, which is used by WebSE. 

2.2.6 VBScript 

Microsoft Visual Basic Scripting Edition, the newest member of the Visual Basic 

family of programming languages [Microsoft 2000a], brings active scripting to a wide 

variety of environments, including Web client scripting in Microsoft Internet Explorer 

and Web server scripting in Microsoft Internet Information Server.  

It has all the good features of Visual Basic making it easy to use and learn. At the 

same time, it blends very well with all the other components of WebSE. VBScript talks to 

host applications using ActiveX Scripting. With ActiveX Scripting, browsers and other 

host applications do not require special integration code for each scripting component. 

ActiveX Scripting enables a host to compile scripts, obtain and call entry points, and 

manage the namespace available to the developer. ActiveX Scripting is used in Internet 

Explorer and in IIS. VBScript and ActiveX Scripting can also be used as a general 

scripting language in other applications.  

2.2.7 Open-Data-Base-Connectivity (ODBC) 

The scripts interact with the Data Server over an ODBC connection. ODBC is a 

standard definition of an application-programming interface (API) used to access data in 

relational or indexed sequential access method (ISAM) databases [Microsoft 2001]. SQL 

Server supports ODBC as one of the native APIs for writing C, C++, and Visual Basic 

applications that communicate with SQL Server.  
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ODBC enables a database to become an integral part of an application. SQL 

statements can be incorporated into the application, allowing the application to retrieve 

and update values from a database. Values from the database can be placed in program 

variables for manipulation by the application. Conversely, values in program variables 

can be written to the database. 

ODBC enables applications to access a variety of data sources, including a wide 

range of relational databases and local ISAM data. The ODBC driver for SQL Server is 

included with SQL Server. 

ODBC defines a call-level interface, or CLI. A CLI is defined as a set of function 

calls and their associated parameters. A CLI definition uses a native programming 

language to call functions; therefore, a CLI requires no extensions to the underlying 

programming language. This contrasts with an embedded API, such as Embedded SQL, 

where the API is defined as an extension of the source code for a programming language, 

and applications using the API must be precompiled in a separate step. 

ODBC aligns with the following specification and standard for relational SQL 

database CLI definitions:  

• The X/Open CAE specification Data Management: SQL Call-Level Interface (CLI) 
[Microsoft 2001] and 

• ISO/IEC 9075-3:1995 (E) Call-Level Interface (SQL/CLI) [Microsoft 2001].  

SQL Server programs that are written using the ODBC API communicate with 

SQL Server through C function calls. The SQL Server-specific versions of the ODBC 

functions are implemented in a SQL Server ODBC driver. The driver passes SQL 

statements to SQL Server and returns the results of the statements to the application. 

ODBC applications are also interoperable with drivers for heterogeneous data sources. 
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2.3 Summary and What Is Next 

This chapter examined the existing RTF system and its advantages and 

disadvantages. It discussed the reasons for choosing SQL Server over Access and 

examined the various other technologies like Relational Database, Stored Procedures, 

SQL, Triggers, IIS, ASP, VBScript, and ODBC. The next chapter looks at WebSE from a 

user point of view and also includes a walkthrough. 

 

 

 



 

CHAPTER 3 
SYSTEM FEATURES AND DESIGN 

The previous chapters presented a basic design overview of WebSE. This chapter 

takes a close look at WebSE from the user perspective. The actual inner design for 

improving performance and scalability and also the implementation details are left for the 

next chapter. Here, we first examine the underlying database design to better understand 

the domain of WebSE. Then, we take a screen-by-screen walk through and analyze the 

functionality offered by WebSE. The User-interface is also scrutinized at every point. 

3.1 Main Database Design 

For any database driven project to be successful, the underlying database design 

needs to be sound. Needless to say, this was the first phase of implementing this thesis, to 

analyze the tables and “normalize” the database design. Figure 3.1 captures the essence 

of the database design. It shows the main database tables and the relationships existing 

between them. A brief description of the significance of the main tables and their main 

fields follows. Note that this is a description of the data tables alone and does not include 

the pseudo-index tables that are added to the database for improving scalability and 

performance. 

17 
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Figure 3-1 Main Database Design 

3.1.1 TF Table 

The TF table, or “Teaching File,” is the main table that holds all the main data 

related to the cases, excluding image related information and other information like 

patient information, hospital information, etc. One tuple exists in this table for every 

different case. This table includes: 

• CASE_NUMBER: This is a unique number assigned to every case in the teaching 
file. In database terms this is referred to as the primary key of this table. 

• Patient_id: This is a unique number assigned to every patient. Every patient can be 
uniquely identified with this id. The patient related information is stored in another 
table. 
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• AGE: This is the age of the patient in days. Since patients can include infants, 
whose age will be in days, the age is stored in days. For other patients, to get the 
age in years, we can always divide the age in days with 365. 

• SEX_MALE: This is the gender of the patient. For males, a value of one is 
assigned and a zero indicates a female patient. 

• ANATOMIC_CODE: This is an anatomical code assigned to every case that is an 
ACR code developed by the American College of Radiology. 

• PATHOLOGIC_CODE: This is also part of the ACR code. It represents the 
Pathology. 

• DIAGNOSIS: This field has the final diagnosis of the case. The physician provides 
this value when adding the case to the teaching file. 

• CHIEF_COMPLAINT: In other words, “Symptoms,” or the patient’s initial 
complaint. 

• COMMENT: This field holds any other comments that the physician may want to 
add about the case. 

• CONTRIBUTOR: The id of the physician who entered this case. This is stored 
because it is sometimes useful to know which physician entered this case into the 
teaching file. 

• IMAG_ANON: Holds the image-anonymous status. 

• Rating_id: This is an optional field that the physician can enter, which identifies 
how good an example this case is, on a scale of 1 to 10. 

• HXNO: This is the id of the hospital in which this case occurred. The actual 
hospital details are stored in another table. 

• PRIVATE: This is a flag that sets a case as private or public. Only the contributor 
of the case can view a private case. 

3.1.2 Images Table 

Every case can have more than one associated image. This table stores the 

information related to all the images for all the cases. The “case_number” has a foreign 

key constraint and references the TF table’s “case_number.” The fields of this table are as 

follows 
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• CASE_NUMBER: This is the unique id of the case. 

• MODALITY: This is the modality of the image. Every medical image has a 
modality associated with it. Examples of image modality are X-ray, MRI, CTScan, 
etc. 

• IMAGE_ANNOT: This is optional information that can be added to any image to 
describe something about the image. 

• ORIG_IMAGE_LOC: This is the full network path of the image before it was 
added to the teaching file. 

• IMAGE_DIR: It should be noted that in the teaching file, the images are all stored 
in a separate set of directories. The database only holds the location to the images 
and not the images themselves. This is the directory in which the image is presently 
stored. 

• IMAGE_FILE_NAME: The current file name of the image file.  

• IMAGE_NUMBER: Since a given case can have more than one image, the images 
should be ordered among themselves to preserve the order of the images. This field 
contains this information. 

The above two tables are the most commonly searched tables in the database, since 

most users are interested in searching for cases and their images. In addition to this main 

information, other information is stored in a different set of tables. These tables are rarely 

searched and only by those who have the required privileges. A brief description of these 

tables follows. 

3.1.3 Other Tables 

3.1.3.1 Contributors 

This table holds information about all the contributors. Contributors are physicians 

with permissions to add to, delete from, and modify cases in the RTF. It contains 

information regarding their login, password, name, and the type of permissions they have 

to access the teaching file. 
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3.1.3.2 Patient_Info 

This table holds patient information and is not open for public viewing. It should be 

noted that only the cases are open to the public, the patient information is to be kept 

confidential at all times. The contents of this table can be viewed only by the 

administrator or by contributors with appropriate permissions. 

3.1.3.3 Modality 

This is a lookup table storing all the image modalities and their abbreviation. 

Medical images can be of different types and the type is called its modality. Examples of 

image modality are X-Ray, CT Scan, etc. 

3.1.3.4 Rating 

This lookup table stores rating descriptions for all possible ratings in the teaching 

file. A rating can be given to every case inserted into the RTF. It describes the quality of 

the case – some cases are very good illustrations of an anomaly and some are not that 

good. Having one lookup table for the ratings makes it possible for all the physicians 

adding cases to the RTF, to use the same scale for rating. 

3.1.3.5 Hospital_Info 

As the name suggests, this table holds hospital information. Right now, only the 

hospital name is present in this table, as only that was thought necessary, but this table 

can be extended to hold additional information about hospitals. 

In addition to the above tables, there are a number of tables holding temporary 

information and lookup information. The tables mentioned above form the RTF. 
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3.2 WebSE Walkthrough 

WebSE offers a wide range of search options to the user from very simple “free-

text search” to a more complex “advanced search.” Let us look at each of type of search 

and examine its features. 

3.2.1 Free-Text Search 

Whenever a user wants to search for a case, the first item that comes to his/her 

mind is the name of the anomaly itself or a set of keywords describing this anomaly. The 

free-text search offers the user the ability to search the database of cases with these 

keywords, providing the user with easy and effective communication with the search 

engine. The user-interface is very similar to Google. This style is used because almost 

everyone is familiar with this interface, making it ideal for the medical community. 

 
Figure 3-2 Basic Search Screen 
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Figure 3.2 shows the first screen of WebSE. The user enters a set of keywords 

separated by spaces in the provided text box, then clicks on the search button or presses 

the enter key. This submits the keywords to “RankedSearch1.asp” on the web server.  

 
Figure 3-3 Search Results Screen 
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The script in the asp file first establishes a connection with the database using an 

ODBC connection, then dynamically constructs a SQL query with the keywords 

submitted by the user. This query is sent over the ODBC bridge to SQL Server. SQL 

Server executes the query and returns to the asp file the results as a set of records. The 

results are wrapped in HTML and sent to the user’s browser. 

Figure 3.3 shows the screen displaying the search results. In the figure, the user has 

submitted the phrase “cell carcinoma.” As can be seen in the search results, all the cases 

listed at the top contain the search phrase in the diagnosis field. This is because the search 

results have been sorted for relevance. We examine the strategies used to rank the cases 

based on relevance later in this chapter. The actual implementation of the strategy is 

explained in the next chapter. 

There are three views that show the results to the user, during free-text search. 

These are 

• Search Results View, 
• Case Details View, and 
• Case Images View. 

The user can see the search results in the first view. This screen does not give all 

the details about all the cases. Only a few fields of each case are shown. If the user wants 

the complete details about a case, he can browse through the list and click on “View Case 

Details.” This takes him to the second screen, which shows all the textual information 

available, about that particular case. The user can also click on “Total Images” to view 

the images one by one. This takes him to a screen where he can browse through the 

images for that case. 
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Figure 3-4 Case Details Screen 

As can be seen in Figure 3.4, the view case details page displays all the information 

shown on the search page. In addition to this information, details like comments are also 

shown here. The user is provided with two options: he can either view the images of this 

case by clicking on “Total Images” or he can go back to the search page by clicking on 

“Back to Search Page” to look at the other cases.  

Figure 3.5 shows the browse images view. Usually, a case contains more than one 

image. When a user wants to see all the images related to a case, he is taken to the screen 

shown in this figure. Here, the first image of the case is shown. Below the image, four 

buttons are provided for navigation through the images.  
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Figure 3-5 View Images Screen 

Note that in Figure 3.5, the “first” and “previous” buttons are disabled. This is 

because, the first image for this case is displayed, so it is logical to disable them. In 

Figure 3.6, the “next” and “last” buttons are disabled showing that it is the last image of 

the case. When showing images that are neither first, nor last, all of the buttons are 

enabled. This ensures that unnecessary confusions and problems do not arise while 

browsing through the images.  

Again, at any point the user has the option of going back to the search results view 

or to the case details view. This is true for all the three views – the user can, at any time 

switch from one view to the other. This not only makes browsing through the set of cases 

easy, it also makes the process of browsing efficient. 
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Figure 3-6 Another View Images Screen 

The search results view is customizable by the administrator. When the search 

results are shown, the script first checks the value of a “display” parameter for each field 

in the RTF. Only when this parameter is true for a field is it shown in the results. These 

parameters can be set or unset by the administrator, thereby changing the default behavior 

of the search results view. 

Additionally, some users might want to use the RTF to test their skills. To do this, 

they would like to view all the details of a case except the diagnosis. This way, they can 

try to determine what the diagnosis might be and then see if their answer matches the one 

in the RTF. To facilitate this, a link is provided at the bottom of the page that allows the 

user to search without the diagnosis. This offers the same user-interface, except that the 
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diagnosis field is not shown until the user selects it [Harvard Medical School 2001, 

University of Washington 2000]. 

3.2.2 Advanced Search 

Sometimes, the user may want to add other criteria into the search. For example, in 

addition to entering a search phrase, the user might want to limit his search results to 

cases involving only infants. Obviously, this cannot be done with the general search. For 

such queries, an additional search page called the “advanced search” is provided. Figure 

3.7 shows the advanced search screen. 

Here, in addition to specifying keywords for the search, the user can specify an 

ACR code, Image Modality, Age range, Sex, and Contributor. None of these fields are 

mandatory. The user can enter values into any combination of fields and obtain search 

results. For example, the user can search for all cases contributed by a contributor “A,” 

where the patient’s sex is female. Or, the user might enter a search phrase “heart cancer” 

and mention an age range for male patients. This helps in finding very specific cases 

quickly leading to better use of the information in the RTF. The user can also search by 

ACR code. An ACR code builder is also provided to help the user build an ACR code for 

the type of cases for which he is looking. 

Here, the search results are shown using the same display scripts used by the basic 

search. Searching without diagnosis is also provided. By using a uniform style for 

displaying search results, WebSE eases the understanding the user-interface. 
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Figure 3-7 Advanced Search Screen 

3.3 Summary and What Is Next 

We first examined the database structure of RTF. Then, the two types of search 

capabilities were examined. The basic search provides a quick and easy way of finding 

the information while the advanced search helps the user to specify more complicated 

queries. Search results are displayed in decreasing order of relevancy helping the user 

look at the most relevant cases first. Also, a uniform and user-friendly interface helps the 

physician to concentrate on cases, rather than the search tool itself. In the next chapter we 

examine the interior design of WebSE. 

 



 

CHAPTER 4 
INSIDE WEBSE 

All the features of WebSE shown in the previous chapters are not of much use if 

the search itself takes a long time to execute. The goal of this thesis was to design a 

search engine that could search through a database of cases efficiently and present the 

results in a user-friendly manner.  

The main tables to be searched include the TF table and the images table. The main 

columns that concern us are “diagnosis,” “chief_complaint,” and “comment.” All these 

columns contain more than one word, (i.e., there may be many phrases or sentences 

within each field) where each phrase or sentence contains more than one word. To search 

for keywords within a field, a normal “like %” query is used.  

This type of search capability is provided by most database systems today. Using 

this feature of the database system might seem to be a very simple solution and is fairly 

easy to implement. However, the “like %” query has a big disadvantage in that it is quite 

slow for larger databases. This is especially undesirable since the teaching file is an ever-

growing collection of cases. 

Hence, a different search strategy has been implemented in WebSE. The search is 

made much faster if we index every individual word in a field. Since database systems do 

not generally support this type of indexing, the problem is reduced to indexing parts of a 

field, using a database system that only supports indexing of whole fields.  
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To accomplish this, a set of special tables is created. These tables hold metadata 

about the data in the RTF tables. These tables, which will be referred to as pseudo-index 

tables from now on, act as one layer of the index. These tables are again indexed using 

SQL Server’s index support, which forms the first layer of index. Above all, the main 

data tables are indexed on the primary key, which acts as the third layer of index. Figure 

4.1 shows this 3-layer index architecture. 

 

Figure 4-1 The 3-Layer Index Architecture 

This 3-level indexing expedites the search process greatly on systems that do not 

support full-text indexing. Now, whenever the user submits a query, the whole indexing 
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system can be used to directly fetch the relevant cases from the TF table in optimal time. 

Now, we examine the index tables and the whole system at runtime. 

 4.1 Indexing System 

There are 3 main tables that compose the pseudo-index, which is the second layer 

in the 3-layer indexing system. The Figure 4.2 shows the main tables and the 

relationships that exist between them. A brief description of each table, its significance, 

and its columns follow.  

 

Figure 4-2 Index Tables and Relationships 

4.1.1 WordList 

This table tracks all the words occurring in the database. It keeps information 

relating to a word and is independent of the case in which the word occurs. For example, 

let us say that the word “heart” occurs many times in the database across many cases. 

Then, there will be only one entry for the word “heart” in this table. The information 

about each individual occurrence of the word “heart” is stored in another table. The 

following are the columns in this table. 
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• word: This field has a list of all the words in the database. If a word occurs in any 
of the indexed fields, in any record, in the database, then it occurs in this field. 
There is a clustered index built on this column. Clustered indices are supported by 
most of the commercially available database systems, including SQL Server. When 
an index is present in a column of a table, an index structure is maintained by SQL 
Server to point directly to the data page in which the word resides. Also, since the 
index is a clustered index, the data is physically sorted and arranged in that order in 
the data pages. A search for any one word on this index table requires only two I/O 
operations. One for fetching the index page and the other for fetching the data page. 

• word_id: This is a unique id given to every word in this table. This is used when 
storing extra information about a word in another table. 

• count: This tracks the number of times a word has occurred in the database. The 
count signifies the importance of the word. Very important words tend to occur far 
less often than common words and hence will have lower counts.  

• weight: A weight is assigned to each word based on the number of times it occurs 
in the database. Commonly used words like “of” and “the” have a very low weight 
assigned to them. On the other hand, less frequently used words like “carcinoma” 
have a larger assigned weight. 

4.1.2 WordInfo 

This table tracks each instance or occurrence of every word in the wordlist table. 

For every word in the wordlist table, there are one or more tuples in the WordInfo table. 

• word_id: This is the unique identifier assigned to every word in the wordlist table.  

• case_number: The case number uniquely identifies any given case in the teaching 
file database. Here, it stores the case_number of the case in which the word in the 
word_id field exists. 

• column_id: This is a unique identifier given to every column in the teaching file 
that is being indexed. Here, it represents the column in which the occurrence of the 
word exists. 

• position: The position field stores the position of a word in a column in a given 
case. Within a given field, the first word is assigned a position value of “0” and 
subsequent words get position values incremented by “1.” This field is useful when 
searching for an exact phrase match. 
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It must be noted that this table has no primary key. This enables multiple 

occurrences of words within a case and within a column. Each occurrence of the word 

has its own entry in this table.  

 

Figure 4-3 RTF and Index Tables 
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Figure 4.3 shows the index tables along with the main tables of RTF and the index 

built on each table. 

4.1.3 ColumnInfo 

This table stores the list of columns in the TF database that need to be indexed. 

This list of columns is stored in a separate table for increased flexibility and 

customizability. 

• Column_id: This is an “auto-number” generated by the database. It serves as a 
unique identifier for a column. 

• Column_name: This is the actual name of the column as it occurs in the design of 
the TF table. This is used by the index populating scripts to obtain the name of the 
column to be indexed. 

• Column_weight: This is a weight assigned to each column, by the administrator. 
This weight of the column plays an important role in ranking the query results. The 
weight of a column signifies its importance compared to other columns in the table. 
For example, assigning a weight of “2” to Diagnosis and a weight of “1” to 
Comments means that the diagnosis field is twice as important as the Comments 
field. 

4.1.4 ImageCount 

ImageCount is an additional table storing pre-calculated image statistics about 

every case. It is not an index table, but just serves as an extra table to speed up querying. 

It stores the number of types of images of each modality for every case. This statistical 

information is to be given to the user when displaying search results. However, 

calculating these values at runtime slows down query processing. Hence, the values are 

pre-calculated and stored in this table. At runtime, the values can be obtained from here. 

Note that, initially, the index tables are populated based on the data in the RTF at 

that time. However, as updates are made to RTF, the index tables also need to reflect 

these changes. Keeping the index tables updated is very important since all the searching 
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is done through these tables. Otherwise, this could lead to cases that are never shown in 

the search results or non-existent cases appearing in the results.  

In WebSE, this is done with the help of triggers. Whenever a new case is added to 

the RTF, triggers add the information about the words in the new case to the index tables. 

Similarly, when a case is deleted, the related information is deleted from the index tables. 

When an update is made to a case, all the information related to that case is deleted from 

the index tables and then updated data is re-inserted. 

We have seen the various components of the indexing system. Let us now see how 

the 3-layer indexing system performs during run-time.  

4.2 Query Processing: How It Works 

When a user submits a search phrase, the web server creates an instance of the 

search engine script. Then, the search phrase entered by the user is split into individual 

words by assuming “space” as the delimiter. The script stores all the individual words in 

an array. Each word is scanned for * (wildcard). Depending on the whether wildcard 

characters are found or not, a normal SQL query or a wildcard SQL query is built. This 

query is submitted to the Database engine. 

Every database engine develops a “query execution plan” before actually executing 

a query [Stonebraker and Hellerstein 1998]. An execution plan is nothing but a sequence 

of low-level operations that the database engine needs to perform to execute the query. 

The plan takes into consideration the indexes present on all the tables involved and also 

the sizes of the tables involved and optimizes the plan for time taken to execute the 

query. Here also, once the SQL Server receives a query from the web script, it analyzes 

the query and tries to formulate a plan. Due to the existence of the index system, the 

database engine executes the query in a particular way. 
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We now examine how the query processor executes the query and see why it is 

quicker than a traditional execution plan. Note that there may be some slight variations in 

the actual processing path taken by the query processor of SQL Server from what is 

mentioned below [Stonebraker and Hellerstein 1998]. However, the main steps taken 

remain the same. We first look at the execution path for a traditional “like %” query and 

then look at our system. 

4.2.1 Traditional System 

Let us examine the following SQL query, analyzing its run-time execution.  

“Select * from TF where diagnosis like ‘%heart%’  

or chief_complaint like ‘%heart%’ 

or comment like ‘%heart%’ ” 

The above query looks for all cases that have the word “heart” mentioned 

somewhere within the diagnosis, chief_complaint, or comment fields. Note that, “%” is 

the wildcard character in SQL.  

So, the job of the database engine now is to find all the cases that have the word 

“heart” mentioned anywhere in the given fields. But, the database engine does not know 

which cases in the TF table have the word occurrence. So, the only way to execute this 

query will be to look at each and every case in the TF table. To do this, it has to fetch 

every data page that contains any record of the TF table and search the relevant fields for 

the word “heart.” 

Since every page-fetch involves I/O, which is very expensive in terms of time, the 

whole process can be considerably slow. As the size of the database increases, the total 

number of I/O operations required to execute a query, also increases linearly. Let us now 

compare this with what happens in WebSE. 
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4.2.2 WebSE 

Query processing in WebSE is performed in two parts, first we look at queries 

where the user only has one search term and then we look at multiple-term queries. 

4.2.2.1 Single term search 

Let us look at the same example used previously. To search for all the cases with 

the word “heart,” the search engine presents a different SQL query to the database 

engine. This query makes use of the 3-layer indexing system and offers some speedup to 

query processing. The query is as follows 

“Select * from TF where case_number in  

(Select case_number from wordInfo where word_id in 

(Select word_id from wordlist where word=‘heart’)).”  

Query execution always starts with the innermost query. So, the first step in the 

execution plan is to search the wordlist table for the word “heart.” If the word is present 

in the wordlist table, then it exists in the TF database. Otherwise, it can be safely assumed 

that the word does not exist in the TF too. Since there is an index on this table’s “word” 

field, SQL Server maintains a separate index structure that has pointers to the exact 

location of every record in its data page, based on the word. SQL Server uses this index 

structure implicitly for fetching the right tuple from the wordlist table. So, the data page 

of the wordlist table that has the word “heart” in it is retrieved. Now, the word_id from 

this record can be read. 

The execution now proceeds to the next step and executes the next query in the 

hierarchy. The goal of this step is to fetch all the records in WordInfo table that have the 

word_id selected from the previous step. Again, there is a clustered index on the word_id 

field here. So, the database system knows which data pages need to be retrieved and only 
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those are fetched. Also, since the index is clustered, all records with the same word_id are 

stored close to each other, making the number of pages to be fetched, minimal. The 

case_numbers are selected from this set of records. 

Now the outer most query needs to be executed. The database engine needs to fetch 

all cases that have the given case_numbers. Since the TF table also has an index on the 

case_number field, the database engine retrieves the required data pages into memory. 

Thus, the required cases are obtained from the TF without having to search the entire TF 

table. 

Of course, there has been an overhead of two extra I/O operations to fetch the index 

table pages. But considering that TF is a very large table and fetching all the pages into 

memory takes a significant amount of time, the time saved is much greater. Note that the 

same logic applies to fetching the image information from the images table. 

The other advantage of this design is that, as the size of the database grows, the 

time to execute the query does not increase linearly (as with the traditional approach). 

The total I/O done decides the time taken to execute the query. In the traditional 

approach, as the size of the database increases, a search would involve more page fetches, 

making the execution time increase linearly with the size of the database. Here, no matter 

what the size of the database, only the required pages will be fetched. However, this does 

not mean that the execution time is totally independent of the database size. All the pages 

that have cases from the result set will be fetched anyway and so execution time depends 

on the number of cases in the final search results.  

4.2.2.2 Multiple term search 

If there is more than one word in the search string, then the search process is done 

as a simple extension of the single-term search. First, a search is performed for all the 
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individual words, on the wordlist table; similar to the way it is done in a single-term 

search, which results in a list of word_ids. These word_ids are used to get a list of 

case_numbers for each word_id. A different list results for each of the word_ids. Every 

list represents the list of cases having the word with the given word_id somewhere in 

some column of the TF table. Now, these lists are merged together resulting in a final list 

of case_numbers, which is used to retrieve the cases from the TF. Again, the rules of 

indexes still hold, making all searches optimal.  

WebSE also supports queries with wildcards. In a search phrase, the user can add a 

wildcard before or after any word. For example, the user can search for “cardio* *nomy.” 

This searches for all words starting with “cardio” and all words ending with “nomy.” The 

steps involved in executing wildcard queries are exactly the same.  

It should be noted that the basic idea used in the search strategy above is that any 

case having at least one of the words from the search phrase, in some column or the 

other, is relevant. This is a well-established technique that is the basis of all the web-

search engines and information retrieval systems. 

In addition to searching the TF table efficiently, WebSE also ranks the search 

results based on relevancy. We now examine how ranking of cases is performed in 

WebSE. 

4.3 Ranking 

Ranking is the process of ordering the search results in decreasing order of 

relevancy [Eylen 1997]. There are many ways of computing “relevancy” of a case for a 

particular search phrase. The following techniques are used within WebSE. 
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4.3.1 Frequency of Occurrence 

Given a search word, a case that has more occurrences of that word in its record is 

assumed to be more relevant than a case having fewer occurrences of the same word. All 

major search engines on the web use this principle of “word frequency” for ranking their 

results. This statistical approach to ranking in a combination with other strategies has 

proven to be extremely successful. 

4.3.2 Column of Occurrence  

In addition to using the frequency of occurrence, search engines like Altavista 

[Eylen 1997] and Google consider the location of the word as well. Documents having 

the search word in a heading get more weight than documents having the word at the 

bottom. This idea has been employed within our indexing system. However, the direct 

application of this principle does not make much sense in our indexing system. For 

example, the name of a disease might occur either in the bottom or the top of the 

description of the disease (in any column). Obviously, giving more weight to a case 

where a disease name occurs closer to the beginning is really not significant.  

However, consider the following example. Let us say that a user enters a search 

term, which is the name of a disease. Suppose there are three cases that have the disease 

name mentioned. Each case has the word occurring in a different column. It would be a 

good idea to give cases with the word occurring in one column more importance than the 

others. This is where the ColumnInfo table is used. As mentioned before, this table has a 

column called “columnWeight.” Each column that is to be indexed is given a weight in 

this column. This is a way of assigning importance or relevance for a column. Based on 

these weights, the case with the word occurring in the most important column can 

obviously be considered as the most relevant among its peers.  
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4.3.3 Adjacency of Words 

Yet another strategy used to order relevant results is to use an exact phrase match. 

This is also used in all the major web search engines and is a pretty simple approach. If a 

user is looking for the search phrase “heart cancer,” then it makes sense that cases having 

the words “heart” and “cancer” adjacent to each other in the same order are more relevant 

than cases having just one of the two words. Also, this principle can be applied 

recursively. 

For example, if the user enters the phrase, “swollen heart anomaly,” then, as earlier 

mentioned, the cases with the phrase “swollen heart anomaly” will be more relevant than 

cases with only one individual word. In addition to this, cases with partial phrase match 

should also obtain a higher weight than cases with individual occurrences (i.e., cases with 

“swollen heart” or “heart anomaly” obtain a higher weight than ones with only “heart” or 

“anomaly” or both of them in any other order). 

4.3.4 Weighted Words 

If a search phrase has more than one word, then among the cases with only one 

word, the cases with the more important word obtains a higher rank than cases with a not 

so important word. 

4.4 Implementation of Ranking 

4.4.1 Ranking in Single Word Searches 

Now, for single word searches the weight of the word is multiplied with the weight 

of the column in which each occurrence of the word exists. The weight of the word is 

obtained from the wordlist table and the weight of the column in which it occurs can be 

obtained from the ColumnInfo table. After completion of the above procedure, the result 

is a list of case_numbers and corresponding weights. There might be multiple 
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occurrences of a word in a given case, which means the initial list would have had 

weights of each individual word occurrence. To consolidate the list, we group the result 

set by case_number and sum the weights. Mathematically, it can be represented as 

For each case, the final weight =  

[ Σ (column_weight)  ] * word_weight 
For all occurrences of 

the word in a case 

Finally, we have a list of case_numbers and a final weight for each case. This is 

used to rank the cases such that the case with highest weight gets the best rank. It is 

obvious that cases with more occurrences of the word in the more important columns are 

in the top of the list and cases with fewer words in lesser important columns are towards 

the end and all other combinations exist somewhere in the middle of the list. Changing 

the weights assigned to columns can change the behavior of the search results greatly. 

4.4.2 Ranking in Multiple Word Searches 

4.4.2.1 Additional strategy 

Ranking multiple-word search queries is very different from ranking single-word 

queries. Here, in addition to the above-mentioned strategies (for single-word queries), the 

relative ordering of the words within the search phrase also needs to be taken into 

consideration. The cases where the “exact search phrase” is found are obviously most 

relevant and should get the maximum weight. This forms the first tier of cases. In the 

second tier are cases having all the words of the search phrase, where these words are 

scattered across the case. Again, column weights still hold here. 

The third tier consists of all cases having more than one word but not all of them. 

Ranking of cases in the third tier can be a bit complicated. Cases which having a larger 

number of higher weighted words in more weighted columns get a better rank than cases 
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having fewer words in lower weighted columns. Tweaking the weights of the columns 

can change the behavior of this tier of cases dramatically. 

The final tier of cases contains only one of the search terms. Obviously these are 

the lowest ranked among the tiers and within this tier, the ranks of cases vary based on 

the word they have and the column in which the word exists. 

To summarize, the cases with the exact-phrase need to be ranked first. The cases 

without an exact-phrase match follow next. And among them, cases with more words are 

ranked higher than cases with fewer words. First, we will look at an example and then 

examine how this is implemented. 

Table 4-1 Example Table for Ranking 

case_number Comment 
1 This is an interesting case of heart cancer 
2 Patient complained of pain in the kidney 
3 Good Example of malfunction in the heart 
4 Lungs severely affected due to smoking 
5 a cancer of heart is suspected 
6 patient might need a heart transplant soon 
7 Looks like cancer 

 
Let us say Table 4.1 is a simplified RTF. For simplicity, it has only two columns 

and contains 7 cases. Now, when a user submits the search phrase “cancer of heart,” all 

cases except case number 4 appear. Case number 5 appears first because it has an exact 

phrase match – this forms the first tier of cases. Case number 1 comes next since it has all 

the words of the search phrase though not in that order. This is the second tier of cases.  

Case number 3 forms the next tier. It has two words from the search phrase – 

“heart” and “of.” Case numbers 2, 6, and 7 comes last as they all have only one word 
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from the search phrase. These form the last tier of cases. The ranking among these cases 

depends on the weights assigned to the words themselves.  

4.4.2.2 Implementation 

First an exact phrase search is done. For this, the case_number lists for all the 

individual words are calculated. Once these lists are computed, the position fields are 

checked to see if the words exist adjacent to each other within a given case and column. 

The lists are merged based on this condition. 

In the end, only one list of case_numbers exists, which are the cases where the 

exact phrase is present. This list of cases is kept aside for the time being. Also, a special 

“exact-phrase” constant value is added to all these case’s weights to make sure that they 

get a better rank than the other lists of cases. It should be noted that the exact-phrase 

match works recursively. In other words, even partial exact phrase matches are given 

extra weight when compared to the single word matches. 

As the next step, each word is searched in the WordList table, and then with its 

word_id all the info is obtained from the WordInfo table. So, at the end, we have a list of 

word_ids and each word_id has a case_number list with weights. If we merge all these 

lists and group them by case_number and then sum the weights, we obtain one final list 

of case_numbers with its corresponding final weights.  

This list is merged with the “exact-phrase” result list. Since we added a constant to 

the list of exact phrase weights, they have an increased weight and stay at the top of the 

list. The cases with a larger number of words obtain a better weight because the sum of 

all the weights is greater. Mathematically, the formula is 

for each case, the final weight =  
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[ Σ (column_weight * word_weight) ] +  exact_phrase_constant*n 
For all occurrences of 

all words in a case 

where “exact_phrase_constant” is an arbitrary constant added to exact phrase 

matches to force them higher in the list. For cases having no phrase matches, this value is 

zero. And, “n” is the number of phrase matches found in that case. 

The final list of case_numbers and weights is sorted in descending order and then 

the TF table is queried for the corresponding case_numbers to obtain the final list of 

results.  

4.4 Summary and What Is Next 

We examined the design of the 3-layer indexing system. We then saw how WebSE 

performs better than the traditional search engine, by making use of this indexing system. 

We looked at the ranking strategies used and also how these are implemented. We also 

looked at how the indexing system updates itself. The next chapter proposes some future 

extensions to WebSE. 

 

 



 

CHAPTER 5 
CONCLUSIONS AND FUTURE WORK 

This thesis examined the requirements of a search engine for the RTF and then 

presented the design and features of WebSE. WebSE focuses on searching the database 

efficiently and also providing a method of ranking the search results. Presented were an 

introduction to the problem, a design overview, the design of the existing RTF, the 

technologies used, the underlying database design, the design of the indexing system and 

how it improves the query processing, and the ranking strategies used. This chapter 

presents a final examination of WebSE and proposes some future extensions. 

5.1 WebSE 

In this thesis, a 3-level indexing system was described and used. It not only helped 

in making the search process efficient, it also made the search scalable to larger databases 

without a linear increase in processing time. WebSE also sorts the search results based on 

the relevancy. This allows the user to look at the most relevant cases first, thus making 

searching for cases easier and more efficient for the user.  

WebSE presents a user-friendly interface making it easily acceptable in the medical 

community. The interface used is borrowed from Google. Since almost everyone is 

familiar with the Google interface, using the WebSE interface is very intuitive. WebSE 

allows a basic search where the user can search the RTF using a set of keywords or a 

more advanced search, where the user can add more constraints to the search to make it 

more specific.  
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WebSE also offers some customizability. The fields to be shown in the search 

results screen can be changed by the administrator. The administrator can also change the 

weights assigned to columns to change the relative ordering of search results. This allows 

for greater control over ranking. 

5.2 Extensions 

The following features can be added to WebSE to make it more user-friendly and 

powerful as a search tool. 

5.2.1 Synonyms 

WebSE uses a keyword-based search to find relevant cases in the RTF. However, 

this is not free from limitations. It is a known fact that synonyms exist for many English 

words and medical terms. So, if someone searches for the term “heart,” WebSE will only 

find cases containing that word. However, there might be some other good cases in the 

RTF that are very much relevant to “heart” that use the medical synonym “cardio.” Right 

now, the user can get around this by searching for all the synonyms of a word, but it 

would better if WebSE can build a database of synonyms and automatically search for all 

of them. 

5.2.2 Spelling Mistakes 

Since most of the information in the RTF is entered through typing, there is always 

a chance of spelling mistakes. This could lead to cases not appearing in the search results. 

For example, if the word “kidney” is misspelt as “kidey,” then this case will not appear 

for the search term “kidney” unless there is an occurrence of “kidney” somewhere else in 

the same case. As a future extension to WebSE, a strategy for catching such 

typographical errors can be devised. This will improve the accuracy of the search system 

and will lead to better utilization of the information in the RTF. 
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5.3 Summary  

In the information age, an efficient and easy-to-use search tool can be priceless in 

any organization, including the medical community. With WebSE’s simple and user-

friendly interface and efficient and scalable search, the information in the RTF can be 

accessed quickly. Once the physicians are able to access any case quickly, they can 

provide a better teaching experience by using these for illustration.  
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