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Abstract — Developers frequently use domain-specific 

languages (DSLs) such as regex, SQL, and HTML for solving 

specialized problems. Embedding DSLs into programs often 

uses strings or other approaches that restrict the syntax of the 

DSL, prevent static analysis, and limit interactions with other 

code in the host language. This paper introduces a new model 

for embedded DSLs, termed syntax macros, and a generalized 

system of interpolation to resolve these issues. 
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I. INTRODUCTION 

A domain-specific language (DSL) is a programming 
language specially designed for and focused on a given problem, 
context, or application domain [6]. DSLs are often embedded 
within larger applications written in another language, called the 
host language. A few of the most well-known DSLs are: 

• Regular expressions (regex), for string matching. 

• SQL, for interacting with relational databases. 

• HTML, for expressing the structure of web pages. 

To motivate the core issues addressed in this paper, consider 

the example SQL query in Figure 1 for looking up a user by their 

name in a database. 

   db.execute( 
      "SELECT * FROM users " + 
      "WHERE name = '" + name + "'" 
   ); 

Figure 1: SQL using string concatenation 

This query is vulnerable to SQL injection as the username 
becomes part of the SQL code itself. A common solution to this 
is prepared statements, which use a template and arguments to 
set values separate from the query itself [4], shown in Figure 2. 

   stmt = db.prepare( 
      "SELECT * FROM users " + 
      "WHERE name = ?" 
   ); 
   stmt.set(0, name); 
   stmt.execute(); 

Figure 2: SQL using prepared statements 

This does resolve the SQL injection issue, but also impacts 
readability by separating the query, arguments, and execution. 

An alternative approach is using an embedded DSL for SQL to 
write the query using standard SQL syntax, as in Figure 3. 

   db.execute(#sql { 
      SELECT * FROM users 
      WHERE name = $name 
   }); 

Figure 3: SQL using embedded DSLs 

Using #sql, the host language knows the intended DSL and 
can delegate to its implementation for this input. The DSL 
understands the syntax of the $name placeholder and can convert 
this to use prepared statements at runtime. If the database 
schema is known, it would also be possible to perform validation 
on the query and type of name. 

This paper discusses standard approaches to representing 
DSLs in programming languages and contributes a new model 
for embedded DSLs termed syntax macros. Syntax macros build 
on established concepts for macros in existing languages such as 
hygiene. Furthermore, a generalized system of interpolation is 
introduced for interacting with the host language from the DSL. 

Previous work by the author has implemented Rhovas, a 
programming language for API design and enforcement [1]. The 
novel syntax macro model has been prototyped in Rhovas, 
acting as the host language, to support embedded DSLs. 

II. PROBLEM SCOPE 

This paper is focused on DSLs that already have an existing 
implementation in the host language, meaning that the creation 
of a custom runtime is not necessary (or at least out of scope). 
Therefore, the problem is largely reduced to the compile-time 
aspects of syntax transformation and validation as opposed to 
runtime execution. Language design also plays a major role as 
the syntax used should be consistent between DSLs. 

Given the goal is to perform validation for DSLs prior to 
runtime, both the host language and DSLs are presumed to be 
statically typed and compiled for there to be an impact. A DSL 
may be based on a dynamic or interpreted language but will 
support at least some degree of static analysis. 

Examples in this paper will use well-known languages 
meeting these requirements: regex, SQL, and HTML. These 
languages are commonly embedded for use in other 
applications, have implementations provided by the standard 
library or common dependencies, and can benefit from syntax 
validation and/or static analysis. 



There are two key features which will be considered 
requirements for a viable solution to representing embedded 
DSLs. Without these features, a DSL is significantly limited in 
how it can be expressed in the host language. 

1. The syntax of the DSL should not be unnecessarily 
restricted by the host language. This includes the lexer, 
which may have different tokens for each language. 
The parser must also carefully manage lookahead to 
avoid inconsistencies between the current lexer and 
intended language being parsed.  

2. The DSL should integrate with the host language for 
accessing values, which is often used for templating. 
This generally requires escaping from the DSL back to 
the host language to avoid grammatical restrictions. 

III. EXISTING SOLUTIONS 

Existing solutions for representing DSLs in languages can be 
grouped into four categories: strings, libraries, macros, and 
grammar extensions. These are based on the extent they interact 
with the host language and their ability to meet the two key 
features established in the problem scope above. 

A. Strings 

The most common approach for representing DSLs in other 
languages is through strings. Regex is a standard example of this 
as nearly all languages provide a regex engine in the standard 
library. However, DSLs must take care to escape any special 
characters reserved by the host language. Figure 4 shows two 
regex examples for matching a number where the first does not 
account for escape characters and the second does. 

   Regex("\d+(\.\d+)?")                  failure 
    
   Regex("\\d+(\\.\\d+)?")               success 

Figure 4: Reserved characters in regex 

The SQL examples for string concatenation in Figure 1 and 
prepared statements in Figure 2 both fall into this category, as 
the SQL itself is provided within a string. 

Often, external tooling is available to perform some degree 
of validation on the DSL since they are the most vulnerable to 
syntax, type-checking, or other logical errors. In Java, popular 
options are the Checker Framework for format strings (and other 
validations) [9] as well as JDBC Checker for SQL prepared 
statements [7]. Validation on strings is a complex problem and 
can be severely limited when strings are generated dynamically. 

B. Libraries 

DSLs can also be implemented through a library for the host 
language, taking advantage of the existing type system in order 
to perform compile-time validation. The Kotlin programming 
language provides a library called kotlinx.html [11], which 
implements a DSL for HTML as shown in Figure 5. 

   h1 { +"Hello, "; +name; +"!" } 

Figure 5: HTML DSL in Kotlin using kotlinx.html 

To achieve this syntax, the library uses two key features in 
Kotlin: lambda expressions with an implicit receiver (the HTML 
element) and operator overloading of unary plus. This results in 

a more compact syntax for the library at the cost of readability 
for developers without the necessary background knowledge. 

Other common types of DSLs implemented as libraries 
include object-relation mappers (ORMs) for working with SQL, 
C#’s LINQ system for data queries (which has dedicated syntax 
but is implemented as a library), and configuration libraries for 
working with JSON, XML, YAML, or other formats. 

The primary disadvantage of libraries is that they rely on the 
host language for functionality. The most noticeable restriction 
is on syntax, but many libraries must also work around the type 
system of the language to provide static validation. This often 
results in additional complexity or excluding certain types of 
validation entirely to keep the API of the library manageable. 

C. Macros 

Macros are compile-time transformations of source code that 
operate on the AST of the language. Compared to libraries, the 
use of macros allows more expressive syntax and additional 
validation while reducing the runtime costs of using the DSL. 

The Racket programming language is well-known for its 
hygienic macro system and emphasis on language-oriented 
programming using DSLs [2]. Figure 6 shows an example SQL 
query using the sql package [12], which provides a DSL for 
creating SQL statements. 

   (select * #:from users #:where (= name ,name)) 

Figure 6: SQL DSL using Macros in Racket 

This query is transformed by Racket’s macro expander into 
a prepared statement containing the name argument. This allows 
for static validation to be performed with the full support of the 
language. The use of hygienic macros in Racket   

Additionally, Racket allows for creating a custom reader 
(lexer) which can be used to support the standard syntax of the 
DSL in other files, and a method for changing the active reader 
exists through readtables. This system is not explicitly addressed 
in their paper, but it is acknowledged that the use of macros has 
limitations on the syntax and static semantics of the DSL caused 
by the host language [2]. 

An alternative approach is to apply macros to string literals, 
allowing the syntax of the DSL to have more possibilities. In the 
Scala programming language, macros have been used to 
implement DSLs with this approach combined with string 
interpolation [3]. The example in Figure 7 shows a DSL for 
HTML using this approach. 

   html"<h1>Hello, $name!</h1>" 

Figure 7: HTML DSL in Scala using macros 

This uses a feature of Scala called implicit classes to extend 
StringContext, which represents an interpolated string literal. 
The html"…" syntax is called an interpolator, which is desugared 
to a method call on StringContext. This method implements 
the macro which performs the necessary validation to verify 
syntax and type-checking. Interpolated values are not treated as 
strings but rather full objects, allowing them to be converted to 
the appropriate form for the DSL. 



D. Grammar Extensions 

The final category represents solutions which can extend the 
grammar of the language. This is a necessary requirement to 
support the correct syntax of a DSL, since the grammar is no 
longer restricted by the host language. 

One of the most well-known examples of a grammar 
extension is JSX [13], a language that extends JavaScript to 
include XML literals used by React. The primary purpose for 
JSX is to express HTML templates, such as the one in Figure 8. 

   const elem = <h1>Hello, {name}!</h1> 

Figure 8: HTML template in JSX 

JSX, however, is not itself a DSL as it is a separate language 
that mirrors JavaScript. Any changes to JavaScript must be 
incorporated manually into JSX, and the possibility of conflicts 
exist if syntax for XML literals were added to JavaScript itself. 
Furthermore, in an environment with multiple DSLs conflicts 
may still occur when merging the DLS’s grammar into that of 
the host language. 

One approach to this ambiguity is to specify the name of the 
DSL for use in the parser. The  XJ language extension [5], short 
for eXtensible Java, uses an annotation identifying the class 
responsible for the DSL (referred to as a syntax class) to notify 
the parser on the appropriate grammar to use. Figure 9 shows an 
example SQL query using this approach. 

   @Select User u from users where u.name = name 

Figure 9: SQL DSL in XJ 

The primary limitations of XJ are in relation to interactions 
between the DSL and the host language. Syntax classes are not 
naturally sandboxed from other Java code, which can be useful 
but also dangerous for DSLs that behave differently from Java 
such as other general-purpose languages. Macro hygiene, 
communication, and interpolation are all areas for future work 
raised by the authors [5]. 

An alternative approach is by using type information. The 
Wyvern programming language [8] uses a model for type-
specific languages (TSLs) which establishes a framework for 
this approach. The parsing of TSL syntax is delayed until type 
checking, resolving any potential ambiguities in syntax. Figure 
10 shows a potential ambiguity for two DSLs, one for URLs and 
the other for HTML, which is resolved through Wyvern’s TSLs. 

   let url: Url = <images.example.com/%name%.png> 
 
   let elem: Html = <h1>Hello, {name}!</h1> 

Figure 10: URL and HTML TSLs in Wyvern 

Although powerful, Wyvern’s TSL system is also complex. 
It is not clear if the use of types is indeed more seamless and 
natural for developers, as it relies on a detailed understanding of 
types in the program to determine the specific TSL being used. 
This disambiguation is also performed during static analysis 
rather than within the parser, which may serve as a barrier for 
tooling as the resulting grammar is context-sensitive.  

IV. SYNTAX MACRO MODEL 

This section introduces a new model for implementing 
embedded DSLs termed syntax macros. Syntax macros build on 
established concepts for macros in existing languages (such as 
hygiene [2]) but can also extend the grammar of the language. 
This model is prototyped in Rhovas, a programming language 
for API design and enforcement [1]. 

The two key features established in the problem scope were 
supporting fully customizable syntax and the ability to access 
values from the host language. The first of these is solved by the 
parsing process, which replaces the entire grammar (including 
lexing) with one controlled by the DSL. The second is addressed 
by a generalized system of interpolation for interacting with the 
host language from within the DSL. 

A. Macros in Rhovas 

Rhovas has two type of macros: regular and syntax. Regular 
macros transform the existing AST, and therefore must use the 
same syntax as Rhovas to be parsed successfully. In comparison, 
syntax macros are applied during parsing to change the current 
grammar, which allows the macro to contain syntax that is 
different from Rhovas itself. 

Figure 11 shows a regular macro for assertions with a lazy 
error message and a syntax macro for a regex DSL in Rhovas. 
Note that the regular macro uses the grammar of Rhovas, while 
the syntax macro uses a custom grammar for regex literals. 

   #require(cond, error("lazy error")) 
 
   #regex { /\d+\(.\d+)?/ } 

Figure 11: Regular vs syntax macros in Rhovas 

Both types of macros are prefixed with # to help developers 
identify locations in their code where control flow and/or syntax 
changes. Furthermore, regular macros use () like function calls 
while syntax macros use {} like lambda expressions. This 
distinguishes both types of macros syntactically so they are 
unambiguous from both a parsing and readability perspective. 

B. Parsing 

The grammar of a syntax macro is shown in Figure 12, 
where <id/source> is the starting rule of a given DSL’s 
grammar. 

   dsl ::= '#' id '{' <id/source> '}' 

Figure 12: Grammar template of syntax macros 

The host language is free to manage the registration of DSLs 
and determine how to resolve duplicate ids. The recommended 
approach is to use a project-level configuration to set aliases on 
more explicit dependencies. For example, sql can be defined as 
an alias for org.sqlite.v3 in projects using SQLite or an alias 
for com.mysql.v8 when working with MySQL. 

During parsing, the host language uses the id to resolve the 
registered DSL and delegate parsing appropriately. The result is 
a grammar similar to the one depicted in Figure 13 depending 
on the available DSLs. 

   dsl ::= 
      '#' 'regex' '{' regex/source '}' | 



      '#' 'sql' '{' sql/source '}' | 
      '#' 'html' '{' html/source '}' 
 
   regex/source ::= … 
   sql/source ::= … 
   html/source ::= … 

Figure 13: Complete grammar of syntax macros 

Delegating to the DSL parser includes sharing both the 
current parser (which will be used later for interpolation) as well 
as the current CharStream representing the parser’s state. 

Both languages must pay close attention to the amount of 
lookahead required for parsing to avoid handling input with an 
incorrect lexer. Figure 14 shows an example DSL which could 
cause an error if the host language uses single-quote character 
literals (thus resulting in an error at the lexer level). 

   #js { 'string' } 

Figure 14: DSL using single-quote character literals 

Furthermore, the language should establish a convention for 
parsing the surrounding braces. Since each language generally 
requires at least one token of lookahead, a natural approach is 
for the host language to parse the opening brace and the DSL the 
closing one. An alternative option is for both parsers to parse 
these braces as a type of ‘handshake’ to ensure a well-formed 
transition, however this necessitates resetting the state of the 
CharStream. Rhovas has adopted the latter convention based on 
the principle of least surprise for any DSL implementors.  

The final parsing challenge is interpolation for accessing 
values within the host language. This uses the same process as 
delegating to a DSL in the host language but in the opposite 
direction, with the DSL delegating back to the host language. 
Interpolation is discussed in detail in Section D.  

C. AST Representation 

In the simplest cases, a DSL can be represented using only 
the AST of the host language. An example of this is regex, which 
can be converted to a string literal used with the regex library of 
the host language as shown in Figure 15. 

   #regex { /\d+(\.\d+)?/ }         syntax macro 
 
   Regex("\\d+(\\.\\d+)?")        equivalent AST 

Figure 15: AST representation of regex DSL 

If additional validation during static analysis is required, the 
DSL can instead return a custom AST hierarchy. When this AST 
is reached by the host language during compilation, it delegates 
handling to the DSL with the appropriate context. Once the 
necessary validation has been completed, the custom AST can 
be transformed into the AST of the host language. 

D. DSL Interpolation 

Interpolation is a method of inserting values and is most 
frequently used with strings. In Lisp languages, quasiquote 
performs a similar function by switching between data literals 
and evaluating code. 

The Kotlin programming language supports interpolation in 
strings using $ for variables and ${…} for arbitrary expressions, 
as shown in Figure 16.  

   "name = $name" 
 
   "person.name = ${person.name}" 

Figure 16: Interpolation syntax in Kotlin (and Rhovas) 

Rhovas currently uses this syntax as it is heavily inspired by 
Kotlin. An interesting alternative is #{} used by Ruby, which 
would unify syntax between entering a DSL using #name{} and 
(temporarily) returning to the host language with #{}. 

The key feature of interpolation with DSLs is that it is not 
string-based, but instead supports ‘smart’ handling to safely 
insert the value with the necessary serialization or conversion. 
Figure 17 shows an example of interpolation with SQL, similar 
to Figure 3 but using an expression rather than a variable. 

   db.execute(#sql { 
      SELECT * FROM users 
      WHERE name = ${user.name} 
   }); 

Figure 17: Expression interpolation for SQL 

Standardizing the syntax used for interpolation increases 
readability when working with multiple DSLs. Furthermore, the 
generalization of interpolation can also offer additional insight 
into other languages and DSLs. 

In the Elixir programming language, variable assignment 
uses pattern matching and supports destructuring using variable 
bindings and values [10]. If the value in the pattern does not 
match the corresponding value being assigned, the assignment 
fails. The example in Figure 18 demonstrates this behavior with 
destructuring a 3D point expected to have a y value of 0. 

   {x, 0, z} = {-1, 0, 1}                success 
   x = -1, z = 1 
 
   {x, 0, z} = {1, 2, 3}                 failure 

Figure 18: Pattern matching in Elixir 

In the case when pattern matching should be on the existing 
value of a variable rather than rebinding an identifier, Elixir 
introduces the pin operator ^ as shown in Figure 19. 

   y = 0 
   {x, y, z} = {1, 2, 3}                 success 
   x = 1, y = 2, z = 3 

   y = 0 
   {x, ^y, z} = {1, 2, 3}                failure 

Figure 19: Pin operator in Elixir 

Interestingly, by considering the syntax of pattern matching 
from the perspective of a DSL it becomes clearer that the pin 
operator is simply interpolation of the variable y in the pattern. 
This offers a new perspective on pattern matching and implies 
that interpolation is a more generalized concept in programming 
languages that extends beyond just string literals. 



V. FUTURE WORK 

Syntax macros do not currently support arguments, which 
can be used for specifying additional options for the DSL. 
Example applications of this include selecting a specific regex 
flavor (Figure 20), providing a schema for SQL validation, or 
specifying the grammatical rule for a language.  

   #regex(:pcre) { … } 
 
   #regex(:perl) { … } 

Figure 20: Syntax macro arguments for regex flavor 

The primary consequence of this is introducing ambiguity 
with regular macros. A related problem is macros with trailing 
lambdas, which also use {} syntax as shown in Figure 21. The 
benefits of allowing arguments need to be carefully weighed 
against the potential ambiguity for developers in these cases. 

   numbers.filter { it > 0 } 

Figure 21: Syntax for trailing lambdas 

Additionally, there are no restrictions on the DSL modifying 
control flow, mutating variables, or overall performing any 
functionality code in the host language can do. Incorporating a 
sandbox-like model may improve a developer’s understanding 
of the interactions between the host language and DSL. 

There is also currently no concept of splicing for macros 
(regular and syntax). Splicing allows merging a list of ASTs into 
a template and is a common feature in many macro systems. An 
example macro using splicing for creating a list of properties in 
a struct declaration is provided in Figure 22. 

   #struct(Point, x, y, z) 
 
   struct Point { 
      var x: Integer = x; 
      var y: Integer = y; 
      var z: Integer = z;  
   } 

Figure 22: Struct definition macro using splicing 

Finally, there is no dedicated API for implementing DSLs 
using this system. A developer must integrate with the Rhovas 
compiler to define a parser and implement the necessary static 
analysis for their language. Like regular macros, syntax macros 
should be possible through an API without needing to work with 
the full compiler to implement effective tooling. 

VI. CONCLUSION 

Embedded DSLs in existing languages often have restricted 
syntax and difficulty interacting with the host language. The 
proposed model of syntax macros establishes a conceptual 
framework for implementing embedded DSLs in a way that 
resolves these issues. 

Syntax macros extend the grammar of the host language, 
allowing different syntax to be used within a DSL. A generalized 

system of interpolation further allows DSLs to better integrate 
with the host language for accessing values. While there remain 
areas for future work on missing features and a dedicated API 
for macros, the syntax macro model has been successfully 
prototyped in the Rhovas programming language. 
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