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During the past decade, the demand for high performance 

large-scale arene computers for computationally intensive 

applications has continued. One such application area is 

computer graphics. The complexity of realistic images and the 

time needed to generate these images in real-time requires 

computers that are capable of providing up to 10'* operations 

per second. 

In this dissertation, a new massively parallel 

architecture is designed for solving computationally intensive 

problems in real-time image synthesis. This architecture 

utilizes a unique theoretical communication model (i.e., 

large-scale interconnection network) for constructing a 

massively parallel systen. 
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The basic premise of the communication model is in the 

design of a novel hierarchical interconnection network that is 

applicable for massively parallel systems, in general, as well 

as the special purpose architecture for real-time image 

synthesis. The hierarchical ineerconneetion network consists 

of a_- global interconnection network and a local © 

interconnection network. The analysis is presented for this 

HIN structure. 

In addition, a new hypercube-based topology known as the 

hyperstar is proposed. This interconnection network is also 

utilized as the local interconnection network within the 

hierarchical interconnection network, but is suitable as a 

large-scale interconnection network. The unique design of the 

hyperstar reduces the overall node degree of a conventional 

hypercube to a fixed degree of three. In comparison to other 

hypercube-based topologies, this topology has a denser 

structure for interconnecting millions of nodes at a modest 

increase in average distance, at a constant degree, and at a 

lower dimension. This structure also has many of the 

attractive properties of the conventional hypercube: symmetry, 

fault-tolerance, and recursivity. Several network parameters 

are defined for this structure to evaluate its potential 

performance. 

Finally, a new theoretical model of parallel computations 

is developed for a general-purpose massively parallel 

computer. This conceptual framework is applied to a massively 

vii



parallel graphics system. The fundamental purpose of the 

model is to provide a basis for a high-level programming 

language as well as to provide a formalism for structuring 

parallel computations onto a massively parallel computer. The 

basic idea of our model is to integrate the functional, real- 

time, and object-oriented paradigms into a single paradigm to. 

yield a powerful computational model for meeting the enormous 

computational demands of different scientific applications 

such as real-time image synthesis. 

Several open research problems pertinent to hypercube- 

based topologies are enumerated. Additional theoretical 

research questions and/or problems peculiar to massively 

parallel computers are also discussed. 
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CHAPTER 1 
INTRODUCTION 

1.1 Statement of the Research Problem 

The study of massively parallel computing is currently an 

active area of research and encompasses a broad spectrum of 

areas such as the design and analysis of massively parallel 

algorithms, the development of massively parallel systems, and 

the formulation of parallel programming languages’ for 

massively parallel systems. Research in this field is 

motivated by one dominant factor--to build systems that are 

capable of solving large computational problems that are not 

feasible with existing sequential computing technology. The 

recent trend towards massive parallel computation has been 

made possible because of rapid technological advances in VLSI 

(Very Large Scale Integration) device theory. However, with 

this new computing technology, new issues have emerged that 

are peculiar to massively parallel computing. 

For example, in a massively parallel system, the 

computational tasks of an algorithm must be partitioned into 

fine-grain subtasks and ,subsequently, each subtask must be 

allocated to one of the processing elements or processors 

while maintaining the correct overall sequencing of tasks. 

The aim is also to ensure that the workload among the 
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processors is balanced, that maximum parallelism is obtained 

and that the execution time is minimized. It is assumed that 

the processors are working simultaneously to solve an aspect, 

i.e. ,;subtask, of a computational problem. Another 

consideration must be given to communications between 

processors, i.e. the synchronization of processors when 

communicating intermediate results. Besides synchronization 

and task allocation issues, there are performance issues: 

cost, speed, reliability, and fault tolerance. In order to 

design efficient computations, it is therefore imperative that 

models which represent the execution of these computations be 

developed to facilitate the understanding of the interactions 

between the computations and their underlying parallel 

architectures. The effect of interactions between parallel 

algorithms and architectures (i.e., algorithmic parameters and 

architectural parameters) is still not well understood. Some 

examples of architectural parameters are: configuration of the 

underlying architecture, number of processors, speed, and 

-bandwidth of processors. Some examples of algorithmic 

parameters are: task granularity, communication structure of 

computations, task decomposition, and task allocation 

strategies.
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1.2 Scope and Objectives of this Research 

There are two main research questions that are considered 

in this dissertation. They are: 

(1) What is an appropriate interconnection network model for 
a massively parallel architecture for image-synthesis? 

(2) What is a suitable computational model for a massively 
parallel architecture for real-time image synthesis? 

In this work, design options for interconnection networks 

are explored and a new general-purpose hypercube-based 

interconnection network for a massively parallel architecture 

is proposed. In addition, a unique design of a hierarchical 

interconnection network (HIN) for constructing a massively 

parallel architecture that utilizes this hypercube-based 

topology is proposed. Moreover, a formalism for structuring 

parallel computations onto a massively parallel system is 

developed. The formalism is a conceptual framework of a 

computation model which serves as a basis for a parallel 

programming language. 

There are three motivating factors for this research. 

One motivating factor is to design a high performance 

interconnection network for a massively parallel architecture. 

The design of large-scale interconnection networks for 

parallel architectures is a non-trivial task and is a research 

area under intense study. An analysis of the hypercube-based 

structure is provided to characterize the potential
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performance of this architecture as well as the performance of 

the HIN. 

Another motivating factor is to design a massively 

parallel architecture for solving computationally intensive 

problems found in real-time image synthesis. The second 

motivation is to gain insight into the application of 

massively parallel architectures for real-time image 

synthesis. 

The last motivation is to provide a conceptual framework 

for structuring parallel computations onto a massively 

parallel architecture. Most of the current research in the 

massively parallel computing area has focus on the design of 

architectural structures. There exits only rudimentary 

knowledge on how to structure application programs for these 

architectures and limited empirical experience on programming 

massively parallel computing structures. Thus, there is ample 

opportunity to make significant contributions towards the 

theoretical foundations of massively parallel computing 

structures. 

1.3 Organization of Dissertation 

The remainder of this dissertation is organized as 

follows. Chapter 2 provides background material that is 

essential for understanding the theory of realistic image
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synthesis and related research in parallel computer graphics 

system design. 

Chapter 3 describes related research in parallel computer 

graphics system design. 

Chapter 4 presents an overview of pertinent research 

areas and theoretical concepts in massively parallel 

computing. 

Chapter 5 presents the theoretical framework of a new 

hypercube-based topology, i.e., the hyperstar. A formal 

description of both the hypercube and the hyperstar is 

included. A brief survey of topological enhancements are 

described. Network parameters and performance measures are 

presented for the analysis of this structure. In addition, a 

illustration of the construction of this network as well as a 

routing algorithm is presented. 

Chapter 6 presents an architectural overview of a 

massively parallel system for real-time image synthesis. 

The application of the hyperstar as a local interconnection 

network within a hierarchical interconnection network 

structure is also presented. Mathematical analysis is 

presented for this hierarchical interconnection network. 

Chapter 7 presents a novel object-oriented computational 

model that exploits massive parallelism. 

Chapter 8 presents a summary and the major research 

contributions. In addition, several open research problems 

are discussed.



CHAPTER 2. 
FUNDAMENTAL PRINCIPLES IN COMPUTER GRAPHICS 

2.1 Introduction 

In this section, a review of basic concepts in generating 

realistic images is presented. Section 2.2 presents an 

overview of the image synthesis pipeline. Section 2.3 

discusses illumination models for image synthesis. Section 

2.4 presents a description of various hidden surface 

algorithms for determining the visibility of objects ina 

scene. Section 2.5 describes volumetric rendering. Section 

2.6 describes poneeruetiae solid geometry. Finally, section 

2.7 presents the chapter highlights. 

2.2 Overview of the Image Synthesis Pipeline 

There are six steps that are performed in generating a 

synthetic computer image: viewing transformation, clipping, 

projection transformation, visibility calculations, shading, 

and scan conversion. Figure 2.1 presents a functional diagram 

of the image generation pipeline. 

A scene is comprised of objects that are stored initially 

in a database. The database contains a description in world 

view coordinates of the entire scene. Some examples of
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information stored in the database are the basic properties of 

an object. These properties include the color, material, 

location, and geometry of that object. 

The geometry of an object ee specified by a set of 

primitives. An example of a common primitive used in computer 

graphics is the polygon. However, a frequent problem with the 

use of polygons is faceting. In other words, an object is 

composed of a collection of interconnected polygons that 

appear faceted. To eliminate the problem of faceting, one 

solution is to use opaque structures with curved surfaces such 

as spheres, cylinders, and cones, as well as boxes (Iskandar, 

1990). 

The objects that comprise the scene stored in the object 

database must undergo several transformations such as 

rotation, scaling, skewing, and other geometric operations. 

These transformations are part of the viewing transformation 

process for generating synthetic computer images. The next 

step is the clipping process which involves determining which 

lines or portions of lines in the scene or image lie outside 

the window. Those lines or portions of lines which are outside 

of the window are discarded. 

The next step is the shading computation. This process 

involves determining the correct color for each pixel in a 

particular object and performing texture operations. 

After shading calculations have been performed, the next 

procedure is to determine the visibility of each pixel in an
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image. Each pixel which might be hidden by an object must be 

identified to determine whether it is truly visible, or if it 

is obscured by other objects at that pixel. 

Finally, projective transformations and scan conversion 

are performed. These two steps determine which pixels should 

be altered in order to add the object to the final image. 

The final image is displayed by the video display after 

undergoing the video generation process which may employ 

algorithms for display correction of the image. These 

algorithms include color adjustment and compensation from a 

particular observer's point of view (Glassner and Fuchs, 

1985). 

2.3 Illumination Models for Image Synthesis 

Illumination models in computer graphics are essential to 

the creation of realistic images. These models determine the 

appearance of each point on the display. These models are 

used to create the appearance of the same point in the 

projection of a scene that is obtained when viewed in a real 

environment. In observing any scene, light is dispersed in 

complex ways on objects contained in that scene. 

The observed pixel color for an object in a scene is a 

synthesis of the combination of many components. Some of 

these include such lighting characteristics as the actual 

material surfaces associated with the object upon which the
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light reflects, and the position of other objects contained in 

the scene. Light behavior under many conditions has been 

extensively studied in the fields of physics and optics. 

Based on the work in these fields, the illumination models 

utilized in computers can be categorized into three broad 

classification areas: empirical, transitional, and 

analytical. 

Empirical models have been used to display shaded images 

in the majority of the early research in computer graphics. 

These models utilized concepts from perspective geometry as 

well as used incremental techniques for pixel illumination. 

Moreover, image coherence properties are also utilized for 

performing rapid incremental shading. 

Other models include the transitional models. These 

models are based on the principles of physics and optics and 

employ characteristics that capture the true geometry of the 

environment. Some of these characteristics include 

reflections, refractions, and shadows. 

Another model is the class of analytical models. These 

models are primarily concerned with visible realism. Thus, 

the models produce simulations of the physical environment in 

contrast to realistic productions. This is accomplished via 

the incorporation of many methods for maintaining an 

equilibrium of light energy, as light propagates through a 

diffuse environment. These models are often expressed in 

terms of light energy as opposed to light intensity.
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2.4 Hidden Surface Algorithms 

The two-dimensional projection of a three-dimensional 

object consisting of edges and/or faces onto a display is 

fairly simple. However, the determination of which edges 

and/or faces would be invisible when opaque material is 

employed is a non-trivial problem. This particular problem 

has been referred to as the hidden surface problem. Several 

techniques have been developed to address this problem and are 

referred to as visible surface algorithms. The visible surface 

algorithms discussed here are based on the concept of point 

sampling. An approximation to the solution of the hidden 

surface problem is obtained by point sampling at a finite 

number of discrete sample points. 

There are four visible surface algorithms of interest 

which are briefly discussed here. They are Z-buffer, 

Painter's, Scan-line, and ray-tracing algorithms. Together, 

these visible surface algorithms constitute the majority of 

all the visible surface algorithms which are currently 

employed. The problem geometry is equivalent for each of the 

algorithms. The model environment is defined by a number of 

geometric primitives, typically polygons. This environment is 

viewed from an arbitrary viewpoint in an arbitrary view 

direction. The aforementioned algorithms each perform a 

projection of the three-dimensional space onto the two- 

dimensional virtual image plane centered at the eye or view 

point. In those instances where parts of more than one
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particular object project onto the same point of the image, 

then only the nearest parts of the objects are said to 

correspond to the visible surface, and all others are 

subsequently discarded. 

The most widely used and simplest of the visible surface 

algorithms is the Z-buffer (or depth-buffer). In addition to 

the required memory to store the actual image, an additional 

memory called a Z-buffer is utilized. In this buffer, the 

depth of the object in a particular scene, that is closest to 

the viewer, is stored for each pixel on the display. In 

object processing, for each pixel that lies within a specific 

objects boundary, a Z-value and intensity are calculated. If 

a pixels Z-value is closer to the corresponding position in 

the Z-buffer, then the Z-value and intensity of the pixel are 

replaced with those of the closer object. 

In the scan-line algorithm, each line in a scene is 

processed to determine where the intersection of objects with 

a particular line occurs. These areas of intersections are 

referred to as spans. These spans are subsequently sorted 

into depth order and finally displayed, one scan line at a 

time. Scan-line algorithms can be made to function in a 

faster way by exploiting the coherence properties of an image 

in order that incremental processing may be utilized. MThe 

techniques used by scan-line algorithms function to reduce the 

hidden surface problem from three dimensions to two
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dimensions, and thereby greatly reduce the geometry of 

calculations required. 

Another visible surface algorithm utilized is the 

Painter's algorithm. This POIaeolyaetnnte algorithm first 

sorts objects in order of the distance from the eye or view 

point. This is followed by each object being displayed in a 

back to front order in the frame buffer. The sorting 

guarantees visibility of the objects which are closer to the 

view point. A major shortcoming that can be experienced in 

using this technique is that the ordering of objects must be 

determined globally. This shortcoming limits its use for 

complex models. 

The visible surface algorithms described thus far for 

visible surface processing are examples of image space 

algorithms. These algorithms solve the hidden surface problem 

by first projecting the objects into the plane of the image. 

This is followed by the manipulation of those projections. 

The final visible surface algorithm aacussed here, ray 

tracing, operates differently. Ray tracing is a visible 

surface algorithm that belongs to the class of object space 

algorithms. For these algorithms, no explicit projection is 

performed. Therefore, each object is a suitable candidate for 

the visible surface of each pixel on the screen. 

Ray tracing is considered to be an example of a technique 

for realistic image synthesis. The ray tracing algorithm 

utilizes the principles of geometric optics by considering
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rays of light of infinitesimal width and their interaction 

within the environment. The literature in this area is rich 

with algorithms which adapt the ray tracing technique for use 

in synthesizing many natural phenomena, in addition to 

accommodating complex shapes and _ surfaces. Widespread 

interest in ray tracing is evident in the extension of the 

basic algorithm by many researchers. Ray tracing has become 

established as one of the most powerful and widely used 

techniques for realistic image synthesis. 

The ray tracing algorithm was first described by Appel 

(1968). He suggested that rays should be traced from the view 

point through each pixel of the virtual screen and into the 

environment. These rays should be transversed in the reverse 

direction from the way the rays of light would propagate ina 

physical environment. This novel approach indicates which 

rays are closest to the object where the rays intersect. This 

determination illustrates which rays are visible to the 

surface. This idea was extended by Whitted (Whitted 1980) in 

an extension to the ray tracing algorithm to incorporate 

reflections, refractions, and shadows within a common shading 

model. For each intersection of a primary ray with a surface, 

a secondary ray called a shadow ray is first traced towards 

each point-light source (Whitted, 1980). If an object is 

encountered between the surface and a light source, then the 

point of intersection is the shadow with respect to that light 

source. In this situation, where an object exists between the
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surface and the light source, no direct contribution is made 

to the illumination of the intersection point. He also 

observed that if the surface is made of a material with 

reflective and/or refractive properties, then the secondary. 

rays are traced in the direction of reflection and/or 

refraction. If these rays are seen to intersect with other 

surfaces, then a contribution of the illumination of the 

closest of these surfaces is made towards the intensity of the 

original pixel. The recursive repetition of this process 

provides multiple reflections and refractions, with each 

intersection giving rise to subsequent rays. The geometry of 

the ray and surface intersection is shown in Figure 2.2. The 

direction and intensity of the incident ray along the mirrored 

direction, i.e., the direction and intensity of the reflected 

ray with respect to the surface normal, is_ shown. In 

addition, the direction and intensity of the refracted ray, 

obtained by Snell's law of refraction, is also shown along 

with the light source (Green, 1989). 

2.5 Volumetric Rendering 

Volumetric rendering is based on the use of 2" X 2" X 2°" 

unit cubes called voxels or volume elements (Kaufman and 

Bakalash, 1988). A voxel-image system for volumetric 

rendering is based on the concept that a three-dimensional 

inherently continuous scene is discretized, sampled, and
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stored in a large three-dimensional cubic frame buffer of 

voxels or volume elements (Kaufman and Bakalash, 1988). Voxel- 

based imagery is used in medicine (e.g., computed SEnOaneony 

and ultrasounding), geology, biology, and three-dimensional 

image processing (e.g., time varying two-dimensional images) » 

(Kaufman and Bakalash, 1988). 

There are some major advantages for volumetric rendering 

for voxel-based images (Kaufman and Bakalash, 1988). The 

projections of the voxel-based image along a viewing direction 

display only the visible surfaces and thus implicitly ignore 

the hidden surfaces. Also, there is no need to scan convert 

and manipulate the graphical display list repeatedly for every 

small modification. Finally, projection, rendering, and 

manipulation are independent of the scan complexity for voxel- 

based processing (Kaufman and Bakalash, 1988). 

2.6 Constructive Solid Geometry 

Complex objects can be constructed by applying certain 

boolean set operations such as union, intersection, and 

difference to simple geometric solids. Some examples of 

simple geometric solids include blocks, spheres and cylinders. 

The use of boolean set operations to develop complex objects 

from simple geometric solids is referred to as constructive 

solid geometry (CSG). Highly complex objects may be 

represented by combining just a few primitives (i.e., simple 

geometric solids). This particular property makes the
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representation highly economical. by minimizing the amount of 

storage required. 

One particular CSG technique is the one proposed by Roth 

(1982). He described a technique for producing images of 

CSG-modelled objects by ray tracing and called it ray casting. 

Other CSG models are utilized extensively in CAD/CAM (Computer 

Aided Design/ Computer Aided Manufacturing) applications 

(Green, 1989). 

2.7 Chapter Highlights 

In this chapter, the basic concepts in generating 

realistic images were presented. An overview of the image 

generation pipeline was presented. Illumination models for 

image synthesis were also discussed. Several illumination 

models were discussed, namely empirical, transitional, and 

analytical. In addition, the descriptions of several hidden 

surface algorithms were also described.
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CHAPTER 3 
COMPUTER GRAPHICS SYSTEMS 

3.1 Introduction 

This chapter presents a review of the basic system 

concepts that are needed in the design of computer graphics 

systems for image synthesis. Section 3.2 presents an overview 

of parallel computer graphics architectures. Two types of 

parallel architectures for computer graphics are discussed: 

Image space architectures (Section 3.2.1) and Object space 

architectures (Section 3.2.2). Section 3.3 presents a survey 

of parallel computer architectures for generating realistic 

images. Section 3.4 describes the recent trend towards the 

development of massively parallel computers. Finally, the 

chapter concludes with a summary of the important concepts. 

3.2 Overview of Parallel Computer Graphics Architectures 

Significant developments have been made in recent years 

in image synthesis, a subfield of computer graphics concerned 

with generating realistic pictures or synthetic images 

indistinguishable from photographs of real objects. These 

computer generated images are useful in applications that 

require a visual prototype, or model, of an object as a 
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replacement for the construction of a physical object. The 

applications utilizing the development of image synthesis 

include many fields and commercial enterprises, such as 

CAD/CAM, scientific visualization, the medical industry, and 

the entertainment industry. 

Unfortunately, as the realism and quality of computer 

generated images improve, the computation effort and time 

required to create the images increases. The time is directly 

related to the complexity and number of objects in a scene. 

Also, the algorithms used to generate these images involve 

complex models, and are computationally intensive. 

Computation time can range from a few seconds on a fast 

supercomputer to days on a mainframe computer. Ideally, it is 

desirable to render images in real time. This requires images 

to be updated at a rate of 1/10 of a second (image update 

rate) and displayed in a video frame time or less (display 

rate). The standard NTSC video frame time is thirty frames 

per second. Because of the image update rate, some images are 

rendered without much realism. This may be sufficient 

depending upon a particular application, such as robotics 

simulation. 

Substantial speedups in computation can be achieved in 

several ways. They are as follows: (1) developing faster 

devices, (2) designing architectures that enable concurrent 

processing, (3) developing compilers to restructure sequential 

programs into their parallel equivalent, (4) developing
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algorithms which permit the specification of concurrency, and 

(5) developing better analytic models of computation 

(Kleinrock, 1985). 

One research direction in image synthesis has been to 

exploit the inherent parallelism in the algorithms used to 

create realistic images. Ray tracing, a popular algorithm 

used to create realistic images, is an ideal candidate for 

parallel processing. The ray-object intersection calculations 

can be performed in parallel (Dippe' and Swensen, 1984; 

Gottlieb et al., 1983; Nishimura et al., 1983, and Ullner, 

1984). These intersection calculations represent the most 

computationally expensive portion of the algorithm. 

Another research direction has been to develop parallel 

machines and graphics processors. Various architectures that 

utilize parallelism have been proposed. Some of these 

proposals have been built into actual machines. Two examples 

of commercial machines are the AT&T Pixel Machine and the 

Ardent Titan Graphics Supercomputer. 

The parallel machines for computer graphics can be 

separated into two basic categories: (1) Image Space 

Architectures and (2) Object Space Architectures. Other 

architectures, known as hybrid architectures, combine these 

two approaches (Kedem and Ellis, 1984; Weinberg, 1981, and 

Whelan, 1985). 

These two architectural schemes are used because they are 

related to two important aspects which represent images in
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computer graphics, namely, the image space and the object 

space. The image space of an image is a matrix of the raster 

elements (pixels) of a display. The number of pixels equals 

the resolution of the display (Reghbati and Lee, 1988). The 

object space of an image is the set of graphical primitives 

such as lines, polygons, and quadratic surfaces (e.g., spheres 

and cylinders) that are used to model the graphical objects to 

be depicted in a scene. 

The application of parallel processing to achieve real 

time image synthesis is an active area of research. In the 

next section, a review of previous applications of parallel 

processing in computer graphics will be presented. Parallel 

processing techniques have been applied to specific image 

generation functions: scan conversion, hidden surface removal, 

and shading. These algorithms represent the most 

computationally intensive operations for generating realistic 

images in real-time. Executing these algorithms in parallel 

enables the overall image generation process to be completed 

faster for complex images. 

3.2.1 Image Space Architectures 

There are several ways to partition the image space. For 

example, the image space may be separated into horizontal or 

vertical partitions of pixels or into subregions of pixels. 

Most of the partitioning methods may be categorized as either 

static or dynamic. Figures 3.1-3.3 illustrate several
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examples of image space partitioning. (In the image space, the 

pixels are independent and can be processed simultaneously). 

Processors are permanently (static partitioning) or 

temporarily (dynamic partitioning ) assigned to each partition 

for further processing. Several researchers have studied 

mapping schemes which associate processors to image space 

partitions. Kaplan and Greenberg (1979) used a dynamic 

partitioning scheme for two hidden surface removal algorithms. 

The processors they used were dynamically allocated to 

operate on groups of n scan lines and image subregions for the 

scan line algorithm or area subdivision algorithm. Hu and 

Foley (1985) studied three types of mapping schemes for hidden 

surface removal: static contiguous, static interleaved, and 

dynamic processing. A static contiguous mapping scheme 

partitions the image space into contiguous groups of scan 

lines while a static interleaved mapping scheme partitions the 

image space into non-contiguous set of interleaved scan lines 

(Figure 3.4). On the other hand, a dynamic processing mapping 

scheme is a temporal partitioning of the image space into 

groups of scan lines or individual scan lines. 

When the entire image space is considered as_ one 

partition, the processors are allocated to each individual 

pixel. This scheme is also known as the "processor per pixel" 

architecture. The Pixel Planes (Fuchs et al., 1982; Fuchs and 

Poulton, 1981, and Poulton et al. 1985) and Rectangular
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Filling System (Whelan, 1982) are examples of this type of 

architecture. 

Many architectures have been proposed which use 

parallelism to speed up the tiling of objects. The image 

space is partitioned into regions which form a regular 

tesselated pattern of pixels and processors are assigned to 

groups of interleaved pixels. Architectures based upon this 

approach include the " 8 X 8" displays (Clark and Hannah, 

1980; Fuchs and Johnson, 1979; Gupta et al., 1981, and Sproul 

et al., 1983) (Figure 3.5). 

Fuchs and Johnson (1979) developed a novel processor 

assignment based upon modular arithmetic. They proposed a 

distributed depth buffer architecture where many tiling 

processors work in parallel to determine pixel visibility. 

This architecture is essentially static interleaving in 2 

dimensions. Polygons to be tiled are passed to a central 

broadcast processor which broadcasts a description of the 

polygon to all of the tiling processors via an object bus. 

Upon completion, the pixels are sent via a video bus to a 

Video Scan Generator (VSG). There the pixels are assembled 

into a complete image in a frame buffer. The Video Scan 

Generator updates the frame buffer memory as new frame 

information becomes available. Synchronization is achieved by 

the handshaking that occurs between the Central Broadcast 

Processor (CBP) and the tiling processors. Demetrescu (1985) 

used a similar partitioning scheme with the exception that a
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processor can access and update an entire scan-line instead of 

a single pixel. 

Clark and Hannah(1980) developed an architecture to speed 

up the mareerieatien of the screen (i.e., perform scan 

conversion) (Figure 3.6). The architecture is comprised of 

Column Image Processors (C-IMPs) and Row Image Processors (R- 

IMPs) . 

The parent processor prepares the geometric primitives 

for scan conversion (i.e., lines, characters, and polygons) 

and sends this data to the eight C-IMPs. The C-IMPs 

redistribute this information to a set of eight R-IMPs under 

their control. Each R-IMP scan converts the data and sends 

the resulting pixel data directly to the image buffer, i.e., 

to the memory cnipe under its control. 

This system uses a two-level hierarchical bus structure 

where eight processors are interleaved along each bus. This 

interleaved structure maps into any contiguous 8 X 8 set of 

pixels on the screen such that each pixel in the region is 

controlled by one processor and each processor controls one 

pixel. In other words, a tessellation scheme similar to that 

of Fuchs and Johnson is used to assign individual pixels in an 

adjacent group of pixels to the R-IMPs. Very high tiling 

rates can be achieved with this interleaved architecture. The 

architecture can also be extended to implement a parallel 

depth buffer algorithm for hidden surface removal.
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Niimi et al. (1984) developed an architecture which is 

similar to Clark and Johnson's architecture. The architecture 

utilizes a two-level structure composed of several Scan Line 

Processors (SLPs) which control several Pixel Processors 

(PXPs) (Figure 3.7). The author calls this configuration 

EXPERTS. EXPERTS is connected to a host computer. 

This system used dynamic partitioning instead of static 

interleaving like some of the earlier methods. A group of 

scan lines are dynamically allocated to the SLPs by the host 

computer. The SLPs initialize, update, and sort the specific 

data structure for each scan line (i.e., a list of active 

segments or intersections of polygons with a scan line). 

Then, the SLPs dynamically allocate the scan lines to the 

PXPs. The PXPs execute the hidden surface removal algorithm 

(i.e., the scan line algorithm) for the span or scan line 

segment in their territory. The scan line algorithm had been 

extended to perform smooth shading (Gouraud shading) and anti- 

aliasing on a per scan line basis. This enables scan line 

coherence and span coherence to be preserved. 

The SLPs manage the workload distribution to PXPs via a 

dynamic load balancing strategy. When an SLP completes its 

tasks, it counts the number of completion signals received 

from its set of PXPs. If the number of signals is less than 

N/2 (N is the number of PXPs connected to the SLP), then the 

SLP remains idle until N/2 PXPs terminate. Otherwise, the SLP 

assigns additional pixels to the active PXPs, up to the
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allowable limits, and allocates the remaining pixels to the 

other PXPs. A similar scheme is employed by the host to 

manage the SLPs. 

Parke (1980) presented two architectures for polygon 

tiling: the Splitter Tree and the Hybrid Architecture. One of | 

his architectures, the Splitter Tree, consists of a tree of 

clipping engines which redistribute polygons to the tiling 

processors (Figure 3.8). Each splitter divides an input 

region in half. Each half consists of clipped polygons. The 

output of the splitters forms the input to the next level of 

splitters. These splitters distribute a stream of polygons 

into a number of image processors by partitioning the screen 

into subregions. Each image processor is therefore assigned 

to a subregion and performs scan conversion in this depth 

buffer architecture. 

Parke's hybrid architecture is a multiprocessor depth 

buffer architecture which combines the splitter tree approach 

with a broadcast approach similar to the one used in Fuchs and 

Johnson's system (Figure 3.9). The image processors tile the 

polygons in the assigned subregion. 

Parke mentioned several limitations with these 

architectures. None of the approaches above handles anti- 

aliasing. The Splitter Tree architecture depends on a 

uniform distribution of regions. A non-uniform distribution 

may permit one branch of the tree to become more heavily 

loaded while other branches remain idle. The broadcast
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approach encounters a polygon-edge overhead. However, this 

problem can be reduced by allowing the central broadcast 

controller instead of the image processors to perform these 

calculations. The hybrid approach minimizes these 

limitations by (1) lowering the polygon-edge overhead through 

reductions in the number of incoming polygons and edges 

broadcast to an image processor and (2) utilizing a row-column 

interleave pattern for broadcasting or equally distributing 

the pixel computations across the image processors. 

3.2.2 Object Space Architectures 

This architectural configuration associates graphical 

objects to processors. The union of these objects form the 

object space. Each processor may perform hidden surface 

removal calculations on individual objects or groups of 

objects to determine which objects are visible at each pixel 

(Dippe' and Swensen, 1984; Fussell and Rathi, 1982; Pavicic, 

1985, and Ullner, 1983). For groups of objects, the 

processors must process them sequentially. 

Ullner (1983) subdivided the object space in one of his 

proposed parallel machines for ray tracing. This machine is 

a two-dimensional array of microprocessors with custom ray 

intersections and communication hardware (refer again to 

Figure 3.5). Specifically, the object space is subdivided 

along all three axes, thus resulting in a collection of



29 

subvolumes. Contiguous subvolumes of objects are mapped to 

each processor. This mapping distributes a set of rays onto 

an equal number of processors. In this method, the mapping 

function alae in balancing the load of the _ system. 

Appropriate actions are taken by each processor depending upon 

the outcome of the ray-object intersection testing via message 

passing. 

Dippe' and Swensen (1984) also presented an architecture 

for ray tracing which adaptively partitions the object space 

into subvolumes. Each subvolume is also associated with a 

processor. A processor, in this 3-D array of processors, can 

communicate with other processors by sending and receiving 

messages. The messages which check for ray intersections in 

processors are only passed along the path of the ray. MThis 

constraint provides speedup over algorithms which check for 

rays in all processors. Dippe' (1984) uses an adaptive 

subdivision to handle load balancing. As computations 

continue, the processors dynamically reconfigure the mapping, 

i.e., adjust the boundaries of the subvolumes, as load shifts 

from area to area. Global information about load distribution 

is maintained and used to redistribute the resources, thus, 

allowing the system to reconfigure itself. 

Pavicic (1985) presented an architecture which associates 

one or more objects to processors (object processors) for 

hidden surface removal. In addition, he developed several 

algorithms. They are (1) a selective refinement algorithm
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which performs- visibility surface determination (z-buffer 

algorithm) and anti-aliasing in parallel, (2) an efficient 

algorithm which makes incremental updates on portions of an 

image that erence? and (3) two filter functions for anti-_ 

aliasing. Originally, he developed a conceptual design 

comprised of multiple processors for object processing. This 

design was intended to be used as a front-end object processor 

to an IBM SIMD (Single Instruction Stream Multiple Data 

Stream) image processor. He extended his design to a MIMD 

(Multiple Instruction Stream Multiple Data Stream) 

architecture with shared memory and studied several 

interconnection networks. After performance analysis, he 

chose the omega network which used switches with queues to 

connect processors and memory. Object information was 

encapsulated in packets and routed to the memory. Pavicic 

(1985) viewed the memory as image processors which 

communicated via messages to the object processors and handled 

the arriving packets. In his architecture, a priori object 

descriptions were assumed to be distributed uniformly to the 

object processors. No further attention was given to the load 

balancing issue. 

3.3 Parallel Architectures for Realistic Image Synthes 

Several architectures have been proposed and/or built in 

recent years for realistic image synthesis. The primary 

motivation for designing these architectures has been to
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decrease the processing time for rendering realistic images in 

real-time. These images may be complex or have modest 

complexity. (The complexity of an image depends upon the 

numnber of BEneeee in a particular scene. 

Nevertheless, there are four basic categories for 

realistic image synthesis architectures. They are: 1) 

general-purpose vector processors, 2) general-purpose 

multicomputers, 3) special-purpose hardware, and 4) general- 

purpose multiprocessors. Systems which fall into categories 

1, 2, and 4 employ commercially available hardware. These 

systems have been tested and evaluated. On the other hand, 

systems which comprise category 3 are proposals of concurrent 

ray-tracing systems (Green, 1989). 

General-purpose vector processors have been utilized to 

speed up the processing time for ray-tracing. Some examples 

of these systems are the Cray-1 and CDC Cyber 205 

supercomputers. Max (1981) developed a rendering algorithm to 

generate ocean waves and islands. In this Cray-1 

implementation, a high resolution animation sequence was 

produced in near real-time (i.e., close to 30 seconds per 

frame). Plunkett and Bailey (1985) implemented a more 

general-purpose vectorized ray-tracing algorithm on a CDC 

Cyber 205. This implementation worked well for simple scenes 

that contained a small number of objects. However, due to the 

exhaustive ray tracing, its use was precluded for scenes of 

considerable complexity.
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In contrast, general-purpose multi-computers consist of 

networked computers and workstations. These resources are 

supported by a centralized communication mechanism that is 

ideally suited for the transfer of object data and image 

results. One drawback, however, is that each computer 

requires a copy of the model database and image results in its 

local storage, thus, resulting in high storage costs. 

The other category of architectures, i.e., special- 

purpose architectures, has been built to handle the complexity 

of ray-surface intersection calculations. Ullner (1983) 

proposed several techniques for designing special purpose 

hardware. These hardware proposals formed the foundation of 

work done in this area, i.e., realistic image synthesis. His 

first architecture, the Ray-Tracing Perpheral, performed 

pipelined ray-quadrilateral intersection calculations. This 

architecture is shown in Figure 3.10. The Ray-Tracing 

Peripheral was employed to handle exhaustive ray tracing. 

Ullner (1983) also suggested an alternative pipeline 

architecture which implemented the ray-qualrilateral 

intersection computations onto a single VLSI circuit. A 

number of these processors would subsequently be connected 

together in a linear fashion (Green, 1989). This is shown in 

figure 3.11. 

General-purpose multiprocessors have been utilized for 

enhancing various types of ray tracing algorithms. For 

example, a number of researchers have demonstrated the
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suitability of-line, square, cubic, and hypercube-connected 

MIMD systems (Goldsmith and Salmon, 1985) by developing ray 

tracing algorithms for these systems. Thus, the use of these 

systems has decreased the reliance on special-purpose systems. 

3.4 Trend Towards Massively Parallel Computers 

The fundamental question of "Why massive parallelism?", 

on the surface seems to have an obvious answer. That is, by 

utilizing more processors to solve a problem we may obtain a 

faster solution to the display problem. However, such a 

response does not take into consideration the potential 

communication bottlenecks that may arise where a large number 

of processors need to exchange information simultaneously. For 

example, care must be given to how processors are to cooperate 

with one another during the performance of a computation. If 

not, too much time may be wasted in communication with other 

processors while no useful work is achieved. 

Because of their property of scalability, there are no 

inherent bottlenecks in the use of massively parallel 

computers. Thus, the utilization of a large number of 

processors to perform a simulation may result in faster 

results in rendering a scene. However, programming paradigms 

must work in conjunction with the hardware in order to perform 

in an efficient manner.
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3.4.1 Characteristics of Massively Parallel Computers 

A parallel computer is defined as a massively parallel 

computer if aencenaiace of a large number of simple processing. 

elements. The term "large" is relative to the current level 

of available technology. In other words, what is considered 

to be large scale today may not be considered as such with 

technological developments. Nevertheless, the accepted 

definition of massive parallelism is any computer that 

contains a million processing elements. 

A massively parallel computer can be visualized 

conceptually as an array of simple processing elements where 

each processor contains its own local memory. The 

interconnection network topology is regular and fixed and 

therefore does not change during the execution of 

computations. - 

Most of today's conventional massively parallel computers 

adopt a SIMD machine model. The instruction granularity for 

this type of parallel architecture is fine-grain (i.e., one 

instruction) and is suitable for processing of large arrays in 

parallel (i.e., data parallelism). In the SIMD paradigm, a 

simple control mechanism is employed. Each processing element 

executes the same instruction simultaneously on different data 

streams. If a processing element needs to communicate to 

another processing element that is not its nearest neighbor, 

then it must communicate through the use of synchronization
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primitives. Some examples of available massively parallel 

computers are the Connection Machine (Hillis, 1985) and the 

Massively Parallel Processor (Potter, 1985). 

The eaeie characteristics of eneee machines are as 

follows (Maresca and Fountain, 1991). The machines are 

basically SIMD machines and are _ control-driven. Some 

extensions have been introduced by augmenting the control 

mechanism to allow multiprocessing and associative processing. 

The complexity of each processing element is simple, thus 

enabling massive replication of each computing element. 

Similarly, each element is based upon a reduced instruction 

set (RISC). Existing high level languages such as Fortran and 

C can be utilized for programming these machines. They are 

applicable for parallel programming because they are also 

based upon a control driven paradigm. The final characteristic 

of these machines is that the Interconnection Network (IN) 

matches the communication structure of the parallel 

algorithms. This is ideal, and such a match between the 

communication medium (i.e., IN) of the architecture and the 

parallel program or algorithm enhances the performance of the 

machine for executing the algorithn. If there is not a 

perfect match between architecture and algorithm, then a 

viable alternative would be to employ a reconfigurable network 

into the architecture that adapts to the communication 

structure of the algorithm. The investigation into the use of
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reconfigurable - IN for massively parallel computers is 

currently being pursued elsewhere. 

Two additional features of a massively parallel computer 

are scalability and universality (Kodhevar, 1989). If the 

grid size in the array can grow, then the architecture is 

considered to be scalable. In other words, the basic 

structure can be replicated and there is not a limit to how 

large the overall structure can expand. The primary reason is 

that for a large array structure, a processing element is 

restricted to communicate with its nearest neighbors. The 

communication of processing elements between nearest neighbors 

is not affected by the growth in the overall grid structure. 

Moreover, one of the main communication bottlenecks normally 

associated with architectures that have global memory is 

eliminated. There is no global addressable memory for the 

configuration of the massively parallel computer just 

described. The property of universality refers to the 

massively parallel computer's capability of processing 

computations independent of the machine's interconnection 

network topology, or the total number of processors in the 

system. Such a property allows the massively parallel 

computer to be a general-purpose machine.
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3.4.2 Motivation for Massively Parallel CG Systems 

To understand the motivation for massively parallel 

computer graphics systems, one must understand that computer 

graphics is primarily concerned with the simulation of 

physical systems that deal with light and natural shape 

creation processes. Thus, there is a significant role for 

massively parallel computers to play in aiding in the 

achievement of a more direct emulation of natural processes. 

3.5 Chapter Highlights 

This chapter has presented an overview of parallel 

computer graphics architectures, and described parallel 

architectures for realistic image synthesis. In particular, 

image space and object space architectures were discussed. 

The trend toward massively parallel computers was also 

discussed. In addition, the motivation and characteristics of 

massively parallel computer graphics systems were described.
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Figure 3.1 Area Subdivision Partitioning
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Figure 3.2 Horizontal Partitioning
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Figure 3.3 Vertical Partitioning
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CHAPTER 4 . 
INTRODUCTION TO PARALLEL COMPUTERS 

4.1 Introduction 

As computers evolve, the growing demand for high- 

performance computers is expected to continue. This is 

especially true in the scientific community where the quest to 

discover unknown phenomena and expand knowledge has prompted 

researchers to delve into more complex problems, previously 

perceived as intractable. These computational problems 

require enormous processing power which are exceeding the 

performance limits of sequential computers. 

Akl (1989) cites examples of some of these scientific 

areas which require simulations that use many systems of 

partial differential equations: aerodynamics, plasma physics, 

nuclear physics, and seismology. Other computation-intensive 

_applications and areas include weather forecasting, medical 

applications, artificial intelligence (Hwang and Briggs, 

1984), and real-time image synthesis. 

In an effort to improve the performance of sequential 

computers, computer architects developed a number of 

innovations. Enhancements in architectural configurations- 

i.e., the utilization of multiple functional units, 

multiprogramming, and timesharing (Hwang and Briggs, 1984), - 

49
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along with advances in electronic circuit speeds-enabled 

computer manufacturers to boost throughput rates for 

supercomputers by a factor of two approximately every five 

years (Hennessy and Jouppi, 1991). Other architectural 

improvements included the use of interleaved memory, cache 

memory, instruction look ahead, and instruction pipelining 

(Quinn, 1987). 

Unfortunately, there exists inherent physical constraints 

in these systems which can compromise any gains in processor 

speed. These physical limitations are due to the laws of 

physics which dictate 1) how close individual electronic 

components can be placed to each other without causing 

component interactions that lead to reliability problems and 

2) how fast signals can travel over these intercomponent 

distances without introducing unacceptable communication 

delays between the components which serve to further reduce 

system performance. 

An option to circumvent these constraints and to achieve 

optimum system performance when solving large computational- 

intensive problems is to utilize alternative formalisms in the 

design of computers, i.e., use the concept of parallelism. 

The basic idea of parallelism is to allow multiple processors 

to cooperate in solving simultaneous subproblems of a given 

computational problem. This is not a novel concept since the 

idea has been applied previously, at the architectural level, 

to improve the performance of sequential computers.
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This chapter presents the fundamental concepts in 

parallel computing to facilitate an understanding of the 

research presented in subsequent chapters and of advances in 

this field. Section 4.2 describes the classification schemes 

of parallel computer architectures. Section 4.3 describes the 

models of parallel computation. Section 4.4 presents the 

chapter highlights. 

4.2 Parallel Computing Structures 

The following sections will discuss the classification 

schemes for parallel computing structures, architectural 

paradigms, and the performance metrics and architectural 

limitations associated with these structures. 

4.2.1 Classification Schemes 

Flynn (1972) classifies parallel computer 

architectures according to the number of instruction and data 

streams that can be processed concurrently. Other 

architectural taxonomies have been proposed, but Flynn's 

scheme is the only taxonomy which is widely used today. His 

classification scheme consists of the following categories. 

SISD - (Single Instruction, Single Data Stream) 
Each instruction is processed serially by a 
processor for a given data set. Sequential 
computers or uniprocessors belong to this category. 

MISD - (Multiple Instruction, Single Data Stream) 
Multiple processors use the same data when executing 
different instructions. No commercial machines 
are available for this category and it is regarded 
as impractical to achieve.
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SIMD - (Single Instruction, Multiple Data Stream) 
Multiple processors use different data when 
executing the same instruction simultaneously. 
Array processors, associative memory processors, and 
vector processors belong to this category. 

MIMD - (Multiple Instruction, Multiple Data Stream) 
Independent multiple processors use different data - 
when executing different instructions concurrently. 
Shared-memory and distributed-memory architectures 
belong to this category. 

Flynn's classification scheme has several limitations. 

First, it is inadequate for classifying some modern computers 

such as pipeline vector processors (Duncan, 1990). As Duncan 

notes, these computers can perform a significant number of 

concurrent vector element operations in parallel (i.e., ina 

pipeline fashion), but they are difficult to categorize with 

Flynn's architectural scheme since the processors are not 

executing the same instruction in the method indicative of the 

SIMD category and they do not operate in an asychronous, 

autonomous fashion as described in the MIMD category. Second, 

Flynn's classification does not indicate any characteristics 

that are associated with the computational models for the 

different parallel computer architectures (Mauney et al., 

1989), for example, granularity and = synchronization 

mechanisms. Third, it is difficult to discriminate between 

various multiprocessors while discerning the relationships 

between parallel architectures (Skillicorn, 1988). 

Some researchers have extended Flynn's classification in 

order to alleviate these shortcomings. Skillicorn (1988) 

presented a two-level hierarchical classification scheme that
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represents the architecture's behavior by describing its 

functionality and the information flow between’ the 

architectural functional components: instruction processors 

(IPs), data processors (DPs), intelligent storage devices 

(memory hierarchy), and switches. In his scheme, level one 

expanded Flynn's SIMD and MIMD categories into additional 

subclasses for specifying additional architectural properties. 

The system parameters that could be indicated are 1) the 

number of instruction processors and instruction memories, 2) 

the number of data processors and data memories, 3) the type 

of switch connecting IPs to instruction memories, 4) the type 

of switch connecting DPs and data memories, 5) the type of 

switch connecting IPs to DPs, and 6) the type of switch 

connecting DPs to DPs. The next level enabled further 

distinction of parallel architectures by indicating if and how 

much pipeline parallelism is used by processors and using 

state diagrams to describe the processors' behaviors. An 

additional level could be added for describing any 

implementation details. 

Hwang and Briggs (1984) enhanced Flynn's scheme by 1) 

removing the MISD category, 2) subdividing the SISD category 

into two new subcategories- SISD-S which included single 

functional units and SISD-M which included multiple functional 

units, 3) subdividing the SIMD category into two classes of 

machines: word-slice processing (SIMD-W) and bit-slice 

processing (SIMD-B), and 4) refining the MIMD category to
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include two subclasses: loosely-coupled processors and 

tightly-coupled processors (Dasgupta, 1989). 

Mauney (1989) describes another category that is referred 

to as MSIMD (Multiple-SIMD) where there are multiple 

processors which are capable of employing pipelining and 

processing vectors. Duncan (1990) describes another class of 

machines which are hybrids of MIMD and SIMD architectures 

(MIMD/SIMD). Examples of these architectures include the PASM 

machines, Texas Reconfigurable Array Computer (TRAC), and the 

Non-Von computer. Figure 2.0 illustrates the CE STETNET IT for 

parallel computer architectures. 

4.2.2 Architectural Paradigms 

There are various levels of abstractions for describing 

parallel systems (Skillicorn, 1988). At the top level, there 

are computational models on which a computer architecture--in 

this case, a parallel computer architecture--is based. These 

computational models not only exhibit the execution flow of 

computations, but facilitate the development of efficient and 

optimum algorithmic solutions which are deemed viable for 

different problem domains. An important issue is how to 

develop better computational models. At the next sublevel, a 

representation of the system is provided, i.e., the abstract 

machine. The abstract machine is actually an implementation 

of the computational model for a given target architecture. 

Abstract machines are important because they provide a high
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level overview of the functionality of a system and its 

behavior while masking low level hardware constraints and 

implementation details. The last level provides information 

concerning hardware component implementations using available 

technology. A discussion of abstract machines is presented in 

the next section. 

4.2.3 Abstract Machines 

In sequential computing, the theoretical model which 

forms the basis for the development of sequential algorithms, 

operating systems, and programming languages is the Von-Neuman 

Machine model, which is an abstract representation of the 

system (i.e., abstract machine). This model consists of 

several primary components: CPU (Central Processing Unit), I/O 

(Input/Output), and memory. The scenario in which the system 

operates is based on a simple fetch instruction-decode 

instruction-execute instruction and store results paradigm. In 

other words, the CPU fetches an instruction from memory, 

decodes and executes this instruction, and, either sends the 

results to an I/O unit or stores the results in main memory. 

This type of sequencing in which the flow of instructions is 

under the control of a program counter is known as control 

flow. 

In contrast, there is no equivalent single model upon 

which the design of parallel computations is based. There are 

classes of machine models for specific applications and types
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of parallelism for which these architectures are ideally 

suited. In a recent study, Jamieson (1987) concluded that the 

SIMD machines were appropriate for applications which exploit 

data parallelism and MIMD were better suited for applications 

which utilitize functional parallelism. Abstract MACE 

sometimes referred to as virtual or idealized machine models, 

represent the salient features of parallel computer 

architectures. 

Instruction flow for these machines can either 

incorporate control flow mechanisms, data flow principles 

(i.e., instructions are executed when all operands or data are 

available; this premise is also called demand-driven) or both 

techniques. Data flow machines are also known as Non-Von 

Neuman machines. Control flow machines are referred to as Von 

Neuman machines. Figure 4.1 illustrates the classification 

of Parallel Non-Von Neuman and Von-Neuman machines. There are 

several abstract machine models for Parallel Computing: 

shared-memory models, distributed-memory models, array 

processor models, pipeline processor models, reduction machine 

models and data flow models. These are the only known 

abstract machine models to date. Each type of these abstract 

machines and their characteristics is presented in the 

following sections.
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4.2.3.1 Shared-memory machines 

A shared-memory machine is a multiprocessor system in 

which global memory is accessible by each of the processing 

elements, or processors. In this system configuration, a 

processing element may contain its own private or cache 

memory, where instructions that comprised a subtask are 

stored. The processors are connected to the global memory 

through an interconnection network topology which can be 

either common (single or multiple) bus interconnections, 

single stage interconnections (crossbar), or multistage 

interconnnections. The basic mode of operation includes 

processing elements which execute distinct subtask 

instructions using different data values and communicating 

these interim results to opiners processors by storing them in 

global memory via an interconnection network. Figure 4.2 

illustrates the system architecture for a shared-memory 

machine. Since these machines share a common global memory, 

they are also known as tightly coupled systems. Several 

commercial shared-memory machines are available: Encore's 

Multimax computer, Alliant computer, and Balance Sequencer 

computer. 

There are unique problems that are associated with 

shared-memory machines. One of the most prevalent problems is 

contention for memory or a bus when more than one processing 

element tries to gain access simultaneously to these 

components. Another problem (cache coherency) deals
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with maintaining data consistency when multiple copies of data 

exists in private cache memories of each processing element. 

Mechanisms must be provided to resolve these problems and to 

coordinate the synchronization when processing elements want 

to communicate interim results by writing data into memory. 

4.2.3.2 Distributed-memory machines 

Distributed-memory machines are asychronous, autonomous 

multiprocessor architectures. These machines are a synonym of 

shared-memory architectures in that, since there is no global 

clock to synchronize operations among the multiprocessors, 

there is no common global memory. Each processor in this 

architecture has its own local or private memory and employs 

a message passing protocol when communicating with other 

processors. 

Therefore, the basic mode of operation consists of 

processors that execute tasks, whose granularity can be fine- 

grain, mediunearainy or coarse-grain, and which are stored in 

their private memories for different data values. The task 

granularity is contingent upon the type of multiprocessor 

machine used: for example, data flow. Occasionally, there is 

a need for processors to share intermediate results depending 

upon the computations of the tasks involved. A distributed 

control mechanism is employed for this type of operation. 

Figure 4.3 shows a generic system configuration for a 

distributed-memory machine.
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4.2.3.3 Array processing machines 

Array processors are synchronous SIMD machines which 

consist of an array (typically VLSI structures) of identical 

simple processing elements. The basic mode of operation 

involves a central control unit which broadcasts the same 

instruction to each processor, and the processors execute 

these instructions using different data values. The data set 

is usually large. The partitioning of large blocks of data 

for processing utilizes the concept of data parallelism. 

Array processors are more flexible than pipeline 

processors. However, there are some program constructs which 

present problems for these machines: recurrence relations and 

conditional branch statements. A well known problem with 

these SIMD architectures is the data alignment problem. Thus, 

SIMD machines or array processors (the two terms are used in 

the literature interchangeably) are only suitable for certain 

applications. 

Many commercial machines exhibit this type of 

architectural paradigm. Some examples include the Illiac-IV 

Massively Parallel Processor, and the Connection Machine 

(Hillis, 1985). 

4.2.3.4 Pipeline machines 

Pipeline machines are SIMD architectures that have vector 

processing capabilities. The basis of pipelining is to 

exploit temporal parallelism by overlapping the execution of
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instructions on processors. These processors manipulate or 

calculate vector elements or scalars as they progress through 

the pipeline. The output results of a preceding processor is 

used as input data for a succeeding processor. Actually, the 

overall computation to be performed by the pipeline it 

decomposed into several stages where each stage consists of a 

subtask to be performed by individual processors. The 

operation of a pipeline is analogous to an assembly line 

operation in a factory. 

4.2.3.5 Reduction machines 

Reduction machines are functional language based machines 

that mechanize an execution model that is demand-driven. 

Simply stated, the execution model for instructions utilizes 

data dependent ordering to enable instructions, i.e., current 

instructions are only enabled when operands in the form of a 

previous instruction's results are available. 

There are two types of reduction machines: string 

reduction or graph reduction. Programs for these machines are 

comprised of nested expressions. The expressions can be 

actual literals or functions of other literals or expressions. 

Duncan (1989) refers to these functions as_ function 

applications. In string reduction architectures, literals and 

values represented as strings are operated upon. In graph 

reduction architectures, literals and pointers are utilized. 

During the execution of a reduction based program, the 

expressions within a program are recognized and replaced by
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computed values. This process of replacing expressions with 

their associated values is repeated until all expressions have 

been evaluated and the final result of the program is 

obtained. 

Reduction machines are useful since they represent a 

divergence from conventional wisdom regarding the execution of 

computations. Thus, the primary motivation for the 

development of these machines is to devise new execution 

models of computations for parallel computing. An additional 

motive is to devise parallel architectures that support 

functional languages. Research in this area is relatively 

new, having been explored only since the late 1970s. 

Therefore, there are issues which remain to be resolved: 

synchronization of requests for instruction results, and 

maintaining coherency and consistency in multiple copies of 

results from evaluated expressions. 

4.2.3.6 Data flow machines 

Data flow machines are also sequenced by data 

dependencies. The basic model of execution for data flow 

machines entails an instruction which is enabled only when all 

of the operands for the instruction are available. Data flow 

machines were first introduced by the work of J. Dennis in the 

1970s. These machines represent a new school of thought in 

computing and certainly a radical departure from conventional
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nomenclature for the development of new computational models 

and high level programming languages. 

Data flow machines are still primarily in the research 

stage. Some prototype architectures have been studied-for 

example, the Manchester Data Flow Computer-but no commercial 

machines are available as of yet because these machines are 

still plagued by several problems, namely, issues relating to 

efficiency, task allocation, selection, and firing (i.e., 

enabling) of operations to be executed. 

4.2.4 Performance Metrics and Architectural Limitations 

The parallel processing paradigm is based on the 

simultaneous execution of a number of processors working on 

different parts of a single problen. One aspect of the 

paradigm, which is vital in terms of its appropriateness for 

utilization, is the parallel nature of the problem for which 

it is applied. That is, the criteria for a parallel 

processing application must take into consideration whether or 

not the application (i.e., computational aspects) can be 

decomposed or partitioned in a manner which will allow the 

simultaneous execution of a number of processors working on 

different parts of a single problem. 

Reality dictates that there are very few computational 

problems which are totally parallel in nature. There exist a 

mixture of sequential and parallel parts to problems. Thus, 

problems should be structured to take advantage of parallel
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processing, i.e., as much of the sequential parts of a problem 

should be made parallelizable. 

There are limits that dictate how much of an algorithm 

can be made parallel and how much increase in speed can result 

form the application of parallel processing techniques. The 

increase in speed can be considered as a performance metric. 

This metric is determined as follows. 

Assume that an ideal parallel computational model with N 

identical processors exists, and that it has an associated 

ideal communication network. The communication network 

prohibits processor to processor communication based on this 

assumption because it is involved in parallel computation. 

These assumptions are made only for illustrative purposes. 

Another assumption is that this ideal parallel computer 

requires Q steps of operations by a single processor. It is 

also assumed that the particular problem on which this ideal 

parallel computer is applied is partitionable into a 

sequential component s, and a parallel component p. With 

these assumptions the total number of steps of operations for 

a single processor is Q=stp. Assuming ideal conditions, s+p/N 

steps would be required to solve the problem using N identical 

processors. Thus, the general speed up equation is defined as 

the sequential execution time divided by the parallel 

execution time. This is represented in eq 4.1. 

S= _ stp (st+tp)N 4.1 
s+p/N sN+p
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For general parallel computations, eq. 4.1 has certain 

limitations. By letting N approach infinity, the maximum 

speed up that can be realized is eq. 4.2. 

Sy-0 = Q/S 4.2 

To illustrate this limitation known as Amdahl's law (Amdahl, 

1967), consider a parallel computational problem containing 

one percent sequential operations. It can be shown that even 

if an infinite number of processors are available for an ideal 

computer, the maximum speed up that can be achieved will never 

exceed 100. This has been a major hurdle for parallel 

processing advocates. 

Barsis of Sandia National Laboratories (Gustafson, 1988) 

suggested a new. formula for speed up which assumed that 

problem size was a variable as opposed to a constant assumed 

by Amdahl's law. His work showed that the parallel component 

of a problem is scalable in relation to the problem size, and 

the serial component is constant. From this, eq. 4.3 was 

derived. 

Q=s+pN 4.3 

S=N+(1-N)s 4.4 
where, 

- problem size 
- serial component 
- parallel component 
- number of processors 
- speed up nN

2A
'S

s 
N
W
O
 

Zhou (1989) derived a new speed up function which 

embodied the low-extreme of Amdahl's law and the Barsis's 

high-extreme. His derivation was based on considering the
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problem size to be an independent variable in the speed up 

function. 

4.3 Operating Systems 

The role of operating systems will increase drastically 

in the development of parallel processing systems in the 

future. Operating systems are responsible for allocating 

processes (i.e., tasks) to various processors and providing 

interprocess communication, processor invocation, and 

cancellation (Casavant and Kuhl, 1988). In general, task 

scheduling is performed in order to minimize or maximize some 

objective function. 

4.4 Parallel Computational Models 

Several computational models have been formulated for 

parallel computing, the most notable being the Parallel Random 

Access Machine (PRAM) model of computation. The PRAM model 

represents computations for an idealized shared-memory 

machine. The internal communication scheme is ignored in this 

paradigm. (The corresponding computational model in 

sequential computing is the Random Access Machine (RAM) model. 

Another serial computational model is the Turing machine 

model). The PASM, like the connection machine model, is a 

paradigm for the development of synchronous’ parallel 

algorithms. This model is useful for deriving lower bounds 

for parallel algorithms and for identifying any inherent



66 

parallelism in a particular problem. Another model of 

computation is the hypercube. 

In comparison to the RAM model, the PRAM model also uses 

a gional memory, in addition to any local memory of the 

individual processors. The architectural assumptions include 

1) an infinite global memory, 2) finite local memory, 3) one 

unit memory access time, and 4) arbitration protocols for 

resolving reading and writing conflicts. These arbitration 

protocols are Exclusive Read Exclusive Write (EREW), 

Concurrent Read Exclusive Write (CREW), and Current. Read 

Current Write (CRCW). Each protocol represents a different 

implementation of the PRAM model. Many numerical algorithms 

have developed from these PRAM models (Akl, 1989). 

The development of parallel algorithms, and in 

particular algorithms based on these models, is an active area 

of research. One prevalent research question arises: i.e., 

How to design parallel algorithms that exploit the inherent 

parallelism in a problem and utilize the maximum parallelism 

available on a target architecture? 

Designing parallel algorithms and programming parallel 

machines are not easy tasks. There are not many automated 

programming tools or high level programming language 

constructs which allow programmers to partition problems with 

relative ease. However, attention in the research community 

has been devoted towards the development of parallel 

programming paradigms (Nelson and Snyder, 1987; Zhou, 1990),
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high level parallel programming languages (Carriero and 

Gelernter, 1990), and structured programming constructs (Zhou, 

1990). Nevertheless, the programmer is still mainly 

responsible for partitioning an application problem and must 

be cognizant of many issues in parallel program design. Thus, 

additional questions become apparent, especially for MIMD 

machines: 

1) How should the computations of a problem be 
partitioned into processes? 

2) What is the granularity of these processes? 

3) What influence does the granularity have on cost or 
performance? 

4) What type of synchronization mechanism is suitable 
for a given application? 

Another issue deals with the communication network 

structure of the underlying architecture. 

4.5 Chapter Highlights 

In this chapter, the fundamental concepts in the theory 

of parallel computing were presented. The taxonomy of 

parallel computer architectures was discussed and extensions 

to the popular classification scheme proposed by Flynn were 

described. The architectural models and computational models 

for parallel computing were presented. Moreover, issues 

relevant to the design of interconnection networks for large- 

scale parallel systems were also discussed.
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Figure 4.1 Classification of Parallel Computer Architectures
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INTERCONNECTION NETWORK 

  
Figure 4.2 System Configuration of a Shared-memory Machine
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INTERCONNECTION NETWORK   
Figure 4.3 System Architecture of a Distributed-memory 

Machine



CHAPTER 5 
THE HYPERSTAR: A NEW HYPERCUBE-BASED ARCHITECTURE FOR 

MASSIVELY PARALLEL COMPUTERS 

5.1 Introduction 

The hypercube has several notable properties: symmetry, 

fault-tolerance, homogeneity, and recursivity. However, it 

has one major limitation. This limitation is the large number 

of connections incident to each node (i.e. node degree) for 

higher dimension hypercubes. To remedy this limitation, a new 

hypercube-based topology that reduces the node degree of the 

conventional hypercube is proposed. This new structure is 

called the hyperstar. 

The hyperstar reduces the node degree of the conventional 

hypercube to 3 for a D-dimensional hyperstar, (D211). In 

addition, the hyperstar structure can interconnect more nodes 

than any other hypercube-based topology at a fixed degree 

(6=3) and a lower dimension. The hyperstar also has the same 

properties of the hypercube, i.e. symmetry, fault-tolerance, 

and recursivity. In comparison to the hypercube, the 

hyperstar is far superior for interconnecting thousands or 

millions of nodes due to its lower normalized average distance 

and cost factor. 

71
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In this chapter, a formal description of the hyperstar 

topology is presented. This description characterizes the 

construction, general properties, and routing in the 

hyperstar. In addition, network parameters are defined. Some 

of these network parameters are performance measures that are” 

used for evaluating the potential performance of the hyperstar 

topology. Also, a formal description of the hypercube 

architecture is included as background material for 

understanding the theoretical basis of the hyperstar topology. 

This chapter concludes with highlights of important concepts 

and results. 

5.2 Formal Description of the Hypercube Architecture 

A D-dimensional hypercube consists of N=2? nodes 

interconnected as a D-dimensional binary cube. The hypercube 

is a homogeneous structure. Each node has a direct link or 

edge (i.e. point-to-point connection) to its D adjacent or 

neighbor nodes if the binary address for each pair of nodes 

differ in exactly one bit position. Formally, this is stated 

as follows. 

A D-dimensional hypercube can be modeled as an undirected 

finite graph, G,=(V,,E,) where V, is the set of nodes, |V,|=N=2° 

and E, is the set of edges or communication links, |E,|=D2"'. 

Figures 5.1-5.2 show examples of a D-dimensional hypercube for 

(D<3) .
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Each dimension in the hypercube has an associated axis, 

i, that is labeled from 0 to D-1. An edge connects two nodes, 

A and B, in the direction of the it axis if the respective 

addresses of A and B (i.e. Ag@y + «24 q0,gg2 + 2pa4 and byb,...b;_ 

,1b.,,---b,.,) differ only in the i‘ bit position. - That is, 

only one bit position changes when the addresses of a pair of 

nodes are compared. 

As an illustrative example, let the respective addresses 

of nodes A and B in a 3-dimensional hypercube equal 000 and 

001. These addresses differ in the 2% bit position. (The 

second bit position is underlined). Therefore, the edge 

connecting nodes A and B would be labeled with the number 2. 

See figure 5.2. 

The hypercube can be constructed recursively from lower 

dimensional hypercubes. Specifically, a D-dimensional 

hypercube can be constructed from two (D-1) hypercubes by the 

following procedures (Saad and Schultz, 1988). First, prefix 

the binary address of each node in the first hypercube with a 

0 (e.g. Ob,b,...b,.,). Second, prefix the binary address of 

each node in the second cube with a 1 (e.g. 1b,b,...b).,). 

Then, connect the nodes in the first cube with the 

corresponding nodes in the second cube. Corresponding nodes 

in this context imply nodes whose b; bits where j €{0-D-1} are 

the same. This procedure is repeated for the construction of 

any D-dimensional hypercube. Thus, the construction of a D- 

dimensional hypercube entails enclosing hypercubes within
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other hypercubes. See figure 5.3 for an illustration of this 

recursive construction of a 4-dimensional hypercube. Also, 

the diagonal links are not shown). 

5.3 Structural Enhancements to the Hypercube Topology 

The hypercube topology has been enhanced in order to 

alleviate some of its structural limitations. One of its main 

limitations is the large node degree as the hypercube is 

expanded into the higher dimensions. The large node degree 

becomes a significant problem when the number of. port 

connections (i.e. node degree) exceed the technological limits 

of electronic components. Some examples of technological 

constraints include the number of pin connections on a single 

chip and the channel bandwidth (i.e. wiring) in a printed 

circuit board. Some of the most notable augmented hypercube- 

based topologies will be briefly characterized below. These 

include the Cube-Connected Cycle (Preparata and Vuillemin, 

1981), Spanning Bus Hypercube (Wittie, 1981), Generalized 

Hypercube (Bhuyan and Aggarawal, 1984), Folded Hypercube 

(Latifi, 1989), Bridged Hypercube (Latifi, 1989),and the 

Enhanced Hypercube (Tzeng and Wei, 1991) 

The cube-connected cycle augments the hypercube with a 

ring interconnection structure. A node in the conventional 

hypercube is replaced by a ring (Preparata and Vuillemin, 

1981). The idea is simple. By replacing each node with a 

ring topology, the degree is constant and does not grow as the
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structure grows. The reduction in degree is at a moderate 

increase in diameter. Thus, the CCC is ideally suited for 

VLSI implementation. However, the main limitation is its 

reduced fault-tolerance capabilities (Shahram, 1989). 

The spanning bus hypercube augments the hypercube by. 

connecting nodes in a dimension by a shared-bus (Wittie, 

1981). However, the main disadvantage is the problem of bus 

contention for a large number of nodes. Therefore, bus 

contention problems offset any improvement in the actual 

communication latency. Nevertheless, the spanning bus does 

have fewer connections per node and a low average distance. 

The generalized hypercube replaces each node in the 

conventional hypercube with a complete graph (Bhuyan and 

Agrawal, 1984). The generalized hypercube has the advantage 

of a low average distance. However, the tradeoff is a very 

high node degree. Thus, this particular architecture is not 

well suited for VLSI implementation. 

Other recent enhancements include augmenting the 

hypercube with redundant links to increase the fault tolerance 

capabilities-Folded Hypercube (Latifi, 1989) and Enhanced 

Hypercube (Tzeng and Wei, 1991)-and judiciously placing 

additional communication links to decrease the diameter of the 

hypercube topology, i.e. Bridge Hypercube (Latifi, 1989). The 

main problem with these structures have been the increase in 

the node degree. Also, the addition of extra links have made 

some of these structures, i.e. the Bridge Hypercube (Latifi,
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1989) and the Enhanced Hypercube (Tzeng and Wei, 1991), 

asymmetrical. 

Most of these enhancements yield improvements in one area 

such as node degree or average distance, but reduce the 

advantages in other areas. The topologies discussed thus far 

are really hybrid topologies. For instance, the CCC combines 

the ring network with the hypercube. The Spanning Bus 

Hypercube combines the hypercube with buses. The Generalized 

Hypercube combines the hypercube with the completely connected 

graph. However, there are tradeoffs with these topologies as 

mentioned earlier. Nevertheless, the objective has been to 

design a hybrid or hypercube-based architecture that achieves 

a certain network characteristic (i.e maximizes the advantages 

while eliminating the disadvantages of the individual 

topologies). 

The next section will present a formal description of a 

new hypercube-based topology that achieves a compromise 

between node degree and average distance. This proposed 

architecture has a low node degree. The proposed topology is 

a denser topology. For example, it connects twice as many 

nodes as the Cube-Connected Cycle at a modest increase in 

average distance. Moreover, the hyperstar interconnects more 

nodes than any other hypercube-based topology with fewer node 

connections and with a smaller D-dimensional hyperstar. For 

instance, a 12-dimensional hyperstar can interconnect 

approximately a million nodes (i.e., 983,040). In comparison,
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a 20-dimensional hypercube is needed to interconnect a million 

nodes (i.e. 1,048,576) and a 16-dimensional cube-connected 

cycle is needed to interconnect the same number of nodes. 

5.4 Formal Definition of the Hyperstar Architecture 

A D-dimensional hyperstar consists of N=2D2? nodes where 

2> nodes are interconnected as a D-dimensional hypercube and 

2D nodes are arranged in a star configuration at the vertices 

of a D-dimensional hypercube. In other words, a D-dimensional 

hyperstar consists of a hypercube with the nodes replaced with 

a D-star graph. Here, a star graph, G,=(V,,E,) is defined as 

a graph with V.=N.=2D nodes and E.=3D links. ‘The D-star graph 

has the structure of a star topology with the center node 

replaced by an inner ring containing D nodes and each edge 

replaced by an edge with an endpoint node. Figure 5.4 

illustrates the topology of a 5-star graph. 

Each endpoint node (figure 5.4) of a D-star graph has 3 

connections or links: a starlink (figure 5.4) (i.e. a 

connection to a node in the inner ring of the star), a 

crosslink (figure 5.4) (i.e. link along the i axis or 

dimension of the hypercube), and a diagonal link. The 

starlink connects a node to its adjacent node on the inner 

ring. The crosslink connects corresponding endpoint nodes in 

different star graphs to form the cubical (i.e. hypercube) 

structure. Like the edges in the conventional hypercube, an
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edge connects two endpoint nodes if the respective binary 

addresses differ in only one bit position. 

The diagonal links interconnects corresponding endpoint 

nodes in diametrically opposite star graphs (i.e. 

corresponding endpoint nodes on opposite ends of a diagonal 

are interconnected). Later, a corresponding node is defined 

as a node with the same C and P coordinates, but different 

binary coordinates. The use of diagonal links reduces the 

overall diameter of the hyperstar topology. Formally, the 

hyperstar is defined as follows. 

A D-dimensional hyperstar can be modeled as an undirected 

finite graph without parallel edges. Let G,, denote the graph 

of the hyperstar where G,.=(V,,,E,,)- |V,,| is the set of 

vertices =N,,=2D2? =p2' and |E,.| is the set of edges=6D2"" 

=3D2?. See figure 5.5-5.6 for a D-dimensional hyperstar 

(DS3). 

Each node in a hyperstar graph is labeled by a 3-tuple 

address, (C,b,,P) where C is the cross-link position, b; is the 

binary coordinate of the node, and P is the node type in a 

star. There are two types of nodes in a star: a inner ring 

node (P=0) or an endpoint node (P=1). In other words, a node 

has an address in the following form. 

C,b,b,..-b).,,P where C €{0...D-1}, 
b, €{0,1}, j €{0...D-1}; P €{0,1)} 

Specifically, a node on an inner ring (P=0) has the 

address, C,b)b,...b,.,,0 and is connected to its two 

nearest neighbors at addresses
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[ (C+1)modD],b,b,..-b).,,0 
[ (C-1)modD] ,byb,..-b).,,0 

and to an endpoint at the address: 

C,byb,---b,.4,1 

An endpoint node is connected to a node in the inner ring 

at address: 

C,bob,.--b,.,,0 

and to the diagonal node at address: 

C,b,b,.--b,.4,1 

and to a cross-link node at address: 

@,byby-- «be ,DePey, 2 Dood 

A corresponding node is defined as a node with the same C and 

P coordinates, but different binary coordinates as shown 

below. 

C,bob,- e ~bp.4,P 

Similar to the hypercube, the hyperstar is also a 

recursive structure. Generally, a D-dimensional hyperstar can 

be constructed from two (D-1) hyperstars. A similar algorithm 

used for constructing D-dimensional hypercubes can be utilized 

for constructing higher dimension hyperstars. The procedure 

is as follows. First, the binary coordinates for each star 

graph in the first hyperstar is prefixed with a 0 (e.g. 

Ob,b,.--b,.,)- Second, the binary coordinates for each star 

graph in the second hyperstar is prefixed with a 1 (e.g. 

1b,b,...b).,). Next, an extra node is added to each inner ring
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of every star graph in both (D-1) hyperstars. Also, an extra 

endpoint node is added to every star graph in each (D-1) 

hyperstar. In each (D-1) hyperstar, the extra ring nodes are 

connected to the adjacent extra endpoint nodes. The addresses 

of the ring nodes and endpoint nodes in the first hyperstar 

are (C,0b,b,...b).,,0) and (C,0b,b,...b,.,,1) respectively. The 

addresses of the ring nodes and endpoint nodes in the second 

hyperstar are (C,1b,b,..-b,_,,0) and (C,1b,b,..-b)_,,1) 

respectively. Then, the two (D-1) hyperstars are 

interconnected as follows. Each endpoint in one star graph is 

interconnected to one endpoint in one of the neighboring star 

graphs. (There are D neighbor star graphs for each star graph 

which are labeled: (b,b,b,...b,.,), (bgb,b,..-b,.,),--+ (bgb,b,.. bp. 

)- Finally, each endpoint in one star graph is 

interconnected to another endpoint at the end of a diagonal 

link at address (C,b,b,...b,.,) where C €{0...D-1}. Examples of 

this recursive construction for a 3-dimensional and 12- 

dimensional hyperstar are described in the next section. 

Figure 5.7 illustrates the construction of a 4-dimensional 

hyperstar. 

5.5 Construction of the Hyperstar Topology 

For an intuitive illustration of this construction, refer 

to figure 5.8. (In figure 5.8a, the nodes are not shown). 

Let D=2. A hyperstar is constructed from a conventional 

hypercube structure. For a 2 dimensional hypercube, a corner
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(or node) is labeled with a binary coordinate, b,b, where b; = 

0 or 1. Notice that the neighbors of b,b, are b,b, and byb,. A 

pair of nodes are interconnected so the binary coordinates 

differ in only one bit position, i.e., the j* coordinate. 

Endpoint nodes are added to each corner of the hypercube 

structure (figure 5.8b). Each endpoint node is labeled with a 

3-tuple address (C,b;,1). C is the hypercube link (or 

crosslink) where C ¢€{0...D-1}. b; are the binary coordinates 

where b €{0,1} and j €{0...D-1}. Each endpoint node has three 

connections: a diagonal link, a hypercube link, and a- star 

link. Figure 5.8b illustrates the addressing of endpoint 

nodes for a 2-dimensional hyperstar. In this diagram, only 

one diagonal link, C,b,b,,1, is shown. 

Finally, a ring is added to each local structure. Each 

ring node has a 3-tuple address, (C,b;,0). Figure 5.8c 

illustrates the addition of a ring to each local structure for 

a 2 dimensional hyperstar and its associated addressing 

scheme. 

Similarly, a 12-dimensional hyperstar can be constructed 

as follows. The hypercube has 2'*=4096 nodes with the binary 

coordinates, b,b,b,...b,, where b= O or 1. The b,b,b,..-b,, is 

connected to the nodes below. 

(1) Byb,b,...b,, 

(2) b b,b,...b,, 

(3) bob,b,...b,,
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byb, ee “bobo. e -b,, 

(n) bybyb,. . -bygD4q 

Endpoints are added to the each corner of this structure. 

An endpoint with address, C,b,b,...b,,,1 for oO<c<11 is 

connected to other endpoints nodes in the hypercube. That is, 

(1) 0,b,b,..-b,,,1 connects to 0,b,b,...b,,,1 

(2) 1,b,b,..-b,,,1 connects to 1,b,b,...b,,,1 

(3) 2,b,b,b,b,...b,,,1 connects to 2,b,b,b,b,...b,,,1 

C,bob,-- ~be_,P.be,, ---b,,,1 connects to C,byb,-- 
“be Pbors v ee -bi,, 1. 

(12) 11,b,b,b,...b,,b,,,1 connects to 11,b,b,b,...b,9b,,,1 

In addition, diagonal links are drawn from C,b,b,...b,,,1 to 

C,b,b,---b,,,1- Each endpoint node is connected to a 

corresponding ring node as described below: 

C,b,b,.-.-b,,,1 connects to the ring node C,b,b,...b,,,1 and 

to the ring neighbors [ (C+1)modulo12],b,b,b,...b,,,0 and [(C- 

1)modulol12],b,b,...b,,,0. 

Figure 5.9 illustrates a similar addressing scheme for a 

3-dimensional hyperstar when the endpoints have been added to 

the hypercube nodes. The next step that is not shown would be 

to add the ring nodes. (figure 5.10) The diagonals are also 

not shown in this figure.
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5.6 Data Communication in the Hyperstar 

The simple efficient node-to-node routing algorithm 

proposed by Wittie (1981) for the cube-connected cycle is 

adopted and modified for the hyperstar. This modified 

algorithm is as follows: 

Step 1 

Step 2 

Step 3 

Assign a 3-tuple address, (C,b;,P) to each node: 
Cc bob, b, 2+ +Dp.47P where Cc is the crosslink 
position (O<C<D-1), oF is the coordinate in a 2? 
lattice (0<j<D-1) and b; €{0,1}, and P is the bit 
position, P €{0,1}. 

For each source node that contains a message, 
compare the binary coordinates, b,, of the source 
node to the destination node. If the coordinates 
of the source node and the coordinates of the 
destination node differ in more than half of the 
bits, then use a diagonal link. Examine in 
sequence bits requiring change from current C 
Coen eanees This is the it pit. Otherwise, use the 

h dimension crosslink to send the message to a new 
ode with the same coordinate as the source node 
except in the b. coordinate. If the comparison 
between the it* coordinates of both the source and 
destination nodes match, but the message has not 
reached the final local structure, i.e., star, 
then use an inner ring. An inner ring is used 
to move to a node in the next position within 
the same ring that is attached to the next 
crosslink position (i.e. move to the node with the 
address: ([C+1)modulo D],b,b,b,...b,,,0). If the 
message has reached the tinal Local structure, then 
determine which node on the inner ring is closest 
to the final crosslink position and move in the 
previous (C-1) or the next (C+1) direction on the 
inner ring towards this position. MThen, use the 
star link to move to the crosslink position closest 
to the final destination node. (Note: Any 
comparison between two nodes is an exclusive OR 
operation on the respective addresses.) 

Repeat the comparison between source and destination 
nodes and use the crosslinks or inner ring links 
until the message has been received by the final 
destination node. 
(It is important to note that there are at most D/2 
binary coordinates that must be changed).
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Consider as an example a 6t* dimensional hyperstar with 

a source node address equal 4,110000,1 and a destination node 

address equal 2,010111,1. The binary coordinates of the 

source exclusive OR'ed with the binary coordinates of the 

destination node is 110000 XOR 010111 = 100111. Since more 

than half of the bits must be changed, a diagonal link is 

used, i.e. 4,001111,1. (Note: If D is two, there are 2 

different paths. One path equals the diameter. fThe other 

path equals the diameter + 1. Therefore, this is not an 

optimal routing algorithm). Bit 4 in the binary coordinates 

is examined in 4,001111,1 and compared to the 4" bit in binary 

coordinates of the destination node address, 2,010111,1. This 

bit does not need to be changed. The next step is to go to 

the inner ring none connected at 4,001111,0. Go around the 

ring node at position 5,001111,0. Repeat the comparison of 

binary coordinates between 5,001111,0 and 2,010111, 0 for the 

5th bit position. Bit 5 does not need to be changed. 

Consequently, go to the ring node at address, 0,001111,0. 

Compare the o* bit binary coordinate with the o* binary 

coordinate in the destination address, 2,010111. Bit 0 does 

not need to be changed. Go around to the next ring node at 

address, 1,001111,0. Compare the binary coordinates in bit 1 

of addresses 1,001111,0 and 2,010111,1. 

Bit 1 must be changed. Therefore, go to an endpoint 

node from the ring node (i.e., 1,001111,0 --> 1,001111,1). 

Then, use the hypercube link (i.e., 1,001111,1 --> 1,011111).
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Next, go to the ring (i.e., 1,011111,1 --> 1,011111,0). Go to 

the next ring node at 2,011111,0 (i.e., 1,011111,0 --> 

2,011111,0). Compare the 2™ bit position in the binary 

coordinates of 2,011111,0 and the destination address of 

2,010111,1. 

Bit 2 must be changed. Therefore, go to an endpoint node 

from the ring node (i.e., 2,011111,0 --> 2,011111,1). Then 

use the hypercube link (i.e., 2,011111,1 --> 2,010111,1) to go 

from one endpoint to the destination endpoint. Since bit 3 

does not have to be changed, the algorithm terminates. 

5.7 Network Parameters of the Hyperstar 

In this section, several network parameters for the 

hyperstar will be defined. These parameters include the node 

degree, diameter, node connectivity, average distance, and 

message traffic density. The node degree of a network equals 

the maximum node degree. The diameter is the largest minimum 

path between any two nodes. 

Theorem 5.1: The node degree of a hyperstar is 

6 =3 

Proof: Every node has 3 incident connections for any 
dimension, D. Each endpoint node, C,b,b,b,...b,.,b,b,,,---bp.4,1 
is connected to 

(1) an endpoint at a hypercube neighbor 

C,bob,b,.. «bp _,D.bo,4+ « ©by.4/1 

(2) a diagonal link
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C,B,B,B,- - «By. ,BeBea« + +B, 
c~c+i° °° p-1rt 

(3) a corresponding ring node 

C, bybyby.- «be. bebyyy+ + By. 470 

and each ring node, C,b,b,b,...b,.,b,b,,,---bp.,,0 is connected to 

(1) a corresponding endpoint node 

C,byb,b,. - -b,_,b.b,,,- - -bp.4,1 

(2) the next ring node 

[ (C+1)moduloD],b,b,b,..-b,_,b,b,b,,,,--bp.,,0, and 

(3) the previous ring node 

[ (C-1) moduloD] ,bob,b,. . -bp.,b,b,,,-- -Dp.,,0 

Theorem 5.2: An upper bound on the diameter of the 
hyperstar is 

da 3D if D is even or 

da 3D-2 if D is odd 

Proof: The maximum global path is calculated as 

follows (1+ D-1 +3D +D) if D is even or 
2 2 

(1 +D-1 +3(D-1) +D-1) if D is odd 
2 2 

The above total for the maximum path length is explained 
as follows: One step (or link) is required for traversing a 
diagonal. (Here, a step is a procedural process; i.e. it is 
analogous to a step in an algorithm). It is not a path or 
link). A total of D-1 steps are required for going from any 
ring node to another ring node (i.e, ring to ring steps) for 
all corners in the hypercube. These ring to ring steps take 
into consideration whether or not the ring is a part of the 
source star or any other star. 

There are 3 additional steps for traversing links 
connecting nodes in intermediate stars. These steps include 
going from an endpoint node to a ring node; going from a ring
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node to an endpoint node, and going through a crosslink (i.e., 
3D/2 for D even or 3(D-1)/2 for D odd.) 

Finally, there is an additional step to go around the 
ring to get to the correct endpoint node (i.e., the final 
crosslink of the destination node) This is equal to D/2 for 
D is even or (D-1)/2 for D odd). This step is needed in case 
the destination node is on an endpoint node. 

Theorem 5.3: The node connectivity of the hyperstar 

is A = 3 

Proof: Theorem 5.1 
The connectivity of a graph is defined as the minimum number 
of nodes that can be removed in order to disconnect a graph 
(Latifi, 1989). The connectivity can be considered as a 
fault-tolerance measure. In this context, the connectivity of 
a symmetric network is the same as the node degree (Saad and 
Schultz, 1988). A symmetric network is defined as a network 
where all nodes have the same node degree. 

Definition 5.1: A upper bound for the f-fault diameter 
for the hyperstar 

‘is d, = 3D+1 (D is even) 

3D-1 (D is odd) 

The f-fault diameter is a fault-tolerance measure of a 
network. It is defined as the maximum distance for all 
possible graphs that can occur with at most f faults (Chan and 
Chin, 1988). For the hypercube (i.e., n-cube), the f-fault 
diameter is defined as the diameter + 1 or n+l (Chan and Chin, 
1988). 

Definition 5.2: The average distance between two nodes 

in a hypercube is approximately equal to D/2 (Latifi, 1989). 

In general, the average distance is defined below 

(Wang, 1989).
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where N, is the total number of nodes i steps away from the 

source node and N is the total number of nodes. It 

is important to note that d depends upon the topology of the 

network (Wang, 1989). The average distance of 

the hypercube can be computed from the following equation. 

(Dandamudi and Eager, 1990) 

D D | 
Average distance (hypercube) = = | i i 

i=1 

20 

D | D | 
Using the identity = i! i = D2' (Brualdi, 1977), 

i=1 

the average distance for the hypercube becomes 

d, = D2°27! 
20 

Theorem 5.4 The average distance in the hyperstar is 

computed from equation 5.3 when D is odd or equation 5.4 when 

D is even. 

Equation 5.3: 
D-1 

as = ae *y + ( | D-1 + 3(0. 85) + Dtl + 0.5 2) 
4 k=1 

Equation 5.4: 

= 5 «| Bisa eee ee + 3(0. 85)D + D2/4 +0.5 “24/24 
D-1 k=
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where « is the probability of local communication and 1-« is 
the probability of global communication 

Proof: The above equations are derived under the 
assumption that there is local communication. In other words, 
there is communication between nodes in a star (cluster) and 
between nodes in different stars through the cross-links 
(i.e., hypercube portion of the hyperstar topology). The 
communication through the cross-links can be viewed as global 
communication. 

The probability of local communication is « and the 
probability of global communication is 1-«. 

The average distance between nodes in a star (i.e., the 
average path for local communication between nodes in a star) 
depends upon whether D is odd or even (See figure 5.11a and 
5.11b for D=odd and D=even respectively). Using equation 5.1, 
the average distance, when D is odd, is given below. . 

(D-1)/2 
Si*N, 
i=1 

N-1 

N; is equal to 2 and N =D. Factoring out the constant, 2, the 
average distance becomes 

(D-1) /2 
2zi 

i=1 
a= 

D-1 

n 
Using the arithmetic average, = i = n(n+1), the average 
distance is given below i=1 2 

2| D=1\(D-a + 2) 
2 2 

2 
a=
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Using equation 5.1, the average distance when D is even is as 
follows. 

d= 2*1 + 2*2 + 2*3 + ...2*D -1 +D 

2 2 

D-1 

d= p 
4 5.6 

D-1 

In equation 5.1, N, is the number of nodes at a distance of i 
away from the start node. (Refer to figure 5.1lla for an 
example of a star when D is even. See the location of the 
start node.) In figure 5.lla, N; is 2 or 1 and i is the 
distance away from the start node. In other words, there are 
2 nodes at a distance of 1 from the start node, 2 nodes at a 
distance of 2, 2 nodes at a distance of 3 ...and 1 node ata 
distance of D/2. This summation of the number of nodes times 
the distance away from the start node is simply the arithmetic 
average, i.e. 2 i*N, for i= 1 to D/2. 

Moreover, in equation 5.1, N is defined as the total of 
nodes. In this case, the total number of nodes in the inner 
ring of a star is D. Therefore, there are D-1 nodes. 

Given, the above average distances when D is odd or even, 
the total average path for local communication can be computed 
from the following algorithm. This algorithm consists of 
three steps. 

Step 1 Go from an endpoint node to a ring node. 
(This is a .5 probability) 

Step 2 Go around a ring to get to the correct ring 
node. (This is the value of d when D is odd or 
even). 

Step 3 Go from a ring node to an endpoint node. 
(This is a .5 probability of going to an 
endpoint node).
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Therefore, the total average path from the above algorithm 
when D is odd is 

d, = D+t1 + .5 +.5 
4 

= Dtl1 +1 5.7 
4 

he 
and the total average path from the above steps when D is even 
is 

De 

qd = 4 #1 5.8 
D-1 

The average global path is computed as follows: 
A total of D-1 steps are required for all ring to ring steps 
regardless of whether the nodes are in a source star or any 
other local structure (i.e, star) for all corners in the 
hypercube. 

When diagonals are used, there is a step (.85*D/2) for 
going through a crosslink and two additional steps for going 
from an endpoint node to a ring node and from a ring node to 
an endpoint node (i.e. 2*.85 *D/2). Therefore, there are a 
total of (3*.85*D)/2 steps when diagonal are used. In other 
words, the quantity, .85 *D/2 is multiplied by three as a 
result of going through the local structure at each corner of 
the hypercube. The quantity .85 *D/2 is the average distance 
of a hypercube with diagonal links. (p.87, Latifi, 1989). This 
quantity reduces the average distance of the hypercube and 
takes into account the cost of using a diagonal and a 
crosslink or hypercube link. Notice that the three additional 
steps for transversing a local structure did not include any 
ring to ring steps. These are accounted for in the D-1 
quantity. 

There are at most (Dt+1)/4 or (D*/4)/D-1 additional steps 
to reach the final correct endpoint in the destination star 
for D odd or even respectively. The 0.5 term accounts for 
going to the correct final endpoint node or crosslink 
position. 

Thus, the total average global path is as follows. 

D-1 
d, = D-1 + 3(0.85)D +d -= k/2* 5.9 

2 k=1 

where, 

D-1 
= k = the probability that k crosslinks 

k=1 2k are unused or k binary coordinates 
are unchanged (Wittie, 1981),
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2k = the number of nodes in the hypercube 
portion of the hyperstar 

Definition 5.5: The normalized average distance for the 
hyperstar is defined as : 

d = 3d 
norm 

The normalized average distance is defined as the average 
distance * the node degree (Wang, 1989). 

The average message delay for the hyperstar is 

= 4*3p2>*1 5.10 
pc(1-dr) 

Ths 

The average message delay is given by Kleinrock (1976) 
and Latifi (1989). The same notation is used. 

  

M 

A=2A,;3 M = the total number of directed 
i=1 channels 

M 

r= yi C= Zc, =M 
tke i=1 

The equation above is derived under the following 
assumptions (Kleinrock, 1976; Latifi, 1989). 

(1) Each channel or link in a network is modeled as 
a M/M/1 system with Poisson arrival rate, A,. 
The service time is exponential with a mean 
service time of 1/uc. (Note: w is the average 
service rate and c; is the capacity of the it 
channel). (Ir is called the utilization factor 
and is defined as the average rate at which 
messages enter the network for a unit of link 
capacity. y is defined as the mean number of total 
messages that flow through a network) 
(Latifi,1989). (Note: The values for uw and C are
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constants that are characteristic of the network 
elements). 

(2) Every node has the same probability of sending 
a message to another node within a fixed time 
slot. 

(3) There is a unique path between any two pair of 
nodes. 

(4) The workload is uniformally distributed. 

(5) All channels or links have the same capacity. 

Equation 5.5 can be simplified for a hypercube-based 
network due to the symmetry and homogeneity property. (Latifi, 
1989). For the hypercube, all links are assumed to be 
bidirectional (Latifi, 1989). A similar assumption can be 
used for the hyperstar. Homogeneity is assumed between 
endpoint node-ring node pairs. Since all links are also 
bidirectional in the hyperstar, M is defined as follows. 

M = 2*(3D*2?) 

= 3D*2>"! 

Therefore, 

Tis = &(3D2*') 
uc(1-dr) 

(Note: O<I's<1 ,C and pw are constants. Also, as IT approaches 1, 
the average message delay gets larger.) 

The equation above can be normalized as follows. 

Ty; = —d 
u(1-dr) 
  

Definition 5.7: The cost of the hyperstar is 

o= 9D (D odd) 

9D-6 (D is even) 

The general formula for the cost is defined as the node degree 
* the diameter (Latifi, 1989). The node degree for the 
hyperstar is 3 and the diameter is defined in definition 5.2.
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5.8 Performance Measures for the Hyperstar Network 

The average distance for different D-dimensional 

hyperstars is given in Table 1. The normalized average 

distance for the hyperstar is given in Table 2 for the same 

values of Das in Table 1. The average distance for different 

D-dimensional hypercubes is given in Table 3. The normalized 

average distance for the hypercube is given in Table 4 for the 

same values of D as in Table 2. The results of these tables 

convey the following information. As the percentage of local 

communication increases, the average distance of the hyperstar 

is less than the average distance of the hypercube. When the 

percentage of local communication is moderately low, then the 

average distance increases in comparison to the hypercube. 

For instance, if the percentage of local communication is 

90%, then the average distance of the hyperstar is 8.06 (refer 

to Table 1, entry 0.8 for N=983,040). A percentage lower 

than 80%, results in a higher average distance. However, a 

true comparison for average internode distance between the 

hyperstar and the hypercube would be the comparison of 

normalized average distances. When the normalized average 

distances are compared, the hyperstar performs favorably. For 

this example, the percentage of localized communication can be 

10% in order to yield a lower normalized average distance 

(refer to Table 3, entry «=0.1 for N=983,040.
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Table 1 Average Distance for the Hyperstar 

*8 a02e 983,040} 2097152 
15 16 

16.57 32.56 34.88 
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Table 2 Average Distance for the Hypercube 

   
   1,048,576 al 10.00
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Table 3 Normalized Average Distance for the Hyperstar 
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Table 4 Normalized Average Distance for the Hypercube 
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In general, the hyperstar is superior to the hypercube in 

having lower values of normalized average distances for 

different dimensions at lower percentages of localized 

communication. A low percentage of localized communication 

implies a higher percentage of global communication. 

The conventional hypercube is a structure that has only global 

communication. Thus, a better comparison between structures 

is possible. 

A comparison of the other network parameters yield the 

following observations. The node degree for the hyperstar is 

significantly less than that of the conventional hypercube. 

The connectivity of the hyperstar and hypercube is 3 and n 

respectively. A lower connectivity indicates that fewer nodes 

can be removed before the network is disabled. According to 

this definition, a lower connectivity implies a reduced fault- 

tolerance. However, a node in this context implies the corner 

of the hypercube. In the hyperstar, a node is actually a 

cluster or star. Therefore, several star topologies would 

have to be disconnected before the entire network is disabled. 

However, the connectivity is not a true indicator of 

fault-tolerance because a network can have alternative paths. 

Having alternative paths in the presence of faulty nodes is 

indicated by the f-fault diameter. The hypercube has a f- 

fault diameter of n+1 (Saad and Schultz, 1988). Ideally, the 

f-fault diameter should be small. A small f-fault diameter 

translates into a minimum path and lower communication delay.
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The hyperstar has a higher f-fault diameter of 3D+1 and 3D-1 

for D=odd or D=even respectively. The f-fault diameter 

indicates that the performance of the hypercube will not 

significantly degrade with faulty nodes in the network: 

(Latifi, 1989). In contrast, the performance of the hyperstar 

will not degrade significantly with faulty nodes in the 

network. In any case, the hyperstar still has fault-tolerance 

capabilities. 

The hyperstar has a linear cost whereas the hypercube has 

a squared cost, i.e. o=n*. Therefore, the hyperstar is a more 

cost effective network in comparison to the hypercube. 

Although the hyperstar has a linear cost, it has a 

diameter that it roughly three times the diameter of the 

hypercube. The increase in diameter is attributed to the 

additional paths in each star of the hyperstar, i.e. the path 

between nodes within an inner ring and the connecting link or 

path between ring nodes and endpoint nodes. 

Table 5 shows how the hyperstar compares with another 

interconnection network, the undirected binary Debruijn 

network. The undirected binary Debruijn network-a network 

with bidirectional communication links-is a scalable network. 

It has many attractive properties as the hypercube: fault- 

tolerance, simple routing algorithms, embeddability of other 

network topologies. In addition, it has a low degree. 

However, the undirected binary Debruijn network is 

asymmetrical.
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On the other hand, the undirected Debruijn network is a 

highly scalable and dense topology. It can interconnect @ 

nodes where d is a d-ary bits and D is the diameter (Bermond 

and Peyrat, 1989). Furthermore, the undirected Debruijn 

network can interconnect more nodes than the hypercube at a 

maximum degree of 2d (Bermond and Peyret, 1989). The 

hyperstar can interconnect more nodes than the hypercube, at 

a fixed degree of 3. It is expected that an additional cost 

would be incurred for the utilization of more communication 

links. However, this cost is reasonable for large N. 

Therefore, the hyperstar can be considered a competitive 

network. This is especially appealing since the Debruijn 

network is widely viewed as an ideal large-scale 

interconnection network for the next generation of massively 

parallel architectures (Bermond and Peyrot, 1989; Uhr,1987). 

5.9 Chapter Highlights 

In this chapter, the design of a new hypercube-based 

topology has been described. The design is competitive as a 

potential large-scale interconnection network. Also, it shows 

a considerable improvement over the conventional hypercube by 

interconnecting a large number of nodes at a significantly 

smaller degree and increase in average distance. The increase 

in average distance is a slight increase in comparison to the 

ccc (Preparata and Vuillemin 1981). Furthermore, enetnypareean 

has several important characteristics: communication-



102 

efficiency, fault-tolerance, symmetry, recursivity, and 

density.
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Table 5 Comparison of Network Structures 

Architecture 

Hypercube 

Hyperstar 

Binary 
Debruijn 

N 

2° 

pa? 

a § L 

D D p2?-1 

3D 3 3D2° 
3D-2 

D 4 2o+1
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Figure 5.1 A 2-dimensional Hypercube
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Figure 5.2 A 3-dimensional Hypercube
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Figure 5.3 A 4-dimensional Hypercube
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Figure 5.4 A 5-star Graph
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Figure 5.6 A 3-dimensional Hyperstar
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Figure 5.7 A 4-dimensional Hyperstar
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CHAPTER 6 
MASSIVELY PARALLEL COMPUTING STRUCTURES FOR IMAGE SYNTHESIS 

6.1 Introduction 

The purpose of this chapter is to present’ the 

architectural requirements for a massively parallel computer 

for image synthesis. The primary application area for this 

architecture is voxel-based processing. However, it is 

suitable for other areas within image synthesis. Moreover, 

the design and analysis of an efficient static hierarchical 

interconnection network for this architecture will be 

described. The massively parallel computing structures are 

fine-grained MIMD computing structures. Section 6.2 will 

describe the architectural features for voxel-based processing 

and will present a functional description of the system 

architecture. Section 6.3 will describe the organization and 

operation of the MIMD computer, i.e. the massively parallel 

computer. Section 6.4 describes the details of the proposed 

structure for a hierarchical interconnection network as well 

as pertinent design issues. Section 6.5 presents the analysis 

for the hierarchical interconnection network and a discussion 

of results. Section 6.6 presents the conclusions. 
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6.2 Overview of the System Architecture 

The system architecture is shown in figure 6.1. There 

are three main components in this system architecture: the 

host computer, the MIMD computer, an the object database. 

The host computer serves as a central controller for the 

overall system and performs the system level jobs such as 

memory management, database management, allocation of 

processes (i.e. tasks) to processing elements, and object 

space or image space partitioning and allocation. In 

addition, the host also broadcasts global information to the 

processing elements in the network and retrieves and stores 

information in the object database, in the image storage unit, 

and in the distributed shared-memory modules. The 

distributed shared data modules contain information relevant 

to the objects in a particular scene. Normally, the entire 

scene is stored in a frame Duce In our architecture, the 

frame buffer is distributed. That is, each processing element 

in the architecture has access to a local shared-memory 

module, i.e. distributed frame buffer, that is used to store 

a portion of the entire image or scene. Each processing 

element retrieves information from the local frame buffer, 

performs its designated functions, and then stores its results 

in the local frame buffer. The host computer consolidates the 

results from the shared memory modules and stores this 

information into the image store. The results of the image 

store are then displayed onto the video display. The detailed
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description of the system control functions performed by the 

host computer is beyond the scope of this dissertation. 

The object database is an auxiliary storage unit for 

information about the objects in a particular scene. The 

modeling information and other information peculiar to the 

geometry of objects is located in this unit. If the image is 

voxel-based, then the objects contain voxel-based data. That 

is, the objects are comprised of 3-D primitives. It is 

assumed for the sake of discussion that a 3-D scene has been 

discretized, sampled, and partitioned into subregions that are 

to be allocated to the various shared-memory modules in the 

systen. 

The MIMD computer is the fine-grain massively parallel 

computing structure that performs all of the image level 

operations that are essential to generate a synthetic image. 

The details of the internal architecture will be described in 

the next section. 

Overall, the system architecture is highly scalable and 

efficient. The key features of this architecture, in the 

context of voxel-based processing, are the following. The 

architecture permits real-time display of synthetic images. 

The architecture supports general-purpose image synthesis 

applications and is not restricted to only medical image 

rendering as is typical in other voxel-based systems. The 

architecture is designed to be modular. It is fault-tolerant,



118 

and the frame buffer memory is distributed to permit fast and 

efficient communication. 

Moreover, our architecture is a MIMD-based system. Many 

of today's massively parallel computers are SIMD systems with 

thousands of simple 1-bit or 4-bit processing elements. Our 

architectural framework is suitable for the incorporation of 

thousands of more powerful processing elements such as 32-bit 

processors with large on-chip memory locations. Such 

processing chips, often called computers, have been designed. 

An example of such a powerful processing chip is the 

transputer chip. The term fine-grain, in this dissertation, 

refers to the large number of these processing elements. 

In comparison to other voxel-based systems, most of these 

systems utilize only a few hundred processing elements. The 

architecture presented here is a massively parallel computer 

for voxel-based processing. Massively parallel computer in 

this context implies a large computing structure that 

associates one processing element per voxel or one processing 

element per voxel object. This is a 3-D analogy of the 2-D 

one processor per pixel architecture or one processor per 

object architecture. 

6.3 Architecture of the MIMD Computer 

The internal architecture of the fine-grain massively 

parallel computer is shown in figure 6.2. This architecture 

consists of a hierarchical structure. The primary reason for
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selecting a hierarchical structure for the massively parallel 

computer was to permit the design of a scalable and cost 

efficient computing structure. 

A global high-speed interconnection network provides the 

interconnection between a fast image storage unit, the host | 

computer, and a set of local interconnection structures. The 

local interconnection structures provide the interconnection 

between groups of clusters of processing elements and shared- 

memory modules. The choice of the topologies for the global 

and local interconnection networks is the topic for the 

subsequent section. 

The overall architecture is a typical organization of a 

MIMD computer. That is, the computer contains a global shared 

memory (the image store) and distributed memory that is local 

to the individual processors (i.e. the local memory and the 

corresponding processor that controls this memory is referred 

collectively as the processing element). Additional shared- 

memory is distributed among the processing elements through a 

hierarchical interconnection structure (i.e. in the local 

- hyperstar structure of the global hypercube structure) to take 

advantage of the locality in communication of image synthesis 

algorithms. The ring nodes within the local hyperstar 

structures are smart memory cells (i.e. a chip with processing 

logic and memory logic) and the endpoint nodes are processing 

elements (figure 6.5). The processing elements and the 

global shared-memory are interconnected through a high-
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performance interconnection network (i.e. the global hypercube 

structure). 

6.4 The Hierarchical Interconnection Network 

In this section, the architectural configuration of the 

hierarchical interconnection network used in the MIMD computer 

described in the previous section will be discussed. The 

motivation for using a hierarchical interconnection network 

for a massively parallel architecture will be presented. The 

design issues for large-scale interconnection networks will be 

discussed. Also, the construction of the HIN is presented. 

The analysis is presented for the HIN structure. Finally, the 

chapter concludes with the highlights of important concepts 

and conclusions. 

6.4.1 Why Hierarchical Interconnection Networks for MPCs? 

There are two main reasons for using a hierarchical 

interconnection network for constructing massively parallel 

computers (MPCs). One reason for using a HIN is the reduction 

in the number of communication links that are required in a 

computer. This reduction is due to fewer communication links 

connected to a node. In other words, using a HIN has a 

distinct advantage of reducing the node degree. The second 

reason is that HINs provide a way of integrating different 

topologies, with current technology, in order to match the
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communication structure of an architecture with the structure 

of an application or problem. Alternative architectures that 

are reconfigurable require significant advances in VLSI 

technology (Dandamudi and Eager, 1990). The next section will 

address some of the design issues pertinent to static 

interconnection networks (i.e. interconnection networks that 

are not reconfigurable and non-hierarchical). 

6.4.2 Design Issues 

A difficult problem in the design of a massively parallel 

architecture is in the construction of the interconnection 

network between the processing elements. The difficulty 

arises in trying to design a fast and flexible interconnection 

network at a cost that is low and considered reasonable. 

Thus, the choice of the interconnection network topology is 

very crucial. 

There are a number of different topological schemes for 

interconnection networks. However, several of these schemes 

are unsuitable for interconnecting a large number of 

processing elements. Connecting processing elements to a 

single bus is not sufficient because bus contention problems 

can occur. In other words, the contention for the single bus 

increases as the number of communicating processing elements 

increases. Another interconnection scheme is the fully 

connected scheme shown in figure 6.3.
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In this interconnection configuration, every processing 

element is connected to each other. The major problem with 

this scheme is the large number of links that are required for 

each processing element. For instance, if the number of 

processing elements is 1024, then over one million links (i.e. _ 

1,040,574) links would be required. Such a large number of 

links is highly impractical and too costly (i.e. in terms of 

wiring, etc.). 

Another interconnection network that is used is the 

crossbar interconnection scheme. In the crossbar 

configuration, processing elements are connected to other 

processing elements or memory modules through an array of 

switches. The crossbar interconnection network is unfeasible 

for large systems due to its high cost. N* switches are 

required and the cost of the network increases N* as N 

increases. 

Similarly, the toroidal networks are examples of other 

interconnection structures. The 2-D toroidal interconnection 

network is similar to a 2-D mesh. The only difference is that 

the end connections are wrapped around and connected together. 

Figure 6.4 provides an illustration of the 2-D toroidal 

interconnection network. This interconnection structure has 

several interesting properties. It is highly modular and 

scalable. Likewise, it has been shown to have an efficient 

layout for VLSI implementations. The primary disadvantage of 

this structure is that it is unsuitable for interconnecting
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large numbers of processing elements because of its high cost. 

Its cost grows with the addition of new processing elements in 

the same way as the crossbar structure or mesh structure 

grows. 

Many networks have been designed which represent a 
compromise between the two interconnection network extremes 
already discussed, i.e. the single bus and the fully connected 
interconnection network scheme. These networks try to achieve 
a compromise between architectural requirements and 
performance. A compilation of generic’ architectural 
requirements is listed below (Bermond and Peyrot, 1989 and 
Hillis, 1985). 

Small Diameter The diameter of graph is the maximum 
distance between any two pair of 
nodes. The distance represents the 
length of the path that a message must 
transverse between any two processing 
elements. (Note: Interconnection 
networks are actually depicted as a 
graph where the nodes correspond to the 
processing elements and the edges 
represent bidirectional communication 
links. The diameter represents the 
communication delay in a network.) 

Small Fixed Degree The degree of a node is the number of 
connection at a node. This translates to the number of 
wires that are connected to a processing element ina 
physical system. Ideally, the number of wires should be 
small since this represent a significant amount of the 
cost in a system. If the degree is fixed, then only one 
processor design is required and only one has to be 
constructed. 

Simple Routing Algorithms A simple routing algorithm 
provides the basic strategy for efficient inter-node 
communications. It is sometimes referred to as node-to- 
node routing. 

Fault-Tolerance The network should be able to operate 
in the presence of faults, i.e. link failures and/or node
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failures. In graph theoretic terms, this translates to 
detecting the connectivity of a graph when a number of 
nodes or links are removed. The nodes or links 
removed represent the faulty paths between a particular 
pair of nodes. 

Scalability The network should be expandable. This 
implies a modular structure consisting of basic building 
blocks that can be replicated. The network should also 
be symmetrical. 

Embeddability of Different Network Topologies The 
Significance of embeddability is to allow algorithms 
developed for one topology to be utilize on another 
topology. 

Efficient VLSI Layout The placement of an architecture 
on a chip is crucial and should efficiently utilized the 
available area on a chip. 

It is important to note that all of the above 

requirements are not achievable in a single network design. 

Other pertinent design issues include determining the set of 

appropriate network parameters for a particular application: 

e.g. mode of control (centralized or decentralized), and 

switching mode (circuit-switching or packet-switching). 

6.4.3 Construction of the HIN 

The proposed structure of the hierarchical 

interconnection network consists of two levels. One level is 

a global interconnection network where each corner of this 

structure is a cluster. The second level is a local 

interconnection structure. These local INs are the cluster 

structures that are used in the global IN. In this research, 

the HIN consists of a conventional D-dimensional hypercube for
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the global interconnection structure and a D-dimensional 

hyperstar for the local interconnection network. 

Within each local interconnection network, one node is 

shared between the two INs. This shared node (i.e. between the 

local and global structures) has D+4 connections and the 

remaining nodes (i.e. in the local IN) have three connections. 

The degree of a shared node is the degree of the global 

hypercube + the degree of the local hyperstar + an extra 

external link from the global hypercube (Figure 6.6) 

A shared node is really an endpoint node in the 

hyperstar. Therefore, one endpoint would have the following 

connections: a diagonal link (i.e. a connection to an endpoint 

node in a diametrically opposite star), a starlink (i.e. a 

connection between an endpoint node and its corresponding ring 

node), D crosslink connections (i.e. one crosslink connection 

in the direction of the it dimension to the other shared nodes 

in the global hypercube structure) and one external link from 

the global hypercube (figure 6.6). The remaining nodes in the 

hyperstar would have the regular three connections: a diagonal 

link, a starlink, and one crosslink. Figure 6.7 shows the HIN 

that is constructed from a 2-D global hypercube and 2-D 

hyperstar. In this diagram, the external link is not shown. 

Therefore, the actual degree, including the external link, is 

6 for the shared node and 3 for the remaining nodes. 

Consider the following example. If N=1 million nodes and 

the global structure is a 4-hypercube and the local structure
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is a 12-hyperstar (i.e.16 *98,304=1,572,864), then there are 

N/2(D)2° or 16 shared nodes with 7+1=8 connections (i.e. 

degree = 7 + 1 external link) and 98,304 nodes with a degree 

of 3. The next section analyzes the performance of this HIN. 

6.4.4 Performance Analysis of the HIN 

The average internode distance of the hierarchical 

interconnection network proposed in this research can be 

computed from the equations below (Dandamudi and Eager, 1990). 

Equation 6.1: 

P,, =P = «P + (1-«) (2P +P 
HIN Local IN/Global IN Local IN Local IN Global In) 

where Pyoa m = average internode distance of the 
global IN (i.e. binary hypercube) 

Piocal IN = average internode distance of the 
local IN (i.e. hyperstar) 

« = a probability with values from 0 - 1 

Equation 6.2: 

da 
2 Petobal = 

Equation 6.3: 

Pusysq = aE v (==) 2dys + d 

where D is odd (equation 6.4) or D is even (equation 
6.5) 

Equation 6.4: 
D-1 

a D+ +4 + (1-«}D-4 + 3(0.85)D + Dtl + 0.5 -zk/2* 
4 2 4 k=1
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Equation 6.5: 
D-1 

d,s = 4 D*/4 sa + (1-«)[D-2 + 3(0.85)D +D2/4 + 0.5 -Zk/2* 
D-1 2 D-1 k=1 

Table 1 gives the results for the average internode 

distance for the Binary Hypercube/Binary Hypercube (BH/BH), 

the Hyperstar/Binary Hypercube (HS/BH) and the Cube-Connected. 

Cycle/Binary Hypercube (CCC/BH). The formulas used for the 

results of the CCC/BH and BH/BH are given below (Dandamudi and 

Eager, 1990). 

Pawan = 44 |+ (1-=) (Dea) 2o-1_ a2" | 
2 2° = 2 

doce = (z - 3 +D,41 
4 ec 

  

where D, is the dimension of the cube-connected cycle. 

P = « Al + (a-=J Goce ‘a 
2 CCC/BH 

  

The hierarchical interconnection network proposed in this 

research shows an improvement over the traditional hypercube 

network. To interconnect 1,048,576 nodes, the hypercube 

structure would require a degree of 20. The hierarchical 

interconnection network consisting of a hypercube for both the 

global and local INs (i.e. BH/BH) interconnects the same 

number of nodes, (i.e. 256 * 4096 =1,048,576). 256 nodes 

would have a degree of 21 (The 21 includes the degree of 20 + 

the external link). 4096 nodes would have a degree of 12. In 

contrast, the hyperstar-based HIN also interconnects the same 

number of nodes (i.e. 4096 * 256 = 1,048,576). 4096 nodes 

have a degree of 3 and 256 nodes have a degree, including the
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external link, of 9. However, it has a higher average distance 

than the BH/BH. In comparison to the CCC/BH, the hyperstar- 

based HIN interconnect twice as many nodes with fewer nodes 

connections and at a lower average distance for 50% or more 

local communication. 

6.5 Conclusions 

In this chapter, the design of a hierarchical 

interconnection network for constructing massively parallel 

systems for real-time image synthesis has been proposed. The 

design was shown to be feasible and shows an improvement by 

interconnecting a larger number of nodes with a significantly 

smaller degree and a increase in average internode distance. 

The hyperstar-based HIN is also better than the CCC/BH for 

interconnecting a larger number of nodes at a fixed degree of 

3 and lower average distance for greater than 40% local 

communication.
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TABLE 1 Average Internode Distance for N=1,048,576 
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Figure 6.3 A completely connected interconnection network
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Figure 6.4 A 2-D Toroidal interconnection network with N=D? 

where D=4 and d=2
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Figure 6.5 The Shared-memory Hyperstar Interconnection 
Network
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Figure 6.6 Hypercube Augmented with one extra link per node
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Figure 6.7 A HIN with a 2-D global hypercube and 2-D local 
hyperstar



CHAPTER 7 
A NOVEL COMPUTATIONAL MODEL FOR A MASSIVELY PARALLEL 

ARCHITECTURE > 

7.1 Introduction 

In this chapter, a novel object-oriented computational 

model is developed which exploits massive parallelism. In 

this model, parallel computations are represented as 

communicating objects. Parallel computations are expressed in 

a functional language. 

The primary motivation for the development of such a 

model is to provide a mechanism for structuring parallel 

computations onto a massively parallel computer. Another 

motivating factor is to provide a high-level computation model 

that is independent of the underlying machine architecture. 

The advantage of such a model is that it facilitates 

programming a massively parallel machine and designing 

efficient parallel programs while hiding the low level 

implementation details. All of these factors are related to 

the fundamental research problem of how to write parallel 

programs for a parallel computer that contains a large number 

of processing elements. Large is this context is relative, 

but implies a computer with a thousand or more processing 

elements. 

137
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This chapter is organized as follows. The next section 

presents an overview of the fundamental concepts and technical 

advances in each of the computational paradigms considered in 

this research. Section 7.3 presents a formal computational 

model and integrates this model into the object-oriented 

paradigm as well as investigates technical issues associated 

with the object-oriented programming. 

7.2 Theoretical Computational Models 

There are several computational paradigms that have 

emerged in the last decade. These models provide the basis 

for imperative, declarative, and other programming languages 

for sequential as well as parallel computers. 

In imperative languages, the data or state information is 

represented implicitly, i.e. data is stored in named memory 

location or variables. This data is modifiable through the 

use of programming constructs in the source code. Some 

examples of programming constructs are assignment statements, 

begin-end constructs, while loops, and GOTO constructs. 

When data is allowed to be modified, the language is said 

to have side effects. Any alteration in data values in a 

named memory location, through the use of an assignment 

statement, results in the binding of the altered data to a 

particular variable. 

A program in an imperative language consists of a 

collection of programming constructs that are executed in
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sequential order. This sequencing of constructs and 

statements enables the state to be controlled in a 

deterministic manner. 

Declarative languages, on the other hand, do not permit 

an implicit representation of data, but rather the state 

information is represented explicitly in the programming 

constructs. For example, if the programming construct was a 

function, then the parameters of the function would represent 

the state. Moreover, there are no explicit constructs for 

looping operations. Instead, looping operations are 

implemented through recursion as opposed to sequencing of 

instructions. Another important feature of declarative 

languages is the emphasis on "what has to be done as opposed 

to how it is done" (Hudak, 1989). Lastly, declarative 

programming languages use expressions as the basic programming 

construct. 

There are two types of declarative languages-functional 

and logic. The basic expression in a functional programming 

language is a function. These functions are normally 

mathematical functions. Thus, computations are expressed in 

the form of functions. In contrast, relations or predicates 

comprise the primitive programming construct for logic 

programming languages. 

In this section, two models of programming languages 

will be described object-oriented and functional. Each
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section will present the basic concepts and give an overview 

of current research and any pertinent open problems. 

7.2.1 The Object-Oriented Model 

In the object-oriented model, a program is represented as 

a collection of communicating objects. Here, an object 

denotes a group of operations (i.e. methods) that encapsulate 

data. The data represents state information. Only the 

operations that encapsulate the data are allowed to operate on 

it and access it. Any external reference to this data must 

occur through the communication medium, that is, through the 

exchange of messages between objects. 

The message that is sent to an object contains some 

parameters and a result (i.e. value). The general format for 

a message is given as the following (Ghelli, 1990) 

msg(par,,...par,) 

Ghelli makes the comparison of sending a message from a caller 

object to a receiver object as having a similar effect of 

using a function call. (A function has the following form: 

function msg(par,,.-.-par,) (Ghelli, 1990)). He mentions the 

primary difference being that a message is considered 

overloaded (i.e. many objects in a system can receive a 

message that will invoke its code. Note: The code that is 

invoked is different for each object.) Moreover, he points 

out that since objects have a unique identity and are created
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at runtime as opposed to compile time, the binding of messages 

to objects and the execution of the code of objects occurs at 

runtime. This binding is referred to as late binding (Ghelli, 

1990). When the code or method of an object has been invoked, 

the code operates on the parameters and the state of the - 

receiver before returning a result. 

In the message passing scenario, the parallelism in this 

model is very limited and massive parallelism is still not 

obtainable in this paradigm. However, recently much effort 

has been forthcoming in enhancing this paradigm to exploit 

more parallelism. 

There are three basic concepts in this paradigm: data 

abstraction, inheritance, and polymorphism. Data abstraction 

involves the specification of a data type and of information 

hiding. The data type is referred to as an abstract data 

type, ADT. The internal representation of the ADT and its 

corresponding operations are defined. The ADT can be viewed 

as a template from which instances of an object are created. 

Information hiding is used for one important reason: the 

alteration of data in the internal representation of the ADT 

can occur without affecting any other parts of the progran. 

Data abstraction provides a mechanism for data 

representation. However, it does not capture an important 

characteristic of objects, i.e. the relationship between 

objects. The idea of inheritance is used to capture this 

important characteristic of the object. Inheritance is based
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on the notion that objects do not exist in isolation and 

therefore exhibit some type of behavior. In other words, 

objects that share characteristics can be categorized into 

classes and all objects in a class have the _ same 

characteristic. Consider, as an example a class that 

represents triangles. Objects in this class could be an 

isosceles triangle, right triangle, and equilateral triangle. 

The class provides a mechanism for structuring objects as a 

hierarchy where the child class inherits from the parent 

class. Here, inheritance refers to the idea of defining one 

object in terms of an existing object. Actually, in this 

concept, objects in one class inherit data and behavior from 

another class. In programming terms, this idea really implies 

the sharing of data and operations between objects ina class. 

In other words, objects in a class can inherit code and data 

from the base class. 

Polymorphism refers to the idea of operations taking on 

different behaviors when applied to different objects. In 

other words, different objects respond differently to the same 

operation. Polymorphism allows the inclusions of different 

operations that are context dependent. 

The concepts of data abstraction, inheritance, and 

polymorphism offer several advantages to software development. 

The primary advantages are modularity, extensibility, 

reusability, and maintainability (Yau, 1991). The object- 

oriented paradigm is ideally suited for representation of
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concurrent behavior in programs. However, one prevalent 

problem remains when the concept of inheritance is 

incorporated with the notion of parallelism. 

Some parallel object-oriented programming languages do 

not permit inheritance since the synchronization mechanisms 

are not directly inheritable. Other parallel object-oriented 

languages support inheritance, but the synchronization 

mechanisms are not inheritable. In other languages such as 

Concurrent Smalltalk and Rosette, inheritance is supported and 

synchronization constraints are inheritable. The only 

limitation to these languages is that in Concurrent Smalltalk, 

the use of critical sections for synchronization can be 

misused and sacrifices the notion of object encapsulation and 

in Rosette, the use of enabled sets for synchronization adds 

the overhead of modifying the enabled sets in the child class 

as well as in the parent class. POOL-1 is another language 

that has been recently extended to allow for inheritance and 

synchronization. 

7.2.2 The Functional Model 

In the functional model, all computations are represented 

as mathematical functions. The functional paradigm prohibits 

the notion of side effects, i.e. no values of variables can be 

altered in any assignment statement. This eliminates the 

problem of binding variables with different values and
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determining the scope of variables within a program segment at 

compile time. 

Another notable attribute of functional languages is 

static type checking during compilation. This check and 

balance enables a functional program to be more efficient. 

Other features include the concept of polymorphism and the 

view of functions as first-class values that can be passed as 

arguments and/or results (Yau et al., 1991). 

7.3. The Computational Model 

In this section, an object-oriented computational model 

is developed. This model supports the notion of multiple 

class inheritance and real-time programming concepts. The 

real-time programming concepts include the specification of 

the following: (1) timing constraints at the statement level, 

(2) periodic tasks, and (3) task priority. An overview of 

this model will be discussed in subsequent sections. 

7.3.1 Formal Definition 

The basic premise of our model is the integration of 

three programming paradigms into a single paradigm. A formal 

definition of the integrated object-oriented model is given 

below. The specification of the integrated object-oriented 

model as a tuple and an associated object-oriented notation is 

adopted and modified from Papaconstantinou (1991).
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Object Class Definition: An object class can be formally 
modeled as a 9-tuple as given below: 

oc = (OC.N, OC.I, OC.SC, OC.A, OC.IA, OC.CC, OC.FM, OC.S, 
OCc.R) 

where 

OCc.N = Name of the Object Class 

oc.I = {oc.i,, oc.i,,...,0oc.i,} is a set of instances of 
the object class 

oc.SC = {oc.sc,, OC.SC,,...,0C.SC)} is a set of object 
subclasses 

Ooc.A = (La, Ga, Ca) is the 3-tuple of class attributes 
and attribute constraints 

where 

La = (la,, la,, -+-,1a;) is a set of local 
attributes 

(ga,, Gaz,---,9a,) is a set of global 
eee 

Ca = (ca,, Caz, +++ ,Ca, ) is a set of optional 
attribute constraints 

oc.IA = (LA, GA, CA) is the 3-tuple of instance attributes 
and instance attribute constraints 

where 

LA = (1A,, 1A,,-...,1A,) is a set of local attributes 

GA = (g9A,, GA,,-+-,9A, ) is a set of global 
attributes 

CA = (cCA,, CA,,+++,9A,) is a set of optional 
attribute ‘constraints 

oc.cC = {oc. +CC,, OC-CCz,+++,0C~.CC ) is a set of conditional 
constraints or predicates. These conditional 
constraints are referred to as guards and are used 
primarily for object synchronization and 
communication. 

OC.FM = (LM, PM) is the tuple of methods (functional 
operations where
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IM = (l1m,, 1n,,...1m,) is a set of local methods 
where each operation is restricted to 
functional language statements internal to 
objects 

PM = (pm,, pm,,..-,pm,) is a set of public methods 
that operate on public class attributes and 
public instance attributes. These operations 
are restricted to functional language 
statements. 

oc.S = (OC.SN, OC.SA, OC.SM) is the 3-tuple for the 

definition of a superclass 

where 

Oc.SN = Name of the object's superclass 

oc.SA = (ay, a,,---a,) is a set of superclass 
attributes 

Ooc.SM = {oc.sm,, oc. -SM,,---,OC. -sm,) is a set of 
methods (functional operations) for the 
superclass 

oc.R = (OC.RC, OC.RM) is the tuple for the 
definition of an object's real-time behavior 

where 

oc.RC = (TC, TP, PT) is a real-time constraint 3- 
tuple 

where 

TC = {tc,, tc,,-..tc, } is a set of timing 
cons ‘raints 

P = {tp,, tp,,...,tp;) is a set of priority 
tasks 

PT = {pt,, pt,,---,pt,) is a set of periodic 
tasks 

OC.RM (EH, Ctp, Cpt) is a 3-tuple of real-time 
operations for exception handling and 
conditional operations 

where 

EH = {eh,, eh,,-..,eh ) is a set of evoaption 
handling conditions when the associated
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timing constraint(s) expired 

Ctp = {ctp,, ctp,,---,ctp;) is a set of 
methods (operations) for handling 
priority tasks 

Cpt = {cpt,, cpt,,...,cpt,) is a set of methods 
(operations) for handling periodic tasks 

In the integrated model, the methods internal to a 

object are represented in a functional language. 

Recall that an object class is an abstraction (i.e. 

abstract data type) for a set of objects that exhibit the same 

behavior or possess the same properties. A class is denoted 

by its interface and definition (Yau et al. 1991). 

Furthermore, a class consists of its internal data that is 

local to the object and its body, i.e. the methods. Every 

object is an instance of an object class. Also, a superclass 

is defined as a class with global properties whereas a 

subclass is a further subdivision of a class to indicate 

additional properties. For instance, if the superclass is a 

professor, then examples of subclasses would be a math 

professor, a civil engineering professor, and a electrical 

engineering professor. An object class has the following 

generic structure. 

Class Definition Object_class_name { 

Variable declarations; 

Method /*Body of Object*/ 

If condition then 
statement, ; 

else
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statement, ; 
statement, ; 

statement, ; 

Method 
statement, ; 
statement, ; 

statement,; 

In our model, the statements above, for example, should 

be replaced by functional statements that are application 

specific. For an illustrative example, consider the following 

simple ray tracing algorithm. This algorithm is written in 

pseudocode (Foley et al. 1990). 

select center of projection and window on viewplane; 
for each scan line in image do 

for each pixel in the scan line do 
begin 

determine ray from center of 
projection through pixel; 
for each object in scene do 

if object is intersected 
and is closest considered 

thus far then 
record intersections and 

object name; 
set pixel's color to that at closest 
object intersection; 

end; 

Each of the above statements can be translated into the 

allowable assignment statements in a functional language. 

Furthermore, the above sequential algorithm can be made into 

a parallel algorithm by tracing each ray independently. The 

sections of the algorithm for tracing each ray individually 

can be placed into separate methods in an object-oriented
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framework. Also, statements in a method could be executed 

concurrently. (The number of statements that are internal to 

a particular method indicates the granularity of the method. 

For massive parallelism, it is assumed that the granularity is 

fine-grained). | 

The above algorithm can be further extended to take into 

account real-time constraints by encapsulating time in the 

method section of an object. An appropriate value for a time 

constraint should be chosen. Here, the time would be stated 

as a condition in an assignment statement that is internal to 

a method. In addition, other statements would be included for 

additional functions that would be executed in the event the 

time elapses before completion of computations or if an 

interrupt is received from another object. 

Moreover, each statement could be assigned a priority 

where appropriate. These priorities govern the order of 

execution for each statement. Higher priorities preempt lower 

priorities. In addition, priorities are inheritable. In 

other words, all of the statements for a object in a 

superclass are inherited in the objects in a subclass. That 

is, a statement in a method of a superclass that invokes a 

statement in a subclass inherits or has the same priorities as 

the superclass statement. 

In addition to the above features of the programming 

constructs or statements, the functional statements used in 

the methods allow side effects. The allowance of side effects
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provides the programmer more flexibility, but at the expense 

of efficiency. Moreover, side effects permit the data 

structures to be updatable. The utilization of updatable data 

structures eliminates the need for multiple copies of data for 

different variables. 

7.3.2 Synchronization and Communication 

If time encapsulation is not used to order the execution 

of an object, then a special programming construct called a 

guard can be used to synchronize methods in an object. The 

guard is also useful for restricting access to code that is 

shared. By definition, a guard is a predicate expression 

(i.e. a condition). If the condition evaluates to true, then 

the method is executed, otherwise, the method is not executed. 

An example of the use of a guarded expression is as follows. 

Class definition Add { 
int subtotal; 
int i; 

Method 
guard (i>subtotal); 
i=it+1; 

7.3.3 Semantics of the Computational Model 

There are several programming constructs for delineating 

parallelizable sections of an application program. These 

constructs encapsulate statements that should be executed in
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parallel. One such construct is the parbegin... parend (Yau 

et al., 1991). This construct is applicable to a delineating 

sections of methods (i.e. functional operations internal to 

methods) for parallel execution as. well as to specify 

parallelism at different granularities and levels: i.e. intra 

object and interobject. An example of the use of the 

parbegin... parend construct is given below (Yau et al., 1991) 

para (function (a,,a,) 
parbegin 
statement, || statement,, || statement, 
paraend 

return 

(Note: The symbol | specifies parallel execution). 

7.4 Chapter Highlights 

In this chapter, a novel object-oriented computational 

model that exploits massive parallelism has been presented. 

The basic premise of the model is that computations are 

expressed in a unique model that unifies the functional, real- 

time and object-oriented paradigms into a single more powerful 

and expressive computational paradigm. 

The functional model is integrated into the object- 

oriented paradigm at the method definition level. The model 

is also enhanced to allow polymorphism. In this research, the 

functional language assumed was not restricted to a purely 

functional language.



CHAPTER 8 
CONCLUSIONS 

8.1 Summary 

This research had two primary objectives. The first 

objective was to design and analyze a massively parallel 

architecture for real-time image synthesis. A unique design 

of a hierarchical interconnection network was proposed for 

constructing the massively parallel architecture. The basic 

building block of the hierarchical interconnection network was 

a new hypercube-based topology called the hyperstar. The 

second objective was to develop a formalism for structuring 

parallel Ponpacetions onto a massively parallel system. This 

formalism is a computational model which serves as the basis 

for a parallel programming language for massively parallel 

systems. 

8.2 Research Contributions 

The major contributions of this research are as follows. 

A new hypercube-based topology (i.e. the hyperstar) has 

been proposed. This augmented hypercube-based structure 

reduces the node degree of the conventional hypercube topology 

from n to three and maintains many of the properties of the 

hypercube: symmetry, fault-tolerance, homogeneity, and 

152
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recursivity. Other notable characteristics are: (1) The 

hyperstar is communication-efficient (i.e. exploits localized 

communication) and has an easy routing algorithm. Moreover, 

it is a dense topology which can interconnect more nodes than 

any other hypercube-based topology at a constant degree and at 

a lower dimension. However, the main design tradeoff is an 

increase in diameter for a reduction in the node degree. The 

increase in diameter is reasonable for a large number of 

nodes. 

A massively parallel architecture for real-time image 

synthesis has been designed. The basic building block of this 

proposed architecture is a hierarchical interconnection 

network. Within the HIN, the hyperstar is used as a local 

interconnection network structure and the hypercube as the 

global interconnection network. The HIN was analyzed and 

determined to be an efficient high-performance large-scale 

interconnection network. It was shown to be a competitive 

structure in comparison to other hypercube-based HINs. 

Overall, the massively parallel architecture is a unique 

large-scale architecture which contains both global shared 

memory and local distributed memory. Many of the massively 

parallel architectures proposed or built today are based upon 

a distributed-memory point-to-point topology. 

A conceptual framework for structuring parallel 

computations onto a massively parallel computer has been 

formulated. Furthermore, a new formalism of a computational
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model that combines the object-oriented, functional, and real- 

time programming paradigms into a single powerful programming 

paradigm has been proposed. 

8.3 Open Research Problems 

The allocation of tasks, the performance of parallel 

computations, and the development of efficient algorithms are 

all pertinent research issues for hypercube-based topologies 

as well as massively parallel architectures in general. Some 

additional research issues stated as questions for hypercube- 

based topologies are enumerated below. 

(1) How should problems be partitioned to efficiently 
utilized the hypercube? 

(2) Where should redundant communication links be placed 
to reduce the average distance of the hypercube? 

(3) What is an optimal routing algorithm for the 
hypercube? 

(4) How can the diameter of the hypercube be reduced? 

There are several areas of further study on the hyperstar 

topology. More fault-tolerance analysis is needed. 

Additional fault-tolerance parameters should be defined anda 

fault-tolerant routing algorithm should be developed for the 

hyperstar. Moreover, more work is needed to determine where 

the redundant diagonal links can be placed in order to further 

reduced the average distance of the hypercube. The result 

used in the research was an 85% reduction in the hypercube's
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average distance (Latifi, 1989). It would be interesting to 

investigate if a lower percentage is obtainable. 

In addition, a dynamic performance analysis study is 

needed on the hyperstar and the image synthesis massively 

parallel architecture. These studies should investigate the 

possibility of queuing contention for resources in these 

networks under uniform as well as non-uniform traffic. 

Moreover, further work is needed to determine the 

diameter of the hyperstar. Only an upperbound was presented 

in this research. Also, additional work is needed to develop 

an optimal routing algorithm for the hyperstar. 

This dissertation scratched only the surface in the 

development of an integrated object-oriented computational 

model. Some additional research issues that should be 

addressed are a characterization of the  interobject 

communication and an implementation of a programming language 

based upon the computational model. Finally, additional 

constructs for expressing massive parallelism in applications 

should be developed.
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