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Biological networks encapsulate invaluable information about the roles of different

biochemical entities and their interactions with each other. Analyzing these networks

is essential in order to comprehend the machinery of a cell and to reveal evolutionary

differences between different cells and organisms. Three main types of biological

networks are protein interaction networks, metabolic networks (or pathways) and

regulatory networks. In the literature, the terms “network” and “pathway” are used

interchangeably for the metabolic interaction data. An important type of analysis for

biological networks is the comparative analysis which aims at identifying functionally

similar components of these networks that are shared among different species.

Analogous to sequence alignment which identifies sequence similarity, network

alignment reveals similar connectivity patterns such as alternative paths and subnetworks.

Additional to the comparative analysis, examining solely the topological structure

of biological networks also led to interesting observations such as the modular

organization, repeating connectivity patterns, the steady states and specific degree

distributions that these networks exhibit.

In this thesis, we introduce (i) Alignment algorithms for metabolic networks that

account for heterogeneous network elements, connected subnetwork mappings and

scalability problem in network alignment (ii) An algorithm that predicts functional

similarity between reactions based on metabolic flux analysis; (iii) Efficient methods

11



that identify steady states of Boolean regulatory networks using binary decision

diagrams (BDDs) and graph partitioning; (iv) An algorithm that identifies dynamic

modular structure of regulatory networks.
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CHAPTER 1
INTRODUCTION

With the recent advances in high throughput technology, in the last decades,

significant amount of research has been done on identification and reconstruction

of biological networks such as regulatory [1–3], protein interaction [4] and metabolic

networks [5, 6]. These networks are compiled in public databases, such as KEGG

(Kyoto Encyclopedia of Genes and Genomes) [7], EcoCyc (Encyclopedia of E. coli

K-12 Genes and Metabolism) [8], PID (the Pathway Interaction Database.) [9] and DIP

(Database of Interacting Proteins) [10]. These databases maintain information both in

textual form and graphical form. Many researchers are working on analyzing different

aspects of this data by means of computational methods. Insight gathered from these

efforts are of great use in important applications such as drug target identification [11,

12], metabolic engineering [13] and genetic engineering [14].

In this introduction, we briefly describe computational methods that we developed

to analyze different aspects of these biological networks. We focus on four different

problems and the solutions we develop for them. First, we give an overview of the

methods we develop for metabolic network alignment (Section 1.1). Second, we discuss

an algorithm that predicts functional similarity between reactions based on metabolic

flux analysis (Section 1.2). Third, we introduce an efficient method to identify steady

states (Section 1.3) of Boolean regulatory networks. Last, we explain an algorithm that

reveals dynamic modular structure of regulatory networks (Section 1.4). We conclude

this section by the outline of the rest of this thesis (Section 1.5).

1.1 Metabolic Network Alignment

An important type of biological network is metabolic networks. In metabolic

networks relationships between different biochemical reactions together with their

inputs, outputs and catalyzers are organized as networks. Analyzing these networks

is necessary to capture the valuable information carried by them. An essential type

13



of analysis is the comparative analysis which aims at identifying similarities between

metabolisms of different organisms. Finding these similarities provides insights for

drug target identification [11], metabolic reconstruction of newly sequenced genome [5]

and phylogeny reconstruction [15, 16]. A sample metabolic network can be seen in

Figure 1-1.

To identify similarities between two networks it is necessary to find a mapping of

their entities. Figure 1-2 shows an alignment of two networks with only one-to-one node

mappings allowed. Every node need not be mapped in network alignments. Similar to

sequence alignment, such nodes are called insertions or deletions (indels).

In the literature, alignment is often considered as finding one-to-one mappings

between the molecules of two networks. In this case, the global/local network alignment

problems are GI(Graph Isomorphism)/NP complete as the graph/subgraph isomorphism

problems can be reduced to them in polynomial time [17]. Hence, even for the case

described above, efficient methods are needed to solve the network alignment problem

for large scale networks.

23.1.117 2.6.1.17

2.3.1.89

3.5.1.47

3.5.1.18

2.6.1.83

2.6.1.-

N-Acetyl-L-2-amino-
6-oxopimelate

N-Acetyl-LL-2,6-
diaminoheptanedioate

N-Succinyl-LL-2,6-
diaminopimelate

LL-2,6-Diaminopimelate

N-Succinyl-L-2-amino-6-
oxoheptanedioate2,3,4,5-

Tetrahydro-
dipicolinate

Figure 1-1. A subnetwork of human lysine biosynthesis network. In this network,
rectangles represents enzymes that catalyze reactions. Each enzyme is
labeled with its Enzyme Commission (EC) number. The circles represent
input and output compounds for the reactions.

14



A number of studies have been done to systematically align different types of

biological networks. For metabolic networks, Pinter et al. [18] devised an algorithm that

aligns query networks with specific topologies by using a graph theoretic approach.

Tohsato et al. proposed two algorithms for metabolic network alignment one relying

on Enzyme Commission (EC [19]) numbers of enzymes and the other considering the

chemical structures of compounds of the query networks [20, 21]. Latterly, Cheng et

al. developed a tool, MetNetAligner, for metabolic network alignment that allows a

certain number of insertions and deletions of enzymes [22]. These methods focus

on a single type of molecule and the alignment is driven by the similarities of these

molecules (e.g., enzyme similarity, compound similarity). Also, some of these methods

limit the query networks to certain topologies, such as trees, non-branching paths or

limited cycles. These limitations degrade the applicability of these methods to complex

networks. One way to avoid this is to combine both topological features and homological

similarity of pairwise molecules using a heuristic method. This approach has been

successfully applied to find the alignments of protein interaction networks [23, 24].

Another advantage of this combination is that it improves the accuracy of the alignment

algorithm without restricting the topologies of query networks.

A1

A3

 B1

B3
B4

A2

A4
A5

B2

B5

Figure 1-2. An alignment of two hypothetical networks. The dashed lines represent the
mapping between nodes of two networks. In this alignment, the nodes A1,
A2, A3 and A5 are mapped to the nodes B1, B2, B3 and B5 respectively.
Note that not all the nodes need to be mapped in an alignment. The nodes
A4 and B4 are not mapped in this alignment.
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In the following chapters (Chapters 2,3,4), we discuss fundamental algorithms

that we develop for aligning metabolic networks. We describe in detail some of existing

methods aimed at solving this problem in Background section of Chapter 2. Before we

formulate the problem of network alignment or the solutions to this problem, we discuss

major challenges inherent in alignment of networks in general and metabolic networks in

particular.

Challenge 1. A common delusion of a number of algorithms for metabolic network

alignment is to use a model that focuses on only one type of entity and ignores the

others. This simplification converts metabolic networks to graphs with only compatible

nodes. The word “compatible” is used for the entities that are of the same type.

For example, for metabolic networks two entities are compatible if they both are

reactions or enzymes or compounds. The transformations that reduce the metabolic

networks to graphs with only compatible entities are referred as abstraction. Reaction

based [15], compound based [20] and enzyme based [18, 25] abstractions are used

for modeling metabolic networks. Figure 1-3 illustrates the problems with the enzyme

based abstraction used by Pinter et al.[18] and Koyuturk et al.[25]. In the top portion of

Figure 1-3A, enzymes E1 and E2 interact on two different paths. Abstraction loses this

information and merges these two paths into a single interaction as seen in the bottom

figure. After the abstraction, an alignment algorithm aligning the E1 → E2 interactions

in Figures 1-3A and 1-3B cannot realize through which path, out of two alternatives, the

enzymes E1 and E2 are aligned. It is important to note that the amount of information

lost due to abstraction grows exponentially with the number of branching entities.

Challenge 2. Many of the existing methods limit the possible molecule mappings to

only one-to-one mappings. As also pointed out by Deutscher et al. [26] considering

each molecule one by one fails to reveal its function(s) in complex networks. This

restriction prevents many methods from identifying biologically relevant mappings when

different organisms perform the same function through varying number of steps. As an
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Figure 1-3. The effect of abstraction for metabolic networks. Top figures in (a) and (b)
illustrate two hypothetical metabolic networks with enzymes and compounds
represented by letters E and C, respectively. Bottom figures in (a) and (b)
show the same networks after abstraction when the compounds are ignored.
In (a) the two different paths between E1 and E2 in top figure are combined
when compounds are ignored.

example, there are alternative paths for LL-2,6- Diaminopimelate production in different

organisms [27, 28]. LL-2,6- Diaminopimelate is a key intermediate compound since

it lies at the intersection of different paths on the synthesis of L-Lysine. Figure 1-4

illustrates two paths both producing LL-2,6- Diaminopimelate starting from 2,3,4,5-

Tetrahydrodipicolinate. The upper path represents the shortcut used by plants and

Chlamydia to synthesize L-Lysine. This shortcut is not an option, for example, for

E.coli or H.sapiens due to the lack of the gene encoding LL-DAP aminotransferase
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(2.6.1.83). E.coli and H.sapiens have to use a three step process shown with gray path

in Figure 1-4 to do this transformation. Thus, a meaningful alignment should map the

two paths when for instance, the lysine biosynthesis networks of human and a plant are

aligned. However, since these two paths have different number of reactions traditional

alignment methods, limited to one-to-one mappings, fail to identify this mapping.

Challenge 3. Aligning large scale networks is a computationally challenging problem

due to the underlying subgraph isomorphism problem that has to be solved to find

the alignment that maximizes the similarity between the query networks. Existing

methods either restrict the topologies of query networks and/or their sizes to avoid

prohibitive computational costs. For instance, the method of Pinter et al. [18] took

around one minute per alignment on a dataset with only small size networks ranging

from 2 to 41 nodes. Another method, QNet, works only if the smaller query network

is a multi-source tree and the running time is feasible when this network has up to 12

nodes. The SubMAP method we develop in this thesis (Chapter 3) has no limitations

on the query topologies and allows mappings of node sets that are connected (i.e.,

subnetworks). However, allowing subnetworks comes at a cost of increasing running

time due to the fact that the number of all connected subnetworks up to a given size can

be exponential in the size of the network. For a network of size 70 and subnetwork sizes

up to 3, SubMAP takes around 2 minutes and 200 MBs of memory on the average per

alignment with a database of 50 networks with sizes ranging from 2 to 57. Therefore,

improving the running time and memory utilization of these methods is necessary to

leverage the alignment of larger scale networks especially when subnetwork mappings

are allowed.

Here, we present alignment algorithms for metabolic networks that addresses the

above challenges. Our algorithms identify biologically relevant alignments by combining

the homological and topological similarities of the query networks. The first method we

propose uses a comprehensive model that allows aligning metabolic networks without
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Figure 1-4. A portion of an alignment of Lysine biosynthesis networks from two different
organisms. Each reaction is represented by the Enzyme Commission (EC)
number of the enzyme that catalyze it. Circles represent compounds
(intermediate compounds are not shown). E.coli and H.sapiens (human) use
the path colored by gray with three reactions, whereas plants and Chlamydia
achieve this transformation directly through the path with a single reaction
shown in white.

any abstraction (i.e., without ignoring compounds and enzymes) (Chapter 2). Our

second method, SubMAP, allows mapping the entity sets to each other by relaxing the

restriction of 1-to-1 mappings. This allows us to identify biologically relevant alignments

that cannot be identified by previous methods but comes at an increasing computational

cost and a number of additional challenges (Chapter 3). The third method we present

here introduces a framework that significantly improves the scale of the networks that

can be aligned in practical time using existing network alignment methods (Section 4).

For this framework, we develop a scalable graph compression technique that we use to

perform the network alignment in three major phases, namely the compression phase,

the alignment phase and the refinement phase. We use the toy example in Figure 1-5 to

explain different steps of these methods in the corresponding chapters.

1.2 Functional Similarities of Entity Sets

The methods discussed above for metabolic network alignment all consider the

homological and/or topological similarities of networks. Other than homology and

topology based methods, another common way to analyze metabolic networks is to

identify their metabolic capabilities in terms of their steady states. A steady state of

a network is a feasible flux distribution that represents a possible long term outcome
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Figure 1-5. A toy example with two hypothetical metabolic networks that will be used
throughout the next chapters. For simplicity, we only display the reactions of
networks.

of that network. The steady states of a network determine the set of functions it can

perform. These states define a polyhedral cone in a high dimensional space where

fluxes of the network corresponds to dimensions. The models such as elementary flux

modes (EFMs) and extreme pathways (EPs) define the boundaries of this metabolic flux

cone. However, the contributions of the subsets of network components in this flux cone

so far has not been characterized mathematically. Also, the functional similarities of

different component sets (e.g., sets of reactions) has not been expressed as a function

of the steady states of metabolic networks.

In Chapter 5, we develop a model to fill this gap by quantifying the impact of a

set of components on the steady states of a network using EFMs. At a high level, we

model the impact of a given component set as the change in the flux cone when all the

elements of that set are inhibited. Furthermore, given two sets of components from

different networks, we measure their functional similarity as the similarity of their impacts

on corresponding networks. Computing the functional similarity is a computationally

challenging task as it requires finding the volumes of the intersection and the union of

two polyhedral cones in high dimensional space. These volumes cannot be expressed in

closed form. In this work, we first transform the polyhedral cones to polytopes and then

use minimum enclosing balls to calculate this intersection efficiently.
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1.3 Steady States of Boolean Regulatory Networks

Regulatory networks consist of binding relations between gene products (e.g.,

proteins) and DNA segments that regulate gene expression (e.g., promoters). These

regulatory interactions can be of different types such as inhibition or activation.

Interactions take place only when the concentration of regulatory elements reach a

certain level. When an interaction becomes active it triggers a set of other events in the

regulatory network. Therefore, regulatory networks show dynamic behavior which has to

be analyzed in order to understand their role in different processes of a living organism.

One way to characterize a regulatory network is to identify its steady states. Steady

states represent the long term behavior of the network. Characterizing this long term

behavior is critical in understanding how biological functions take place in organisms.

For instance, identification of steady states of BRNs is used in several applications

such as the treatment of various human cancers [29, 30] (e.g. leukemia, glioblastoma)

and genetic engineering [14]. Additionally, the steady state analysis has proven to be

successful to explain the flower morphogenesis of Arabidopsis thaliana [31–33], the

mechanism of T cell receptor signaling [34] and the cell cycles of yeast types [35, 36].

In Chapter 6, we propose a method for identifying all the steady states of regulatory

networks with Boolean states (0 inactive, 1 active). We build a mathematical model

that allows pruning a large portion of the state space quickly without causing any false

dismissals. For the remaining state space, which is typically very small compared to

the whole state space, we develop a randomized traversal method that extracts the

steady states. We estimate the number of steady states, and the expected behavior of

individual genes and gene pairs in steady states in an online fashion. Also, we formulate

a stopping criterion that terminates the traversal as soon as user supplied percentage

of the results are returned with high confidence. As an improvement over this method,

we propose a graph partitioning strategy that first partitions the regulatory network into

components that are weakly connected to each other. It then finds the steady state of
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each component and combines them to obtain the overall steady states for the original

regulatory network.

1.4 Dynamic Modular Structure of Regulatory Networks

Another important characteristic of regulatory networks is the modular structure.

Often groups of genes in regulatory networks, called modules, work collaboratively on

similar functions. Mathematically, the modules in a network has often been thought as

a group of nodes that interact with each other significantly more than the rest of the

network. Finding such modules is one of the fundamental problems in understanding

gene regulation. Since the regulatory networks are dynamic (i.e., activity levels of the

network elements change in time), it is necessary to track the changes in modular

structure in time.

For tracking the dynamics of modular structures in regulatory networks, in

Chapter 7, we develop an algorithm that extends existing community structure

identification methods to the case of dynamic regulatory networks. Unlike existing

methods, our method recognizes that there are different types of interactions (activation,

inhibition), these interactions have directions and they take place only if the activity

levels of the activating (or inhibiting) genes are above certain thresholds. Furthermore,

it considers that as a result of these interactions, the activity levels of the genes change

over time even in the absence of external perturbations. This way, we address both

the dynamic behavior of gene activity levels and the different interaction types by an

incremental algorithm that is scalable to very large regulatory networks with many

dynamic steps.

1.5 Outline

We present our algorithm that finds consistent alignments of metabolic networks

without abstraction in Chapter 2. Chapter 3 discusses our method that allows subnetwork

mappings in network alignment. Chapter 4 describes the scalable compression

technique we develop and the framework that utilizes compression to provide significant
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running time gain over existing alignment methods. The algorithm that uses constraint-based

modeling of metabolic networks to infer functional similarities is presented in Chapter 5.

We introduce a method that computes all the steady states of Boolean regulatory

networks in Chapter 6. Chapter 7 contains the details of how we identify the dynamic

modular structure of regulatory networks. Chapter 8 contains the conclusions.
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CHAPTER 2
ALIGNMENT OF METABOLIC NETWORKS WITHOUT ABSTRACTION

In this chapter, we present a network alignment algorithm that addresses the first

challenge described in Section 1.1 [37, 38]. Our method considers all the biological

entities in metabolic networks namely compounds, enzymes and reactions. We

pursue the intuition that both pairwise similarities of entities and the similarities of

their neighborhood are crucial in network alignment. Hence, in our algorithm we account

for both the effect of pairwise similarities (homology) and the effect of organization

of network (topology). In a previous study, Singh et al. [23] combined homology and

topology for pairwise protein interaction network alignment. Also, they extended this

approach for multiple alignment of protein interaction networks [24]. A similar approach

is also used for discovery of authoritative information sources on the World Wide Web

by Kleinberg[39]. In the case of protein interaction networks, the alignment problem

is mapped to a single eigenvalue problem since all nodes are of the same type and

interactions between them are assumed to be undirected. The algorithm proposed

by Singh et al., however, cannot be trivially extended to metabolic networks as these

networks contain entities of varying types and the directions of the interactions are

important.

For metabolic network alignment, we first create three eigenvalue problems one for

compounds, one for reactions and one for enzymes. Also, we consider the directions

of the interactions. We solve these eigenvalue problems using power method. The

principal eigenvectors of each of these problems define a weighted bipartite graph.

We, then, extract reaction mappings using maximum weight bipartite matching on the

corresponding bipartite graph. After that, to ensure consistency of the alignment, we

prune the edges in the bipartite graphs of compounds and enzymes which lead to

inconsistent alignments with respect to reaction mappings. Finally, we find the enzyme

and the compound mappings using maximum weight bipartite matching. We report the
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extracted mappings of entities as an alignment together with a similarity score that we

devise for measuring the similarity between the aligned networks. Furthermore, we

measure the unexpectedness of the resulting alignment by calculating a Z-score.

Our experiments on KEGG Pathway database show that our algorithm successfully

identifies functionally similar entities and alternative paths in networks of different

organisms. We validate the significance of our alignment results by comparing them

to biologically identified results. Furthermore, by using the alignment scores of 28

common networks, we create a phylogenic tree for 73 organisms and compare it to the

predictions of Heymans et al. [16] and Clemente et al. [40] by using the NCBI [41] tree

as a gold standard. We verify by two different tree distance measures [42, 43] that the

phylogenic tree created by our algorithm is more similar to NCBI tree than the trees

created by the other methods. Moreover, our algorithm reported the phylogenic tree 13

times faster than the algorithm of Heymans et al.

Our technical contributions can be summarized as follows. We integrate the graph

model that we devised earlier[11] into the context of network alignment. Using this

model, we develop an algorithm to align networks when there is no abstraction. Unlike

existing graph models, this model is a nonredundant representation of networks without

any abstraction. We introduce the consistency concept for alignment of networks

with different entity types by constructing reachability sets. We develop an algorithm

that aligns networks with different types of entities while enforcing consistency. We

propose a pairwise alignment algorithm that works for any network topology. Having

no topology restriction, our method is applicable to 100% of metabolic networks unlike

existing algorithms. We devise a similarity score and a Z-score for measuring similarities

between two metabolic networks. We verified the significance of devised scores.

The organization of the rest of this chapter is as follows: Section 2.1 discusses

the related work. Section 2.2 describes the network model used by the algorithm.

Section 2.3 outlines the algorithm. Section 2.4 illustrates the experimental results.
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2.1 Background

The efforts on comparative analysis of biological networks mainly focused on the

alignment of two types of networks, namely metabolic and protein-protein interaction

networks (PPI). In this thesis, we discuss in detail the algorithms we develop for

alignment of metabolic networks. In this section, we aim to provide the interested

reader with pointers of other network alignment algorithms. First, we mention briefly

a number of methods developed for aligning PPI networks. We, then, provide short

summaries of metabolic network alignment algorithms which are not discussed in other

sections.

In order to identify conserved interaction paths and complexes between two

PPI networks, Kelley et al. developed a method called PathBLAST [44, 45]. This

method is an analog of sequence alignment algorithm BLAST, hence the name, and

searches for high-scoring alignments between two protein interaction paths by pairing

orthologs proteins one from each path according to the sequence similarity between

them and their orders in the corresponding paths. PathBLAST identified large number

of conserved paths and duplication events between two distantly related species (S.

cerevisiae and H. pylori) [44]. In an effort to generalize the topology of the alignment

from paths to general graph structures, Koyuturk et al. modeled the alignment as a

graph optimization problem and proposed efficient algorithms to solve this [25, 46, 47].

They based their framework, MAWISH, on duplication/divergence model to capture the

evolutionary behavior of PPI networks. MAWISH first constructs an alignment graph with

insertions and deletions allowed. Then, it finds the maximum weight induced subgraph

of this graph and reports it as the resulting alignment. In another work, Berg et al. used

simulated annealing to align two PPI networks [48, 49]. They devised a scoring function

for derived motifs from families of similar but not necessarily identical patterns. They

developed a graph search algorithm that aims to find the maximum-score alignment(s)

of the query networks. The method proposed by Narayanan et al. relies on splitting the
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networks recursively and matching the subnetworks to construct the overall alignment

of query PPI networks [50]. Their algorithm gave provable guarantees the correctness

of the alignment as well as its efficiency. Dutkowski et al. [51] built ancestral networks

guided by evolutionary history of proteins together with a stochastic model of interaction

emergence, loss and conservation. The application of their method on PPI networks of

different species revealed that the most probable conserved ancestral interactions are

often related to known protein complexes. QNet, developed by Dost et al., employed

color coding technique to decrease the number of iterations necessary to find the

highest scoring alignment between two query networks [52]. It extended their earlier

method, QPath [53], that works for only linear queries and allowed non-exact matches.

QNet limited the query networks to trees and performed efficient alignments with up to

nine proteins. Singh et al. proposed a new framework that avoids any type of topology

restrictions on query networks [23, 24]. This framework, IsoRank, inspired by Google’s

PageRank algorithm, provides an efficient heuristic that defines a similarity score

capturing both the sequence similarities of the proteins and the topological similarity

of query networks. Mapping the alignment problem to graph isomorphism problem,

it reports the alignment as the highest scoring common subgraph between the query

networks. Recently, they extended this framework to include protein clusters and to

allow multiple networks (IsoRankN [54]). One last method, NetworkBLAST, that aligns

PPI networks is based on an earlier algorithm of Sharan et al. [55, 56]. NetworkBLAST

constructs a network alignment graph from queries and uses a heuristic seed-extension

method to search for conserved paths or cliques in this alignment graph. It has been

extended to NetworkBLAST-M that allows alignment of multiple PPI networks and relies

on an efficient representation that is only linear in their size of query networks.

Alignment of metabolic networks is motivated by its importance in understanding the

evolution of different organisms, reconstructing metabolic networks of newly sequenced

genomes, identifying drug targets and missing enzymes. To the best of our knowledge,
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the first systematic method to comparatively analyze metabolic networks of different

organisms is proposed by Dandekar et al. [57]. They focused on glycolytic pathway

and combined elementary flux mode analysis with network alignment to reveal novel

aspects of glycolysis. They identified alternative enzymes (i.e., isoenzymes) as well as

several potential drug targets in different species. Shortly after, Ogata et al. proposed

a heuristic graph comparison algorithm and applied it to metabolic networks to detect

functionally related enzyme clusters [58]. This method allowed extraction of functionally

related enzyme clusters from comparison of complete metabolic networks of 10

microorganisms. By relying on the hierarchy of Enzyme Commission (EC) numbers,

Tohsato et al. developed an alignment method for comparing multiple metabolic

networks [21]. Their idea was to express reaction similarities by the similarities

between EC numbers of the enzymes of respective reactions. They devised a new

similarity score for enzymes, information content enzyme similarity score, and a dynamic

programming algorithm that maximizes this score while aligning query networks. Chen

and Hofestadt developed an algorithm and its web tool named PathAligner that is

only capable of aligning linear subgraphs of metabolic networks [59, 60]. It provided a

framework for prediction and reconstruction of metabolic networks using alignment.

In 2005, Pinter et al. published a key method in metabolic network alignment with

the name MetaPathwayHunter [18]. This dynamic programming method was based

on an efficient pattern matching algorithm for labeled graphs. They considered the

scenario where one of the input networks is the query and the other is the database or

text. They showed that their approximate labeled subtree homeomorphism algorithm

works in polynomial time when query networks are limited to multi-source trees (i.e.,

no cycles). Wernicke and Rasche proposed a fast and simple algorithm that does not

limit the topologies of the query networks [61]. This algorithm relied on what they called

“local diversity property” of metabolic networks. Exploiting this property, they searched

for maximum-score embedding of the query network to the database networks. An
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alternative approach to network alignment using integer quadratic programming (IQP)

was developed by Li et al. [62]. They used a similarity score that combines pairwise

similarities of molecules and topological similarities of networks. They formulated the

problem as searching for a feasible solution that maximizes this similarity between the

query networks. For cases where IQP can be relaxed to the corresponding quadratic

programming (QP), this method almost always guarantees an integer solution and

hence the alignment problem becomes tractable without any approximation.

One of the more recent methods for metabolic network alignment, by Tohsato

and Nishimura [20], used similarity of chemical structures of the compounds of a

network. Realizing the problems with their earlier work due to discrepancies in the

EC hierarchy of enzymes [21], the authors focused solely on the chemical formula of

compounds instead of EC numbers of enzymes. They employed fingerprint-based

similarity score which utilizes presence or absence of important atoms or molecular

substructures of the compounds to define their similarity. The alignment phase of the

algorithm uses a simple dynamic programming formulation. Yet another similarity score

and an alignment algorithm for metabolic networks was proposed by Li et al. [63, 64].

They aimed at seeking for diversity and alternatives in highly conserved metabolic

networks. Their similarity score incorporated functional similarity of enzymes with their

sequence similarity. Taking reaction directions into account, they first constructed all

building blocks of the alignment and sequentially match and score to find the best

alignment exhaustively. Latterly, Cheng et al. developed a tool, MetNetAligner, that

allows a certain number of insertions and deletions of enzymes in for metabolic network

alignment [22, 65]. It used an enzyme-to-enzyme functional similarity score with the

goal of identifying and filling the metabolic network holes by the resulting alignments.

MetNetAligner limited one of the query networks to a directed graph with restricted cyclic

structure whereas the other query graph is allowed to have arbitrary topology.
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All these methods model the input networks as graphs with interactions between

entities of a single type. This abstraction can cause significant information loss as

seen in Figure 1-3. In this work, we avoid any type of abstraction on networks. We

use a comprehensive graph model which is not biased on one entity type. Refusing

the abstraction and using an efficient iterative algorithm, our tool outperforms existing

methods for metabolic network alignment in many aspects.

2.2 Model

The first step in developing effective computational techniques to leverage networks

is to develop an accurate model for representation of networks. A number of models

have already been developed, such as boolean [66, 67] and logical networks [68].

These models often denote proteins, enzymes and compounds using vertices and

interactions using edges. They consider a node as an “AND” or an “OR” operator, and

assign boolean values to edges. Dual models can be built by assigning boolean values

to vertices and by assigning AND/OR operators to edges. Although they are effective

in modeling protein interactions, these models are not sufficient for metabolic networks

as reactions can take place in fractional rates. Stochastic [69, 70] and stoichiometric

models [71, 72] address this problem by representing reactions as stoichiometric events.

Hatzimanikatis et al. [73] proposed to integrate enzyme chemistry with metabolite

structure to understand metabolic networks better. Some of the other commonly used

models are Bayesian networks [74, 75] and hyper-graphs [76–78]. Sharon et al. [79]

used Markov networks to model DNA-protein interactions. Ma et al. [80] represented

metabolic networks using graphs with reactions as vertices.

However, these existing graph models are not sufficient for representing all

interactions between different entity types that are present in metabolic networks.

Figure 1-3 emphasizes the importance of the modeling scheme for network alignment.

As discussed in Section 2.1, abstractions in modeling reduce the alignment accuracy.

Existing alignment methods use network models which only focus on a single type of
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entity, as stated in Challenge 1. This simplification converts metabolic networks to the

graphs with only compatible nodes. We use the word “compatible” for the entities that

are of the same type. For metabolic networks, two entities are compatible if they both

are reactions or enzymes or compounds. The algorithm we present in this chapter uses

a network model which considers all types of entities and interactions between them.

Next, we describe this model.

Let P be a metabolic network and R={R1,R2, . . . ,R|R|}, C={C1,C2,. . . ,C|C|} and

E={E1,E2, . . . , E|E|} denote the sets of reactions, compounds and enzymes of this

network respectively. Using this notation, the definition below formalizes the graph

model employed by this algorithm:

Definition 1. The directed graph, P = (V,E), for representing the metabolic network

P is constructed as follows: The node set, V = [R, C, E ], is the union of reactions,

compounds and enzymes of P . The edge set, E, is the set of interactions between

different nodes. An interaction is represented by a directed edge that is drawn from a

node x to another node y if and only if one of the following three conditions holds:

1) x is an enzyme that catalyzes reaction y.

2) x is an input compound of reaction y.

3) x is a reaction that produces compound y.

Figure 2-1 illustrates the conversion of a KEGG metabolic network to the graph

model described above. As suggested, this model is capable of representing metabolic

networks without losing any type of entities or interactions between these entities. This

model avoids any kind of abstraction in alignment. Besides, this model is nonredundant

since it avoids repetition of the same entity. In Figure 2-1A the enzyme 1.2.4.1 is

shown twice to represent two different reactions, whereas in the latter model shown in

Figure 2-1B it is represented as a single node.
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Figure 2-1. Graph representation of metabolic networks. (A) A portion of the reference
network of Alanine and aspartate metabolism from KEGG database (B) Our
graph representation corresponding to this portion. Reactions are shown by
rectangles, compounds are shown by circles and enzymes are shown by
triangles.
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2.3 Algorithm

This section formalizes the problem of aligning compatible entities of two metabolic

networks with only one-to-one mappings. In this section, we first define the alignment

and consistency of an alignment. Then,6 we give the formal definition of the problem.

Let, P, P̄ stand for the two query metabolic networks which are represented by

graphs P = (V,E) and P̄ = (V̄ , Ē), respectively. Using the graph formalization given in

Section 2.2, we replace V with [R, C, E ] where R denotes the set of reactions, C denotes

the set of compounds and E denotes the set of enzymes of P . Similarly, we replace V̄

with [R̄, C̄, Ē ].

Definition 2. An alignment of two metabolic networks P = (V,E) and P̄ = (V̄ , Ē), is a

mapping φ : V →V̄ .

Before arguing the consistency of an alignment, we discuss the reachability concept

for entities. Given two compatible entities vi, vj ∈ V , vj is reachable from vi if and only

if there is a directed path from vi to vj in graph G. As a shorthand notation, vi ⇒ vj

denotes vj is reachable from vi.

Using the definition and the notation above, the definition of a consistent alignment

is as follows:

Definition 3. An alignment of two networks P = (V,E) and P̄ = (V̄ , Ē) defined by the

mapping φ : V → V̄ is consistent if and only if all the conditions below are satisfied:

• For all φ(v) = v̄ where v ∈ V and v̄ ∈ V̄ , v and v̄ are compatible.

• φ is one-to-one.

• For all φ(vi) = v̄i there exists φ(vj) = v̄j such that vi ⇒ vj and v̄i ⇒ v̄j, or vj ⇒ vi

and v̄j ⇒ v̄i, where vi, vj ∈ V and v̄i, v̄j ∈ V̄ .

The first condition in Definition 3 filters out mappings of different entity types. The

second condition ensures that none of the entities are mapped to more than one entity.

The last condition restricts the mappings to the ones which are supported by at least
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Figure 2-2. Consistency of an alignment. Figures in (a) and (b) are graph
representations of two query networks. Enzymes are not displayed for
simplicity. Suppose that the alignment algorithm mapped the reactions R1 to
R1’ and R2 to R2’. In this scenario, a consistent mapping is C1-C1’. An
example for a nonsensical mapping that causes inconsistency is C2’ - C5,
since it conflicts with the given mapping of reactions.

one other mapping. That is, it eliminates the nonsensical mappings which may cause

inconsistency as described in Figure 2-2.

Now, let, SimPφ : (P, P̄ )→ R ∩[0, 1] be a pairwise network similarity function,

induced by the mapping φ. The maximum score (i.e., SimPφ = 1) is achieved when

two networks are identical. In section 2.3.5, we will describe in detail how SimPφ is

computed after φ is created. In order to restate the problem, it is only necessary to know

the existence of such similarity function.

In the light of the above definitions and formalizations, here is the problem

statement considered in this section:

Definition 4. Given two metabolic networks P = (V,E) and P̄ = (V̄ , Ē), the alignment

problem is to find a consistent mapping φ : V → V̄ that maximizes SimPφ(P, P̄ ).

In the following sections, we describe the metabolic network alignment algorithm.
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2.3.1 Pairwise Similarity of Entities

Metabolic networks are composed of different entities which are enzymes,

compounds and reactions. The degree of similarity between pairs of entities of two

networks is, usually, a good indicator of the similarity between the networks.

A number of similarity measures have been devised for each type of entity in the

literature. In the rest of this section, we describe the similarity functions the algorithm

uses for enzyme and compound pairs. We also discuss the similarity function the

authors developed for reaction pairs. All pairwise similarity scores are normalized to the

interval of [0, 1] to ensure compatibility between similarity scores of different entities.

Enzymes: An enzyme similarity function is of the form SimE : E × Ē → R ∩ [0, 1].

Two commonly used enzyme similarity measures are:

• Hierarchical enzyme similarity score [21] depends only on the Enzyme Commission

(EC) [19] numbers which made up of 4 numerals. Starting from the leftmost numbers

of two enzymes it adds 0.25 to similarity score for each common digit until two numbers

differ. For instance, SimE(6.1.2.4, 5.2.2.4) = 0 since leftmost numbers are different,

whereas SimE(6.1.2.4,6.2.3.4) = 0.25 and SimE(6.1.2.4,6.1.2.103) = 0.75.

• Information content enzyme similarity score [18] uses EC numbers of enzymes

together with the information content of this numbering scheme. It is defined as

−log2(h/|E|) where h is the number of enzymes that are elements of the smallest

common subtree containing both enzymes and |E| is the number of all enzymes in the

database. In order to maintain the compatibility, this score is normalized by dividing it to

log2(|E|). Figure 2-3 shows how to calculate information content enzyme similarity score

for enzymes 6.1.2.4 and 6.1.2.103.

Compounds: For compounds, the form of the similarity scores is SimC : C × C̄ →

R∩ [0, 1]. Unlike the enzymes, there is no hierarchical numbering system for compounds.

Therefore, using hierarchy is not an option in this case. Better approach for compounds
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Figure 2-3. Calculation of SimE(6.1.2.4, 6.1.2.103) using information content enzyme
similarity measure.

is to consider the similarity of their chemical structures. Here is two different methods

commonly used for compound similarity:

• Identity score for compounds is computing the similarity score as 1 if two

compounds are identical and 0 otherwise.

• SIMCOMP similarity score for compounds is defined by Hattori et al. [81] This

score is assessed by mapping chemical structures of compounds to graphs and then

measuring the similarity between these graphs. This algorithm uses loose compound

similarity scoring scheme of SIMCOMP.

Reactions: The authors define a similarity score for the reactions using the

similarity scores for enzymes and compounds. An accurate similarity score for reactions

should rather account for the process performed by the reaction than its label. This is

because reactions catalyzed by enzymes affect the state of the network by transforming
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a set of input compounds to a set of output compounds. The similarity score for

reactions depends on the similarities of the enzymes and the compounds that take

place in this process.

The similarity function for reactions is of the form SimR : R × R̄ → R ∩ [0, 1].

It employs the maximum weight bipartite matching technique. The following is a brief

description of the maximum weight bipartite matching:

Definition 5. MAXIMUM WEIGHT BIPARTITE MATCHING. Let, A and B be two disjoint

node sets and W be an |A| × |B| matrix representing edge weights between all possible

pairs with one element from A and one element from B, where existing edges corre-

spond to a nonzero entry in W . The maximum weight bipartite matching of A and B is a

one-to-one mapping of nodes, such that the sum of edge weights between the elements

of these pairs is maximum. We denote this sum by MWBM(A,B,W ).

Let, ri and r̄j be two reactions from R and R̄ respectively. The reaction ri is a

combination of input compounds, output compounds and enzymes denoted by [Ii, Oi, Ei],

where Ii, Oi ⊆ C and Ei ⊆ E . Similarly, define r̄j as [Ij̄, Oj̄, Ej̄]. Additionally, compute the

edge weight matrices WO and WI using the selected compound similarity score and WE

using the selected enzyme similarity.

The similarity score of ri and r̄j is computed as:

SimR(ri, r̄j) = γIMWBM(Ii, Ij̄,WI)

+ γOMWBM(Oi, Oj̄,WO)

+ γEMWBM(Ei, Ej̄,WE) (2–1)

Here, γI , γO, γE are real numbers in [0, 1] interval. They denote the relative weights

of input compounds, output compounds and enzymes on reaction similarity respectively.

Typical values for these parameters are γI = γO = 0.3 and γE = 0.4. These values are

empirically determined after a number of experiments. One more factor that defines

reaction similarity is the choice of SimE and SimC functions. Since there are two
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options for each, in total there are four different options for reaction similarity depending

on the choices of SimE and SimC.

Now, it is time to create the pairwise similarity vectors HR0, HC0, HE0 for reactions,

compounds and enzymes, respectively. Since, calculation of these vectors is very similar

for each entity type we just describe the one for reactions.

Figure 2-4 displays step by step computation of homology vector from the

homological similarity matrix of our toy example. The entry HR0((i − 1)|R| + j) of

HR
0 vector stands for the similarity score between ri ∈ R and r̄j ∈ R̄, where 1 ≤ i ≤ |R|

and 1 ≤ j ≤ |R̄|. We will use the notation HR0(i, j) for this entry since HR0 can be

viewed as a |R| × |R̄| matrix. One thing to be careful about is that HR0, HC
0, HE

0 vectors

should be of unit norm. As we clarify in section 2.3.2, this normalization is crucial for

stability and convergence of the algorithm. Therefore, we compute an entry of HR0 as:

HR
0(i, j) =

SimR(ri, r̄j)

||HR0||1
(2–2)

r̄1 r̄2 r̄3 r̄4

r1 0.8 0.3 0.1 0.5
r2 0.1 0.9 0.2 0.7
r3 0 0.3 0.7 0.4

A

r1-r̄1 0.8
r2-r̄1 0.1
r3-r̄1 0
r1-r̄2 0.3
r2-r̄2 0.9
r3-r̄2 0.3
r1-r̄3 0.1
r2-r̄3 0.2
r3-r̄3 0.7
r1-r̄4 0.5
r2-r̄4 0.7
r3-r̄4 0.4

B

r1-r̄1 0.16
r2-r̄1 0.02
r3-r̄1 0
r1-r̄2 0.06
r2-r̄2 0.18
r3-r̄2 0.06
r1-r̄3 0.02
r2-r̄3 0.04
r3-r̄3 0.14
r1-r̄4 0.1
r2-r̄4 0.14
r3-r̄4 0.08

C

Figure 2-4. Calculation of (a) similarity matrix, (b) similarity vector and (c) normalized
similarity vector for our running example.

In a similar fashion, all entries of HC0, HE
0 are created by using SimC and SimE

functions. These three vectors carry the homology information throughout the algorithm.
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Section 2.3.3 describes how they are combined with topology information to produce an

alignment.

2.3.2 Similarity of Topologies

Previously, we discussed why and how pairwise similarities of entities are used.

Although pairwise similarities are necessary, they are not sufficient. The induced

topologies of the aligned entities should also be similar. In order to account for

topological similarity, this section describes the notion of neighborhood for each

compatibility class. After that, the method creates support matrices which allow the

use of neighborhood information.

To be consistent with the reachability definition, the neighborhood relation

definitions are in line with directions of interactions. In other words, these definitions

distinguish between backward neighbors and forward neighbors of an entity. Let,

BN(x) and FN(x) denote the backward and forward neighbor sets of an entity x.

The construction of these sets for each entity type starts by defining neighborhood of

reactions to build backbone for topologies of the networks. Then, using this backbone,

neighborhood for compounds and enzymes are defined.

Consider two reactions ri and ru of the network P . If an output compound of ri is an

input compound for ru, then ri is a backward neighbor of ru and ru is a forward neighbor

of ri. The algorithm constructs the forward and backward neighbor sets of each reaction

in this manner. For instance, in Figure 1-5A, reaction r3 is a forward neighbor of r2, and

r1 is a backward neighbor of r2.

A more generalized version of neighborhood definition can be given to include not

only instant neighbors but also neighbors of neighbors and so on. However, this is not

necessary since the method considers the support of indirect neighbors as we describe

in section 2.3.3.

As stated before, neighborhood definitions of compounds and enzymes depend on

the topology of reactions. Let, cs and ct be two compounds, ri and ru be two reactions
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of the network P . If ri ∈ BN(ru) and cs is an input (output) compound of ri and ct is

an input (output) compound of ru then cs ∈ BN(ct) and ct ∈ FN(cs). For example,

in Figure 2-1B, Pyruvate and Lipoamide-E are neighbors since they are inputs of two

neighbor reactions, namely R00014 and R03270. For enzymes the neighborhood

construction is done similarly.

Utilizing the above neighborhood definitions, the algorithm creates support matrices

for each compatibility class. These matrices represent the combined topological

information of the network pair. Each entry of a support matrix represents the support

given by the pair of entities that index the row to the pair of entities that index the

column. Here, we only describe how to calculate the support matrix for reactions. The

calculations for enzymes and compounds are similar.

Definition 6. Let, P = ([R, C, E ], E) and P̄ =([R̄, C̄, Ē ], Ē) be two metabolic networks.

The support matrix for reactions of P and P̄ is a |R||R̄| × |R||R̄| matrix denoted by SR.

An entry of the form SR[(i − 1)|R| + j̄][(u − 1)|R| + v̄] identifies the fraction of the total

support provided by ru, r̄v mapping to ri, r̄j mapping. Let, N(u, v̄) = |BN(Ru)||BN(r̄v)|+

|FN(ru)||FN(r̄v)| denote the number of possible mappings of neighbors of ru and r̄v.

Each entry of SR is computed as:

SR[(i− 1)|R|+ j̄][(u− 1)|R|+ v̄] =


1

N(u,v̄)
if (ri ∈ BN(ru) and r̄j ∈ BN(r̄v))

or (ri ∈ FN(ru) and r̄j ∈ FN(r̄v))

0 otherwise

(2–3)

After filling all entries, the zero columns of SR are replaced with with |R||R̄| × 1

vector [ 1
|R||R̄| ,

1
|R||R̄| . . . ,

1
|R||R̄| ]

T . This way support of the mapping indicated by the zero

column is uniformly distributed to all other mappings.

Now, we describe the calculation of the entries of a support matrix on our running

example in Figure 1-5. Let us focus on the support given by the mapping ({r2}, {r̄2}) to

mappings of their neighbors. We see that FN({r2}) = 1, FN({r̄2}) = 2, BN({r2}) = 1

and BN({r̄2}) = 1. Hence, the support of mapping r2 to r̄2 should be equally distributed
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to its 3 (i.e. 1 × 1 + 2 × 1) possible neighbor mapping combinations. This is achieved

by assigning 1/3 to the corresponding entries of SR matrix. Formation of the row

corresponding to the support given by r2-r̄2 mapping is illustrated in Figure 2-5.

r1-r̄1 ... r3-r̄3 r3-r̄4

... ... ... ... ...
r2-r̄2

1
3

0 1
3

1
3

... ... ... ... ...

Figure 2-5. Calculation of the support matrix for our running example. Only the row
representing the support from r2-r̄2 mapping to other mappings is shown (it
only has three non-zero entries).

We use the terms SR, SC and SE to represent the support matrices for reactions,

compounds and enzymes, respectively. The power of these support matrices is that they

enable distribution of the support of a mapping to other mappings according to distances

between them. This distribution is crucial for favoring mappings whose neighbors can

also be matched as well. In the following section, we describe an iterative process for

appropriately distributing the mapping scores to the neighborhood mappings.

2.3.3 Combining Homology and Topology

Both the pairwise similarities of entities and the organization of these entities

together with their interactions provide us great information about the functional

correspondence and evolutionary similarity of metabolic networks. Hence, an accurate

alignment strategy needs to combine these factors cautiously. In this section, we

describe a strategy to achieve this combination.

From the previous sections, we have HR0, HC0, HE0 vectors containing pairwise

similarities of entities and SR, SC, SE matrices containing topological similarities of

networks. Using these vectors and matrices together with a weight parameter α ∈ [0, 1]

for adjusting the relative effect of topology and homology, the method transforms the

problem into three eigenvalue problems as follows:

HR
k+1 = αSRHR

k + (1− α)HR
0 (2–4)
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HC
k+1 = αSCHC

k + (1− α)HC
0 (2–5)

HE
k+1 = αSEHE

k + (1− α)HE
0 (2–6)

for k ≥ 0.

In order to assure the convergence of these iterations, HRk, HCk and HEk are

normalized before each iteration.

Lemma 1. SR, SC and SE are column stochastic matrices.

Proof: This is the proof for the matrix SR only. The proofs for SC and SE can be

done similarly.

To prove that |R||R̄| × |R||R̄| matrix SR is column stochastic, we need to show that

all entries of SR are nonnegative and the sum of the entries in each column is 1. The

nonnegativity of each entry of SR is assured by Definition 6. Now, let c be an arbitrary

column of SR and Tc be the sum of the entries of that column. Then, ∃u ∈ [1, |R|] and

∃v̄ ∈ [1, |R̄|] such that dc/|R|e = u − 1 and c ≡ v̄(mod|R|). u and v̄ are indices of

reactions ru and r̄v, respectively. By Definition 6, each entry of column c is either 0 or

1
N(u,v̄)

, where N(u, v̄) = |BN(ru)||BN(r̄v)| + |FN(ru)||FN(r̄v)|. Then, the (i− 1)|R|+ j̄th

entry of column c is 1
N(u,v̄)

if and only if both ri and r̄j are either forward neighbors or

backward neighbors of ru and r̄v, respectively. Hence, Tc =
∑N(u,v̄)

t=1
1

N(u,v̄)
= 1. Since c is

an arbitrary column, Tx = 1, for all x ∈ [1, |R||R̄|]. Therefore, each column of SR sums up

to 1 and thus, SR is column stochastic.

Lemma 2. Every column stochastic matrix has an eigenvalue λ1 with |λ1| = 1.

Proof: Let, A be any column stochastic matrix. Then, AT is a row stochastic matrix

and AT e = e where e is a column vector with all entries equal to 1. Hence, 1 is an

eigenvalue of AT . Since A is a square matrix, 1 is also an eigenvalue of A.

Lemma 3. Let, A and E be N × N column stochastic matrices. Then, for any α ∈ [0, 1]

the matrix M defined as:

M = αA+ (1− α)E (2–7)
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is also a column stochastic matrix.

Proof: Let, Ci, Di, Ti be the sum of the ith columns of A, E and M , respectively.

Since A and E are column stochastic for all i ∈ [1, N ], Ci = Di = 1. Also, since α ∈ [0, 1],

αCi + (1 − α)Di = αCi − αDi + 1 = 1. Hence, Ti = αCi + (1 − α)Di = 1 for all i ∈ [1, N ]

and M is a column stochastic.

Lemma 4. Let, A be an N ×N column stochastic matrix and E be an N ×N matrix such

that E = HeT , where H is an N-vector with ||H||1 = 1 and e is an N-vector with all entries

equal to 1. For any α ∈ [0, 1] define the matrix M as:

M = αA+ (1− α)E (2–8)

The maximal eigenvalue of M is |λ1| = 1. The second largest eigenvalue of M

satisfies |λ2| ≤ α.

Proof: The proof is omitted. See Haveliwala et al. [82]

Using an iterative technique called power method, the algorithm aims to find the

stable state vectors of the equations (2–4), (2–5) and (2–6). Lemma 1 shows that SR,

SC and SE are column stochastic matrices. By construction of HR0, HC
0, HE

0, we have

||HR0||1 = 1, ||HC0||1 = 1, ||HE0||1 = 1. Now, by the following theorem, we show that

stable state vectors for equations (2–4), (2–5) and (2–6) exist and they are unique.

Theorem 1. Let, A be an N × N column stochastic matrix and H0 be an N-vector with

||H0||1 = 1. For any α ∈ [0, 1], there exists a stable state vector Hs, which satisfies the

equation:

H = αAH + (1− α)H0 (2–9)

Furthermore, if α ∈ [0, 1), then Hs is unique.

Proof:
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Existence: Let, e be the N-vector with all entries equal to 1. Then, eTH = 1 since

||H||1 = 1 after normalizing H. Now, the Equation 2–9 can be rewritten as:

H = αAH + (1− α)H0 (2–10)

= αAH + (1− α)H0eTH (2–11)

= (αA+ (1− α)H0eT )H (2–12)

= MH (2–13)

(2–14)

where M = αA + (1 − α)H0eT . Let, E denote H0eT . Then, E is a column stochastic

matrix since its columns are all equal to H0 and ||H0||1 = 1. By Lemma 3 M is a column

stochastic. Then by Lemma 4, λ1 = 1 is an eigenvalue of M. Hence, there exists

an eigenvector Hs corresponding to the eigenvalue λ1 which satisfies the equation

λ1H
s = MHs.

Uniqueness: Applying the Lemma 4 to the M matrix defined in the existence part,

we have |λ1| = 1 and |λ2| ≤ α. If α ∈ [0, 1), then |λ1| > |λ2|. This implies that λ1 is the

principal eigenvalue of M and Hs is the unique eigenvector corresponding to it.

Convergence rate of power method for equations (2–4), (2–5) and (2–6) are

determined by the eigenvalues of the M matrices (as defined in Equation 2–8) of

each equation. Convergence rate is proportional to O( |λ2||λ1|), which is O(α), for each

equation. Therefore, choice of α not only adjusts the relative importance of homology

and topology, but it also affects running time of the algorithm. Since SR, SC, SE are

usually large matrices, every iteration of power method is costly. The idea of reducing

the number of iterations by choosing a small α is problematic because it degrades the

accuracy of the alignment. This algorithm performs well and converges quickly with

α = 0.7.

Before the first iteration of power method in equations (2–4), (2–5) and (2–6), we

only have pairwise similarity scores. After the first iteration, an entry HR1[i, j] of an
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HR
1 vector is set to (1 − α) times the pairwise similarity score of ri, r̄j, plus α times

the total support supplied to ri, r̄j mapping by all mappings ru, r̄v such that both ri, ru

and r̄j, r̄v are first-degree neighbors. Intuitively, the first iteration combines the pairwise

similarities of entities with the topological similarity of them by considering their first

degree neighbors. If we generalize this to kth iteration, the weight of pairwise similarity

score stays to be (1 − α), whereas weight of total support given by (k − t)th degree

neighbors of ri, r̄j is αk−t(1 − α). That way, when the equation system converges the

neighborhood topologies of mappings are thoroughly utilized without ignoring the effect

of initial pairwise similarity scores. As a result, stable state vectors calculated in this

manner are a good mixture of homology and topology. Hence, using these vectors for

extracting the entity mappings gives us an accurate alignment of query networks.

2.3.4 Extracting the Mapping of Entities

Having combined homological and topological similarities of query metabolic

networks, it only remains to extract the mapping of entities. However, since the

algorithm restricts the consideration to consistent mappings this extraction by itself

is still challenging. Figure 2-2 points out the importance of maintaining consistency of an

alignment. Aligning the compounds C2’ and C5 in the figure creates inconsistency since

it is not supported by the backbone of the alignment created by reaction mappings.

An alignment described by the mapping φ gives the individual mappings of entities.

Lets denote φ as φ = [φR, φC, φE ], where φR, φC and φE are mappings for reactions,

compounds and enzymes respectively.

There are three conditions that φ should satisfy to be consistent. The first one

is trivially satisfied for any φ of the form [φR, φC, φE ], since the algorithm beforehand

distinguished each entity type. For the second condition, it is sufficient to create

one-to-one mappings for each entity type. Maximum weight bipartite matching

creates one-to-one mappings φR, φC and φE , which in turn implies φ is one-to-one

since intersections of compatibility classes are empty.
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The difficult part of finding a consistent mapping is combining mappings of

reactions, enzymes and compounds without violating the third condition. For that

purpose, the method chooses a specific ordering between extraction of entity mappings.

In between different ordering options, creating the mapping φR comes first. A discussion

for reasons of Reactions First ordering can be found in Ay et al. [38]. The φR mapping

is extracted by using maximum weight bipartite matching on the bipartite graph

constructed by the edge weights in HRs vector. Then, using the aligned reactions

and the reachability sets, the algorithm prunes the edges from the bipartite graph of

compounds (enzymes) for which the corresponding compound (enzyme) pairs are

inconsistent with the reaction mapping. In other words, the algorithm prunes the edge

between two compounds (enzymes) x − x̄, if there exists no other compound (enzyme)

pair y − ȳ such that x is reachable from x̄ and y is reachable from ȳ or x̄ is reachable

from x and ȳ is reachable from y. Pruning these edges guarantees that for any φC and

φE extracted from the pruned bipartite graphs φ = [φR, φC, φE ] is consistent.

Recall that, the aim of the method is to find a consistent alignment which maximizes

the similarity score SimPφ. The φ defined above satisfies the consistency criteria. The

next section describes SimPφ and then discusses that the algorithm finds the mapping

that maximizes φ that maximizes this score.

2.3.5 Similarity Score of Networks

As we present in the previous section, the algorithm guarantees to find a consistent

alignment represented by the mappings of entities. One can discuss the accuracy

and biological significance of the alignment by looking at the individual mappings

reported. However, this requires a solid background of the specific metabolism of

different organisms. To computationally evaluate the degree of similarity between

networks, it is necessary to devise an accurate similarity score. Using the pairwise

similarities of aligned entities, an overall similarity score between two query networks,

SimPφ, is defined as follows:
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Definition 7. Let, P = ([R, C, E ], E) and P̄ = ([R̄, C̄, Ē ], Ē) be two metabolic networks.

Given a mapping φ = [φR, φC, φE ] between entities of P and P̄ , similarity of P and P̄ is

calculated as:

SimPφ(P, P̄ ) =
β

|φC|
∑

∀(ci,c̄j)∈φC

SimC(ci, c̄j) (2–15)

+
(1− β)

|φE |
∑

∀(ei,ēj)∈φE

SimE(ei, ēj) (2–16)

where |φC| and |φE | denote the cardinality of corresponding mappings and β∈ [0, 1]

is a parameter that adjusts the relative influence of compounds and enzymes on the

alignment score.

Calculated as above, SimPφ gives a score between 0 and 1 such that a bigger score

implies a better alignment between networks. Using β = 0.5 prevents a bias in the score

towards enzymes or compounds. One can set β = 0 to have an enzyme based similarity

score or β = 1 to have a compound based similarity score. Reactions are not considered

while calculating this score since reaction similarity scores are already determined by

enzyme and compound similarity scores.

Having defined the network similarity score, it is necessary to show that the

consistent mapping φ = [φR, φC, φE ] found in the previous section, is the one that

maximizes this score. This follows from the fact that the algorithm uses maximum weight

bipartite matching on the pruned bipartite graphs of enzymes and compounds. In other

words, since maximality of the total edge weights of φC and φE are beforehand assured

by the extraction technique, their weighted sum is guaranteed to give the maximum

SimPφ value for a fixed β.

2.3.6 Complexity Analysis

Given P = ([R, C, E ], E) and P̄ = ([R̄, C̄, Ē ], Ē), there are three steps that contribute

to the time complexity of the method. First, the algorithm calculates pairwise similarity

scores for entities in O(|R||R̄| + |C||C̄| + |E||Ē |) time, since calculating the similarity
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score of a pair is constant. Second, it creates three support matrices and uses power

method for finding stable state vectors. Both creation phase and a single iteration of

power method take O(|R|2|R̄|2 + |C|2|C̄|2 + |E|2|Ē |2) time. In all experiments power

method converges in small number of iterations (<15) for each entity type. Hence, the

total cost of finding stable state vectors is also, O(|R|2|R̄|2 + |C|2|C̄|2 + |E|2|Ē |2). The last

step is extracting mappings from stable state vectors by using maximum weight bipartite

matching. This step takes O(min(|R|, |R̄|)|R||R̄|+min(|C|, |C̄|)|C||C̄||+min(|E|, |Ē |)|E||Ē |)

time in total. Therefore, the complexity of the algorithm is dominated by the power

method part which results in an overall time complexity of O(|R|2|R̄|2 + |C|2|C̄|2 + |E|2|Ē |2).

2.4 Results and Discussion

Dataset: In our experiments, we used the metabolic networks in KEGG Pathway

database [7], which currently has 91,732 networks generated from 372 reference

networks. This database contain 7,645 reactions, 5,022 enzymes and 15,217 compounds.

462 (6%) of these reactions are catalyzed by multiple enzymes and 6,677 (87%) of them

has multiple input or output compounds. We converted the metabolic networks in KEGG

to our graph model.

Implementation: We implemented our algorithm in C programming language. It

compiles and runs on any Unix-based operating system. We ran all the tests reported

here on a desktop computer running Ubuntu 8.04 with one Intel Pentium 4, 3.20 GHz

processor and 2 GB of RAM. We obtained the source code for phylogenic tree creation

using metabolic networks from Heymans et al. [16]. Also, we downloaded the executable

of metabolic network alignment tool designed by Pinter et al. [18]

Parameters: We have a number of adjustable parameters in our algorithm. We

discuss the parameter α in detail in Section 2.4.1. The parameter β adjusts the weight

of enzyme and compound similarities in the alignment score. The weight of enzyme and

compound similarities are defined as β and 1 − β, respectively. β value does not have

any effect on our algorithm but just on the alignment score. We use the value β = 0.5.
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This value gives equal weights to enzyme and compound similarities. The parameters

γCin
, γCout and γE are relative weights of corresponding components in reaction similarity

calculation. We set γCin
= 0.3, γCout = 0.3, γE = 0.4 to balance the effect of compounds

and enzymes on reaction similarity. The flexibility of adjusting these parameters makes

our method more suitable for different scenarios. For instance, if we are interested

only in the enzyme similarities then it is enough to set the parameters γE = 1.0 and

β = 1.0. Another flexibility is the different options for enzyme and compound similarities

as discussed in Section 2.3.1. In our experiments, we used information content similarity

for enzymes and identity score for compounds.

Comparison Criteria: In order to evaluate the performance of our algorithm

we compared our results to available biological results and the results of previous

computational methods. We measured the biological significance of our alignments

by comparing our results to related biological studies. [28, 41, 83] For quantitative

evaluation of our method we used alignment score, recall rate, running time and Z-score.

We compared our implementation to recent methods for metabolic network analysis [16,

18, 40].

2.4.1 Effects of Homology and Topology Information

An important feature of our algorithm is that it combines similarities of homologies

and topologies of networks. We employ the parameter α to balance the relative weights

of these two factors. Choice of α is crucial since it has significance effect on both

the alignment score and the running time of our algorithm. Choosing a very small α

underestimates the importance of topology, whereas choosing α = 1 ignores the node

labels, hence the biological meaning of networks.

We analyze the influence of α on the recall rate and the running time. First we find

10 different organisms with very similar Pyruvate metabolisms. Then, we introduce 63

different percentage of errors (excluding 0%) to copies of 10 original networks. Then,

we put 10 original and 630 error introduced networks together to create our database.
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Figure 2-6. Effect of α parameter. (A) on recall rate and (B) on running time. The results
are obtained by aligning Pyruvate metabolism of Homo Sapiens against a
database of 640 networks for different α values.

50



The 630 networks with nonzero amount of error are considered as false positives and 10

original networks are called true positives.

We then query this data set with one of the 10 original networks. We measure

the recall rate as the percentage of true positives observed in the top 5% (32) of 640

alignments. Figure 2-6A illustrates that the highest recall rate is achieved for α ∈

[0.6, 0.7]. When α is around 0, recall percentage is low since alignment score becomes

highly affected by the errors in node labels (homology). On the other hand, when α

approaches to 1 recall rate suddenly drops since label matchings become random in this

case.

Figure 2-6B presents the running time analysis of the same experiment. As we

described in Section 2.3.3, increasing α decreases the convergence rate of our

algorithm and increases the running time. Increase in the running time is not the

main concern in choice of α since even for α = 1 average running time for a pairwise

alignment is only 75 milliseconds. Therefore, we choose α = 0.7 as it produced the

highest recall rate for the rest of the our experiments, unless otherwise stated.

2.4.2 Identification of Alternative Enzymes and Paths

An accurate alignment should reveal functionally similar entities or paths between

different networks. More specifically, it is desirable to match the entities that can

substitute each other or the paths that serve similar functions. Identifying these

functionally similar parts of networks is important and useful for various applications.

Some examples are, metabolic reconstruction of newly sequenced organisms[5],

identification of network holes [84] and identification of drug targets [11, 85]. We

used our method to align the network pairs that are known to contain not identical but

functionally similar entities or paths in this experiment.

Alternative Enzymes: Two enzymes are called alternative enzymes, if they

catalyze two reactions with different input compounds that produce a specific target

51



compound. Similarly, we name these reactions as alternative reactions and their inputs

as alternative compounds.

We tested our tool to search for well-known alternative enzymes presented in Kim et

al.[83] Table 2.4.9 illustrates four cases in which our algorithm successfully found the

alternative enzymes with the corresponding reaction mappings. Furthermore, resulting

compound matchings are consistent with the alternative compounds proposed in Kim et

al. For instance, there are two different reactions that generate Asparagine (Asn) from

Aspartate (Asp) as seen in Table 2.4.9. One is catalyzed by aspartate ammonia ligase

(EC:6.3.1.1) and uses Ammonium (NH3) directly, whereas the other is catalyzed by

transaminase (EC:6.3.5.4) that transfers the amino group from Glutamine (Gln). We

compared the Alanine and Aspartate pathways (00252) of two organisms that use

the two different routes. Our algorithm aligned the alternate reactions, enzymes and

compounds correctly. Our alignment results for the other three examples in Table 2.4.9

are also consistent with the results in [83].

Alternative Paths: As metabolic networks are experimentally analyzed, it is

discovered that different organisms may produce same compounds by totally different

paths. Experimental identification provide us well documented examples of such

alternative paths. We used our algorithm to mine these known alternative paths in

metabolic networks.

It is shown that, two alternative paths for Isopentenyl-PP production in different

organisms exist [28]. Figure 2-7A illustrates these paths and the entity mappings found

by our algorithm. Despite that the EC numbers of aligned enzymes are totally different,

which indicates that their initial pairwise similarity scores are 0, our algorithm still aligned

these functionally similar paths since it also accounts for the topological similarities of

networks.

Since our method finds one-to-one mappings, only four of seven enzymes in the

Non-mevalonate path are mapped to four enzymes of the Mevalonate path. A future
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Figure 2-7. Identification of alternative paths. We illustrate the resulting matchings of
entities by dashed lines. (A) A portion of the metabolic network of steroid
biosynthesis. H.sapiens produces Isopentenyl-PP via the lower path which is
called Mevalonate Path. However, E.coli uses a totally different path called
Non-mevalonate Path, for producing Isopentenyl-PP which is shown in bold.
Our algorithm identifies these alternative paths when the Steroid
biosynthesis pathways of H.sapiens and E.coli are aligned. (B) A portion of
Lysine biosynthesis pathway. Starting from Tetrahydrodipicolinate there are
two different paths to produce 6-Diaminopimelate. E.coli uses the path in
bold with three enzymes, whereas A.thaliana does this production directly by
a single enzyme (EC:2.6.1.83). Our method finds the corresponding
alternative paths.

work would be to relax the restriction that entity mappings should be one-to-one.

That way alternative paths with different numbers of entities could be aligned without

individual entity mappings.

2.4.3 Phylogenic Reconstruction

Traditionally, phylogenic reconstruction is done by analyzing genomic data such

as DNA sequences of organisms. Increase in the available biological interaction data

motivated the use of metabolic similarities for inferring phylogeny. In previous studies
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Heymans et al. [16] and Clemente et al. [40] used the alignment scores of metabolisms

of different organisms to create phylogenic trees.

In here, we use our algorithm to create phylogenic trees from the similarities of 28

common metabolic networks for 73 organisms. Table 2-3 lists the complete names and

NCBI classifications of these 73 organisms.

To create the phylogenic trees we used two different implementations of the

Neighbor Joining [86] method, namely Match7 (http://www.itu.dk/people/sestoft/bsa.html)

and the Phylip package [43]. Neighbor joining implementation in Phylip enforces the

user to select an organism as the outgroup of the tree. On the other hand, Match7

does not enforce this selection. Using these two methods, we created four different

phylogenic trees, two from the distance matrix reported by our algorithm and two from

the one we obtained using the algorithm of Heymans et al. Since we could not get the

source code of Clemente et al., we used the tree given in [87], which is created from the

Glycolysis pathway only.

We first create the complete tree for the 73 organisms in Figure 2-8D using our

method. The tree in Figure 2-8A displays the NCBI taxonomy of these organisms.

Comparing the NCBI tree with our prediction, we observe the high similarity in between

the groupings of organisms. For instance, the 8 organisms classified as Eukaryota

are grouped together in our tree. Even if we take the classification one level further,

our tree still remains 100% accurate to capture the groups (hsa, dme, rno, cel, mmu),

(sce, spo) and (ath) which are classified as Bilateria, Ascomycota and Viridiplantae,

respectively. The tree in Figure 2-8C created by Heymans et al. also captures the

grouping of Eukaryota. However, in the second level of classification they group ath

which is Viridiplantae with (hsa, dme, rno, cel, mmu) which are Bilateria. On the other

hand, the phylogeny prediction of Clemente et al. shown in Figure 2-8B fails even in the

first level of classification. It groups only 5 of 8 Eukaryota organisms together. Another

example is for 10 Bacteria classified as Firmicutes in NCBI. Our tree captures the
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grouping of these 10 organisms in a group of 13 organisms. The other 3 organisms are

clustered as singleton groups according to first two levels of classification. The tree of

Clemente et al. captures these 10 organisms together only in a cluster of size 21. For

the tree of Heymans et al. 8 of the 10 Firmicutes is clustered in a group of 10 and the

other 2 are grouped far away from them.

We compared the trees in Figure 2-8 quantitatively by using two different tree

distance measures, namely the Symmetric Difference by Robinson and Foulds [88]

provided by Phylip package [43] and Updown Distance [42]. The Symmetric Difference

uses the tree topologies and counts the number of partitions among the two trees that

are on one tree but not on the other. The Updown Distance calculates the distance value

by the difference between up and down hop counts of all possible organism pairings in

two different trees.

We assumed the NCBI tree as the gold standard and calculated the distances of

the other three trees to it as shown in Table 2-4. For all different combinations of tree

creation methods and tree distance measures, the tree proposed by our method is more

similar (or less distant) to NCBI taxonomy than the ones proposed by Heymans et al.

and by Clemente et al. Another advantage of our method compared to the method of

Heymans et al. is that, our algorithm runs significantly faster than theirs. The 73, 584

pairwise alignments (73∗72
2
∗ 28) to create the distance matrices from 28 common

networks, took 2.25 days (53.4 hours) for the method of Heymans et al., whereas our

algorithm performed it in only 4.3 hours. We analyze the running time of our algorithm in

detail in Section 2.4.7.

After creating the complete tree, we analyzed the accuracy of our phylogeny

prediction within the major clades (Archaea, Eukaryota, Bacteria). Figure 2-9 shows

the resulting trees for four different sub-clades. To assess how much resolution our

algorithm provides for tree prediction, we compare these trees to the corresponding

branches of the NCBI tree in Figure 2-8A. For instance, our prediction for Euryarcheota
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Figure 2-8. Phylogenic trees for 73 organisms. (A) NCBI Phylogeny (our gold standard),
(B) Phylogenic tree created by Clemente et al. using average-link
hierarchical clustering on the distance matrix produced from Glycolysis
pathway, (C) Phylogenic tree created by Heymans et al. using Neighbor
Joining (Match7) on the distance matrix produced from 28 common
networks, (D) Phylogenic tree created by our method using Neighbor Joining
(Match7) on the distance matrix produced from 28 common networks
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Figure 2-9. Our tree predictions within major clades. (A) Euryarcheota (B) Firmicutes
(C) α-proteobacteria (D) γ-proteobacteria.

correctly clusters the organism pairs (tac, tvo), (mma, mac) and (pfu, pab). However,

the linking of these clusters to each other is different than NCBI tree. Also, the tree for

Firmicutes in Figure 2-9B shows that our method accurately clusters all the organism

pairs. The only difference from the NCBI taxonomy is the placement of (spn, lla) pair.

Our method groups this pair together with six other organisms, whereas in NCBI

classification (spn, lla) pair is considered at the same level with these six organisms.

Similar observations hold for the clusterings of the other trees.

2.4.4 Top-k Queries in Network Databases

A fundamental query type in databases is top-k query (also known as K-nearest

neighbor query). In our case, this query type returns the k closest networks to the

underlying query network in a given database. We assess the neighborhood as the

value of the similarity score we devised for metabolic networks. In this experiment, we

evaluate the accuracy of our algorithm for top-k queries as described below.

To evaluate top-k queries, we conducted recall experiments on each major clade

of the phylogenic tree. For this purpose, we picked one organism from each major

clade, namely mma from Archaea, hsa from Eukaryota and eco from Bacteria. These

organisms have 28 common metabolic networks. We created a database query for each
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Figure 2-10. Average correct classification percentages of our algorithm on three
different organisms (mma, hsa, eco) in descending accuracy order. Three
different lines represent the three different levels of phylogeny with Level 3
being the deepest (most specific) level. x-axis shows different query
networks.

of these 28 networks (84 queries in total). The database consists of all 6,119 networks

of 73 organisms given in Table 2-3. We extracted the top-k results of each query for

appropriate k values for different levels of phylogenic hierarchy. Then, we calculated

the correct classification percentage for each level of each query. We compute this

number as the percentage of the organism-network pairs in top-k results which have

the organism in the same hierarchical group as the query organism and the network

number equal to the network number of the query pair. We considered three levels

of hierarchy for the Figure 2-10. First one is the major clades (Archaea, Eukaryota,

Bacteria). Second one is the sub-groups of major clades (Thermoprotei, Ascomycota,

Firmicutes, etc.). Third level is sub-groups of second level groups such as Bacilli and

Clostridia for the second level group Firmicutes. The detailed tree with all levels are

available at www.ncbi.nlm.nih.gov/Taxonomy/. We choose the value of k for a given
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query as the number of networks in the corresponding hierarchical group multiplied by

1.5 (i.e., 50 % more than the size of the true result set).

The whole experiment took 6.79 hours for a total of 513,996 pairwise alignments.

This gives an average of 4.84 minutes per query and 0.047 seconds for a pairwise

alignment.

Figure 2-10 shows the average correct classification percentages of the three

organisms from each major clade for different depths of phylogeny. The reason why we

take the average over three organisms from each major clade is to unbias the effect

of the size of a specific clade. As seen in the figure, correct classification rates for

different levels vary. For Level 1 this rate is 68%, for Level 2 it is 58% and for Level 3

73%. Together with our tree prediction for 73 organisms, the variance in recall values

for different levels points out an important property of our algorithm. It shows that, our

method performs well to distinguish in between the major clades and even better in

clustering the deepest levels of the hierarchy. The former is due to high dissimilarity

between organisms and the latter is due to the high similarity. In between these two

levels our hierarchy predictions may deviate from the NCBI taxonomy. One reason for

that deviation is the tree creation method we use, as any other known method, is not an

exact method.

2.4.5 Effect of Consistency

There are three types of entities in metabolic networks, namely reactions, enzymes

and compounds. In our algorithm we find mappings for each entity type and we name

these three mappings together as our overall alignment. Ensuring consistency is

necessary for filtering out nonsensical mappings that degrade the accuracy of the

alignment. When extracting mappings for different entity types, we want to make sure

that none of the mappings for an entity type is inconsistent with any other mapping of

a same or a different type. In between the same type of entity mappings, we do this by

restricting alignments to one-to-one mappings. In between different types of entities,
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Figure 2-11. Effects of consistency restriction and the entity ordering on alignment
score. Each dot represents an actual alignment score on x-axis and the
upper bound for this alignment score on y-axis. 14,894 alignment scores
gathered by (A) mapping the reactions first (B) taking the maximum of
scores of three possible orderings (Reactions First, Enzymes First,
Compounds First).
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however, we need to specify an ordering between entity types to ensure consistency.

We discussed in 2.3.4 that we first extract the mapping of reactions and then we use it

as the backbone of our alignment. By means of this backbone, we construct reachability

sets and apply the described pruning technique to the weighted bipartite graphs of

enzymes and compounds.

Here, we analyze the effect of the consistency restriction and the different choices

of extraction orderings. We do this by computing an upper bound that is independent

of extraction ordering. This upper bound is computed by ignoring the pruning phase

described in 2.3.4. We, then, use three possible extraction orderings with necessary

pruning, namely Reactions First, Enzymes First, Compounds First.

Figure 2-11 demonstrates the effect of consistency restriction on alignment score.

When reactions mappings are extracted first, as in Figure 2-11A for 93 % of the

alignments, the scores are not less than 90 % of the upper bound. The scores that

are not less than 80 % of the upper bound constitute 98.4 %.

Figure 2-11B is plotted by taking the maximum score of three different extraction

orderings as the alignment score. As seen, there is no significant improvement in terms

of alignment score compared to Reactions First approach. In figure 2-11B, 95 % of the

alignment scores are not less than 90 % of the upper bound, and 99.5 % of them are

not less than 80 % of the upper bound. In between 14,894 different alignments, number

of times that the maximum score is achieved by Reactions First ordering is 13967 (93.8

%), by Enzymes First ordering is 512 (3.4 %) and by Compounds First ordering is 415

(2.9 %).

The above discussions of Figure 2-11 pointed out two very important conclusions.

The first one is, the loss of similarity score due to consistency restriction is not

significant. The second one is, choosing the Reactions First extraction ordering is

considerably better than the other orderings. Also, even if the best of all three orderings

is used the improvement is still not significant.
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Figure 2-12. Effects of homology and topology errors on alignment score.

2.4.6 Error Tolerance

Gathered from biological experiments, interaction data is prone to different types

of errors such as misclassification of an entity or misidentification of an interaction. On

top of that, current available network data is not complete. There are many network

holes and even some missing networks for some organisms in network databases [89].

Therefore, it is important for an alignment strategy to be able to tolerate some amount of

error or missing data in networks.

We measured the error tolerance of our algorithm by the influences of two error

types on the alignment score, namely homology and topology errors. We systematically

introduced these errors into original networks with different error percentages. These

two types of errors are important to simulate different types of possible errors in

metabolic network construction.
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We create homology error by exchanging the node labels of entities with random

node labels of the same type with a probability of the given error percentage. This error

simulates the experimental misclassification of entities when networks are constructed.

For example, if the homology error percentage is 30%, the expected number of entities

having a label change is 30% of the number of total entities.

The other type of error is introduced in the topology of the interaction graph. We

delete or insert an interaction with a probability of the given error percentage. Deletion

stands for experimentally found false negative interactions, whereas insertion stands

for the false positive one. In order to simulate the network holes, we delete an entity

together with all its interactions.

In this experiment, we used Glycolysis pathways of 14 different organisms. We

introduced 12 different error percentages, ranging from 0% to 90% for both topology

and homology. Using all 144 possible combinations of errors for each of 14 organisms,

we created a database of 2016 networks with 14 of them being the original Glycolysis

pathways. We, then, queried this database with the Glycolysis pathway of Anabaena sp.

For each different error combination we calculated the average alignment score of the

query network to erroneous networks.

Figure 2-12 illustrates the change in the alignment scores for different error values.

As seen, homology error degrades the score much faster than the topology error. This

is compatible with the real scenario since misclassification of an entity influences

the network more than a misidentified or a misplaced interaction. Going back to

experimental results, the average score for 14 original networks is 0.8624. For a

combined error of 15% topology 8% homology the average score drops to 0.7754, which

is approximately 90% of the average score for original networks. However, only 15%

homology error itself reduces the average to 0.7230. Therefore, we can argue that our

algorithm is tolerant to topology errors around 15% and homology errors around 10%.
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2.4.7 Running Time

So far we have discussed the accuracy of our alignment algorithm. In order to be

practical, an algorithm needs to be efficient as well. We calculated the convergence rate

of our method in Section 2.3.3 and said that it runs 13 times faster than the algorithm

of Heymans et al. even though their abstraction in modeling significantly decreases the

network size.

In this section, we examine the running time of our tool for networks of different

sizes. Also, we compare the performance of our tool to a recent metabolic network

alignment tool designed by Pinter et al. [18].

Similar to the abstraction of Heymans et al., Pinter et al. discards all the compounds

and the reactions and use only enzymes for modeling the networks as graphs. Since

we refuse to have any kind of abstraction, the graph size for the same network is

considerably larger in our model. For example, Folate biosynthesis pathway of E.coli

has 12 enzymes. Their simplified model represent this network as a graph with 12

nodes and 11 edges, whereas in our graph model the same network is represented by

55 nodes (22 reactions, 12 enzymes, 21 compounds) and 84 edges. When we measure

the network size by the number of enzymes, these two networks are considered to be of

the same size.

Furthermore, the algorithm of Pinter et al. runs in polynomial time only for

multi-source trees. For networks with cycles their method takes exponential time.

For this reason, they partition networks into non-cyclic connected sub-pathways. A

sub-pathway of this type with n enzymes is mapped to a graph with n nodes and n − 1

edges.

In this experiment, we use the database of 100 E.Coli and 88 S.Cerevisiae

networks. Since our method works for graphs with any type of topology, we use all

188 networks as they are. However, the database is broken into 268 non-cyclic networks

(113 for E.Coli, 155 for S.Cerevisiae) for the method of Pinter et al. Each network in the
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Figure 2-13. Running time comparison and analysis. (A) Total times for each query
network against the whole database including IO operations and
unexpectedness (Z-score, p-score) calculations. (B) Effect of total number
of entities of the query network on running time.
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database is queried against the whole database. Figure 2-13A shows that, even though

our algorithm has significantly larger input sizes for the same number of enzymes, it

still runs considerably faster for all different network sizes. The total running time of this

experiment is measured as 3.66 hours for the method of Pinter et al. and 24.3 minutes

for our method. Additionally, it is worth to note that the gap between the running times

increases as network size grows.

Using the same database we measured the effect of total number of entities on

running time in Figure 2-13B. Since our model converts networks into graphs with

reactions, enzymes and compounds as nodes, the total number of entities is the sum of

the numbers of these three entity types. As seen in Figure 2-13B, for networks with total

number of entities less than 100, alignment time against the database of 188 networks is

less than 20 seconds which gives an average time around 0.1 seconds for each pairwise

alignment. Besides, even for the largest available network in KEGG (Purine metabolism

of E.Coli with 92 reactions, 56 enzymes and 69 compounds) total query time of our

algorithm is around 2 minutes.

2.4.8 Statistical Significance

To measure the unexpectedness of the alignments we devised a Z-score. We

calculate the Z-score by using the distribution of alignment scores of randomly

generated networks using query networks. We generate the random networks by

shuffling the labels of the entities of query networks. Label shuffling corresponds to

randomly switching the rows of support matrices of each entity type without changing

the topology of network. Since the alignment algorithm is fixed, this Z-score measures

the unexpectedness of the similarity of the query networks compared to random

networks of the same topology.

In Figure 2-14 we plotted the distribution of alignment scores of randomly generated

networks and verified that it is similar to normal distribution. This shows that the
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Figure 2-14. The distribution of the observed alignment scores of 1,000 randomly
generated networks from Valine, Leucine and Isoleucine degradation
pathways of H.Sapiens and D.Melanogaster and the normal distribution
that has the same mean and variance as the observed distribution.

proposed Z-score, calculated as the number of standard deviations between the actual

score and the average of random alignment scores, is statistically meaningful.

We used the data set described in Section 2.4.7 to observe the distribution of

Z-scores on a real data set and to analyze the biological meaning of the statistically

significant alignments. The distribution in Figure 2-15 indicates that the alignments

with scores significantly greater than random alignments constitute a small percentage.

This is well suited to the real world scenario since each network represents a functional

module that is different than the others. However, if we look at the alignments with a

significant Z-score (> 2.0), we observe that they are either the same functional modules

of different organisms or different functional modules having similar topologies and

common entities.

Some of biologically meaningful alignments with Z-score greater than 2.0 are listed

below:
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Figure 2-15. The Z-score distribution of 17,578 pairwise alignments gathered from 188
networks (100 E.Coli and 88 S.Cerevisiae) used in Section 2.4.7.

• Arginine and proline metabolism of sce with Urea cycle and metabolism of amino

groups sce, Z-score = 3.57.

• Glycolysis / Gluconeogenesis metabolism of eco with Pyruvate metabolism of sce,

Z-score = 2.60.

• Reductive carboxylate cycle (CO2 fixation) of eco with Citrate cycle (TCA cycle) of

eco, Z-score = 2.51.

• Alanine and aspartate metabolism of eco with beta-Alanine metabolism of eco,

Z-score = 2.35.

2.4.9 Discussion

In this chapter, we considered the pairwise alignment problem for metabolic

networks. We developed an algorithm which does not restrict the network topologies.

We used a comprehensive and non-redundant graph model for representing networks.

Using this model, we built a tool that aligns reactions, compounds and enzymes of

metabolic networks. In our algorithm, we considered both the pairwise similarities

of entities (homology) and the organization of networks (topology). We adjusted the
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relative weights of homology and topology by a parameter and examined the results. We

used the maximum weight bipartite matching to extract aligned entities. We discussed

the influence of different orderings of extracting entity mappings on the alignment

accuracy. We defined reachability sets of not yet aligned entities using the aligned

entities. We enforced the consistency of the alignment by using the reachability sets of

entities and employing a pruning technique that filters out nonsensical mappings. We

devised a similarity score and a Z-score to assess the significance of our alignments.

We evaluated our algorithm’s performance both qualitatively and quantitatively by

comparing our results to experimentally determined and computationally obtained

results. Our experiments showed that, our method gives accurate alignments and it is

useful in several biological applications. The running time analysis displayed that our

algorithm is running fast and is also scalable with the network size.
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Table 2-1. Commonly used symbols in this chapter.
Symbol Description
P , P̄ Query metabolic networks
R, C, E Set of all reactions, compounds and enzymes in a metabolic network
ri, r̄j Reactions of query networks
Ii, Oi,Ei Set of input compounds, output compounds and enzymes of reaction ri
φ Relation which represents the alignment of the entities of query networks
SR, SC, SE Support matrices of reactions, compounds and enzymes
HR, HC, HE Homological similarity vectors of reactions, compounds and enzymes
α Parameter adjusting relative weights of homology and topology
γI , γO, γE Relative weights of similarities of input, output compounds and enzymes

Table 2-2. Alternative enzymes that catalyze the formation of a common product
using different compounds.

Ida Orgb Reaction
R. Idc Enzymed Compoundse

620 sau 01257 1.1.1.96 MAL + FAD → OAA + FADH2

hsa 00342 1.1.1.37 MAL + NAD → OAA + NADH

620 ath 00345 4.1.1.31 OAA + Pi → PEP + CO2

sau 00341 4.1.1.49 OAA + ATP → PEP + CO2 + ADP

252 chy 00578 6.3.5.4 Asp + ATP + Gln → Asn + AMP + PPi
cpv 00483 6.3.1.1 Asp + ATP + NH3 → Asn + AMP + Glu

860 sau 06895 1.3.99.22 CPP + O2 → PPHG + CO2

hsa 03220 1.3.3.3 CPP + SAM → PPHG + CO2 + Met
a Networks: 00620-Pyruvate metabolism, 00252-Alanine and aspartate
metabolism, 00860-Porphyrin and chlorophyll metabolism;
b Organism pairs that are compared;
c KEGG numbers of aligned reaction pairs;
d EC numbers of aligned enzyme pairs;
e Aligned compounds pairs are put in the same column.;
f Abbreviations of compounds: MAL, malate; FAD, Flavin adenine dinucleotide;
OAA, oxaloacetate; NAD, Nicotinamide adenine dinucleotide; Pi, Orthophosphate;
PEP, phosphoenolpyruvate; Asp, L-Aspartate; Asn, L-Aspargine; Gln,
L-Glutamine; PPi, Pyrophosphate; Glu, L-Glutamate; AMP, Adenosine
5-monophosphate; CPP, coproporphyrinogen III; PPHG, protoporphyrinogen;
SAM, S-adenosylmethionine; Met, L-Methionine.
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Table 2-3. Full names and two levels of NCBI taxonomy of 73 organisms used in
phylogenic reconstruction experiments (A: Archaea, E: Eukaryota, B:
Bacteria)

Level 2 Org. Name B (Continued) Org. Name

A

Euryarchaeota

tac T.acidophilum

γ-proteobacteria

xfa X.fastidiosa
tvo T.volcanium xcc X.campestris
hal Halobacterium pae P.aeruginosa
mac M.acetivorans hin H.influenzae
mma M.mazei pmu P.multocida
mja M.jannaschii vch V.cholerae
afu A.fulgidus sty S.typhi
mth M.thermo. stm S.typhimurium
pab P.abyssi ece E.coli-O157
pfu P.furiosus ecs E.coli-O157J

Thermoprotei

ape A.pernix eco E.coli
pai P.aerophilum ecj E.coli-J
sso S.solfataricus ype Y.pestis
sto S.tokodaii

α-proteobacteria

atc A.tumefaciens

E

Ascomycota
sce S.cerevisiae atu A.tumefaciens
spo S.pombe sme S.meliloti

Bilateria

hsa H.sapiens bme B.melitensis
rno R.norvegicus mlo M.loti
dme D.melanogaster rpr R.prowazekii
cel C.elegans ccr C.crescentus
mmu M.musculus

β-proteobacteria
rso R.solanacearum

Viridiplantae ath A.thaliana nme N.menin-Z2491

B

Firmicutes

sau S.aureus-N315 nma N.menin-MC58
sav S.aureus-Mu50

ε-proteobacteria
cje C.jejuni

bha B.halodurans hpy H.pylori-J99
bsu B.subtilis hpj H.pylori-26695
lmo L.monocytogenes

Actinobacteria

mtc M.tuberculosis
lin L.innocua mtu M.tuberculosis
cac C.acetobutylicum mle M.leprae
tte T.tengcongensis sco S.coelicolor
lla L.lactis

Cyanobacteria
syn Synechocystis

spn S.pneumoniae ana Anabaena sp.

Chlamydiaceae

ctr C.trachomatis Thermotogae tma T.maritima
cmu C.muridarum D-Thermus dra D.radiodurans
cpn C.pneumoniae Aquificae aae A.aeolicus
cpj C.pneumoniae-J Fusobacteria fnu F.nucleatum
cpa C.pneumoniae-A
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Table 2-4. Comparison of the phylogenic trees predicted by different methods. Distance
values between the NCBI tree for the 73 organisms in Table 2-3 and the trees
created by different methods for the same organisms.

Tree Evaluation Tree Construction Distances to NCBI Tree
Clemente Heymans Our Method

Symmetric Difference Phylip - NJ 75 82 63
Match7 - NJ 59 57

Updown Distance Phylip - NJ 17,896 23,134 17,852
Match7 - NJ 14,496 12,908
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CHAPTER 3
SUBNETWORK MAPPINGS IN ALIGNMENT OF NETWORKS

The algorithm we discussed in the previous chapter address the first challenge

in Section 1.1. In this chapter, we present a new algorithm called SubMAP, which

addresses Challenge 2 as well as Challenge 1. In other words, the algorithm we

describe in this chapter considers subnetwork mappings of all types of biological

entities in metabolic networks. This section begins by extending the notation defined in

Chapter 2. Then, we formally state the network alignment problem by considering the

second challenge and describe the SubMAP algorithm in detail.

Extended notation. In addition to the notation we used so far (Table 2-1), we define a

“subnetwork” of a network. A subnetwork is defined as a reaction subset of a network

such that the induced undirected graph of this subset is connected. Let Ri ⊆ V be one

such subnetwork of P . Let Rk be the set of all subnetworks of P that have at most k

reactions, denoted as Rk = {R1, R2, . . . , RNk
} where |Ri| ≤ k for all i ∈ [1, Nk]. Here,

|Ri| denotes the cardinality of the reaction set Ri. For instance, for the network P̄ in our

running example, the sets of subnetworks for k = 1, 2, 3, 4 are:

• R̄1 = R̄ = {r̄1, r̄2, r̄3, r̄4}

• R̄2 = R̄1 ∪ {{r̄1, r̄2}, {r̄2, r̄3}, {r̄2, r̄4}}

• R̄3 = R̄2 ∪ {{r̄1, r̄2, r̄3}, {r̄1, r̄2, r̄4}, {r̄2, r̄3, r̄4}}

• R̄4 = R̄3 ∪ {{r̄1, r̄2, r̄3, r̄4}}

Using this notation, we define a binary relation that maps a reaction of a query network

to a subnetwork of the other as follows:

Definition 8. Let P and P̄ be two networks and k be a positive integer. Also, let Rk =

{R1, R2, . . . , RNk
} and R̄k = {R̄1, R̄2, . . . , ¯RMk

} be the sets of subnetworks with size at

most k of P and P̄ respectively. We define a binary relation ϕ between Rk and R̄k that

allows one-to-many reaction mappings as ϕ : ϕ ⊆ ϕk = (R1 × R̄k) ∪ (Rk × R̄1).
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We denote the number of reactions of P and P̄ with n and m respectively. The

number of all possible one-to-many mappings between P and P̄ is:

|ϕk| = nMk +mNk − nm (3–1)

The alignment of P and P̄ is a binary relation ϕ that is a subset of all these possible

mappings and consistent. Since allowing subnetwork mappings introduces new types

of conflicting mappings, in the following, we extend the definition of conflict and redefine

consistency of an alignment.

Recall that for a mapping (Ri, R̄j) ∈ ϕ one of the Ri or R̄j can contain more than

one reaction. Reporting this mapping as a part of our alignment implies that all the

reactions of the subnetwork with multiple reactions are aligned to a single reaction of

the other. To have a consistent alignment none of the reactions of these subnetworks

can be included in any other mapping. In a network alignment which allows one-to-many

mappings, we define the term “conflict” as follows:

Definition 9. Let ϕ be a binary relation and Ri, Ru ∈ Rk and R̄j, R̄v ∈ R̄k. The distinct

pairs (Ri, R̄j) ∈ ϕ and (Ru, R̄v) ∈ ϕ conflict if and only if (Ri ∩Ru) ∪ (R̄j ∩ R̄v) 6= ∅.

We also need to reconsider the similarity measure presented in Section 2.3.1 for

subnetworks. In Section 3.1.4, we describe the generalization of our scoring scheme

to account for one-to-many mappings. Next, we state the alignment problem with

subnetworks formally.

Problem formulation: Given k and two networks P and P̄ , let Rk and R̄k be the sets of

subnetworks with size at most k of P and P̄ respectively. We want to find a consistent

binary relation (i.e., the alignment) ϕ ⊆ (R1 × R̄k) ∪ (Rk × R̄1) that maximizes the

summation of the similarity scores of the aligned subnetworks.

In the following, we present the SubMAP algorithm that solves this alignment

problem. Section 3.1 describes our algorithm. Section 3.2 presents experimental results.
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3.1 Our Algorithm: SubMAP

In this section, we present our algorithm for pairwise metabolic network alignment

that allows one-to-many molecule mappings. We first explain how we enumerate the

subnetworks of query networks in Section 3.1.1. We, then, describe the calculation of

homology and topology similarities in Section 3.1.2 and 3.1.3 respectively. Section 3.1.4

discusses the eigenvalue formulation and extraction of the alignment with subnetwork

mappings.

3.1.1 Enumeration of Connected Subnetworks

The first step of SubMAP is to create the sets of all connected subnetworks of

size at most k for each query network. Here, we describe the enumeration process

for a single query network. Let G = (V,E) represent a network and k be a positive

integer. We construct the set of subnetworks Rk as follows. For k = 1 Rk= R1= V .

For k > 1 we define Rk recursively by using Rk−1. At each recursive step we check for

each reaction in V if it can be added to already enumerated subnetworks of size k − 1

to create a new connected subnetwork of size k. This way the kth recursive step takes

O(|V |.(|Rk−1| − |Rk−2|)) time.

The size of the set Rk can be exponential in k when G is dense. However,

metabolic networks are usually sparse (on the average there are 2.5 forward neighbors

per reaction). We observe that the number of subnetworks of real metabolic networks for

k = 3 is around 5|V | and for k = 4 it is 10|V | on the average. In Section 3.2.2, we provide

a detailed discussion of how |Rk| changes with different network sizes and different k

values.

3.1.2 Homological Similarity of Subnetworks

Recall that the relation ϕ maps a reaction to a subnetwork that can contain

multiple reactions. This necessitates computing the similarity between reaction sets.

In Section 2.3.1, we describe how to compute similarity between two reactions using

similarities between their compounds (SimC) and enzymes (SimE). Here we describe
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how SubMAP extends this similarity to account for reaction sets. To do this, the method

first constructs three sets for both reaction sets. These are the union of

1. The input compounds (Ii)

2. The output compounds (Oi)

3. The enzymes (Ei)

of the reactions in each subnetwork Ri. For instance, in Figure 1-4 if we take the bottom

path as the subnetwork Ri, then Ei = {2.3.1.117, 2.6.1.17, 3.5.1.8}.

Next, SubMAP computes the similarity of each of these three set pairs and combine

them using weights (i.e., non-negative real numbers) to calculate the homological

similarity of the two reaction sets. Let MWBM(A,B, SimX) denote the similarity

between two sets A and B with respect to the similarity score SimX (i.e., SimE or

SimC), where MWBM is calculated as the sum of the similarities of the pairs returned

by their maximum weight bipartite matching. Similar to Chapter 2, let γi, γo, γe denote the

relative weights of the similarities of enzymes, input and output compounds respectively.

Similarity of the reaction sets Ri and R̄j are

SimRSet(Ri, R̄j) = γiMWBM(Ii, Īj, SimC)

+ γoMWBM(Oi, Ōj, SimC)

+ γeMWBM(Ei, Ēj, SimE) (3–2)

The algorithm calculates SimRSet for all possible one-to-many mappings between

the subnetworks of two networks. So, it does this calculation |ϕk| times in total. This way,

the homological similarities between all possible subnetwork mappings are assessed.

Even though this scoring can be considered a good measure of similarity for subnetwork

pairs, relying solely on it ignores the topological similarity. Next section focuses on this

issue.
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3.1.3 Topological Similarity of Subnetworks

SubMAP algorithm follows the intuition of the algorithm in Chapter 2 and the

IsoRank algorithm [24] that if the subnetwork Ri is to be mapped R̄j, then their

neighbors in the corresponding networks should also be similar. With this motivation, it

utilizes the topological similarity to favor mappings of subnetworks that induce similar

topologies. In SubMAP, the authors do this by extending the formulation of the algorithm

described in Chapter 2 to account for subnetwork mappings. They first expand the

neighborhood definition of reactions to reaction subnetworks. Then, they introduce the

notion of support between two subnetwork mappings.

Definition 10. Let Ri, Ru ∈ Rk. Then, Ru is a forward neighbor of Ri (Ru ∈ FN(Ri))

if and only if there exists ra ∈ Ri and rb ∈ Ru such that rb is a forward neighbor of ra

or Ri ∩ Ru 6= ∅. Ri is a backward neighbor of Ru (Ri ∈ BN(Ru)) if and only if Ru is a

forward neighbor of Ri.

Definition 11. Let Ri, Ru ∈ Rk and R̄j, R̄v ∈ R̄k. The mapping (Ri, R̄j) supports

the mapping (Ru, R̄v) if and only if both Rj ∈ FN(Ri) and R̄v ∈ FN(R̄u) or both

Rj ∈ BN(Ri) and R̄v ∈ BN(R̄u).

Definition 12. Let P , P̄ be two networks and Rk, R̄k be the sets of their subnetworks

that have at most k reactions. The support matrix S is a |ϕk| × |ϕk| matrix with each

entry S[i, j][u, v] identifying the fraction of the total support provided by (Ru, R̄v) mapping

to (Ri, R̄j) mapping. Let N(u, v) = |BN(Ru)| |BN(R̄v)|+ |FN(Ru)| |FN(R̄v)| denote the

number of all possible mappings between backward neighbors of Ru and R̄v plus the

ones between their forward neighbors. Then, each entry of S is computed as:

S[i, j][u, v] =


1

N(u,v)
if (Ru, R̄v) supports (Ri, R̄j)

0 otherwise
(3–3)
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Definition 10 defines forward and backward neighbors for subnetworks. Definition 11

states that the mapping of Ri to R̄j favors all possible mappings of forward (backward)

neighbors of Ri to those of R̄j. Finally, Definition 12 describes how to distribute the

support of a mapping to neighborhood mappings. To see it on our running example,

let us consider the case when k = 2 and focus on the mapping ({r2}, {r̄2, r̄3}). By

Definition 10 we have:

• BN({r2})={{r1},{r1, r2}}, |BN({r2})| = 2

• BN({r̄2, r̄3})={{r̄1},{r̄1, r̄2}}, |BN({r̄2, r̄3})| = 2

• FN({r2})={{r3}, {r2, r3}}, |FN({r2})| = 2

• FN({r̄2, r̄3})={{r̄3}, {r̄4}, {r̄2, r̄4}}, |FN({r̄2, r̄3})| = 3

Then, by Definition 12 we distribute the support of the mapping ({r2}, {r̄2, r̄3}) to

2 × 2 + 2 × 3 = 10 other mappings by placing 1/10 in the corresponding entries of S.

Namely, these mappings are ({r1}, {r̄1}), ({r1}, {r̄1,r̄2}), ({r1,r2}, {r̄1}), ({r1,r2}, {r̄1,r̄2}),

({r3}, {r̄3}), ({r3}, {r̄4}), ({r3}, {r̄2,r̄4}), ({r2,r3}, {r̄3}), ({r2,r3}, {r̄4}) and ({r2,r3},

{r̄2,r̄4}).

There can be cases when one mapping does not provide support to any others. In

such cases, its support equally distributed to all possible mappings (|ϕk|). Notice that,

by construction, the entries in each column of S sums up to 1. We will not recount the

properties of support matrix as they are listed in Chapter 2.

At this point, support matrix calculation can become an issue if not properly

handled. The trivial way of creating support matrix is to check each mapping against all

the others to calculate the support values. However, such an exhaustive strategy will

require computing a huge matrix S of size |ϕk| × |ϕk|. Since the creation of S will incur

prohibitive computational costs, SubMAP does not construct this matrix literally. Instead,

for each mapping (Ri, R̄j), it uses the sets FN(Ri), FN(R̄j) and BN(Ri), BN(R̄j) to

generate only the pairs supported by (Ri, R̄j). In other words, it maintains the support

matrix S in sparse matrix form.
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3.1.4 Combining Homology and Topology

As discussed in Chapter 2, both the homological similarities of subnetworks and

their topological organization are important factors in an accurate alignment. Here we

describe the combination of these two similarities in SubMAP which is very similar to the

one described in Section 2.3.3.

Let k be a given parameter and P , P̄ be two networks with connected subnetwork

sets Rk = {R1, R2, . . . , RNk
} and R̄k = {R̄1, R̄2, . . . , ¯RMk

} respectively. The column

vector H denotes the homological similarity of all subnetwork pairs which is size |ϕk|.

Each entry of H denotes the homological similarity between two subnetworks one from

each network which corresponds to a mapping.

Let S be the |ϕk| × |ϕk| support matrix constructed as described in Section 2.3.2.

Given a parameter α ∈ [0, 1] to adjust the relative weights of homology and topology,

combining these two through power method iterations is done as follows:

H i+1 = αSH i + (1− α)H0 (3–4)

SubMAP iterates this equation until H i+1 = H i (i.e., it converges). Please refer to

Section 2.3.3 for more details of this process.

3.1.5 Extracting Subnetwork Mappings

Recall that SubMAP aims to find an alignment that maximizes the summation of

the similarity scores defined by H i while preserving the consistency between different

mappings. Since SubMAP allows one-to-many mappings, extraction of a mapping that

maximizes the alignment score is NP-hard. Here we first show that it is in NP-hard by

a reduction from the maximum weight independent set (MWIS) problem in bounded

degree graphs. MWIS problem, even for graphs with largest degree 3, is NP-hard [90]

and there is no constant factor approximation to the optimal solution in polynomial

time [91, 92]. We then describe how to construct a conflict graph from the alignment
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Figure 3-1. An illustrative example for the reduction from the MWIS problem to the
metabolic network alignment problem. (a) A vertex-weighted graph G that is
an input to the MWIS problem. Four vertices labeled from “1” to “4” have
weights from w(1) to w(4) respectively. The edges are labeled from “a” to “e”
and are unweighted and undirected. (b) Two networks P and P̄ constructed
from G. We create one vertex for each vertex of G in both network P and P̄ .
Then, for P we add a vertex labeled with a letter for each edge of G and add
edges from it to the vertices on its both ends in G. In order to simplify the
figure, we match the label of each vertex in P with that of its corresponding
vertex or edge in G. Similarly, we match the label of each vertex in P̄ with
that of its corresponding vertex in G. (c) The assignment of similarity scores
for subnetwork pairs one from P and the other from P̄ . Each vertex here
shows a subnetwork from P or P̄ . The label of each vertex lists the vertices
contained in that subnetwork. For instance, label “1ab” indicates the
subnetwork of P that consists of the three vertices labeled as “1”, “a” and
“b”. The edge weights show the similarity of the two subnetworks
corresponding to the two vertices at its end points.
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problem and employ a vertex-selection heuristic in order to extract the set of mappings

that generates the alignment.

Theorem 2. (FINDING THE BEST ALIGNMENT IS NP-HARD) Let P and P̄ be two networks

with reaction sets {r1, . . . , rn} and {r̄1, . . . , r̄m} respectively. Let R = {R1, R2, . . . , RN}

and R̄ = {R̄1, R̄2, . . . , R̄M} be all possible reaction subsets of P and P̄ with size at

most a given positive integer k. Also, let w : (R, R̄) → [0, 1] ∪ {−∞} be a similarity

function defining the score for each mapping and the conflicts between mappings be

defined according to Definition 9. Then, finding a set of mappings (i.e., alignment) that

maximizes the sum of mapping scores (i.e., alignment score) and has no conflicting

pairs is NP-hard.

Proof: We prove the NP-hardness of finding the best alignment by a reduction from

the MWIS problem in bounded degree graphs. Let G = (V,E,w) be a vertex weighted

undirected graph with largest degree k − 1 (i.e., k = maxi=1,...,|V | deg(vi) + 1). Let us set

n = |V | + |E|, m = |V |. We will construct two hypothetical networks P and P̄ through a

polynomial time reduction such that their best alignment is equivalent to the MWIS of G.

REDUCTION. Let us denote the networks P and P̄ as P = (V1, I1) and P̄ = (V2, I2).

Here, Vi and Ii (i ∈ {1, 2}) denote the set of reactions (vertices) and interactions (edges)

respectively.

We initialize V1, V2, I1 and I2 as the empty set. We then insert a vertex ri in V1 for

each vi ∈ V . Similarly, we insert a vertex r̄i in V2 for each vi ∈ V . At this point we have

completed the construction of P̄ but not P . We continue by inserting a new vertex in V1

for each edge e ∈ I. Thus, each vertex in V1 corresponds to either a vertex or an edge in

G while each vertex in V2 corresponds to a vertex in G.

Next, we populate I1. Let ri and rj be two vertices in V1 which correspond to a

vertex v in G and to an edge e in G respectively. We include an edge between ri and rj

in I1 if e has v at one of its ends in G. This completes the construction of P .
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Figure 3-1 illustrates the construction of the two hypothetical networks P and P̄

from a simple instance of G. Figure 3-1A shows a sample graph G with four vertices.

Figure 3-1B presents the resulting networks. We do not show the weights of the vertices

of G to simplify Figure 3-1A.

Following from the construction, we ensure that there is a connected subnetwork

in P that contains the reactions corresponding to each vertex and its edges in G. For

instance, in Figure 3-1A, the vertex labeled as “1” has two edges labeled as “a” and

“b”. In Figure 3-1B there are three reactions that have the labels “1”, “a” and “b” and

they make up a (connected) subnetwork. Thus, the set of subnetworks of P with size up

to k is guaranteed to contain each vertex of G jointly with all of its edges. Figure 3-1C

demonstrates this. The vertices on the left side are the subnetworks of P and those on

the right side are the subnetworks of P̄ .

We complete the reduction by assigning similarities to subnetwork pairs one from P

and the other from P̄ . The similarities we assign correspond to the entries of the column

vector H described in Section 3.1.4.

Let Ri be a subnetwork of P that corresponds to a vertex v in G and all edges of

G which have v on one end. In Figure 3-1B, the subnetwork that contains the reactions

labeled “1”, “a” and “b” is an example to such Ri. Also, let R̄i be the subnetwork in P̄

that corresponds to vertex v as well. We assign the similarity of Ri and R̄i as the weight

of vertex v (i.e., w(v)). We repeat this process for all v ∈ V . We assign the similarity

between all remaining pairs of subnetworks (Ri, R̄j) as −∞. Figure 3-1C depicts the

assignment of similarities for the networks in Figure 3-1B.

CORRECTNESS OF REDUCTION. We need to address two issues to prove the correctness

of the reduction.

• Cost of reduction. For a given vertex weighted graph G, we can reduce the
MWIS problem on G to finding best alignment problem in polynomial time. This is
because we create one reaction for each edge and two reactions for each vertex in
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Subnetwork 1 (P) Subnetwork (P̄) H i

a: R1 = {r1, r2} R̄1 = {r̄1} 0.7
b: R2 = {r1} R̄2 = {r̄2} 0.6
c: R3 = {r3} R̄3 = {r̄1} 0.4
d: R4 = {r4} R̄4 = {r̄3, r̄4, r̄5} 0.9
e: R5 = {r4, r5} R̄5 = {r̄5} 0.8

(a)

Subnetwork 1 (P) Subnetwork (P̄) H i

a: R1 = {r1, r2} R̄1 = {r̄1} 0.7
b: R2 = {r1} R̄2 = {r̄2} 0.6
c: R3 = {r3} R̄3 = {r̄1} 0.4
d: R4 = {r4} R̄4 = {r̄3, r̄4, r̄5} 0.9
e: R5 = {r4, r5} R̄5 = {r̄5} 0.8
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Figure 3: (a) Each row corresponds to a possible mapping between subnetworks

from two hypothetical metabolic pathways. The first column is the unique label for

each mapping. Second and third columns are the reactions in the two subnetworks

that can map. Last column is the similarity between the two subnetworks. (b)

The conflict graph Gc for the mappings in (a).

each vertex a = (Ri, R̄j) (i.e., w(a)) to the similarity between Ri and R̄j

as computed in Hp. Since the number of possible one-to-many mappings
is nM + mN − nm, the conflict graph has nM + mN − nm vertices (i.e.,
|Vc| = nM +mN − nm). We draw an undirected edge between two vertices
a = (Ri, R̄j) and b = (Ru, R̄v) if (Ri∩Ru)∪ (R̄j ∩ R̄v) 6= ∅ (i.e., a and b con-
flict). For instance, in Figure 3 there is an edge between a and b representing
that they conflict since reaction r1 is common to both a and b.

Theorem 1 (Extracting the best alignment is NP-hard)
Let P and P̄ be two pathways and Rk = {R1, R2, . . . , RN} and R̄k =

{R̄1, R̄2, . . . , R̄M} be all possible reaction subsets of P and P̄ with size at most
a given positive integer k. Also, let w : (Rk, R̄k) → [−1, 1] be a similarity
score function for the mappings and a conflict between two mappings exist if
criteria in Definition 2 are satisfied.

Then, finding the set of mappings (i.e., alignment) that has no conflicts
and maximizes the sum of similarity scores is NP-hard.

Proof:
Extracting the subset of vertices that do not conflict (i.e., no edges) and

maximize the sum of the similarity score from the conflict graph is equivalent
to finding its the maximum weight independent set (MWIS). MWIS problem
can be reduced to our problem of finding the consistent alignment by simply
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Then, finding the set of mappings (i.e., alignment) that has no conflicts
and maximizes the sum of similarity scores is NP-hard.

Proof:
Extracting the subset of vertices that do not conflict (i.e., no edges) and

maximize the sum of the similarity score from the conflict graph is equivalent
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as computed in Hp. Since the number of possible one-to-many mappings
is nM + mN − nm, the conflict graph has nM + mN − nm vertices (i.e.,
|Vc| = nM +mN − nm). We draw an undirected edge between two vertices
a = (Ri, R̄j) and b = (Ru, R̄v) if (Ri∩Ru)∪ (R̄j ∩ R̄v) 6= ∅ (i.e., a and b con-
flict). For instance, in Figure 3 there is an edge between a and b representing
that they conflict since reaction r1 is common to both a and b.

Theorem 1 (Extracting the best alignment is NP-hard)
Let P and P̄ be two pathways and Rk = {R1, R2, . . . , RN} and R̄k =

{R̄1, R̄2, . . . , R̄M} be all possible reaction subsets of P and P̄ with size at most
a given positive integer k. Also, let w : (Rk, R̄k) → [−1, 1] be a similarity
score function for the mappings and a conflict between two mappings exist if
criteria in Definition 2 are satisfied.

Then, finding the set of mappings (i.e., alignment) that has no conflicts
and maximizes the sum of similarity scores is NP-hard.

Proof:
Extracting the subset of vertices that do not conflict (i.e., no edges) and

maximize the sum of the similarity score from the conflict graph is equivalent
to finding its the maximum weight independent set (MWIS). MWIS problem
can be reduced to our problem of finding the consistent alignment by simply
mapping each vertex to a mapping and each undirected edge to a conflict
between two mappings. The MWIS problem is NP-hard [36] and there is no
constant factor approximation to the optimal solution unless P = NP [37].
Therefore, we need a heuristic algorithm to find the MWIS of Gc and hence
our alignment.
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B

Figure 3-2. Illustration of conflict graph. (a) Each row corresponds to a possible
mapping between subnetworks from two hypothetical metabolic networks.
The first column is the unique label for each mapping. Second and third
columns are the reactions in the two subnetworks that can be mapped. The
last column is the similarity between two subnetworks. (b) The conflict graph
Gc for the mappings in (a).

G. We also create two interactions for each edge in G. Thus, we conclude that the
reduction is polynomial in the size of G.

• Equivalence of the result. Next, we prove that the optimal alignment of P and P̄
produces the optimal solution to the MWIS problem on G.
An alignment is a subset of subnetwork pairs from one from P and the other from
P̄ . By construction, P̄ contains only subnetworks of size one. Each subnetwork of
P̄ corresponds to a vertex in G. We claim that the vertices of G corresponding to
the subnetworks of P̄ in the optimal alignment constitute the MWIS of G.
Clearly, the optimal alignment can not contain a subnetwork pair whose similarity
is −∞. This is because it is possible to choose an arbitrary subnetwork pair that
has a positive score. Also, the optimal alignment can not contain two overlapping
subnetworks from the same network as they will conflict with each other. By
construction, two subnetworks from P conflict only if they share a common
reaction for the same vertex or edge in G. For instance the subnetworks labeled
“1ab” and “2acd” in Figure 3-1C conflict since they both contain “a” in Figure 3-1B.
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The subnetworks in the optimal alignment can not contain such reactions. Hence,
the optimal alignment constitute an independent set in G. The score of the
alignment is the sum of the weights of the corresponding vertices in G. Therefore,
we conclude that by maximizing the alignment score P and P̄ , we optimally solve
the MWIS problem for G.

We demonstrate the result on the hypothetical example in Figure 3-1. Assume

that all the vertices in Figure 3-1A have the same weight w. The MWIS of the graph

in Figure 3-1A is {1, 3}. This is because nodes 2 and 4 conflict with all the remaining

nodes. The optimal alignment of P and P̄ contains the following set of subnetwork pairs

{(1ab, 1̄), (3ce, 3̄)} and has an alignment score of 2w. This is because the remaining

subnetwork pairs either conflict with each other or have a minus infinity (−∞) score.

Since the optimal alignment contains nodes 1̄ and 3̄, it suggests that the MWIS of G is

{1, 3}.

Since extracting the best alignment is NP-hard, SubMAP uses a heuristic strategy

to tackle this problem. In the first step, the scores of mappings represented by H i

and the definition of conflict (Definition 9) creates a vertex weighted undirected graph

Gc = (Vc, Ic, w), namely the conflict graph as follows. Each subnetwork pair (Ri, R̄j)

corresponds to a vertex in Vc. The weight of each vertex a = (Ri, R̄j) ∈ Vc (i.e., w(a)) is

the similarity between Ri and R̄j as computed in H i. An undirected edge between two

vertices a = (Ri, R̄j) and b = (Ru, R̄v) exists if (Ri ∩ Ru) ∪ (R̄j ∩ R̄v) 6= ∅ (i.e., a and b

conflict). For instance, in Figure 3-2 there is an edge between a and b representing the

fact that they conflict since reaction r1 is common to both a and b.

The second step is the greedy vertex-selection strategy which is adopted from

Sakai et al. [93] in order to extract the MWIS of Gc as the alignment. Let N(v) denote

the set of vertices that are connected to v ∈ Vc. At each iteration of this algorithm,

this heuristic picks a vertex v that maximizes f(v) =
∑
∀ui∈N(v)

w(v)
w(ui)

. This strategy

implies that a vertex is more likely to be picked if the mapping it represents has large

similarity score and conflicts with a small number of other mappings with small similarity

scores. After picking a vertex v, it puts v into the resulting set and removes v and all the
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vertices connected to it from Gc (i.e., v ∪ N(v)). It also removes all the edges incident

to at least one of the removed vertices. When there are no more vertices to remove

from Gc, the result set contains a maximal weight independent set. For the alignment

problem, this vertex set corresponds to a list of non-conflicting subnetwork mappings.

As an example, in Figure 3-2, d is the first vertex to be picked. Then, we remove d and

e ∈ N(d) from the graph and insert d to the result set. Next, we pick the vertex b as

f(b) = 0.6
0.7

> f(a) = 0.7
0.6+0.4

> f(c) = 0.4
0.7

. We remove b and a ∈ N(b) and include b in

the result set. Finally, only c is left and taking it into the result set, the alignment is the

mappings b = (r1, r̄2), c = (r3, r̄1) and d = (r4, {r̄3, r̄4, r̄5}).

3.2 Results and Discussion

In this section, we experimentally evaluate the performance of SubMAP.

Dataset: We use the metabolic networks of 20 organisms taken from the KEGG

database. Our dataset contains 1,842 networks in total. The average number of

reactions per network is 21 and the largest network has 72 reactions.

3.2.1 Alternative Subnetworks

Different organisms can perform the same function through different subnetworks.

We name such altered parts that have similar functions as alternative subnetworks. An

accurate alignment should reveal alternative subnetworks in different networks. In our

first experiment we evaluate whether SubMAP can find them in real metabolic networks.

We align the network pairs which are known to contain functionally similar parts with

different reaction sets and topologies. Table 3.2.5 presents a subset of mappings that

are found by our algorithm.

The first row of Table 3.2.5 corresponds to alternative subnetworks in Figure 1-4.

The reaction R07613 represents the upper path in Figure 1-4 that plants and Chlamydia

use to produce LL-2,6- Diaminopimelate from 2,3,4,5- Tetrahydrodipicolinate. This path

is discovered and reported as a shortcut on the L-Lysine synthesis path for plants and

Chlamydia which is not present in humans [27, 28]. Watanabe et al. [27] also suggest
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that since humans lack this path and hence the catalyzer of the reaction R07613,

namely LL-DAP aminotransferase (EC:2.6.1.83), this is an attractive target for the

development of new drugs (antibiotics and herbicides). When we align the Lysine

biosynthesis pathways of H.sapiens and A.thaliana (a plant), our algorithm mapped

the reaction R07613 of A.thaliana to the three reactions that H.sapiens has to use to

transform 2,3,4,5- Tetrahydrodipicolinate to LL-2,6- Diaminopimelate (R02734, R04365,

R04475). In other words, SubMAP successfully identified the alternative subnetworks of

different size (1 for A.thaliana and 3 for H.sapiens) that perform the same function.

Another interesting example is the second row that is extracted from the same

alignment described above. In this case, the three reactions that can produce L-Lysine

for A.thaliana are aligned to the only reaction that produces L-Lysine for H.sapiens.

R00451 is common to both organisms and it utilizes meso-2,6- Diaminopimelate to

produce L-Lysine. The reactions R00715 and R00716 take place and produce L-Lysine

in A.thaliana in the presence of L-Saccharopine [94].

For the alignment of Pyruvate metabolisms of E.coli and H.sapiens, the third and

fourth rows show two mappings that are found by SubMAP. The first one maps the two

step process in E.coli that first converts Pyruvate to Orthophosphate (R00199) and then

Orthophosphate to Oxaloacetate (R00345) to the single reaction that directly produces

Oxaloacetate from Pyruvate (R00344) in H.sapiens. The second one shows another

mapping in which a single reaction of E.coli is replaced by two reactions of H.sapiens.

The first two rows for Citrate cycle also report similar mappings for other organism pairs.

Note that all the above examples are one-to-many reaction mappings and hence

a merit of the new algorithm we propose here. Our algorithm SubMAP also reports

one-to-one mappings. The last mapping of Figure 3-3 is an example in which one

reaction of an organism is replaced by exactly one reaction of another organism.

Aligning Citrate cycles of H.sapiens and A.tumefaciens reveals that even though both

the input and output compounds of two reactions R00709 and R00362 are different
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Figure 3-3. Visual representations of subnetwork mappings reported in Table 3.2.5.
Figures (a) through (j) correspond to rows 1 through 10 of Table 3.2.5.
Enzymes are represented by their Enzyme Commission (EC) numbers [19].
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SubMAP maps these reactions. Also, if we look at the EC numbers of the enzymes

catalyzing these reactions (1.1.1.41 and 4.1.3.6) their information content enzyme

similarity is zero. If we were to consider only the homological similarities, these two

reactions could not have been mapped to each other. However, both these reactions

are the neighbors of two other reactions R01325 and R01900 that are present in both

organisms. The mappings of R01325 to R01325 and R01900 to R01900 support

the mapping of their neighbors R00709 to R00362. Therefore, by incorporating the

topological similarity our algorithm is able to find meaningful mappings with similar

topologies and distinct homologies. An algorithm not considering network topologies

would fail to identify such mappings.

These results suggest: (i) By allowing one-to-many mappings, our method identifies

functionally similar subnetworks even if they have different number of reactions. (ii) The

incorporation of topological similarity makes it possible to find mappings that can be

missed by only considering homological similarity.

3.2.2 Number of Connected Subnetworks

Given the parameter k, our algorithm enumerates all connected reaction subnetworks

of size at most k for each query network. One question that we need to answer is: How

many such subnetworks exist? Figure 3-4 plots this number for all the networks in our

dataset. When k = 1, the figure shows the number of reactions in each network. For

k > 1 the results demonstrate that the number of subnetworks increase exponentially

with k. However, the increase is significantly lower than the theoretical worst case∑k
i=1

(
n
i

)
(i.e., n choose i). For instance, the largest number of subnetworks we obtained

for n = 72 and k = 5 is around 750 times less than the theoretical worst case.

The figure also suggests that the number of subnetworks increase linearly with

the size of the network. This is mainly because the average number of edges (i.e.,

neighbors) of a node (i.e., subnetwork) remains roughly same as the size of the network

increases. As a result, we conclude that for k ≤ 4, we can enumerate and store all the
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Figure 3-4. The number subnetworks with at most k nodes for networks of different
sizes.

subnetworks in our dataset. The number of subnetworks for k = 5 is still small enough to

handle. However, in practice it is unlikely for a single reaction to replace a subnetwork

with such a large number of reactions. We expect that k ≤ 4 would be sufficient to find

most of the alternative subnetworks. Hence, we use k ≤ 4 in our experiments.

3.2.3 One-to-many Mappings within and across Major Clades

In Section 3.2.1, we demonstrated that our algorithm can find alternative subnetworks

on a number of examples. An obvious question that follows is: How frequent are such

alternative subnetworks and what are their characteristics? In other words, is there

really a need to allow one-to-many mappings in alignment. In this experiment we aim to

answer these questions.

We conduct an experiment as follows. We first pick 9 different organisms 3 from

each major phylogenic clade. These organisms are T.acidophilum, Halobacterium

sp., M.thermoautotrophicum from Archaea; H.sapiens, R.norvegicus, M.musculus
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from Eukaryota; and E.coli, P.aeruginosa, A.tumefaciens from Bacteria. We then

extract 10 common networks for these 9 organisms from KEGG. For each of these

common networks, we choose all possible pairs of the 9 organisms (
(

9
2

)
= 36) and

align that specific network for all organism pairs. In these alignments we exclude the

self alignments and the alignment with parameter k = 1 since those will definitely

incur a bias favoring the number of one-to-one alignments. We computed all possible

alignments (10 × 36 = 360) for k = 2, 3 and 4 (360 × 3 = 1,080 alignments in total).

Finally, we calculated the number of four possible types of subnetwork mappings

which are 1-to-1, 1-to-2, 1-to-3 and 1-to-4. We hypothesize that the metabolisms of

the organisms within a clade will tend to perform the same function through the same

(or similar) sized sets of reactions while those across different clades will perform from

alternative subnetworks of varying sizes.

Table 3-3 summarizes the results of this experiment. The percentages of each

mapping type between two clades is shown as a row in this table. The first three rows

corresponds to alignments within a clade and the last three represents alignments

across two different clades. An important outcome of these results is that there are

considerably large number of one-to-many mappings between organisms of different

clades. In the extreme case (last row), nearly half of the mappings are one-to-many.

The results also support our hypothesis that one-to-one mappings is more frequent for

alignments within the clades compared to across clades due to high similarity between

the organisms of the same clade. For instance, for both the first and last row one side of

the query set is the Eukaryota. However, going from first row to last, we see around 40%

decrease in the number of one-to-one mappings and 250%, 850% and 450% increase

in the number of 1-to-2, 1-to-3 and 1-to-4 mappings respectively. Considering Archaea

are single-celled microorganisms (e.g., Halobacteria) and Eukaryota are complex

organisms with cell membranes (e.g., animals and plants), these jumps in the number

of one-to-many mappings suggest that the individual reactions in Archaea are replaced
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by a number of reactions in Eukaryota. These results have two major implications.

(i) One-to-many mappings are frequent in nature. To obtain biologically meaningful

alignments we need to allow such mappings. (ii) The characteristics of the alterative

subnetworks can help in inferring the phylogenic relationship among different organisms.

3.2.4 Evaluation of Running Time and Memory Utilization

SubMAP allows one to many mappings to find biologically relevant alignments.

This however comes at the expense of increased computational cost. Theoretically,

this increase can be exponential in k in the worst case. The worst case happens when

the network is highly connected. Metabolic networks however are sparse and their

connectivity follows power law distribution [95]. In order to understand the capabilities

and limitations of our method we examine its performance on real datasets in terms of

its running time and memory usage.

We evaluate the performance of our method for querying a database of networks

as follows. We create a query set by selecting 50 networks of varying sizes from our

dataset described at the beginning of this section. We then select another 50 networks

of different sizes to use as our database set for this experiment. We pick the latter 50

networks such that the average reactions per network is 21.4, which is very close to

that of the entire database. We then align each query network with all the database

networks one by one for different values of k. We measure the average running time and

the average memory usage for each query network and k value combination. Note that

we do not present any performance comparison with an existing method as the existing

methods do not allow one-to-many mappings. However, our results for k = 1, shows the

performance of our algorithm when we restrict it to one-to-one mappings.

Figure 3-5 shows the average running time of SubMAP for query networks with

increasing number of reactions. When k = 1 (i.e., only one-to-one mappings as in

existing methods), it runs in less than 0.2 seconds even for the largest query network in

our query set. As k increases, the running time increases as well. This is because
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Figure 3-5. The average running time of SubMAP when a query network is aligned with
all the networks in a network database. The selected network database
contains 50 networks. X-axis is the number of the reactions of the query
networks.

the number of subnetworks and the average numbers of forward and backward

neighbors of subnetworks increase with k. However, we observe that our method

can perform alignments in practical time even when k = 4. It aligns networks with around

50 reactions in less than one minute and 20 minutes for k = 3 and 4 respectively. It runs

in less than 15 minutes for the largest query network (72 reactions) in our query set for k

= 3.

We also measure the actual memory usage of our algorithm for real networks

of varying sizes and k values (Figure omitted). For k = 1 or 2, the memory usage is

negligible (1 MB or less) for all networks. Although the memory usage increases with

k, it remains feasible even for query networks with around 50 reactions for k = 4. Our

algorithm uses less than 300 MB for the largest query when k = 3. For two query

networks both with around 50 reactions and k = 4, the memory requirement is around
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Figure 3-6. The average memory utilization of SubMAP when a query network is
aligned with all the networks in a network database. The selected network
database contains 50 networks. X-axis is the number of the reactions of the
query networks.

600 MB. Thus, our algorithm can run on a standard computer for aligning real-sized

metabolic networks.

3.2.5 Discussion

In this chapter, we considered the problem of aligning two metabolic networks.

The distinguishing feature of our work from the literature is that we allow mapping

one molecule of one network to a set of molecules of the other. To address this

problem, given two metabolic networks P and P̄ and an upper bound k on the size

of the connected subnetworks, we developed the SubMAP algorithm that can find

the consistent mapping of the subnetworks of P and P̄ with the maximum similarity.

We transformed the alignment problem to an eigenvalue problem. The solution to this

eigenvalue problem produced a good mixture of homological and topological similarities

of the subnetworks. Using these similarity values, we constructed a vertex weighted
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graph that connects conflicting mappings with an edge. Then, our alignment problem

transformed into finding the maximum weight independent subset of this graph. We

employed a heuristic method that is used to solve maximum weight independent set

problem. The result of this method provided us an alignment that has no conflicting pair

of mappings (i.e., consistent). Our experiments on real datasets suggested that our

method can identify biologically relevant alignments of alternative subnetworks that are

missed by traditional methods. Furthermore, even though SubMAP does not restrict the

topologies of query networks, it is still scalable for real size metabolic networks when the

reaction subsets of size at most four are considered.
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Table 3-1. Extended table of frequently used symbols.
Symbol Description
k Parameter for the largest subnetwork size
Ri, R̄j Subnetworks of query networks
Rk, R̄k Sets of all subnetworks with size at most k
n, m Numbers of the reactions in query networks
Nk, Mk Numbers of all subnetworks of size at most k
Ii, Oi,Ei Set of input compounds, output compounds and enzymes of subnetwork Ri

ϕ Relation which represents the alignment with subnetwork mappings
ϕk Set of all possible one-to-many mappings for a given k
|ϕk| Number of all possible one-to-many mappings for a given k
S Support matrix for reaction subnetwork mappings
Gc Conflict graph

Table 3-2. Alternative subnetworks that produce same or similar output
compounds from the same or similar input compounds in different
organisms.

Network Organisms Input Comp.a Output Comp.b Reaction Mappingsc

Lysine biosynthesis A.thaliana 2,3,4,5-Tetra- LL-2,6-Di- R07613⇔ R02734 + R04365 + R04475E.coli hydrodipico. aminopimelate

Lysine biosynthesis A.thaliana L-Saccharopine L-Lysine R00451 + R00715 + R00716⇔ R00451E.coli meso-2,6-Di.

Pyruvate metabolism E.coli Pyruvate Oxaloacetate R00199 + R00345⇔ R00344H.sapiens

Pyruvate metabolism E.coli Oxaloacetate Phosphoenol- R00341⇔ R00431 + R00726H.sapiens pyruvate

Pyruvate metabolism T.acidophilum Pyruvate Acetyl-CoA R01196⇔ R00472 + R00216 + R01257A.tumefaciens
Glycine, serine, H.sapiens Glycine Serine R00945⇔ R00751 + R00945 + R06171threonine metabolism R.norvegicus L-Threonine
Fructose and E.coli L-Fucose L-Fucose 1-p R03163 + R03241⇔ R03161mannose metabolism H.sapiens L-Fuculose 1-p

Citrate cycle S.aureus N315 Isocitrate 2-Oxoglutarate R00268 + R01899⇔ R00709S.aureus COL

Citrate cycle H.sapiens Succinate Succinyl-CoA R00432 + R00727⇔ R00405A.tumefaciens

Citrate cycle H.sapiens Isocitrate 2-Oxoglutarate R00709⇔ R00362A.tumefaciens Citrate Oxaloacetate

a Main input compound utilized by the given set of reactions;
b Main output compound produced by the given set of reactions;
c Reactions mappings that corresponds to alternative paths. Reactions are
represented by their KEGG identifiers.
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Table 3-3. Characteristics of mappings in between and across three major clades
Percentages of 1-to-1, 1-to-2, 1-to-3 and 1-to-4 mappings in between and
across three major clades (A: Archaea, E: Eukaryota, B: Bacteria).

1-to-1 1-to-2 1-to-3 1-to-4
E-E 89.6 8.8 1.1 0.5
B-B 80.1 16.0 3.1 0.8
A-A 78.3 15.7 4.7 1.3
B-E 69.1 23.1 6.3 1.5
A-B 60.5 28.3 8.5 2.7
A-E 55.8 31.0 10.4 2.8
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CHAPTER 4
LARGE SCALE METABOLIC NETWORK ALIGNMENT BY COMPRESSION

Aligning large scale networks is a computationally challenging problem due to the

underlying subgraph isomorphism problem that has to be solved to find the alignment

that maximizes the similarity between the query networks. Chapters 2 and 3 present

two metabolic network alignment algorithms that tackles the first two challenges in

Section 1.1. However, especially when subnetworks are considered in alignment as

in SubMAP, the running time and memory utilization of alignment methods can still be

prohibitive for large query networks. For instance, SubMAP SubMAP takes around

2 minutes and 200 MBs of memory on the average per alignment with a database of

50 networks with sizes ranging from 2 to 57. Therefore, improving the running time

and memory utilization of the existing alignment methods is necessary to leverage the

alignment of larger scale networks especially when subnetwork mappings are allowed.

In this chapter, we develop a framework that significantly improves the scale of the

networks that can be aligned using existing algorithms. Our framework has three major

phases, namely the compression phase, the alignment phase and the refinement phase.

For the first phase, we develop a compression method that reduces the size of the input

metabolic networks by a desired rate. In other words, we transform the query networks

from their original domains (Figure 4-1A) to a compressed domain (Figure 4-1D). A

single node in compressed domain corresponds to a set of connected nodes and the

edges between them in the original domain. We call each node in the compressed

network a supernode. For instance, Figure 4-1D depicts the compressed networks of

the two input networks in Figure 4-1A when each supernode is allowed to contain up to

two nodes (i.e., only one level of compression is allowed). In the second phase, we carry

out the alignment in the compressed domain by using an existing network alignment

algorithm. Here we use SubMAP as our base alignment method. It is worth noting that,

our framework can be used with other alignment methods as well since the performance
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gain is an inherent property of compression for any base alignment algorithm as long as

the query networks can be compressed. Once the compressed networks are aligned,

we next consider each mapping of supernodes found by the first phase individually.

Each such mapping suggests a smaller instance of network alignment. Figure 4-1F

demonstrates this where two such instances exist. For each of these mappings, we

solve the alignment problem using the base algorithm. At the end of this refinement

phase, the final alignments of reactions are extracted (Figure 4-1G).

We can best describe the need for our framework on an example. Figure 1

illustrates the difference between aligning two metabolic networks in compressed

domain versus aligning them in the original domain without compression. If we use a

base alignment algorithm such as SubMAP or IsoRank, the time and space complexity

of the algorithm is determined by the size of a data structure, named support matrix.

Conceptually, this data structure governs the topological similarities between every

pair of reaction tuples. Each reaction tuple contains one reaction from each of the two

query metabolic networks. A detailed description of this matrix can be found in previous

articles describing the IsoRank [24] and SubMAP methods [96]. The size of this support

matrix is quadratic in terms of both n and m (i.e., O(n2m2)) for IsoRank and for SubMAP

when only subnetworks of size one are allowed. Figures 4-1B and 4-1E illustrate the

support matrices required for alignment starting from the networks shown in Figure 4-1A

and 4-1D respectively. As a result of compression by only one level, the size of the

matrix we need to create, drops to 6×6 from 20×20 which translates into more than a

factor of 10 improvement in the performance of the base method.

Notice that when we compress the network more (i.e., increase the number of

compression levels), the compressed network gets smaller in terms of the number of

nodes. As a result, we can align the compressed networks faster. However, this comes

at the price of two drawbacks both due to the fact that each supernode tends to contain

many nodes from the original domain. First, once we find a mapping for the supernodes
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the alignment of larger scale networks especially when subnetwork
mappings are allowed.

In this paper, we develop a scalable compression technique that sig-
nificantly improves on the resource utilization of existing network
alignment algorithms. We devise a method that uses this compres-
sion technique to first reduce the size of the input metabolic net-
works by a desired factor. In other words, we transform the query
networks from their original domains (i.e., non-compressed) to a
compressed domain by applying a user specified level of compres-
sion. Throughout the rest of the paper, we will refer to this phase as
compression phase. A single node in a compressed domain corre-
sponds to a set of connected nodes and the edges between them in
the original domain. Next, we carry out the alignment in the com-
pressed domain by using an existing network alignment algorithm.
Here we use SubMAP as our base alignment method, however, our
framework can be used with other alignment methods as well since
the performance gain is an inherent property of compression for
any choice of the base algorithm. We perform the initial alignment
of query networks in a compressed domain. Once the networks are
aligned in this domain, we next consider each individual mapping
of supernodes, uncompress them and re-align using the base algo-
rithm again. We name this phase as the refinement phase.
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We can best describe the intuition behind this method on a simple
example. Let P=(V ,E) and P̄=(V̄ ,Ē) be two metabolic networks
where V , V̄ represent the set of nodes that correspond to reac-
tion sets of the networks and E, Ē denote the sets of edges that
correspond to neighborhood relations between reactions of the net-

work. If the directed edge eij ∈ E then the reaction represented
by vi has at least one output compound that is an input compound
for vj . Throughout the rest of the paper we will use this notation
and the reaction-based representation of the metabolic networks.
Now, for the purpose of our example assume n = |V | = 64 and
m = |V̄ | = 32. Also, assume that the base alignment algorithm
we use has a time complexity and space utilization that is quadratic
in terms of n and m (i.e., O(n2m2)). Assuming the constant fac-
tor is 1 in big-oh notation, we can say the base algorithm takes 224

(i.e., 642322) units of running time and memory space. Given a
compression factor c our algorithm first attempts to reduce the size
of the input networks to b n
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c and then does the align-

ment in this compressed domain. With using our method, we can
expect the alignment in the compressed domain to use 22c (i.e.,
2c2c) times lesser amount of running time and memory compared
to the base alignment method. If we use c = 3 for our example, we
achieve a 64 times improvement in the efficiency of base method.

For small compression factors (i.e., c � n and c � m), on the
average, alignment with c + 1 will be 4 times faster than c. Triv-
ial questions at this point are: (1) Whether we can always com-
press the networks by a desired factor? (2) Can we formulate the
optimal compression factor as a function of the sizes of the query
networks? (3) What is the complexity and running time of the com-
pression phase and the refinement phase? (4) What happens when
c is not small compared to network sizes? (5) How much accuracy
we are sacrificing in order to achieve this performance gain? In
the rest of the paper we will address this questions in detail. At this
point, it is important to notice the potential for leveraging the align-
ment of larger scale networks by the framework we are proposing.
The actual performance gain for an alignment will depend on the
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mappings are allowed.

In this paper, we develop a scalable compression technique that sig-
nificantly improves on the resource utilization of existing network
alignment algorithms. We devise a method that uses this compres-
sion technique to first reduce the size of the input metabolic net-
works by a desired factor. In other words, we transform the query
networks from their original domains (i.e., non-compressed) to a
compressed domain by applying a user specified level of compres-
sion. Throughout the rest of the paper, we will refer to this phase as
compression phase. A single node in a compressed domain corre-
sponds to a set of connected nodes and the edges between them in
the original domain. Next, we carry out the alignment in the com-
pressed domain by using an existing network alignment algorithm.
Here we use SubMAP as our base alignment method, however, our
framework can be used with other alignment methods as well since
the performance gain is an inherent property of compression for
any choice of the base algorithm. We perform the initial alignment
of query networks in a compressed domain. Once the networks are
aligned in this domain, we next consider each individual mapping
of supernodes, uncompress them and re-align using the base algo-
rithm again. We name this phase as the refinement phase.
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We can best describe the intuition behind this method on a simple
example. Let P=(V ,E) and P̄=(V̄ ,Ē) be two metabolic networks
where V , V̄ represent the set of nodes that correspond to reac-
tion sets of the networks and E, Ē denote the sets of edges that
correspond to neighborhood relations between reactions of the net-

work. If the directed edge eij ∈ E then the reaction represented
by vi has at least one output compound that is an input compound
for vj . Throughout the rest of the paper we will use this notation
and the reaction-based representation of the metabolic networks.
Now, for the purpose of our example assume n = |V | = 64 and
m = |V̄ | = 32. Also, assume that the base alignment algorithm
we use has a time complexity and space utilization that is quadratic
in terms of n and m (i.e., O(n2m2)). Assuming the constant fac-
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ment in this compressed domain. With using our method, we can
expect the alignment in the compressed domain to use 22c (i.e.,
2c2c) times lesser amount of running time and memory compared
to the base alignment method. If we use c = 3 for our example, we
achieve a 64 times improvement in the efficiency of base method.

For small compression factors (i.e., c � n and c � m), on the
average, alignment with c + 1 will be 4 times faster than c. Triv-
ial questions at this point are: (1) Whether we can always com-
press the networks by a desired factor? (2) Can we formulate the
optimal compression factor as a function of the sizes of the query
networks? (3) What is the complexity and running time of the com-
pression phase and the refinement phase? (4) What happens when
c is not small compared to network sizes? (5) How much accuracy
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In this paper, we develop a scalable compression technique that sig-
nificantly improves on the resource utilization of existing network
alignment algorithms. We devise a method that uses this compres-
sion technique to first reduce the size of the input metabolic net-
works by a desired factor. In other words, we transform the query
networks from their original domains (i.e., non-compressed) to a
compressed domain by applying a user specified level of compres-
sion. Throughout the rest of the paper, we will refer to this phase as
compression phase. A single node in a compressed domain corre-
sponds to a set of connected nodes and the edges between them in
the original domain. Next, we carry out the alignment in the com-
pressed domain by using an existing network alignment algorithm.
Here we use SubMAP as our base alignment method, however, our
framework can be used with other alignment methods as well since
the performance gain is an inherent property of compression for
any choice of the base algorithm. We perform the initial alignment
of query networks in a compressed domain. Once the networks are
aligned in this domain, we next consider each individual mapping
of supernodes, uncompress them and re-align using the base algo-
rithm again. We name this phase as the refinement phase.
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We can best describe the intuition behind this method on a simple
example. Let P=(V ,E) and P̄=(V̄ ,Ē) be two metabolic networks
where V , V̄ represent the set of nodes that correspond to reac-
tion sets of the networks and E, Ē denote the sets of edges that
correspond to neighborhood relations between reactions of the net-
work. If the directed edge eij ∈ E then the reaction represented
by vi has at least one output compound that is an input compound
for vj . Throughout the rest of the paper we will use this notation
and the reaction-based representation of the metabolic networks.
Now, for the purpose of our example assume n = |V | = 64 and
m = |V̄ | = 32. Also, assume that the base alignment algorithm
we use has a time complexity and space utilization that is quadratic

in terms of n and m (i.e., O(n2m2)). Assuming the constant fac-
tor is 1 in big-oh notation, we can say the base algorithm takes 224

(i.e., 642322) units of running time and memory space. Given a
compression factor c our algorithm first attempts to reduce the size
of the input networks to b n

2c
c and bm

2c
c and then does the align-

ment in this compressed domain. With using our method, we can
expect the alignment in the compressed domain to use 22c (i.e.,
2c2c) times lesser amount of running time and memory compared
to the base alignment method. If we use c = 3 for our example, we
achieve a 64 times improvement in the efficiency of base method.

For small compression factors (i.e., c � n and c � m), on the
average, alignment with c + 1 will be 4 times faster than c. Triv-
ial questions at this point are: (1) Whether we can always com-
press the networks by a desired factor? (2) Can we formulate the
optimal compression factor as a function of the sizes of the query
networks? (3) What is the complexity and running time of the com-
pression phase and the refinement phase? (4) What happens when
c is not small compared to network sizes? (5) How much accuracy
we are sacrificing in order to achieve this performance gain? In
the rest of the paper we will address this questions in detail. At this
point, it is important to notice the potential for leveraging the align-
ment of larger scale networks by the framework we are proposing.
The actual performance gain for an alignment will depend on the
topologies of the query networks, the running time complexity of
the base alignment method and the compression factor we use.

• Our experiments show this and that..

• The following summarizes our technical contributions..

• The rest of the paper is organized as follows.

2. COMPRESSION METHOD
In this section, we outline the methods we use in order to com-
press the query networks. First, we describe a greedy method that
selects a minimum degree vertex from the network to do a compres-
sion. Then, we analyze how the randomized version of this greedy
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Figure 4-1. Aligning two metabolic networks with and without compression. Top figures
(a-c) illustrate the steps of alignment without compression. Bottom figures
(d-g) demonstrate different phases of alignment with compression using our
framework. (a) Two hypothetical metabolic networks with 5 and 4 reactions
respectively. Directed edges represent the neighborhood relations between
the reactions. (b) Support matrix of size 20×20 needed for the alignment if
compression is not used. We only show the non-zero entries of a single row
that corresponds to topological support given by b− b′ mapping to possible
mappings of its backward and forward neighbors. Five such mappings
supported equally are denoted by 1

5
s in the matrix, namely a− a′ mapping for

the backward neighbors and c− c′, c− d′, d− c′ and d− d′ mappings for the
forward neighbors. (c) The resulting reaction mappings of alignment without
compression. (d) Query networks shown in (a) in compressed domain after
one level of compression. (e) Support matrix of size 6×6 needed for the
alignment with compression. We only show the entries for the mappings
supported by the a, b− a′, b′ mapping. (f) The resulting mappings from the
alignment in compressed domain. (g) The resulting reaction mappings after
refinement phase of our framework.
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in the compressed domain, we still need to align the nodes of each supernode pair.

For example, after mapping the supernodes (a, b) and (a′, b′) shown in Figure 4-1F, we

need to align the two subnetworks induces by these two supernodes. Thus as the size

of the supernodes grow (i.e., as we compress for more levels), the size of the smaller

problem instances grow as well and resource utilization bottleneck shifts from the

alignment phase to refinement phase. Second, when we use compression the resulting

alignment may not be the same as the one found by the original algorithm. For example,

one out of four mappings in Figure 4-1G (i.e., e − c′) is different than the results of the

base algorithm shown in Figure 4-1C (i.e., e − e′). We calculate the accuracy as the

correlation of the scores calculated for each possible mapping found by our framework in

the compressed domain with the scores for these mapping in the original domain found

by the base method. Bigger compression rates generally mean less similarity between

the results of the two methods (i.e., less accuracy).

Several key questions follow from these observations.

1. How far is our compression method from an optimal compression that produces
the compressed network with the minimum number of nodes?

2. What is the right amount of compression? That is, when does compression
minimize the running time of our overall framework?

3. How does compression affect the alignment accuracy with respect to the base
network alignment method?

In the rest of the chapter we address each of these questions in detail.

Our experiments on metabolic networks extracted from KEGG pathway database [7]

demonstrate that our compression method reduces the number of vertices and edges

by almost half at each level of compression (Section 4.3.1). As a result of this reduction,

we observe significant amount of improvement in running time and memory utilization of

our earlier alignment algorithm SubMAP (Section 4.3.2). Lastly, we analyze the accuracy

of our framework as compared to the base alignment algorithm. The results suggest

that the alignment obtained by only one level of compression captures the original

100



alignment results with very high accuracy and the accuracy decreases with further levels

of compression (Section 4.3.3).

Our technical contributions can be summarized as follows. We devise an efficient

framework for the network alignment problem that employs a scalable compression

method which shrinks the given networks while respecting their topology. We prove the

optimality of our compression method under certain conditions and provide a bound on

how much our compression results can deviate from the optimal solution in the worst

case. We provide a mathematical formulation that serves as a guideline to select an

optimal number of compression levels depending on the input characteristics of the

alignment.

The organization of the rest of this chapter is as follows. Section 4.1 presents the

method we propose for compressing the metabolic networks. Section 4.2 describes

the remaining phases of our framework that performs the alignment in compressed

domain and analyzes its complexity. We report our experimental results on a dataset of

metabolic networks in Section 4.3.

4.1 Compression Phase

In this section, we describe the method we develop in order to compress the

query networks. Before going into detail, it is important to state that we are using a

reaction-based model for representing metabolic networks throughout this chapter.

Formally, we represent a metabolic network with P = (V , E) where V is the set of

all reactions of the network and E is the set of directed edges between them. An

edge eij ∈ E exists if and only if the reaction vi has at least one output compound

which is an input for the reaction vj. In the following, we first describe our network

compression method (Section 4.1.1). We use the shorthand notation MDS (minimum

degree selection) to refer to this method in the rest of the chapter. We, then, prove

the optimality of MDS under certain conditions and provide an upper bound for the
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number of compressions that can be missed by this method with respect to the optimal

compression (Section 4.1.2).

4.1.1 Minimum Degree Selection (MDS) Method for Compression

Let P = (V , E) be the reaction-based representation of a metabolic network and

c denote the user specified parameter for the desired level of compression. For x =

1, ..., c, we denote the compressed form of P after x compression levels with P x =

(V x, Ex). To simplify our notation, we assume that P 0 = P . We construct P x from

P x−1 for each x = 1, ..., c. Each v ∈ V x is either a node from V x−1 or a supernode that

contains two nodes of V x−1. In summary, we construct V x from V x−1 in a number of

consecutive steps. At each step, we choose a pair of connected nodes in V x−1 that

are not compressed in earlier steps of the current compression level. We then merge

this node pair into a supernode and add it to V x. We repeat these steps until there is

no such node pair in V x−1. Assume that the number of such steps is t for compression

level x. We denote the state of the network after the ith step during the xth level of

compression as P x
i =(V x

i ,Ex
i ) (Figure 4-2B). Note that, V x

t =V x and V x
i ⊆ V x−1 ∪ V x for

each i = 1, ..., t as the nodes of V x
i are either singleton nodes from V x−1 or supernodes

from V x.

We are now ready to discuss how we compress P x−1 to get P x. We define the

degree of a non-compressed node v in a given network as deg(v) = indeg(v) +

outdeg(v), where indeg(v) (outdeg(v)) denotes the number of incoming edges from

(out-going edges to) non-compressed nodes in the network. We say that two nodes

in a network are neighbors if they are connected by at least one edge. We denote the

set of neighbors of a node v with N(v). We start the compression by initializing V x
0 =

V x−1, Ex
0 = Ex−1. Then, while there exists a non-compressed node with degree greater

than zero at the current state of the network, say P x
i−1, we apply the next step, the ith

step, of compression to obtain P x
i from P x

i−1. Figure 4-2 depicts the states of an example

network before (Fig. 4-2A) and after (Fig. 4-2B) the ith step of compression. We start
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the ith step by selecting a node with minimum positive degree among the nodes in

V x
i−1. If there are more than one such node, we select the first one among them. In

our example in Figure 4-2A, the node with minimum degree is unique and is shown

by va. We use the term minimum degree as a shorthand for minimum positive degree

to exclude singleton nodes from this selection. This way we ensure that deg(va) > 0

and N(va) is non-empty. We select one such neighbor from N(va), say vb. The only

node in N(va) in Figure 4-2A is denoted with vb. We, then, merge va with vb to form the

supernode vab = {va, vb}. Figure 4-2B illustrates this newly created node vab. This is the

only compression to be done at the ith compression step. Next, we create the new node

set as V x
i = V x

i−1 ∪ {vab} − {va, vb}. For creating the edge set Ex
i , we first initialize it to

Ex
i−1 and remove all the incoming and out-going edges of va and vb from it. Then, we

insert an incoming edge to vab from each node in V x
i−1 − {va, vb}, which has an out-going

edge to either va or vb in the previous edge set Ex
i−1. We insert out-going edges from vab

to other nodes in a similar manner. Figure 4-2 illustrates the changes in the edge set

after creating vab. Notice that for each i = 1, ..., t, the set V x
i contains a mixture of nodes

and supernodes. After each such step, the overall size of the network decreases by one

and the number of edges of the new network decreases at least by one. For instance

in Figure 4-2, the number of nodes dropped from five to four and the number of edges

dropped from six to five. The compression of P x−1 to get P x continues by applying

another compression step until there are no more non-compressed nodes with degree

greater than zero.

The discussion above describes the intermediate compression steps of the

MDS method to perform a single level of compression on a given network. Given a

compression level c, for each level x = 1, ..., c, we apply the same compression steps

on P x−1 = (V x−1, Ex−1) by initially treating P x−1 as a non-compressed network with no

supernodes. As a result of this process, after finishing the xth level of compression,

the actual number of reactions that each node of V x can contain is assure to be in the
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vbav

A

vab

B

Figure 4-2. One compression step of the MDS method on a hypothetical metabolic
network P . Small circles represent reactions and big circles represent
supernodes that result from earlier steps of compression. A solid arrow
represents an edge between two non-compressed nodes in the current
compression level. A dashed arrow denotes an edge between a supernode
and another node in the network. While calculating the degrees of the
non-compressed nodes, only the solid arrows are taken into account. (a)
The state of network P during compression level x before the ith
intermediate step (i.e., P x

i−1). The node with the minimum degree is denoted
with va and its first neighbor is denoted with vb. (b) The state of this network
after the ith compression step (i.e., P x

i ). We denote the node resulted from
the compression at this step with vab.

interval [1, 2x]. The limitation on the number of reactions in each node allows the MDS

method to respect and highly preserve the initial topology of the query networks. This is

very important for the alignment as it makes significant use of the network topologies.

Additionally, the bound on the number of reactions in each supernode translates to a

uniform compression for both networks which limits the sizes of the smaller alignment

problems we can encounter in the refinement phase (Section 4.2.3). This allows us to

keep under control the complexity and the running time of the refinement phase of our

alignment framework.

4.1.2 Optimality Analysis for MDS

In the previous section, we described in detail the compression method (MDS) we

use in our framework. Ideally, it is preferable to compress the given network as much as

possible at each compression level. This is because smaller network size often implies

smaller time and memory usage for the alignment. We say that a compression is optimal
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if the resulting compressed network contains the smallest number of nodes among

all possible compressions with the restriction that each non-compressed node can be

merged with at most one other non-compressed node at each compression level. We

name the hypothetical optimal compression method that can achieve the best possible

compression rate as OPT . In the rest of this section, we analyze the optimality of our

MDS method under different conditions. We first consider each connected component

of the input network that will be compressed separately and then integrate their results

to generalize our analysis for networks with arbitrary topologies.

We start by introducing the notation we use in this section to handle networks with

more than one connected components. Let P be a metabolic network with r connected

components. We denote these components by C1 = (V̂1, Ê1), C2 = (V̂2, Ê2), ..., Cr =

(V̂r, Êr) such that P = (
⋃r
j=1 V̂j,

⋃r
j=1 Êj). Let C = (V̂ , Ê) be an arbitrary component

of P and ∗x represent the compressed form of C after x levels of compression using

either the MDS method or OPT that achieves the optimal compression. We use ∗

(star) as a generic symbol to avoid introducing new symbols for each compressed

component in places where only their sizes are of relevance. We use MDS(C, ∗x),

OPT (C, ∗x) to denote the total number of compression steps performed to transform

C into its compressed form after x levels of compression by using the corresponding

methods. Recall that each compression step reduces the network size by one. Thus,

the bigger these values (MDS(C, ∗x) and OPT (C, ∗x)) the better they are in terms of

compression rate. The first and second arguments in this notation can be any state of a

connected component or a network at any point during the compression. For instance,

OPT (Cx
i , ∗x) denotes the number of compression steps taken by OPT starting from

(i+ 1)th intermediate step of the xth level until the xth level of compression is completed.

In the following, we first prove that the MDS method makes an optimal choice in

terms of which two nodes to compress at each compression step if there exists a node

with degree one in the current state for a given component. We, then, show that if no
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node with degree one exists at a compression step taken by MDS can increase the size

of the compressed component by at most one as compared to the one found by OPT .

Finally, by aggregating the results from each component, for a given metabolic network

P and a compression level c, we develop an upper bound on the size of the compressed

networks obtained by MDS with respect to the size of network that can be obtained by

the optimal method.

Lemma 5. Let C = (V̂ , Ê) denote a connected component of a given metabolic network

P . Let Cx
i = (V̂ x

i , Êx
i ) denote the state of C after the ith step of the xth compression

level. If there exists a node in V̂ x
i with degree one, then the compression step taken by

the MDS method to create the next state Cx
i+1 is optimal. Formally,

OPT (Cx
i , ∗x) = 1 +OPT (Cx

i+1, ∗x) (4–1)

Proof: We prove (4–1) by contradiction in two parts:

Part 1. OPT (Cx
i , ∗x) 6< 1 + OPT (Cx

i+1, ∗x)

Part 2. OPT (Cx
i , ∗x) 6> 1 + OPT (Cx

i+1, ∗x)

The first part (i.e., 6<) is trivial. The number of compression steps of OPT after

performing one step of compression cannot be larger than the number before performing

this step, otherwise the solution of OPT (Cx
i , ∗x) cannot be optimal. This leads to a

contradiction, hence proves Part 1.

To prove the second part (i.e., 6>), it is important to recall how the MDS method

progresses given the state Cx
i at which there exists at least one node va with deg(va) =

1. This method picks va. The node va has exactly one non-compressed neighbor, say

vb. Thus, MDS merges them to create the supernode vab (Figure 4-2). We complete

the proof by considering two cases. In the first case the OPT method merges va and vb

while compressing Cx
i . In this case, we can assume that OPT takes this step as its next

step in compressing Cx
i , since a fixed compressed network can be obtained by arbitrarily

shuffling the order of intermediate steps. Therefore, if va and vb are compressed at
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any point in the optimal method, then the optimal solution for Cx
i+1, which is created by

applying the MDS method on Cx
i , has exactly OPT (Cx

i , ∗x) − 1 compressions. Hence,

OPT (Cx
i , ∗x) = 1 + OPT (Cx

i+1, ∗x) and OPT (Cx
i , ∗x) 6> 1 + OPT (Cx

i+1, ∗x)

In the second case va and vb are not merged together in the optimal solution. This

case implies va is left as a singleton at the end of the xth level as deg(va) = 1. Then, the

network that results after removing va and all the edges connected to it can have at most

OPT (Cx
i , ∗x) compressions until the end of the xth level since otherwise it contradicts

with the optimality of MDS. This shows that the number of compressions that can be

achieved when va is left as a singleton cannot be greater than one plus OPT (Cx
i+1, ∗x).

Thus, OPT (Cx
i , ∗x) 6> 1 + OPT (Cx

i+1, ∗x) and combining it with the first part (i.e., 6<) we

getOPT (Cx
i , ∗x) = 1 + OPT (Cx

i+1, ∗x).

Lemma 6. Let C = (V̂ , Ê) denote a connected component of a given metabolic network

P . Let Cx
i = (V̂ x

i , Êx
i ) denote the state of C after the ith step of the xth compression

level. If the node with minimum degree in V̂ x
i has degree greater than one, then the

compression step taken by the MDS method to create the next state Cx
i+1 can increase

the size of the optimal compressed network that can be obtained from the state Cx
i by at

most one. Formally,

OPT (Cx
i , ∗x) ≤ 2 +OPT (Cx

i+1, ∗x) (4–2)

Proof:

Let va be the first node in the list of minimum degree nodes in V̂ x
i . From the

assumption we know deg(va) > 1 and hence it has at least one non-compressed

neighbor node of vb that also has deg(vb) > 1. Without loss of generality assume that

the MDS method merges va and vb to create the supernode vab at the compression step

from Cx
i to Cx

i+1. This step can prevent at most one neighbor of va, say vc, and at most

one neighbor of vb, say vd, to be merged with the corresponding node in later steps.

Notice that vc and vd are not necessarily distinct. The MDS algorithm can also merge

vc and vd in the next steps if they are also neighbors though we do not know it for sure
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at this point. This results in either one compression or two compressions using only

the four nodes va, vb, vc and vd by the MDS method. Next, we calculate the number of

compression steps that the OPT method can take for compressing these four nodes.

There are three cases to consider:

Case 1. The OPT method merges va with vb at any point during the xth level of compression.
This case is equivalent to merging va with vb in the next step by MDS and then
compressing the rest of the network by OPT . In other words, MDS already takes
the optimal compression step. Hence, OPT (Cx

i , ∗x) = 1 + OPT (Cx
i+1, ∗x) ≤ 2 +

OPT (Cx
i+1, ∗x).

Case 2. The OPT method merges va with vc at any point during the xth level of compression.
The worst case scenario for the MDS method in this case is when vc is not
connected to vd and the OPT method merges vb with vd in a later step. This way
the OPT method optimally compresses four nodes down to two supernodes,
namely vac and vbd. On the other hand the MDS method creates a single
supernode, vab, and the nodes vc and vd remain as singleton However, even for
this worst case, the MDS method prevents only one compression step to take
place with respect to OPT . Hence, OPT (Cx

i , ∗x) ≤ 2 + OPT (Cx
i+1, ∗x).

Case 3. The OPT method merges vb with vd at any point during the xth level of compression.
We can prove this similar to Case 2 by the symmetry.

Using lemmas 5 and 6, Theorem 3 develops an upper bound on the number of

compression that can be missed by MDS with respect to the optimal compression.

Theorem 3. (OPTIMALITY BOUND FOR MDS) Let P be a metabolic network with r

connected components C1 = (V̂1, Ê1), ..., Cr = (V̂r, Êr) such that P =
⋃r
j=1 Cj and c

be a positive integer given as the desired number of compression levels. Let C = (V̂ ,

Ê) denote an arbitrary connected component of P . Also, let s represent the number of

intermediate steps for which no non-compressed nodes with degree one is found during

the compression from P to P c by the MDS method.

Then, each of the following statements hold:

1.OPT (Cx−1, ∗x) ≤ 2 MDS(Cx−1, ∗x) for x = 1, ..., c.

2.OPT (P, ∗c) ≤ s + MDS(P, ∗c)

3.OPT (P, ∗c) ≤ min{ 2 MDS(P, ∗c), s + MDS(P, ∗c) }.
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Proof:

1. This part follows from Lemma 5 and 6. Lemma 5 states the case when MDS
method is equivalent to OPT . Lemma 6 gives an upper bound on the number of
compression steps that MDS can miss. The worst case is when the boundary
condition of Lemma 6 holds for each step of the xth compression level for Cx−1. In
this case, the number of steps taken by the OPT method while compressing Cx−1

is two times the number for the MDS method.

2. This part also follows from Lemma 5 and 6. Throughout the compression of the
entire network P by c levels, each step of the MDS method that satisfies the
condition in Lemma 6 can decrease the number of possible merge operations
by one with respect to OPT . By simply counting these steps, at the end of the
execution of the MDS method we can give the upper bound s+ MDS(P, ∗c) on the
number of optimal compressions OPT (P, ∗c).

3. Part 2 shows that OPT (P, ∗c) ≤ s+ MDS(P, ∗c). It is only necessary to show
OPT (P, ∗c) ≤ 2 MDS(P, ∗c). Part 1 proves this result for a single connected
component C for the xth compression level. P is given as

⋃r
j=1 Cj before the

first level of compression. We know by Part 1 that OPT (C, ∗1) ≤ 2 MDS(C, ∗1).
Summing this up for all j from 1 to r, we get OPT (P, ∗1) ≤ 2 MDS(P, ∗1). This
equation holds for each compression level x from 1 to c. Summation over x gives∑c

x=1 (OPT (P x−1, ∗x)) ≤∑c
x=1 MDS(P x−1, ∗x). Hence, we prove OPT (P, ∗c) ≤ 2

MDS(P, ∗c).

Another way of interpreting Theorem 3 is to transform it to an upper bound on

the size of the compressed network generated by MDS in terms of the one that

can be obtained by OPT . By carrying out this transformation, we answer the first

question we pointed out in the introduction which is “How far is our compression method

from the optimal compression?”. We do this as follows. Let P be a network of size n.

Given compression level c, let us represent the number of compressions steps of the

OPT method with θ = OPT (P, ∗c). Also, let nOPT and nMDS denote the sizes of the

compressed networks obtained by the OPT and MDS methods respectively. By the

bound given in Theorem 3, we know that MDS(P, ∗c) >= d θ
2
e. Therefore, we can write

nOPT = n − θ and nMDS ≤ n − d θ
2
e. Also, we know by definition that θ ≤∑c

x=1 b n2x c.
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Using this inequality, we get:

nOPT ≥ n−
c∑

x=1

b n
2x
c , nMDS ≤ n− d

c∑
x=1

b n

2x+1
ce (4–3)

If we examine the ratio nMDS

nOPT
, for c = 1 we get nMDS

nOPT
≤ 3

2
for arbitrary n (details

omitted). This demonstrates that after one level of compression, the size of the

compressed network found by our method is at most 1.5 times the size of the optimal

network. For x = 1, 2, ..., c, this ratio is proportional with (1.5)x. We can also use the

bound on number of compression steps given in the second statement of Theorem 3

to gather a similar upper bound on the size of the compressed network found by MDS.

The tighter of these two upper bounds on the network size can be calculated during the

execution of the MDS method and reported as an indicator of how much room is left for

improving the compression.

4.2 Alignment Framework

We described the first phase, namely the compression phase in detail in Section 4.1.

Here, we first summarize the base alignment method, SubMAP [96, 97], we use in

our framework in Section 4.2.1. Then, we explain the two remaining phases of our

framework, namely the alignment phase and the refinement phase. The alignment

phase follows the compression phase and utilizes the base method to find an alignment

in compressed domain (Section 4.2.2). The refinement phase applies the base

method on the mappings found in previous phase to further refine the alignment

results (Section 4.2.3). After describing all the phases, we analyze the complexity

of each phase and combine them to obtain the complexity of the entire framework

(Section 4.2.4). Last, we provide a guideline for selecting a compression level that is

expected to give the best performance gain that can be reached by our framework with

respect to the base alignment method (Section 4.2.5).
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4.2.1 Overview of SubMAP

Here, we take a small detour and explain SubMAP, a recent method for aligning

two metabolic networks when they are not compressed. It is worth noting that one can

replace SubMAP with another method with almost no changes in our framework. We

pick SubMAP method for its high accuracy and biological relevance as it considers

subnetworks of the given networks during the alignment. A subnetwork of a network

is a subset of the reactions of that network such that the induced undirected graph of

this subset is connected. Given two metabolic networks P = (V , E) and P̄ = (V̄ , Ē)

and a positive integer k, SubMAP aims to find a set of mappings between the reactions

of P and P̄ with the largest similarity score, such that: (i) Each reaction in P (P̄ ) can

map to a subnetwork of P̄ (P ) with at most k reactions (ii) Each reaction of P and P̄ can

appear in at most one mapping. The first condition allows one-to-many mappings of

reactions, which is essential in capturing functionally similar parts of P and P̄ that are

of different sizes. The second condition enforces consistency of the mappings found by

the alignment. In principle, consistency means that there can be no two mappings in the

alignment that map one node of a network to two different nodes of the other.

The first step of SubMAP is to create the set of all possible subnetworks of size at

most k for each query network. We denote the number of these subnetworks for P and

P̄ with Nk and Mk respectively. The second step of SubMAP is to calculate pairwise

similarities between each pair of these subnetworks one from P and one from P̄ . We

defer the reader to Chapter 3 for the details of the pairwise similarity score. The step

that dominates the time and space complexity of SubMAP is the third step. The aim

of this step is to create a similarity score that combines pairwise similarities with the

topological similarity of the networks. A data structure named the support matrix is

created for this purpose. The size of this matrix is quadratic in terms of the number

of subnetworks of both query networks. In other words, the support matrix requires

O(Nk
2Mk

2) space. This complexity is very important as it is the dominating factor in the
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overall time and space complexity of SubMAP and also it determines the complexity of

the next two steps.

The next step, the fourth step, is to use power method to iteratively distribute the

pairwise similarity scores of the subnetwork mappings to their neighbor mappings to

support their alignment. The fifth and last step of SubMAP is to construct a vertex

weighted conflict graph using the similarity scores found by the fourth step and to

find a maximum weight independent set (MWIS) of this graph. The maximum weight

corresponds to the largest alignment score and the independency of the set assures

the consistency of the mappings reported by SubMAP. The resulting set is a set of

subnetwork mappings of P and P̄ .

4.2.2 Alignment Phase

The SubMAP method described above aligns the networks P = (V , E) and P̄ =

(V̄ , Ē) in their original form. Our framework first compresses each of these networks to

reduce their sizes and then aligns the compressed networks instead of P and P̄ . In this

section, we explain how we align the compressed networks P c and P̄ c that are in the

compressed domain of level c using SubMAP with a given parameter k.

Let us first consider P c = (V c, Ec). Each node va in V c is a supernode of the

reactions in V . Also, by the working of our compression method, we know that each

supernode va contains at most 2c reactions. An edge from the node va to the node

vb exists in Ec if and only if at least one reaction in va has an edge to one reaction in

vb in E. The same arguments hold for the other network P̄ c as well. To align these

compressed networks, we consider their nodes, which are supernodes of reactions, as

if they are the reactions of the metabolic networks P c and P̄ c. This way, we can directly

apply SubMAP to align these networks. As far as the operation of the SubMAP method

is concerned, this is no different than aligning two networks that are identical to these

networks but are in the original domain. The difference is in the interpretation of the

intermediate steps and the form of the mappings found by the alignment. For instance,
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for the first step of SubMAP, we enumerate the reaction subnetworks of size at most k in

the original domain, whereas in the compressed domain we enumerate the subnetworks

of supernodes where each supernode can contain more than one reaction and the

number of such supernodes in one subnetwork is at most k. Similarly, we calculate

the pairwise similarity, the support matrix and the conflict graph for the subnetworks of

supernodes (i.e., nodes of V c) instead of subnetworks of reactions (i.e., nodes of V ).

The resulting alignment gives us a set of mappings between the subnetworks of P c

and P̄ c. We can think of these mappings as a high level view of the alignment between

the networks P and P̄ . For instance, from Figure 4-1F one can immediately see that

the resulting alignment will map node a either to node a′ or node b′ and that these are

the only options for node a which is imposed by the higher level supernode mapping

(a, b − a′b′). In the next phase, we consider each of these supernode mappings as

smaller instances of the alignment problem and solve them to obtain a more refined

alignment of P and P̄ .

4.2.3 Refinement Phase

Each mapping found by the alignment phase is a subnetwork pair where one is from

P c and the other is from P̄ c. The mappings found by SubMAP can have up to k nodes

in one subnetwork and only one node in the other. If we denote a subnetwork of P c with

Rc
i and a subnetwork of P̄ c with R̄c

j, the resulting mappings of the alignment phase will

be in the form (Rc
i , R̄c

j). We can assume, without loss of generality, for this specific pair

that Rc
i contains up to k nodes of P c and R̄c

j contains a single node of P̄ c. Each node

contained in either of these subnetworks is a supernode that contains either one node

or two nodes and an edge between them in the previous level of compression, namely

the (c − 1)th level. For both Rc
i and R̄c

j, we decompress their nodes by one level by

retrieving the connectivity between these nodes in the (c − 1)th compression level that

was encapsulated in the cth level. This decompression results in at most 2k nodes from

(c− 1)th level for Rc
i and at most 2 nodes from (c− 1)th level for R̄c

j. We then recursively
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align these smaller networks generated from Rc
i and R̄c

j by using SubMAP until the

original domain (i.e., c = 0) is reached. At the (c − x)th recursive step, the sizes of two

networks (in terms of the number of reactions they contain from the original domain) to

be aligned can be at most k 2x for one network and 2x for the other.

Figure 4-1F illustrates this on a concrete example. The network on the left has two

supernodes (i.e., (a, b) and (e, d)) each containing two nodes with an edge between

them and one supernode (i.e., (c)) which contains only one node from the previous

level of compression. The one on the right has two supernodes with two nodes in

each. To understand how decompression by one level works, we can focus on the

supernode mapping (e, d) - (c′, d′) which is found in compression level one. We can

think of decompression as removing the circles that surround these supernodes to

get back the connectivity within their nodes in the previous compression level. In our

case, this leads to the small networks d→ e and c′ → d′. We align these small networks

recursively using SubMAP and report their final alignment in only one recursive call

since the compression level is only one for this case. Also, since k = 1 is used for

the ease of this example, the sizes of the networks, in terms of the nodes in original

domain, on each side are at most 2 for the recursive call from c = 1 as can be seen from

Figure 4-1F (i.e., k 2c = 2c = 2 for k = c = 1).

4.2.4 Complexity Analysis

Having finished the discussion of all the three phases, now we can analyze the

overall complexity of our framework. We start from the first phase which is compression

of the input networks P and P̄ by c levels. We first calculate the complexity of the first

compression level for the network P with size n. At each compression step, MDS first

searches for a minimum degree node. Once it finds this node, it picks one of its neighbor

nodes and merges these two nodes. After this merging, it updates the degrees of all

the neighbors of each of the merged nodes. The first two of these operations take O(log

n) time if proper data structures are used and the last one can take O(n) in the worst
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case. Since the size of network P is n, there can be at most b n
2c
c compression steps

during the first level of compression. Hence, the complexity of the compression for the

first level is O(n2). Since the input sizes of this level is larger than all the next levels, we

can safely assume that each of these next levels also take O(n2) and the complexity of

compression by c levels is therefore O(cn2). Even though this is not a tight bound, it is

sufficient at this point for the complexity of the next two phases will dominate it. Since we

compress both networks, the overall complexity for the compression phase is:

O(c(n2 +m2)). (4–4)

For the analysis of the next phases, we make two assumptions both of which are

supported by experimental evidence on the topological properties of metabolic networks.

Our first assumption is that at each level of compression our method reduces the

network size by half. In other words, if the sizes of our query networks are n and m, then

the sizes of the compressed networks after c levels by the MDS method are nMDS =

d n
2c
e and mMDS = dm

2c
e respectively. This is mainly because metabolic networks contain

many nodes with low degrees [95]. Our experiments on a large dataset of metabolic

networks summarized in Table 4-2 supports this as well. The second assumption is that

the number of subnetworks is a constant multiple of the network size for small k values.

In other words, NMDS = α(k) n and MMDS = β(k) m where α(k) and β(k) are functions

of k but are independent of n and m respectively. Our earlier analysis in Chapter 3

demonstrated that the number of subnetworks for k = 3, which is the largest k value we

use here, is in the order of 5|V | for a large set of metabolic networks.

We are now ready to analyze the complexity of the second phase which is the

alignment phase. By the first assumption, we know that the sizes of P c and P̄ c are

nMDS = d n
2c
e and mMDS = dm

2c
e respectively. By the second, we have the number of

subnetworks of these networks as NMDS = α(k) n and MMDS = β(k) m for a given k.

Also, we know that the complexity of SubMAP is quadratic in terms of NMDS and MMDS
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from Section 4.2.1. Therefore, the complexity of the second phase is:

O(
α(k)2β(k)2n2m2

24c
). (4–5)

The complexity of the refinement phase has two factors in it. The first one is the

number of mappings found by the alignment phase. Since we know that SubMAP

allows each node of both networks to be reported in at most one mapping, we have

a trivial upper bound on the number of possible mappings in terms of n and m. The

biggest number of mappings is reported when all the subnetworks of both networks are

singletons. In this case, the number of reported mappings is the minimum of n and m.

We can assume without loss of generality that n < m and hence this number is O(n).

The second factor is the sizes of each of these O(n) smaller alignment problems that

needs to be solved by SubMAP again to refine the mappings results. As we discussed

in Section 4.2.3, the sizes of the networks created by decompressing the mapped

subnetworks by one level are at most k 2c on one side and at most 2c on the other.

The number of subnetworks that can be created from these networks are α(k) k 2c

and β(k) 2c for the corresponding sides. Therefore, each mapping can be refined by

decompressing and applying SubMAP which is O(α(k)2 k2 22c β(k)2 22c). We do this

refinement for O(n) times in the worst case, hence the complexity of the refinement

phase is:

O(α(k)2β(k)2nk224c). (4–6)

Combining the results of Equations 4–4, 4–5 and 4–6, we can see that the overall

complexity of our method is determined by the second or the third phase depending

on the value of c. For small values of c and k such as 1, 2 and 3, the second phase

dominates the overall complexity. Larger values of c results in a costlier refinement

phase and a less expensive alignment phase. Very large values of k imply exponentially

many subnetworks in which case the above complexity analysis would not hold and the

alignment problem may become intractable with or without compression.
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4.2.5 How Much Should We Compress?

In this section, we provide a guideline for selecting a value for compression level

c that results in the minimum running time, among other possible values, for our

framework to align the query networks with for a given k. We make extensive use of

the complexity results found in Section 4.2.4 in the proof of the below theorem which

formulates the optimal c for a given k value and the two query networks with sizes n and

m. This theorem answers the question “What is the right amount of compression that we

need to use in order to minimize the running time of our framework?”.

Theorem 4. (OPTIMAL LEVEL OF COMPRESSION) Let P = (V , E), P̄ = (V̄ , Ē) be two

metabolic networks with sizes n and m respectively, and k be a given positive integer.

Assume without loss of generality that n < m. Then, the compression level c that gives

the optimal compression is:

c =
log2(nm2k−2)

8
. (4–7)

Proof: Given P and P̄ , we want to find c value such that the difference between the

complexity of applying SubMAP to align these networks in their original domain for a

given k and the complexity of using our framework that aligns P with P̄ in compressed

domain for the same k value is maximum. We omit the constant factors and use the

algorithmic complexity as the cost of alignment. Under this assumption, the cost of

aligning two networks with sizes n and m with SubMAP in the original domain for a given

k value is:

α(k)2β(k)2n2m2 (4–8)

For our framework, this cost can be determined from the complexities of three

different phases given by the Equations 4–4, 4–5 and 4–6. As discussed, the dominating

factors in the complexity are the last two phases (i.e., Equation 4–5 and Equation 4–6).

Therefore, we write the total cost of aligning P with P̄ in the compressed domain c, for a
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given k value as:
α(k)2β(k)2n2m2

24c
+ α(k)2β(k)2nk224c (4–9)

Our aim is to maximize (4–8) − (4–9) with respect to c. We know that this difference

is negative (i.e., alignment in compressed domain is costlier) when c ≥ n (assuming

n < m as stated in the Theorem) or when c = 0 due to the overhead of compression

and/or refinement phases. We also know that, for c = 1 this difference is positive as

compression by one level always results in less costlier alignments compared to no

compression. Therefore, if there is an extrema of (4–8) − (4–9) with respect to c for

c ∈ (0, n), then this extrema is a maxima meaning that the difference (4–8) − (4–9) is

maximum at that point. We calculate this maxima by derivation of (4–8) − (4–9) with

respect to c and setting it to zero as:

∂((1)− (2))

∂c
= 0

∂{α(k)2β(k)2n2m2 − α(k)2β(k)2n2m22−4c − α(k)2β(k)2nk224c}
∂c

= 0

4 log(2)2−4cα(k)2β(k)2n2m2 − 4 log(2)24cα(k)2β(k)2nk2 = 0

2−4cnm2 − 24ck2 = 0

28c = nm2k−2

c =
log2(nm2k−2)

8
(4–10)

The value obtained from the above discussion is not necessarily a real number. We

suggest using the nearest integer to this value as the number of compression levels in

our alignment. Next, we want to give a few examples for to see what Theorem 4 implies

in practice. Assume we have two networks with sizes n = 20, m = 20 and we want to

align them using our framework for k = 2. Plugging these number in Equation 4–7, we
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get:

c =
log2(2000)

8
=

log2(10.966)

8
∼= 1.37

If we round this to the nearest integer, the Equation 4–7 suggests that we use only one

level of compression for this alignment problem. We can carry the calculations similarly

for another set of inputs n = m = 80 and k = 2 which gives around 2.15, suggesting

2 levels of compression is likely to provide the best running time improvement for this

instance.

4.3 Results and Discussion

In this section, we experimentally evaluate the performance of our framework. First,

we measure the compression rates achieved for different values of c. We, also, compare

the compression rates of the MDS method that selects the first node with minimum

degree at each step with the rates obtained from a number of different compressions

obtained by randomizing this node selection (Section 4.3.1). Then, we analyze the gain

in running time and memory utilization achieved by our framework for different values of

c and k (Section 4.3.2). Last, we examine the accuracy of the alignments found by our

framework. We measure the accuracy in terms of the Pearson’s correlation coefficient

between the scores of mappings resulted from alignment in compressed domain and the

ones resulted without compressing the networks (Section 4.3.3).

Dataset: We use the metabolic networks from the KEGG pathway database [7]. We

downloaded all metabolic networks with at least 10 reactions for 20 different organisms.

This resulted in 620 networks in total with sizes ranging from 10 to 97. In order to obtain

larger networks, we combined all the metabolic networks belonging to carbohydrate

metabolism for each organism into one larger network for 10 of these organisms.

Similarly, we combined the networks of cofactor and vitamins metabolism of each of

these 10 organisms. The sizes of these 20 combined networks range from 59 to 279

reactions. In total, our dataset contains 640 metabolic networks that have sizes in the

interval [10, 279].
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Implementation and system details: We implemented our compression and alignment

algorithms in C++. We ran all the experiments on a desktop computer running Ubuntu

10.10 with 4 GB of RAM and two 2.66 GHz processors.

4.3.1 Evaluation of Compression Rates

The efficiency of our alignment framework depends on how much the query

metabolic networks can be compressed. For this reason, in this experiment, we

measure the number of nodes and edges of the networks in our dataset before and

after compressing them. Recall that the MDS method selects the first node from the list

of nodes with minimum degree at each intermediate step and compresses it with its first

neighbor from the list of its neighbors. In order to evaluate stability of our compression

method, for each network in our dataset we generated a number of different compressed

networks by randomizing the minimum degree selection step of our method. In the

following, we examine how much compression we achieve by the MDS method and

discuss its stability.

Table 4-2 summarizes the compression rates achieved by our method for networks

of different sizes. We divide all the metabolic networks in our dataset into six groups

according to the number of their reactions (i.e., network size). The first column in

Table 4-2 lists the network size intervals we used for each group. Each row of this table

shows the number of nodes and edges averaged over all the networks in this group

before and after compression. The two columns with c = 0 correspond to the average

number of nodes and edges of the networks with no compression respectively. For

c ∈ {1, 2, 3}, we split each row corresponding to an interval into two. The upper part

denotes the average node and edge numbers for the compressed network if the MDS

method is used. The lower part represents the numbers gathered when we introduce

randomization in the node selection. That is at for compression step at which there are

more than one nodes with minimum degree, we select one node among them randomly

and we repeat this process 10 times to obtain different compressions. Each value in the
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lower portions of the rows in Table 4-2 denotes the average of the corresponding value

over these 10 different runs of compression.

One conclusion that can be drawn from Table 4-2 is that independent of the network

size, our compression method performs well in practice. On the average, with only

one level of compression we achieve network sizes that are 62%, 68% and 77% of

the network size in the previous compression level for c = 1, 2 and 3. In other words,

our method compresses the entire dataset down to 62%, 42% and 33% of the sizes of

original networks for c = 1, 2 and 3 respectively. These compression values suggest that

our framework has great potential in scaling the network alignment to large metabolic

networks. As an example, consider the row corresponding to interval [80, 100) in

Table 4-2. We see that instead of aligning a network with 88 nodes and 309 edges,

we can apply three levels of compression first and do the alignment with a significantly

smaller network with only 20 nodes and 60 edges. Another observation is that, we get

the most of the reduction in network size after the first compression level. That is, our

method compresses the networks aggressively for c = 1 and achieves 62% compression

rate which is close to the half of the size of the networks. As we increase the value of c,

the actual rate of compression at one level reduces.

Another result of this experimental setup is that the MDS method is stable. In

other words, it is not affected by the choice of the node to compress as long as that

node is selected from among the nodes with minimum degree. Focusing on the row

corresponding to interval [80, 100), we can observe that all of the differences for c = 1,

2, 3 are less than one for both the number of nodes and the number of edges. Some

other rows have slightly bigger differences (e.g., the row corresponding to interval [100,

100+]), however, none of them are significant. From the results of this experiment, we

conclude that our compression method is stable and it serves as an efficient first phase

of our alignment framework since it achieves good compression rates on a large dataset

of metabolic networks.
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4.3.2 Evaluation of Running Time and Memory Utilization

In order to understand the capabilities and limitations of our framework, we examine

its performance in terms of its running time and memory utilization on a set of networks

from our dataset that is extracted from KEGG. We used different combinations of k and

c values as well as different networks with sizes from a broad spectrum. When the value

of c is equal to zero, the alignment is carried out completely by a single application of

SubMAP without any compression. This provides us a mechanism to measure how

much performance gain is achieved by our compression based framework with respect

to SubMAP that uses no compression.

To measure the change in resource utilization for different values of k, c and the

network sizes, we generated a large number of alignments between the networks in our

dataset. We create a query set by selecting networks of varying sizes from the interval

[20, 279]. We also select 10 networks with sizes very close to multiples of ten starting

from 10 to 100 as our database set. The average network size of this set is 55, which

is greater than double the average size for the overall dataset (26.66). For each query

network we run an alignment with all the networks in the database set for each k value, c

value combination. We have twelve combinations in total for k = 1, 2, 3 and c = 0, 1, 2,

3.

Figure 4-3A illustrates the average running time of our framework for query

networks with increasing number of reactions when k = 1 is used for each alignment.

We plot all the results for all four different compression values and also draw the fitting

curves to better illustrate the trend in the increase of running time. We can observe from

the figure that each additional compression level improves the running time over the

previous one for all query sizes when k = 1. We obtain the largest gain in running time

by only one level of compression for the first level. This is expected considering that the

first level of compression achieved the largest compression rate as shown in Table 4-2.

The second compression level improves the running time by a smaller factor compared

122



to the first and by a larger factor compared to the third level. For k = 1 we were able to

plot all the points for all c values as the running time for even the largest query network

(i.e., size 279) with no-compression (i.e., c = 0) is still practical, around 100 seconds.

Figure 4-3B is created similar to Figure 4-3A but k = 2 is used instead. We

observed that most of the alignments in the original domain c = 0 did not finish in less

than a cutoff time which we set as one hour. This is because the number of subnetworks

increased significantly when the value of k is increased to two. Therefore, we did not

plot the running time values for c = 0. To simplify the figure, we also omitted the plot

for c = 1 as it is very similar to the results for c = 2. We make the decision of whether

or not to plot a point by looking at the percentage of alignment queries that completed

before the cutoff time. If out of ten possible alignments for a specific query network, at

least eight (i.e., 80%) are completed before the cutoff, then we plot the running time for

this query size and for the corresponding c value in our figure. Focusing on a specific

network size in Figure 4-3B, we can observe significant decrease in running time due

to compression by three levels instead of two. For instance if we look at the network

size that is closest to 200, the average running time of a query is around 20 minutes

for c = 2 and it drops to almost 2 minutes when c = 3. Additionally, the points that are

omitted from the Figure 4-3B due to the one hour cutoff time suggest that by using the

correct amount of compression, our framework makes it possible to align networks that

could not be aligned with the base method which is SubMAP in our case. We believe

this is an important step in leveraging larger scale network alignments for they provide a

more complete picture of functional similarities and evolutionary differences between the

metabolic networks of two or more organisms.

We omit the details and figures for the memory utilization due to the space

constraints. We mention briefly that on the average the memory required for alignments

in compressed domain is around 30% of that needed for alignment with no compression

using the SubMAP method. Therefore, our framework demonstrates a great potential
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in overall to provide significant improvement in both the running time and the memory

utilization of the base alignment method. This allows us to align large networks that

could not be aligned by existing methods by utilizing the same hardware.

4.3.3 Accuracy of the Alignment Results

We conclude our experimental results by answering the last question that remained

unanswered among the questions we asked in the introduction. “How does compression

affect the alignment accuracy?” In order to answer this, we calculate a correlation

between the scores of each possible mapping in compressed domain and the scores

that we obtain for these mappings from the original SubMAP method. We consider

the scores of each possible subnetwork mapping of compressed nodes found by our

framework. Since the mappings found by SubMAP are not of the same form with the

mappings in compressed domain, we calculate a score value for each mapping in

compressed domain by using the scores of the mappings found by SubMAP. This way,

we get two sets of score values one from SubMAP one from our framework for the same

set of mappings. We calculate the Pearson’s correlation coefficient between these two

sets of scores as an indicator of the similarity between the results of the two methods.

Before looking at the correlation values we found, it is important to describe how we

calculate a score for a mapping in compressed domain from the mappings of SubMAP.

Let P 1 and P̄ 1 denote the one level compressed forms of two metabolic networks.

Let (v1- {v̄1, v̄2}) denote a mapping in compressed domain where v1 is a subnetwork

of P 1 and {v̄1, v̄2} is a subnetwork of P̄ 1. Also, let v1 = {r1, r2}, v̄1 = {r̄1, r̄2} and v̄2

= {r̄3}. We know the edge that maps these two subnetworks has a mapping score

in the compressed domain and let us denote it by |e1| for c = 1. We want to compute

a mapping score, say |e|, for (v1- {v̄1, v̄2}) from the mappings in original domain that

is comparable to |e1|. This subnetwork mapping in compressed domain contains six

possible mappings in the original, namely (r1, r̄1), (r1, r̄2), (r1, r̄3), (r2, r̄1), (r2, r̄2) and

(r2, r̄3). Let us denote the scores of these mappings in the original domain by |ei| for
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Figure 4-3. The average running time of our framework when each query network is
aligned with all the networks in the selected database set (a) when k = 1
and (b) when k = 2. x-axis is the network size in terms of the number of
reactions. c = 0 denote the alignments performed with no compression. c =
1, 2, 3 denote the results of our framework that compresses both the query
and the database networks by c levels before aligning them.
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i = 1, 2, ...,6 respective to their ordering. Then, we compute the mapping score |e| as

1
6

∑6
i=1 ei. It is important to note that, this score is a conservative choice among other

possible scoring options. This is because the average can include mapping scores of

subnetworks with very low similarities from the original domain of SubMAP. This can

underestimate the correct mapping score of |e| and hence degrade the correlation of

compressed domain and original domain mapping scores. Overall, for each mapping in

compressed domain with a score |ec| and we calculate the corresponding score |e| in the

original domain using this average score.

Table 4-3 summarizes the correlation values found from a total of 3600 alignments.

For each of the nine combinations of k = 1, 2, 3 and c = 1, 2, 3, we ran 400 alignments

in the compressed domain and calculated the correlation of each with the alignment

that has the same k value but is in the original domain (i.e., c = 0). Table 4-3 shows

the average correlation values of these 400 alignments for each k value, c value

combination. The first column indicates that the alignment found by using only one

compression level is highly similar to the alignment using the base method. Combining

this with the running time gain in Figure 4-3A for c = 1, we can strongly argue that

compression by one level not only provides significant improvement in running time

but also accurately captures very high percent of the original alignment results. The

accuracy measured in terms of correlation drops to 0.57 on the average when we

perform the second level of compression and to 0.51 for the third level. These results

suggest that we can almost always use one level of compression to benefit from a high

performance gain without losing much accuracy in terms of the alignment results. For

c = 2 and c = 3, even though the accuracy of their results are significantly better than

random, they should be used with caution if the accuracy of the alignment is the main

concern.
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4.3.4 Discussion

In this chapter, we considered the problem of aligning two metabolic networks

particularly when both of them are too large to be dealt with using existing methods.

To solve this problem, we developed a framework that scales the size of the metabolic

networks that existing methods can align significantly. Our framework is generic as

it can be used to improve the scalability of any existing network alignment method. It

has three major phases, namely the compression phase, the alignment phase and the

refinement phase. For the first phase, we developed an algorithm which transforms

the given metabolic networks to a compressed domain where they are summarized

using much fewer nodes, termed supernodes, and interactions. In the second phase,

we carried out the alignment in the compressed domain using an existing method,

SubMAP, as the base alignment algorithm. In the refinement phase, we considered

each individual mapping of supernodes one by one. Each such mapping corresponds

to a smaller instance of network alignment. For each of these mappings, we solved

the alignment problem using SubMAP as our base method. Our experiments on the

metabolic networks extracted from the KEGG pathway database demonstrate that our

compression method reduces the number of reactions by almost half at each level of

compression. As a result of this compression, we observe that SubMAP coupled with

our framework can align twice or more as large networks as its original version can

using the same amount of resources. Our results also suggested that the alignment

obtained by only one level of compression benefits from a significant performance

gain while capturing the original alignment results with very high accuracy. We believe

that this method takes an important step in scaling the metabolic network alignment

problem to real sized networks, and thus, it will have great impact on making the existing

computational network alignment methods useful for domain scientists.
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Table 4-1. Commonly used symbols in this chapter.

Symbol Description
P = (V , E), P̄ = (V̄ , Ē) Query metabolic networks
V , V̄ Sets of all reactions of the query networks
ri ∈ V , r̄j ∈ V̄ Reactions of the query networks
n = |V |, m = |V̄ | Sizes of the query networks
c, 2c Compression level and compression rate
P c = (V c, Ec) P after c levels of compression
Ci = (V̂i, Êi) A connected component of network P
N(va), deg(va) The set of neighbors and degree of node va
|va| Number of reactions that are contained in va
vab A supernode containing the nodes va and vb
k Parameter for the largest subnetwork size
Rk, R̄k Sets of all subnetworks of size at most k
Ri, R̄j Subnetworks of the query networks
Nk, Mk Numbers of all subnetworks of size at most k

Table 4-2. Summary of compression rates for all the networks in our dataset. We create
six intervals according to number of reactions in these networks. Each row,
corresponding to one such interval, shows the average number of nodes and
edges before compression (i.e., c=0) and after compression of different levels
(i.e., c = 1, 2, 3) both by the MDS method (top entries) and by its randomized
version averaged over 10 different runs (bottom entries).

Network size Average Number of Nodes Average Number of Edges
intervals c=0 c=1 c=2 c=3 c=0 c=1 c=2 c=3

[10, 20) 14.05
8.85 6.37 5.25

18.37
9.22 4.80 1.95

8.86 6.43 5.17 9.21 4.85 2.18

[20,40) 26.74
15.91 10.55 8.10

46.32
25.83 15.44 6.82

15.91 10.72 8.05 25.83 15.66 7.72

[40,60) 47.95
30.81 21.64 17.67

76.76
45.07 32.00 20.24

30.80 21.76 16.99 44.91 33.18 21.52

[60,80) 69.90
40.10 26.00 19.50

198.30
113.70 74.40 45.90

40.16 26.15 18.89 113.96 75.84 48.41

[80,100) 88.25
47.75 27.75 19.88

309.00
165.63 98.13 59.63

47.79 27.69 19.36 165.83 99.38 56.83

[100,100+) 173.44
98.44 61.31 47.44

1619.88
930.81 515.44 248.19

98.32 61.33 45.51 924.46 518.18 276.47

All 26.66
16.06 10.83 8.56

78.82
44.22 25.46 12.48

16.07 10.94 8.39 44.05 25.75 13.72
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Table 4-3. Correlation of the mapping scores found by SubMAP and by our framework.
k/c 1 2 3 Average
1 0.89 0.56 0.53 0.66
2 0.85 0.58 0.50 0.64
3 0.84 0.57 0.49 0.64
Average 0.86 0.57 0.51 0.65
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CHAPTER 5
FUNCTIONAL SIMILARITIES OF REACTION SETS IN METABOLIC NETWORKS

The biological functions of two reaction sets can be equivalent even when their

size, connectivity, intermediate products and catalyzing enzymes are different as we

have seen in the previous chapters. Therefore, there can be cases in which neither the

topological features (e.g., centrality) nor the homological similarities (e.g, enzymes

similarity, compound similarity) provide sufficient information for identifying such

functional similarities. Other than homology and topology based methods, another

common way to analyze metabolic networks is to identify their metabolic capabilities in

terms of their steady states. A steady state of a network is a feasible flux distribution

that represents a possible long term outcome of that network. These states define a

polyhedral cone in a high dimensional space where fluxes of the network correspond to

dimensions. Figure 5-1 depicts an example of a metabolic flux cone of a hypothetical

network with three fluxes.

A number of models have been proposed to analyze the metabolic capabilities of

a network, such as elementary flux modes (EFMs) [98], extreme pathways (EPs) [99],

flux balance analysis (FBA) [100] and minimal metabolic behaviors (MMBs) [101]. All

these models are different interpretations of the flux cone. They compute this flux cone

using the stoichiometric constraints of the reactions of the underlying network in terms

of its extreme rays emanating from the origin of the high dimensional flux space. We

elaborate on these models and some important properties of the metabolic flux cone in

Section 5.1.

At this point, we explain the concept of EFM on a real example as it is an integral

part of the rest of the chapter.

Example 1. Figure 5-2 illustrates a metabolic network with 11 reactions and 7 com-

pounds. Schuster et al. [102] identified six meaningful EFMs of this network. Each EFM

is an 11 dimensional vector (i.e., one dimension per reaction). These EFMs are e1 =[1
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Figure 5-1. An illustration of the impact of a reaction set R on network P. P has five
elementary flux modes (EFMs) denoted by e1, · · · , e5. After inhibiting all
reactions in R, only four of these remain feasible, namely e1, e2, e4 and e5.
The impact of R on P is the change in the flux cone represented by the
shaded polyhedral cone bounded by e2, e3 and e4.

0 1 1 0 1 1 0 0 1 0], e2 =[1 0 1 1 0 1 1 1 0 0 1], e3 =[0 1 -1 0 1 -1 0 1 1 -1 0], e4 =[0 1

-1 0 1 -1 0 0 1 0 -1], e5 =[0 0 0 0 0 0 0 1 0 -1 1] and e6 =[0 0 0 0 0 0 1 0 1 1 -1]. Here,

each ei represents an EFM and 0, 1 and -1s denote flux values for the reactions from

r1 (leftmost) to r11 (rightmost). For reversible reactions, such as r3, r6, r10 and r11, -1

indicates that the reaction direction is from right to left (i.e., inverse reaction).

Biologically, e1 corresponds to glycolytic pathway; e2 represents the anaplerotic

path from glucose (Glu) to oxaloacetate (OAA); e3 and e4 are gluconeogenesis path-

ways starting from pyruvate (Pyr) and oxaloacetate (OAA) respectively; e5 represents

the conversion from pyruvate to oxaloacetate; and e6 is on the route to synthesis of

several amino acids in glucose-poor environment [102]. Each of these EFMs are non-

decomposable (i.e., minimal) in the sense that if any of nonzero flux values for ei is set to

zero, then ei is not an EFM anymore.

Each component (i.e., enzyme, compound, reaction) of a network can contribute

to the set of possible steady states of that network. The above models (EFMs, EPs,

etc.) are key tools in examining the overall steady state behavior. They, however,

do not provide any information on how much each component or a component set

contributes to these steady states. Analyzing and quantifying the impacts of these
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Figure 5-2. Simplified metabolic network of Glycolysis and Gluconeogenesis taken from
Schuster et al.. Glucose is assumed to be an external compound. This
network contains 11 reactions denoted by r1, r2, ..., r11. Here, r10 and r11
are exchange reactions.

components provide a better understanding of the network. When the reactions

of a network are of interest, several existing approaches measure the impact of a

reaction as the number of its neighbors (centrality) [103], the number of compounds

it uniquely produces or consumes (UP/UC) [104] and the number of EFMs that it

participates in (participation) [105, 106]. However, none of these methods characterize

the biological functions of a reaction set as a function of the steady states of its network.

Characterization of the impact of a reaction set on the overall metabolic capabilities

of a network is an exciting task as it is of great use to model the outcomes of different

perturbations for metabolic engineering applications.

In this chapter, we develop a systematic way to characterize and compute the

functional similarity between two given reaction sets of metabolic networks. We achieve

this goal in two steps. We elaborate on these steps later in this section and in the rest of

the chapter.

• Step 1. Given a metabolic network P and a subset R of its reactions, we calculate
the impact of R on the steady states of P.

• Step 2. Given networks P, P̄ and subsets of their reactions R and R̄ respectively,
we compute the functional similarity of R and R̄ in terms of their impacts on P and
P̄ respectively.

At a high level, we model the impact of a reaction set (R) in terms of the steady

states of its network (P). Specifically, we compute it as the portion of the flux cone of

the original network that cannot be achieved without the reactions of R. To do this, we
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inhibit all the reactions of R and compute the new flux cone. The difference between the

old and new flux cones is the impact of R on network P. Figure 5-1 demonstrates the

notion of impact on a hypothetical example. The grey portion illustrates the flux values

that are reachable in steady state before inhibiting the reactions in R but not reachable

after inhibiting them. If there is a steady state flux distribution that corresponds to a key

biological function (e.g., optimal production of a certain compound that is essential for

the survival) in this grey area, then the perturbation harms this function as this state

could not be achieved any more. Intuitively, this suggests that R has an important role in

that specific function.

Example 2. Here, we want to illustrate on a real example how the impacts of different

components of a network can be significantly different. We use the same network as

in Example 1 (Figure 5-2). Consider the impacts of two irreversible reactions r1 and r7.

When we inhibit r1, the two EFMs e1 and e2 are no more feasible. This implies that the

perturbed network is neither capable of using glycolytic pathway nor the anaplerotic path

from glucose to oxaloacetate. On the other hand, it can still synthesize necessary amino

acids without using glucose through e6. However, if we inhibit r7, it will render the EFM

e6 useless in addition to e1 and e2. In this case, the perturbed network cannot synthesize

necessary amino acids neither with nor without using glucose. Hence, the effect of

inhibiting r7 is more likely to be lethal compared to r1. We can see how this translates

into our impact model by a closer look at EFMs e1, e2 and e6. e1 and e2 are different for

only 3 dimensions whereas e6 differs from e1 and e2 in 6 and 7 dimensions respectively.

This implies that the shift in the flux cone by r7 which exterminates e6 on top of e1 and

e2 will have effect on 7 more dimensions than the shift caused by r1. Therefore, in our

model, the impact of r7 on this network will be significantly larger than the impact of r1.

We discuss how the impacts of reaction subsets computed in this manner can be used

to predict essential reactions in Section 5.4.
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Utilizing the impacts as modeled above, we characterize the functional similarity

between two reaction sets from potentially different networks. We do this by first lifting

the flux cones of both networks to a higher dimensional flux space that is the union

of flux spaces of these networks. The term “lifting” denotes the transformation of a

geometric object to a higher dimensional space. We explain why we use the union of

flux spaces in Section 5.2. Here, it is necessary to know that this process preserves

EFMs of the flux cones. In other words, by lifting an EFM of an original network to the

new flux space, we get an EFM of that network extended with additional fluxes. We,

then, represent the functional similarity of two reaction subsets as the ratio of the volume

of the intersection of the regions corresponding to their impacts on their networks in the

new flux space to that of their union.

Functional similarity modeled in this fashion is an accurate indicator of the

similarities of biological roles of different reaction sets as it represents the ratio of the

common steady states that are not possible without the contribution of these reaction

sets in their networks. The next step is to devise an efficient method that quantifies this

notion. Here, we propose a novel method that utilizes EFMs of metabolic networks and

converts functional similarity calculation into a high dimensional geometric problem. The

set of EFMs generates the space of steady state flux distributions for a network. In case

of metabolic networks with only irreversible fluxes, the set of EFMs that delineates the

flux cone is unique. Additionally, the flux cone is polyhedral in this case and therefore it

is finitely generated [101]. In other words, for a given network P, its flux cone C(P) is

uniquely defined by the set of EFMs E(P)={e1, e2, ..., en}. To compute the EFMs of a

network, in our method, we use an existing implementation called Metatool [98]. First,

we compute the EFMs of the query networks, say P and P̄, by using Metatool. Each

set of EFMs generate the original flux cone of the corresponding network. Then, for a

given reaction subset R of a network P, we first remove all the reactions of R from this

network. Biologically, this corresponds to inhibiting the enzymes that catalyze these
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reactions. Then, we compute the region that represents the impact of R on P. Due to

the non-decomposability property of EFMs, the impact can also be represented as a

polyhedral cone and has a set of EFMs that defines it. We denote this set by E(P − R).

Similarly, we compute E(P̄ − R̄) for the impact of R̄ on P̄.

At this point, we have two sets of EFMs in hand that define two polyhedral cones.

Now, the problem of finding the functional similarity of R and R̄ is equivalent to purely

geometric problem of finding the intersection and the union of these two cones.

This, however, is computationally difficult as there is no closed form solution to this

problem. To tackle this, we first transform the polyhedral cones into polytopes by taking

their intersections with a hyperplane in the positive quadrant (i.e., all flux values are

non-negative). We show that this transformation preserves the ratio between the

intersection and the union of the flux cones. Then, we compute the intersection of these

polytopes as the intersection of their minimum enclosing balls (MEB). Finding MEB is a

well-studied computational geometry problem and efficient solutions exist for problems

with up to a few hundred dimensions. We use an efficient implementation of Fischer et

al. [107] to compute MEBs. Finally, we normalize this intersection and convert it to a

functional similarity score. We elaborate on each step of our method in Section 5.3.

Our experiments on real metabolic networks show that the functional similarity we

propose here is of important use for identifying reaction sets that perform biologically

similar functions. Moreover, we observe that our definition of impact can provide

biologically and statistically significant predictions of essential reaction sets.

The following summarizes our technical contributions. We build a mathematical

model for the impact of a set of reactions on the steady state space of a metabolic

network. We characterize the functional similarity of two sets of reactions in terms of

their impacts on the metabolic capabilities of their corresponding networks. We develop

an efficient method to compute the functional similarity of component sets from different

networks.
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The rest of the chapter is organized as follows. Section 5.1 summarizes existing

approaches for analyzing metabolic networks. Section 5.2 describes how we model the

impacts of reaction sets as well as the functional similarity between them. Section 5.3

presents our method that computes the functional similarity score. We report our

experimental results in Section 5.4.

5.1 Background

There are several existing methods that model metabolic networks by means of

their steady states. Here, we briefly describe four commonly used models, namely

elementary flux modes (EFMs) [98], extreme pathways (EPs) [99], flux balance analysis

(FBA) [100] and minimal metabolic behaviors (MMBs) [101]. FBA differs from the other

three models as it aims to find a steady state that maximizes a given objective function.

All the other models define the flux cone of a network that contains all of its possible

steady states. In order to use FBA we need to know the objective of the cells that we

are analyzing. This objective is often maximizing biomass production in single cell

organisms. However, in complex organisms different cells have different objectives and

it is usually not possible to represent these objectives as a well-defined mathematical

function. Furthermore, FBA does not identify suboptimal states which provide better

understanding of the steady state flux distribution for perturbed networks [108].

A relatively newer model named MMBs defines the flux cone using a constraint-based

approach. This method uses an outer description of the flux cone which is more

compact compared to an inner description. Instead of finding the extreme rays of a

flux cone, MMBs identifies the sets of constraints that define the minimal proper faces

of the cone. These sets of constraints are all subsets of nonnegativity constraints of

irreversible reactions and they form the MMBs of the networks. MMBs together with

reversible metabolic space (RMS) uniquely determine the flux cone. Also, this model

provides a test for determining whether a given flux distribution belongs to the cone.

However, it does not provide a means of generating all the steady state flux distributions.
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Two popular and closely related models that use an inner description of a flux cone

are EFMs and EPs. An EFM is a minimal set of reactions that can operate at steady

state with all irreversible reactions having nonnegative rates. An EP is an EFM that

corresponds to a steady state which defines an extreme ray of the flux cone. For any

metabolic network, the set of EPs is a subset of the set of EFMs and both of these sets

generate the flux cone. Klamt et al. [109] point out that these two sets are often equal

for realistic applications. In fact, they state that if all exchange reactions in a network

are irreversible then the sets of EFMs and EPs coincide. Another very useful property

of EFMs is that reconfiguring a network by splitting up all its reversible reactions into

two irreversible reactions does not change the set of its EFMs. By using these two

properties, for a network with no irreversible exchange reactions, we always get a flux

cone in the first quadrant of high dimensional flux space that is generated by a set of

extreme rays emanating from the origin. The set of these extreme rays is equivalent to

the set of EFMs as well as the set of EPs. The convex combinations of the elements of

this set immediately generate all possible steady state flux distributions.

In our method, we use EFMs to characterize the flux cones. One reason behind

that is, we need a model that can represent all the metabolic capabilities of a network

rather than only the optimal steady state. Another reason is that, metabolic networks

we consider have no irreversible exchange fluxes and the set of EFMs coincide with

the set of EPs. Hence, it is only to avoid confusion we use the name EFMs for that set.

Furthermore, the non-decomposability property of EFMs (i.e., no non-empty, proper

subset of the reactions of an EFM can lead to a steady state) is useful when considering

different perturbations on the network. By using the set of EFMs of a network and

analyzing the effects of different perturbations on this set, we devise a method that

computes the impacts and the functional similarities of different reaction sets.
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5.2 Modeling Functional Similarity

In this section, we describe how we mathematically interpret the impact of a set

of reactions on the metabolic capabilities of a given network. Also, we discuss how we

model the functional similarity between different reaction sets.

Consider a metabolic network P with n reactions U(P) = {r1, r2, . . . , rn} and d

fluxes F (P) ={f1,f2,. . . ,fd}. Let S be the stoichiometric matrix of P that consists of one

column for each flux fi∈ F (P) which identifies the input and output compounds of that

flux. Also, let v = [v1, v2, · · · , vd]T be a flux vector that represents the state v in which

each vi is the value realized by flux fi. Then, S · v computes the change in each flux from

v to the next state. The solution space of the equation system S · v = 0 is the set of all

states in which the flux values stabilize. This set has infinite number of solutions which

form a cone in high dimensional space. We can write this flux cone as the spanning set

of the EFMs of the network. If E(P) ={e1,e2,. . . ,et} is the set of EFMs of network P, then

the flux cone C(P) is:

C(P) = span(E(P)) = {v | v =
t∑
i=1

ciei, ci ≥ 0} (5–1)

We want to consider the impact of a reaction set R on the original flux cone of

network P. In other words, we want to obtain a mathematical expression for the change

in C(P) when all the reactions in R are inhibited. We represent the network perturbed

in this manner with P − R. Also, we denote the flux cone and the EFMs of P − R with

C(P −R) and E(P −R) respectively. Below is a formal statement of impact:

Definition 13. (IMPACT) Let P be a metabolic network with reaction set U(P). The

impact of a reaction subset R ⊆ U(P) is:

Impact(R,P) = Span(E(P))− Span(E(P −R)) (5–2)

where E(P) and E(P −R) are the set of EFMs of P and P −R respectively.
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Inhibiting reactions can only shrink the flux cone. Furthermore, we know that all

EFMs of P − R are also EFMs of P from the non-decomposability property of EFMs.

That is, E(P − R) ⊆ E(P). As a result, for the metabolic networks with only irreversible

fluxes Impact(R, P) is also a polyhedral cone and has a set of EFMs that generates it.

When reversible fluxes are present, we split them into two different fluxes in opposite

directions and this property still holds. The set of EFMs that define Impact(R, P) is a

subset of the EFMs of the original network and we can construct it by checking for each

ei ∈ E(P) whether it has any nonzero flux value for a reaction that is an element of R.

If ei has zero entries for all the reactions of R, then ei is an EFM of Impact(R, P). The

set of these EFMs define the flux cone of this impact. Using this model of impact, we

are now ready to present our characterization of functional similarity between different

reaction sets.

Let P, P̄ be two metabolic networks. Clearly, these two networks can have different

fluxes as well as common ones. If all the fluxes are not common to both networks, then

C(P) and ¯C(P) lie on different spaces. To be able to compare these two cones and the

impacts of perturbations on them, we need them to be in the same high dimensional

flux space. One way to do it is to take only the common fluxes and project the sets of

EFMs that generate the flux cones. However, again by non-decomposability property

of EFMs, the projected EFMs may not be feasible anymore. This results in erroneous

steady states which do not reflect the actual capabilities of the corresponding network.

In order to bring the two flux cones to the same flux space without affecting the steady

states they represent, we lift them to a higher dimensional space defined by the union

of the fluxes of two networks. We do this by simply extending the EFMs with zeros for

non-common fluxes. The lifting process guarantees that the EFMs of both networks stay

as EFMs in the new flux space and the new flux cones reflect the metabolic capabilities

correctly. We use the notation Impact(R, P| P̄) to represent the impact of R on network

P in the new flux space that is the union of the fluxes of P and P̄. We define the
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functional similarity between the reaction sets R of P and R̄ of P̄ as the unexpectedness

of the size of the intersections of their impacts in this new flux space. Formal definition is

as follows.

Definition 14. (FUNCTIONAL SIMILARITY) Let P and P̄ be two metabolic networks. Let

R, R̄ be two given subsets of the reactions of P and P̄ respectively. Also, let Impact(R,

P| P̄) and Impact(R̄, P̄| P) denote the impacts of R and R̄ in the flux space defined by

the union of the fluxes of P and P̄ respectively. If s is an arbitrary flux distribution in this

space, then we define the functional similarity of R and R̄ as:

Sim(R, R̄|P , P̄) =

− log
(

1− Pr
(
s ∈ Impact(R,P|P̄) ∧ s ∈ Impact(R̄, P̄|P)∣∣ s ∈ Impact(R,P|P̄) ∨ s ∈ Impact(R̄, P̄|P)

))

Here, the symbols ∧ and ∨ denote logical “AND” and “OR” operators respectively.

Intuitively, the above definition states that two reaction sets from different networks

serve similar functions if the sets of steady states they contribute to their own networks

have a significant intersection. The probability value (i.e., Pr()) increases linearly in the

interval [0, 1] with the ratio of common steady states of the impacts of R and R̄. Its value

becomes 1 when two impacts are identical.

Computation of the functional similarity as formulated above is a nontrivial problem.

It requires finding the intersection and the union of two polyhedral cones in a high

dimensional space. Neither of these problems has a closed form solution. In the next

section, we propose an efficient method that allows us to compute the functional

similarities of reactions sets for real sized networks. In Section 5.4, we present

experimental results that illustrate how our method performs on real metabolic networks.
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5.3 Computing Functional Similarity

Computing the functional similarity between two reaction sets (R of P and R̄

of P̄) requires solving several challenging problems. First of all, we need to identify

the impacts of both reaction sets on their networks. Then, we need to find a high

dimensional flux space in which EFMs of original networks are preserved. In this new

flux space, we need to compute the hyper-volume of the intersection of two polyhedral

cones as well as the hyper-volume of their union. After solving all these problems, we

can calculate the functional similarity between R and R̄ in terms of their impacts on the

metabolic capabilities of their networks.

Algorithm 1 outlines our solution. Before going into details of each step of this

algorithm, we explain our solution on a visual example. Figure 5-3 illustrates the

cross-sections of two flux cones belonging to two hypothetical networks both in three

dimensional flux space. The cross-sections are obtained by intersecting C(P) and C(P̄)

with a two dimensional plane. Here, C(P) and C(P̄) are generated by 5 and 6 EFMs

respectively. The dashed areas of this cross-section denote the impacts of R and R̄

on their networks as labeled. Both Impact(R, P— P̄) and Impact(R̄, P̄— P) have 3

EFMs that generate them. The double dashed area represents the intersection of these

two impacts. The bigger this intersection is, the more similar the impacts, hence the

functions, of R and R̄. In order for functional similarities of different reaction set pairs to

be comparable, we normalize the size of this intersection by the size of the union of the

impacts. In other words, what we are aiming to compute in Figure 5-3 is the ratio of the

size of double dashed region to the size of the union of all dashed regions. For a three

dimensional flux space, the problem is to find the intersection and the union of two areas

in two dimensions. In general, if two flux cones lie in a d dimensional space the we need

to find the intersection of two d− 1 dimensional polytopes.

Next, we elaborate on each step of Algorithm 1.
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r8

Figure 5-3. Pictorial description of functional similarity. The pentagon on the left is a
cross section of the flux cone of network P. Similarly, the hexagon on the
right represents the flux cone for P̄. The dashed areas denote the impacts of
reaction sets R on P and R̄ on P̄. Functional similarity of these impacts is
determined by their intersection that is pointed by the arrow.

Algorithm 1 Computing functional similarity
Input: Two reaction sets R of P and R̄ of P̄
Output: Sim(R, R̄ | P, P̄)

1. Compute the EFMs of C(P) and C(P̄) (i.e., E(P), E(P̄)).
2. Find the EFMs of Impact(R,P) and Impact(R̄,P̄).

3. Compute −log
(

1−
( Impact(R,P|P̄) ∩ Impact(R̄, P̄|P)

Impact(R,P|P̄) ∪ Impact(R̄, P̄|P)

))
.

I. Lift the EFMs of impacts into a higher dimensional flux space.
II. Transform the polyhedral cones in this new flux space into polytopes by taking

their intersection with a hyperplane.
III. Bound the hyper-volumes of the created polytopes by finding their minimum

enclosing balls (MEBs).
IV. Find the hyper-volumes of the intersection and union of these MEBs and return

the similarity score.

5.3.1 Finding the EFMs of Metabolic Networks

In order to compute functional similarity of two reaction sets as a function of the

steady states of the networks, we first need to find the set of EFMs that generates the

metabolic flux cone of a network. Identification of EFMs is a well-studied problem and

a number of algorithms as well as their implementations are available [98, 110–112]. In

this chapter, we use a recent implementation of von Kamp et al. called Metatool [98].
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We choose this tool as its an efficient implementation and is commonly used in the

literature. Metatool uses the stoichiometric constraints and the reversibility of the

reactions of a network in order to compute its EFMs. However, finding EFMs is a

computationally expensive problem and even the most efficient algorithms cannot scale

for networks with more than 100 reactions. Therefore, this part becomes the bottleneck

when we want to compute functional similarities of reaction sets of very large networks.

5.3.2 Extracting EFMs of Impacts

After finding the EFMs of the original networks P and P̄, the next step is to compute

the impacts of reactions sets R and R̄ on the corresponding flux cones of P and P̄ in

terms of the EFMs. In other words, we want to find the set of EFMs E(R) (E(R̄)) that

represents the change in C(P) (C(P̄)) when all the reactions in R (R̄) are inhibited.

We discuss how we compute the change in C(P) due to inhibition of R next. The

computation of that for C(P̄) and R̄ is similar. As we explained in Section 5.2, the impact

of a reaction set defines a polyhedral cone and the set of its EFMs is a subset of the

EFMs of the original network. We construct this set of EFMs by checking for each EFM

of the original network whether it is still feasible after inhibition of the corresponding

reaction set. If an EFM does not remain feasible after inhibiting the reactions of R, then

it is a member of the generating set of the polyhedral cone that represents the impact of

R on P.

Here, we want to demonstrate on a hypothetical example how we extract the

EFMs of the impact of a reaction set R of a given network P. Let U(P) ={r1,r2,r3},

F (P) ={f1,f2,f3,f4}, E(P) = {e1, e2, e3, e4, e5} denote the set of reactions, set of fluxes

and the set of EFMs of network P respectively. Also, let r1, r2 be irreversible reactions

corresponding to fluxes f1, f2 respectively, and r3 be a reversible reaction that is split

into two irreversible fluxes f3 and f4. Let the flux values of five EFMs of this network be

given as:
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f1 f2 f3 f4

e1 1 0 0 1

e2 0 1 0 1

e3 0 1 1 0

e4 1 0 1 0

e5 1 1 0 0
Consider the impact of the reaction r1. The EFMs e1, e4 and e5 are not feasible

after inhibiting r1 since f1 has a nonzero flux value at these EFMs. Therefore, the set

E({r1}) = {e1, e4, e5} generates the polyhedral cone that represent the impact of r1 on

P. For r3 there are two corresponding fluxes f3 and f4. Hence, the impact of inhibiting

r3 is generated by the EFMs that have either nonzero values for either f3 or f4 (i.e.,

E({r3}) = {e1, e2, e3, e4}).

Extracting the EFMs of the impacts in this manner is more efficient than computing

them from scratch for every different reaction set. This important reduction in computational

cost of our method is due to the non-decomposability property of EFMs. These EFMs

generate all the steady states that the reaction set in consideration contributes to its

metabolic network. Next, we describe how we use these steady states to define the

functional similarity between two such reaction sets.

5.3.3 Calculating the Similarity Score

Once we extract the EFMs of the impacts of R and R̄, it is conceptually easy to

describe how we calculate the functional similarity between them. We measure the

similarity as the unexpectedness of the size of the intersection of the cones representing

these impacts. However, finding this similarity requires solving several computationally

challenging problems. In the following, we summarize the steps we take in our solution

to tackle these problems.

STEP I. As two networks P and P̄ can have different fluxes, we first need to find a

common flux space in which the metabolic flux cones of these networks are comparable.
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At this point the first attempt would be to find the fluxes that are common to both

networks and project flux cones onto that space. As we explained in Section 5.2, this

approach results in incorrect EFMs that do not generate the correct flux cones of the

networks. Therefore, we use lifting instead of projection that extends EFMs with zero

entries to lift the flux cones into a higher dimensional space.

Here, we explain how the flux cones are lifted to the new flux space on a hypothetical

example. Let P, P̄ be two metabolic networks with fluxes F (P) ={f1,f2,f3,f4} and

F (P̄) ={f1,f3,f5}. We denote new flux space that is the union of F (P) and F (P̄) as

F (P+P̄)= {f1,f2,f3,f4,f5}. Let {e1= [1010], e2= [0011], e3 =[0100]} be the set of EFMs

that generate the cone representing the impact of R on P. We lift this cone to the flux

space of F (P+ P̄) by adding zeros for f5 to each EFM. The new set {e′1= [10100],

e′2= [00110], e′3 =[01000]} is the set of EFMs that generate the impact of R in the new flux

space. Similarly, we can lift the impact of R̄ on P̄ to this new space. The impacts of any

two reaction sets from P and P̄ are comparable in the flux space of F (P+P̄).

STEP II. Now, we have two polyhedral cones in the same flux space each representing

the impact of a reaction set on its network. What we need at this point is the ratio of

the hyper-volume of the intersection of these two cones to that of their union. As we

mentioned earlier, there is no closed form expression for either of these hyper-volumes.

In order to avoid computing these hyper-volumes directly, we transform the polyhedral

cones to polytopes in our high dimensional flux space. We do this by intersecting the

cones with a hyperplane in the positive quadrant. If d is the dimension of the flux space

F (P+P̄), then the intersection of a d− 1 dimensional hyperplane with a polyhedral cone

is a polytope in d dimensions. By construction, this polytope is convex and is easier to

deal with compared to a polyhedral cone.

This transformation clearly changes the hyper-volumes of the regions that

correspond to the impacts of different reaction sets. However, what we aim to find is

neither these hyper-volumes nor the exact hyper-volumes of the intersection and union
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of these impacts. Instead, our goal is to calculate the ratio of the hyper-volume of the

intersection to that of the union (Algorithm 1). Theorem 5 proves that our transformation

of the flux cones into polytopes preserves this ratio.

Lemma 7. Let ~e be an EFM of network P with d fluxes. Also, let S : ~n · ~x + c = 0 denote

a hyperplane where ~n and ~x are both d dimensional vectors representing the normal and

a point on this hyperplane respectively. If ~e intersects S, then this point is of the form t ~e

for some t ∈ R. Solving for t we get the intersection of the EFM ~e with hyperplane S as

TS(~e) = − c

~n · ~e ~e (5–3)

Proof: Omitted.

Theorem 5. Let C(R), C(R̄) be two polyhedral cones in d dimensional space that are

generated by the EFMs E(R) = {e1, . . . , ea} and E(R̄) = {ē1, . . . , ēb} respectively. Let

S be any hyperplane in this space and HS(R) = {TS(e1), . . . , TS(ea)}, HS(R̄) = {TS(ē1),

. . . , TS(ēb)} denote the polytopes created by the intersection of C(R) and C(R̄) with S

respectively. Then,

V olume(C(R) ∩ C(R̄))

V olume(C(R) ∪ C(R̄))
=
V olume(HS(R) ∩HS(R̄))

V olume(HS(R) ∪HS(R̄))
(5–4)

Proof: Let ei be an EFM of E(R). Consider all the hyperplanes S ′ that are parallel to

S. The normal vector for any S ′ will be the same as the normal of S. This implies that

the intersection point of ei with S (i.e., TS(ei)) is a constant multiple (t) of its intersection

point with S ′ (i.e., TS′(ei)). This constant is same for each ei as S ′‖S and TS(ei) = t

TS′(ei) for all i ∈ [1, a]. The intersection points of E(R) with a hyperplane define the

corners of a convex polytope on that hyperplane. Therefore, HS(R) and HS′(R) denote

two convex polytopes that are scaled versions of each other by a factor of t. Taking

the ratio of the hyper-volumes of two such polytopes will cancel out the scaling factor.

Hence,
V olume(HS(R) ∩HS(R̄))

V olume(HS(R) ∪HS(R̄))
=
V olume(HS′(R) ∩HS′(R̄))

V olume(HS′(R) ∪HS′(R̄))
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when S ′ ‖ S.

Now, if we do integration over all S ′ that are parallel to S for the volumes of the

polyhedral cones C(R) and C(R̄), we get:

V olume(C(R)) =
∫
S′‖S V olume(HS′(R)) dS ′

V olume(C(R̄)) =
∫
S′‖S V olume(HS′(R̄)) dS ′

Using the above formulations:

V olume(C(R) ∩ C(R̄)) =∫
S′‖S

[
V olume(HS′(R)) ∩ V olume(HS′(R̄))

]
dS ′∫

S′‖S
V olume(HS′(R) ∩HS′(R̄))dS ′

Computing V olume(C(R) ∪ C(R̄)) similarly and taking the ratio:

V olume(C(R) ∩ C(R̄))

V olume(C(R) ∪ C(R̄))
=

∫
S′‖S

V olume(HS′ (R) ∩HS′ (R̄))

V olume(HS′ (R) ∪HS′ (R̄))
dS′

=

∫
S′

tV olume(HS(R) ∩HS(R̄))

tV olume(HS(R) ∪HS(R̄))
dS′ =

V olume(HS(R) ∩HS(R̄))

V olume(HS(R) ∪HS(R̄))

Theorem 5 states that we can convert our problem into a more familiar form without

sacrificing accuracy. Our problem of calculating the ratio of the size of the intersection of

the two polyhedral cones to that of their union is now transformed into finding this ratio

for two convex polytopes.

STEP III. Even after transforming the two flux cones that represent the impacts into

convex polytopes, computing the hyper-volumes of their intersection and union is

still a difficult problem. We approximate the intersection and the union of these two

polytopes by the intersection and the union of their minimum enclosing balls (MEBs).

Figure 5-4 illustrates an example MEB that bounds a polytope in three dimensional

space. In our case, we compute the MEBs of both polytopes in high dimensional space

by using the method of Fischer et al. [107]. This method computes the MEBs of point

sets instead of polytopes. Therefore, we treat each corner of our polytopes as a point
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Figure 5-4. Minimum enclosing ball (MEB) of a polytope in three dimensional space.

and then compute the MEB of these points. This MEB is the same as the MEB of

the actual polytope as this polytope is convex by our construction. Computing MEBs

for large number of points can be done efficiently in spaces with up to a few hundred

dimensions [107]. The MEBs we compute provide a simple parametric representation

for the impacts of reaction sets in terms of a center and a radius in high dimensional flux

space.

STEP IV. By using parametric representations of the MEBs, we find the intersection of

the impacts of reaction sets as the points of the polytopes that lie in both MEBs. The

union is trivial and is the set of all points of first polytope plus the ones of the second.

We compute the MEBs of these points sets to get the radii of MEBs of the intersection

and the union of the impacts. Let rint and run denote these radii respectively. Then, we

calculate the ratio of the volume of the MEB of the intersection of impacts to the volume

of the MEB of their union as
cd.r

d
int

cd.rdun
where d is the number of dimensions and cd is a

constant factor depending on d. Since the constants cancel out, we have the ratio
rdint
rdun

as our approximation to
Impact(R,P|P̄) ∩ Impact(R̄, P̄|P)

Impact(R,P|P̄) ∪ Impact(R̄, P̄|P)
. Finally, we compute the
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functional similarity by subtracting this ratio from 1 and taking the minus logarithm of the

result.

5.4 Results and Discussion

In this section, we experimentally evaluate the performance of our method. First,

we measure the accuracy of our method in identifying reaction sets of different networks

that are functionally equivalent. We compare our functional similarity score with several

existing similarity scores in this setting. Then, we test whether our method can be

utilized to predict essential reactions of a given metabolic network. We modify our

functional similarity score to define an essentiality score and we calculate its statistical

significance.

Dataset: We use the metabolic networks taken from KEGG pathway database. We

use 12 different networks of E.coli K-12 MG1655. The average number of reactions per

network is 20.75. The largest network in our database (Pyrimidine metabolism) has 69

reactions, 60 compounds and 1,007 EFMs.

Environment: We run all the experiments on a desktop computer running Ubuntu 9.10

with one processor and 2 GB of RAM.

5.4.1 Identification of Functional Similarities

Our motivation for identifying functionally similar reaction sets is that metabolisms

of different organisms can perform the same function through different sets of reactions.

Here, we evaluate the accuracy of the similarity measure we describe (Section 5.3) for

identifying reaction sets with similar biological functions.

In this experimental setting, we compare three existing similarity measures with

the functional similarity we propose. The first similarity measure, the degree similarity,

takes into account only the topological features of the networks [103]. This measure

considers two reaction sets from two possibly different networks as similar if the in and

out degrees of the reactions in these sets are similar. This suggests that the reaction

sets with central reactions in one network tend to be similar to the reactions sets that
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contain reactions with high centrality in the other network. The second existing measure

is the UP/UC similarity [104]. UP/UC suggests that the number of compounds that are

uniquely produced or consumed by a reaction is a good indicator of the biological role of

that reaction. If this number is similar for the reactions of two reaction sets we compare,

then they are considered to have similar functions by the UP/UC measure. The last

existing approach is reaction participation similarity [105, 106]. Reaction participation

uses the number of EFMs that a reaction participates in to measure the importance

of that reaction for the network. Unlike the first two approaches, reaction participation

similarity uses the steady state information of the metabolic networks. However, it

considers each EFM equally important and it only counts the number of EFMs that a

reaction participates in. As a result, it can over or underestimate the contributions of

different EFMs in the metabolic capabilities of a network.

In order to have a fair comparison between existing measures and the one we

propose, we introduce functionally equivalent reaction sets by perturbing a given

network. We randomly combine two neighbor reactions of the original network with a

given probability. We do this for all reaction pairs to attain a perturbed instance of the

network. This way we isolate the effects of other factors (e.g., network size, number

of EFMs, etc.) and can create reaction sets in the perturbed network that precisely

have the same function as another reaction set in the original network. A reaction in

the perturbed instance is a combination of two reactions of the original network and is

functionally equivalent to the set of these two reactions. We take each reaction from a

perturbed network that represents a combination, then compare it with each connected

reaction set of size at most two of the original network. We, then, calculate the recall of

each method as the percentage of the functionally equivalent reaction sets it identifies in

top-k scoring reaction sets.

We compare the average recall values of different similarity measures when we

use 100 perturbed instances of the energy metabolism of E.coli. This metabolism
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Figure 5-5. Comparison of different similarity measures for identifying functionally similar
reaction sets. We combine two connected reactions with probability 0.05 to
introduce functionally equivalent but perturbed instances of the energy
metabolism of E.coli. We measure recall as the percentage of identifying
functionally equivalent parts of the original and 100 perturbed networks
within the top-k most similar reaction sets.

is a combination of four different networks in the KEGG database, namely reductive

carboxylate cycle, methane metabolism, nitrogen metabolism and sulfur metabolism.

Overall energy metabolism of E.coli has 47 reactions, 87 compounds and 37 EFMs.

The number of connected reaction sets of size at most two for this network is 130.

Figure 5-5 plots the average recall values for four different similarity measures. The one

with highest recall value for all different k is the functional similarity we propose in this

chapter. To see it in terms of numbers, when we consider top 20% of all the reaction

sets (i.e., top 26 among 130) our similarity measure achieves ≈ 76% recall whereas

the recall of the second best method (i.e., reaction participation similarity) stays at 57%.

Also, our functional similarity reaches 95% recall at top 37% of all the reaction sets while

the other methods can only achieve this recall at 64%, 77% and 90%. The results of this

experiment suggest that the functional similarity is a more accurate measure compared

to existing ones in order to identify reactions sets that play similar biological roles in

different networks.
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5.4.2 Prediction of Essential Reaction Sets

An important and well-studied problem in biology is to find the essential components

of a metabolism. Often the essentiality of a gene of an organism is determined by

looking at its knockout phenotype. The essentiality can take binary values (i.e., essential

or non-essential) as well as categorical or continuous values. This notion of essentiality

can also be extended to other components of the metabolism such as reactions,

enzymes and compounds.

Here, we utilize our characterization of the impact of a reaction set to determine

its essentiality for a metabolic network. Our intuition is that among two reaction

sets of a network, the one with the bigger impact is more essential compared to

the other. In order to test our hypothesis, we use different networks of E.coli that

contain essential reactions for the organism. We construct the set of all essential

reactions using the essential genes listed in the online database PEC (Profiling of E.coli

Chromosome) [113]. We extract 341 essential reactions in E.coli by using 302 essential

genes listed in PEC. Table 5.4.3 lists eight metabolic networks that contain different

fractions of essential reactions. For each one of these networks, we first enumerate all

its connected reaction sets of size at most three. The term “connected” indicates that

each reaction in the set is a neighbor of at least one other reaction in that set. Then,

for each connected reaction set R, we compute its essentiality in P as the fraction of

the steady states that are unreachable after inhibiting the reactions in R. Formally, we

compute the essentiality by using our functional similarity as follows:

Essentiality(R, P) = Sim(R, P | P, P) = Sim(R, P | P) We calculate the essentiality

as the functional similarity of R and the set of all reactions of P given the network P.

After computing essentiality for each reaction set in this manner, we sort them

in decreasing order according to their essentiality scores. We calculate the statistical

significance of our ranking by calculating its p-value. More specifically, let p be the

probability that a randomly selected reaction is essential and t, n denote the number of
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essential reactions and all reactions in top 10% of connected reaction sets according to

our ranking respectively. The p-value of our prediction for this network is

p-value(p, t, n) =
n∑
i=t

(
n

i

)
pi(1− p)n−i

We report p-values for the eight networks of E.coli listed in Table 5.4.3. Consider

the Pyrimidine metabolism which is the first row in this table. The probability of a

reaction being essential for this network is p = 10
69

= 0.145. Using this probability,

the expected value of the number of appearances of essential reactions in top 10%

of connected reaction sets for this network is 14.21 whereas according to our ranking

we observe 111 appearances of essential reactions in this top 10%. This translates

to a p-value in the order of E-15 which suggests strong statistical significance. All

the p-values of the first six rows of Table 5.4.3 are also statistically significant (i.e.,

p-value< 0.05). For the last two networks the p-value is greater than 0.05, however our

method still reports more than the expected number of essential reactions.
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Figure 5-6. Statistical significance of our essentiality prediction for Pyrimidine
metabolism of E.coli.

Next, we take a closer look at how the statistical significance of our essentiality

score changes when we consider different percentages of the highest scoring reaction

sets. For this purpose, we use the Pyrimidine metabolism of E.coli and compute
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Z-scores for different percentages of k. Figure 5-6 plots the Z-scores for our method.

We observe that Z-score reaches significant values even when we consider a small

percentage of the top-k results. We achieve Z-score of 10 for top-10% which implies

that our result is 10 standard deviations away from the random result and hence is

statistically significant. Z-score reaches its peak at top-26.4%, which is shown by the

dashed line in Figure 5-6. At this point Z-score is 18.24 and of all the reaction sets

up to that point, approximately 88% (228/259) contain at least one essential reaction.

Considering that only 10 out of 69 reactions are essential, this 88% shows that our

scoring scheme can successfully extract reaction sets with essential reactions by

assigning them larger scores compared to the other sets. The results of this section

indicates that the functional similarity measure we propose can be extended to define

an essentiality score that can accurately identify essential reactions and reaction sets of

metabolic networks.

5.4.3 Discussion

Understanding the functional role of a component set of a metabolic network has

been an important problem in molecular biology. Often homological and topological

features of the networks have been used for this purpose. However, the biological

functions of two reaction sets can be equivalent even when their size, connectivity,

intermediate products and catalyzing enzymes are different. Therefore, neither the

topological features (e.g., centrality) nor the homological similarities (e.g, enzymes

similarity, compound similarity) can provide sufficient information for identifying such

functional similarities.

In this chapter, we developed a systematic way to characterize and compute the

functional similarity between two given reaction subsets in metabolic networks. We built

a mathematical model that explains the impact of a reaction set in terms of the set of

possible steady states of its network. Specifically, our model computes the impact as

the portion of the flux cone of the original network that cannot be achieved without the
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reactions in the set that we consider. Using this model, we characterized the functional

similarity of two reaction sets from potentially different networks. We achieved this

by first lifting the flux cones of the networks to a higher dimensional flux space that is

the union of the flux spaces of these networks. We, then, represented the functional

similarity of two reaction subsets as the ratio of the volume of the intersection of the

regions corresponding to their impacts on their networks to the volume of the union of

these regions. We developed a novel method that computes this ratio as follows. It first

computes the Elementary Flux Modes (EFMs) of the network with and without the given

reaction set. It, then, transforms the polyhedral cones into polytopes by taking their

intersections with a hyperplane in the positive quadrant of the new flux space. Lastly,

it calculates the intersection of these polytopes as the intersection of their minimum

enclosing balls (MEB). Our experiments on real metabolic networks demonstrated that

our method can identify biological similarities accurately. Moreover, we observed that

our definition of impact can provide biologically and statistically significant predictions of

essential reaction sets.

Characterizing the function of a set of components (e.g., reactions) mathematically

has great value in numerous applications of computational biology. Thus, we believe that

the ideas developed in this chapter has the great potential to lay foundations to many

advances in understanding and comparing complex biological networks better.
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Table 5-1. Essential reactions in eight different metabolic
networks of E.coli.

P. Ida Network Name #E.b #R.c p-valued

00240 Pyrimidine met. 10 69 7.99E-15
00860 Porphyrin and chl. met. 9 21 3.02E-06
00564 Glycerophospholipid met. 7 20 1.24E-05
00010 Glycolysis/Gluconeogenesis 4 26 6.71E-03
00670 One carbon pool by folate 6 16 1.23E-02
00540 Lipopolysaccharide bio. 15 19 4.86E-02
00760 Nicotinate metabolism 4 16 2.41E-01
00300 Lysine biosynthesis 8 15 2.45E-01

a KEGG identifier of the network;
b Number of essential reactions of the network according
to PEC classification [113];
c Number of reactions of the network;
d Probability of obtaining (randomly) at least as many
essential reactions as our method predicts in top 10% of
all connected reaction sets with size at most three.
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CHAPTER 6
STEADY STATES OF REGULATORY NETWORKS

Analyzing biological networks is essential in understanding the machinery of living

organisms which has been a main goal for scientists [37, 38]. Gene regulatory networks

and signaling pathways are two important network types that play role in every process

of living organisms [114]. In the last decade, significant amount of research has been

done on reconstruction of these networks from experimental data [2, 3, 115–120]. The

amount of regulatory data produced by these methods is sufficient enough to trigger the

research on automated tools to analyze various aspects of these networks. We use the

term biological regulatory networks (BRN) to combine gene regulatory networks and

signal transduction pathways.

To capture the biological meaning of BRNs, it is necessary to characterize their

long term behavior. A common way to achieve this is to identify the steady states of the

dynamic system defined by a BRN. Identification of steady states of BRNs is crucial

in several applications such as the treatment of various human cancers [29, 30] (e.g.

leukemia, glioblastoma) and genetic engineering [14]. Additionally, the steady state

analysis has proven to be successful to explain the flower morphogenesis of Arabidopsis

thaliana [31–33], the differentiation process of T-helper cells [121–123], the mechanism

of T cell receptor signaling [34] and the cell cycles of yeast types [35, 36].

We use Boolean values for the states of the genes (“ON” or “OFF” meaning

high or low activity) since it is successfully used in the literature for BRNs [31, 35,

36, 121, 123]. Recently, several methods have used categorical values (e.g., low,

medium, high activity) for gene states in their model [32, 124, 125]. The steady states

extracted by these methods showed high parallelism with the ones found using Boolean

models. The naive approach to steady state identification in Boolean networks is to

exhaustively search the state space. However, the number of possible states of a

BRN is exponential in the number of its genes. Therefore, exhaustive methods are
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computationally infeasible for even moderately sized BRNs. To address this problem,

some existing methods use finite-state Markov chains [126], binary decision diagrams

(BDD) [121, 122], constraint programming [127], probabilistic Boolean networks [128],

linear programming [129], relational programming [130] and module networks [131,

132].

Orthogonal to the selection of the computational method, there are two commonly

used alternatives for modeling the state transitions. These are synchronous and

asynchronous models and both are used in the literature [121, 122, 127, 130].

Synchronous models assume that the activity levels of all the genes change simultaneously.

Hence, the next state is deterministically decided by the current state. On the other

hand, asynchronous models consider time in small intervals, such that only one gene

can change its state at an interval and state change is equally likely for all genes [122].

For an n gene BRN, the state space of synchronous model has 2n states and 2n state

transitions. For asynchronous model, the number of states is still 2n but the number of

possible transitions can go up to n2n. The advantages/disadvantages of these models

together with their effect on running time of steady state identification algorithms are

discussed in the literature [122, 133, 134]. Due to its strong assumptions, such as

all genes change their state at the same time and all have equal response times to

these changes, synchronous model is arguably more of an abstraction of the biological

process compared to asynchronous model. We use the asynchronous model in our

discussion here, however, it is important to note our method works for the synchronous

model as well.

A state of a BRN is the union of the states of its genes at a certain time. The state

of a gene can change over the time due to internal regulations or external stimulants.

Steady states are the states in which the dynamic system of that BRN stabilizes. The

rest of the states of the network are called transient states and they are usually not
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of interest from biological viewpoint. We follow the steady state definition of Garg et

al.[121].

Definition 15. Let S be a set of states. Each si ∈ S is steady if and only if the following

conditions are satisfied:

• The set of the successor states of all the states in S is equal to S

• For each si ∈ S once it is visited the probability of revisiting si is equal to 1 in a
finite number of state transitions.

This definition suggests that there are two types of possible steady states, self

loops (e.g., Figure 6-1(a)) and simple loops (e.g., Figure 6-1(b)) as named in [121]. If a

set of states create a complex loop, then all the states of this set are transient since at

least one of the states does not satisfy the second condition of the above definition. For

instance, in Figure 6-1(c) the state [010] is not revisited with probability equal to 1 in finite

steps since the system can loop forever through other four states which create a loop.

Similarly, Garg et al. name such sets of states as transient states. Figure 6-1 exemplifies

all the state types discussed above.

Our Contributions: In this work, we develop an algorithm that identifies all the steady

states of BRNs accurately and efficiently.

To mathematically express this problems clearly, we define three types of states

according to the number of possible outgoing transitions from them. We name a state

“Type 0” if it has no outgoing transitions to another state except itself (self loop) (state

[110] in Figure 6-1(a)). A state with exactly one outgoing transition to another state is

“Type 1” (all the states in Figure 6-1(b)). States with more than one outgoing transitions

are “Type 2” states (state [110] in Figure 6-1(c)). Using this notation, we observed the

following:

• All Type 0 states are steady (self loops).

• All Type 2 states are transient.

• All the states of a simple loop are of Type 1.
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Figure 6-1. States of a hypothetical network with three genes. The binary values
correspond to activation levels of these genes. (a) The three states on the
left are transient and of Type 1. The state with self loop is steady and Type 0.
(b) The four states in simple loop are cyclic steady states and they are of
Type 1. (c) The leftmost state is transient and Type 1. Even though only [110]
is of Type 2 (others are Type 1), the remaining five states create a complex
loop, and thus they are transient.

It is important to note that all the above observations are one-sided (i.e. “if”

conditions). For instance, second observation means that if a state is of Type 2 then it is

transient. However, a transient state does not have to be a Type 2 state. Here, we name

the steady states of Type 1 as cyclic steady states (i.e, simple loops). Our method first

divides the whole state space into three types (Type 0, 1 and 2) without materializing

the exponential state space graph. Then, we extract the cyclic steady states from Type

1 states by using a randomized traversal method. Cyclic steady states together with the

Type 0 states constitute all the steady states of the BRN of consideration.

We use the Boolean network model proposed by Kauffman et al.[135]. We build

a hypothetical state transition graph using the interactions in a BRN. We develop a

mathematical model that uses binary decision diagram (BDD) data structure [136] to
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classify each state into one of the three classes, namely Type 0, Type 1 and Type 2.

Type 0 and Type 2 states are guaranteed to be steady and transient (i.e. not steady),

respectively. Type 1 states can be either one. To further classify the Type 1 states as

transient or steady, we develop a randomized traversal method which samples random

seed states from Type 1 states and classifies the visited states during the traversal

from this seed state. While sampling, we calculate the estimators for the number of

steady states, expected steady state distribution of individual genes and joint-steady

state distributions of gene pairs. We calculate a stopping criterion from the statistical

information of explored states. This criterion allows early termination of sampling when

the user defined percentage of steady states are found with high confidence.

Our technical contributions can be summarized as follows. We build a mathematical

model for pruning a very large portion of state space quickly without losing any steady

states. We develop a randomized traversal method that computes estimators for the

number of steady states and the fraction of individual genes and gene pairs being active

in these states in an online fashion. Our algorithm guarantees to find all the steady

states after sufficient number of iterations. We formulate a stopping criterion which uses

the information of classified states to terminate the algorithm when sufficient percentage

of steady states are extracted with a given confidence value.

6.1 Methods

This section discusses our algorithm for identifying all the steady states of Boolean

BRNs. First we describe the mathematical model for expressing the states and state

transitions. Then, we discuss our method to segregate the state space into three

subspaces. Finally, we present our randomized traversal method that extracts Type 1

steady states. We also give the formulation of a stopping criterion that terminates the

traversal when sufficient amount of steady states are reported with high confidence.
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6.1.1 State Transition Model

In order to identify the steady states of a BRN, we first need to build a mathematical

model that explains its states and how the network moves from one state to another.

Let Xi(t) = true/false denote the state of the ith gene at time t. Here “true”

denotes that ith gene is “active” and “false” denotes that it is “inactive”. We use Xi

instead of Xi(t) for simplicity wherever appropriate.

We summarize the interactions that determine the next state of the ith gene from

the activity values at time t as follows. The ith gene will be inactive if at least one of

its suppressors is active. If all the suppressors of the ith gene are inactive and at least

one of its activators is active, then it becomes active in the next time step. In all other

situations the state of the ith gene remains unchanged. Even though the assumption

that one inhibitor can suppress all activators seems questionable, it is commonly

observed in biological networks. Wu et al. [137] named this as “strong inhibition” model

and showed that it produces the same results as threshold network model [138] for

fission yeast cell cycle network. Also, it has been used as a modeling decision by

Garg et al.[121, 122]. However, it is important to note that our method does not depend

on this assumption.

The following equation summarizes how the next state of ith gene is determined:

Xi(t+ 1) : (Xi(t) ∨ pA(t)) ∧ ¬pS(t) (6–1)

In this equation, the symbols ∨ and ∧ denote the logical “OR” and “AND” operators,

pA(t) and pS(t) represent predicates for the activators and the suppressors of the ith

gene at time t, respectively. We compute these predicates as pA(t) =
∨
j∈AXj(t)

and pS(t) =
∨
j∈S Xj(t), where A and S are the sets of indices for activators and the

suppressors of the ith gene.

An important observation is that, even though the next state of the ith gene is

deterministically calculated, there can be multiple next states for the whole network

162



since we use asynchronous model. A state of a given BRN is defined by the states of

individual genes. Let u = [X1 · · · Xn] denote a state of the network. The network can

move from state u to state v = [X1 · · · Xi−1 ¬Xi Xi+1 · · · Xn] only if the ith gene is

one of the genes that can have a state change. Individual genes that can issue a state

change at a given state determines the possible next states of the network.

We model the changes in the states of a BRN using an abstract graph representation.

In this graph, each vertex corresponds to a possible state of the BRN. Thus, if there are

n genes in a BRN, then the corresponding graph contains 2n vertices. There is an

edge from vertex u to vertex v, if it is possible to change the state of the BRN from

the state represented by u to the state represented by v by only changing the state

of a single gene. There can be up to n2n edges between these states. This graph is

hypothetical as we use it only for building our mathematical model. We never materialize

this exponential graph in our method.

We classify the vertices of this graph into three classes based on the number of

their outgoing edges. Figure 6-1 provides visual examples for all three state types listed

below:

• Type 0: The vertices that have no outgoing edges (except self cycles). These
vertices correspond to steady states as the state of the network cannot change
once one of them is visited. (Figure 6-1(a))

• Type 1: The vertices that have exactly one outgoing edge. The states for these
vertices can be steady or transient. (Figure 6-1(b))

• Type 2: The vertices that have two or more outgoing edges. All Type 2 states are
transient. (Figure 6-1(c))

In the following section, we describe our method for segregating the state space into

the above three types.

6.1.2 Segregation of States Using BDDs

As we discussed in the previous section, we never generate the state transition

graph of the input network. A simple observation on our state transition model allows
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us to segregate the states without this materialization. This segregation results in not

only the immediate identification of all Type 0 steady states, but also eliminates a huge

portion of states by classifying them as transient.

For instance, for T-Helper cell network with 23 genes and 8, 388, 608 (223) possible

states, our segregation method classifies 1, 321 states as Type 0 and 8, 364, 757(∼ 223)

states as Type 2 in only 0.08 seconds. The remaining 22,530 states are labeled as

Type 1. Thus, we need to explore only a small percentage (∼ 0.26%) of the whole state

space.

Here, we describe how we construct the BDDs for all Type 0 states and all Type

1 states, namely Z0 and Z1. We first define a predicate that will be handy in this

discussion.

Ci : Xi(t+ 1)⊕Xi(t)

Here, ⊕ denotes the logical “XOR” operator. Ci evaluating to true at time t means that

gene i will change its state from Xi to ¬Xi at time t + 1. Otherwise, it preserves its

current state. The following equations, show the formulas of BDDs representing Type 0

and Type 1 states:

Z0 :
∧
i

¬Ci and Z1 :
∨
i

(Ci ∧ (
∧
j 6=i

¬Cj).

Z0 = “True” represents the states that do not satisfy any of the Ci conditions (i.e.

none of the genes change state). The states in Z1 = “True” satisfy exactly one of the

Ci conditions (i.e. exactly one gene changes state). The states which are not included

in the two BDDs above are called Type 2 and they are all transient states. The BDD for

these states can be constructed similarly. However, we simply eliminate these states

since they do not reflect the long term behavior of the system. By doing this without

materialization, we quickly reduce the state space of the problem to a significantly

smaller one. In the next section, we describe how we extract the steady states of Type 1.
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6.1.3 Extracting Cyclic Steady States

In this section, we develop a randomized traversal strategy that identifies the steady

states of Type 1. We call these states “cyclic steady”. An example for this is the cycle

of four states in Figure 6-1(b). At the end of each traversal, we remove the traversed

states from the state space that by using difference operator of BDD. In other words,

our method avoids redundant enumeration of the states. After traversing a portion of

the vertices, we estimate the total number of steady states, the probability of each gene

being active and the joint probability of gene pairs being co-expressed in steady states.

It is worth mentioning that our traversal method never traverses a state more than once.

Hence, if it runs for enough time it labels all the Type 1 states as steady or transient.

Algorithm 2 briefly describes how we traverse the Type 1 states. Next, we elaborate on

different steps of this algorithm.

Algorithm 2 Randomized traversal of Type 1 states

1. Randomly get an unobserved vertex from the Type 1 set.

2. Follow the outgoing edge to traverse the graph until seeing one of the following
vertices
(i) A vertex that is labeled as transient or steady in previous iterations.
(ii) A vertex that is traversed in this iteration.

3. Label all the traversed vertices as transient or steady and update the estimators.

4. Stop if the number of steady states observed so far is sufficient.

Step 1. Selecting a random seed state:

We obtain a random seed state among the untraversed satisfying assignments

of the BDD for Type 1 states. We do this by traversing the BDD from root node to the

leaf level. At each step of the traversal, we randomly pick a child node of the currently

visited node. When we reach the leaf level of the BDD, the states of all the genes are

determined and hence, our seed state for the whole BRN.

Step 2. Traversal starting from the seed state:
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Once we choose an unobserved seed state, the next step is to understand whether

or not we can reach to a new steady state from this state. To do this, we traverse the

state transition graph starting from this vertex by following the edges.
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Figure 6-2. Summary of the traversal process for a randomly picked state (a) from
unobserved Type 1 states. If the path starting from a ends at b, c, d or e, then
all the states on this path are transient (Step 2(i) of Algorithm 1). If the path
starting from a ends at a state like f then all the states on the path from a to
f are transient (excluding f ) and all the states on the cycle from f to f are
steady.

Since the seed state is of Type 1, by definition, it has only one outgoing edge. Thus,

we can easily find the next state as the state that satisfies the transition condition. We

continue traversal by applying the same principle. Figure 6-2 summarizes the possible

cases that can occur during this traversal. Starting from an unobserved state if we

traverse one of the following three paths then all the states visited on this path are

transient:

• A path ending in a Type 0 state

• A path ending in a Type 2 state

• A path ending in a state that is observed in previous iterations

Notice that all three cases correspond to Step 2(i) of our traversal method. The next

case produces both cyclic steady and transient states:
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• A path leading to a cycle of states visited in current iteration

In this case, we label all the states on the cycle as steady and the other states on

the path as transient. For instance, if the traversal starts from the [001] state in

Figure 6-1(b), then [001] is transient and other four states are Type 1 steady states.

Step 3. Calculating Estimators:

At each iteration, we traverse a path in the state transition graph and label each

state on this path as transient or steady. We name the set of vertices visited in each

such traversal as an observation. Using these observations, we develop estimators for

the total number and “the profile” of steady states. The profile of the steady states is the

vector where the ith entry is the expected fraction of the steady states at which the ith

gene is active. For example, if the second entry of the profile is 0.95, it means that we

expect that the second gene is active in 95% of the steady states. We also compute the

estimators for the joint expression (co-expression) fractions of gene pairs. Computing

these estimates is important as they can lead to early prediction of the steady state

profile.

Here, we describe in detail the calculation and the analysis of the estimator of

the total number of Type 1 steady states. First of all, we prove that it is an unbiased

estimator. Then, we discuss how to minimize the variance of this estimator. For the other

estimators we only give the formulations.

First, let us introduce some notation we use throughout this section:

• N0, N1: Number of Type 0 and Type 1 states, respectively. We calculate these
numbers at the initial segregation step.

• Oi = (si, ti): ith observation. si and ti are the number of observed steady and
transient states traversed in this observation.

• Si, Ti, Ui: Total number of observed steady states, observed transient states and
unobserved states after first i observations, respectively.

From the definitions above, we can calculate Ui = N1 − Si − Ti, Si =
∑i

j=1 sj and

Ti =
∑i

j=1 tj. Now, we introduce a 0/1 random variable Bi for each observation Oi. At a
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given time Bi = 1 means the current iteration results in observation Oi. We simulate our

sampling by assuming at any time one and only one of the Bi’s can be 1. In other words,

E[BiBj] = 0 for any i 6= j. Notice that E[Bi] = E[Bn
i ] = si+ti

N1
for observation Oi. We

formulate the estimator of the total number of Type 1 steady states at the ith iteration as:

Fi =
i∑

k=0

Bksk
N1

sk + tk

Lemma 8. The estimator Fi is an unbiased estimator.

Proof: We prove this by showing the expected value of Fi is equal to the total number

of Type 1 steady states. Taking expectations of both sides and replacing E[Bk] with

sk+tk
N1

:

E[Fi] = E[
i∑

k=0

Bksk
N1

sk + tk
] (6–2)

=
i∑

k=0

E[Bksk
N1

sk + tk
] =

i∑
k=0

sk (6–3)

After defining the estimator, the next step is to calculate its variance.

Lemma 9. The variance of Fi is

V ar[Fi] =
i∑

j=0

s2
j(

N1

sj + tj
)− [

i∑
j=0

sj]
2.

Proof: We know that, V ar[Fi] = E[F 2
i ]− E2[Fi]. We first compute F 2

i .

F 2
i =

i∑
j=0

Bjsj
N1

sj + tj

i∑
k=0

Bksk
N1

sk + tk
(6–4)

=
∑
j 6=k

BjBksjsk(
N1

sj + tj
)(

N1

sk + tk
) (6–5)

+
i∑

j=0

B2
j s

2
j(

N1

sj + tj
)2 (6–6)
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When we take the expected value of F 2
i the first term cancels since E[BjBk] = 0 for any

i 6= j. Hence, the variance of Fi can be computed as:

V ar[Fi] = E[F 2
i ]− E2[Fi] (6–7)

= E[
i∑

j=0

B2
j s

2
j(

N1

sj + tj
)2]− (E[Fi])

2 (6–8)

=
i∑

j=0

s2
j(

N1

sj + tj
)− [

i∑
j=0

sj]
2 (6–9)

There are many ways to build an estimator from Fjs. However, it is desirable to build

an estimator with a small variance as it converges to true solution faster. The following

lemma builds the estimator with minimum variance.

Lemma 10. The estimator that has the smallest variance is T =
∑

j
1∑

i
1
Vi
Vj
Fj

Proof: Now, we discuss how we combine the estimators F1, F2, ..., Fn with variances

V1, V2..., Vn to minimize the overall variance of our estimation. In other words, we want

to find the weight parameters γ1, γ2, ..., γn such that
∑
γi = 1 and the variance of the

estimator for total number of steady states of Type 1 is minimized. Let us denote this

new estimator as T =
∑
γiFi. Then,

V ar(T ) =
∑

γ2
i Vi

Mathematically, our aim is to minimize
∑
γ2
i Vi given

∑
γi = 1. We formulate this problem

by using Lagrange Multiplier as follows:

L =
∑

γ2
i Vi − λ(

∑
γi − 1)

Taking derivative of both sides with respect to each γi, we get the equations:

2γiVi − λ = 0, λ =
1∑

1
2Vi
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Solving these equations we get the γi values that minimizes the V ar(T ) as:

γj =
1∑
1
Vi
Vj

Thus, by using the value of γis we find that the estimator with smallest variance is

T =
∑
j

1∑
1
Vi
Vj
Fj

Next, we give the formulations of the estimators for the fractions of each gene and

each gene pair being active in steady states. First, we formulate our estimator for the

fraction of a gene being active in cyclic steady states. Assume that the number of steady

states at the ith observation in which the kth gene is active is nk,i. An estimator for the

kth gene after the ith iteration is then :

Gk,i =
i∑

j=1

nk,j/Si

Let na↔b,i denote the number of steady states in which gene a and gene b are

both active or both inactive after the ith observation. We calculate the estimator of joint

probability of two genes having the same activity level at a steady state as:

Ja↔b,i =
i∑

j=1

na↔b,j/Si

Step 4. Stopping Criteria:

When our method finishes traversing all Type 1 states (steps 1 to 3), it finds

all the steady states. However, in some applications it might be sufficient to find a

predetermined percentage of steady states. We develop a statistical criterion to be

able to terminate the algorithm quickly after a sufficient portion of the Type 1 states are

explored. Our method still guarantees that the desired percentage of the results are

found with high confidence. More precisely, when the user supplies a parameter α (e.g.

0.9), we compute a confidence c ∈ [0, 1], at each iteration such that “at least α × 100
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percent of the steady states are found with probability at least c”. This is desirable as the

user can terminate the loop when c is large enough for the underlying application.

Now, let us describe how the stopping criterion works. Let A∗ denote the actual

number of total Type 1 steady states. If we have known the value of A∗ we could have

stopped sampling with a confidence value of c = 1 when A∗ < Si + (1−α)(N0+Si)
α

is

satisfied. That is the time when we are sure that α× 100 percent of the steady states are

already reported. Since we do not know A∗ in advance, we use the information gathered

from observed portion of states. We compute Ai which denotes the minimum number

of total steady states of Type 1 that needs to be present for our method to continue

traversal.

Ai = Si + (1− α)(N0 + Si)/α

Trivially, if Ai > Ui + Si we just stop sampling with c = 1 since even if all the

unobserved states were to be steady, the reported ones would constitute at least α× 100

percent of the Type 1 steady states. Otherwise, we calculate the confidence value in ith

iteration as the probability that we would have observed at least Si steady states in our

observations so far if there were Ai unobserved steady states. Formally, we compute the

confidence as:

C(Ai) =

Si+Ti∑
k=Si

[

(
Si + Ti
k

)
qki (1− qi)Si+Ti−k] (6–10)

qi in Equation 6–10 represents the percentage of steady states if there were Ai steady

states in Type 1 states (i.e. qi = Ai

N1
). The inner term of the summation represents “The

probability of getting exactly k steady states from Si + Ti currently observed states if the

probability of a state being steady is qi”.

Lemma 11 shows that, the confidence value reported when we stop sampling is

never an over estimation.

Lemma 11. The confidence value given in Equation 6–10 by using Ai does not lead to

false dismissal.
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Proof: Here, we have three cases to consider:

• Case1 : (A∗ > Ai)
Then, q∗ = A∗

N1
> Ai

N1
= qi. Since the confidence value is calculated as the area

under the right hand side of the probability distribution function (i.e. inverse CDF), c
will be larger for a larger value of q. Hence, C(A∗) > C(Ai). That means whenever
we stop sampling the confidence we report is conservative.

• Case2 : (A∗ = Ai)
Trivially, C(A∗) = C(Ai) when we terminate the sampling.

• Case3 : (A∗ < Ai)
This case implies that we overestimated the total number of Type 1 steady states
at ith iteration. Only thing that can happen in such a case is that our method
decides to continue traversing when it does not need to. Since the actual number
of steady states are less than what we have estimated, when the traversal stops
we have already sampled at least as many steady states as needed to guarantee
the reported confidence value.

Corollary 1 follows from Lemma 11.

Corollary 1. Our method guarantees to find all the steady states when the confidence

value reaches 1.

6.2 Results and Discussion

6.2.1 Cell Cycles of Budding Yeast and Fission Yeast

To evaluate the accuracy of the results reported by our algorithm, we compared the

steady states that we found to the steady states that are reported in the literature. For

this purpose, we use the cell cycle networks of two yeast types, namely Saccharomyces

cerevisiae (budding yeast) and Schizosaccharomyces pombe (fission yeast). We

consider the key regulatory genes of these networks since the core process of these two

cell cycles are well analyzed in the literature by both differential equation models [139,

140] and Boolean network models [35, 36, 137, 138].

The cell cycles of both yeasts go through four main phases. In the first phase the

yeast cell grows till its size reaches a certain amount (G1). The second phase is when

the DNA is synthesized and chromosomes are replicated (S). Third phase is a transition
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gap between the second and fourth (G2). The cell division is completed at the fourth

phase named M . The two new cells then enter the G1 phase again which completes the

cycle. The state corresponding to G1 phase is a steady state that is observed the most

in the yeast life cycle.

SBF Cln3

Cln1,2 Clb5,6Sic1

MBF

Cdc20&Cdc14

Cdh1 Mcm1/SFF

Cell Size

Swi5

Clb1,2

Figure 6-3. Regulatory network of the cell cycle of budding yeast. Red arrows with
pointed heads represent activation, black arrows with bar heads represent
inhibition and yellow arrows indicate self-degradation.

Li et al.[36] studied the Boolean network model of the budding yeast (Figure 6-3)

and identified the Boolean states visited during a complete cell cycle together with seven

steady states of the network corresponding to the fixed points of the dynamic system.

Similarly, Davidich et al.[35] found thirteen different steady states for the Boolean model

of the cell cycle of fission yeast (Figure 6-4).

Here we compare the steady states reported by our method with the ones from the

methods of Li et al. and Davidich et al. For this we use vector notation to represent the

activity levels of an ordered gene set. In this notation, 0 means the corresponding gene

is inactive, 1 means its active and X means it can be either one. For instance, for a gene

set of {g1, g2, g3}, the [01X] vector represents two states, namely [010] and [011].

173



Ste9

SK

PP Cdc25
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Cdc2/Cdc13*

Slp1 Wee1/Mik1

Start

Figure 6-4. Regulatory network of the cell cycle of fission yeast. Red arrows with
pointed heads represent activation, black arrows with bar heads represent
inhibition and yellow arrows indicate self-degradation.

The budding yeast cell cycle network in Figure 6-3 is the same as the one analyzed

by Li et al.[36]. We use the order {Cln3, MBF, SBF, Cln1-2, Cdh1, Swi5, Cdc20, Clb5-

6, Sic1, Clb1-2, Mcm1} for the vector representation of the states of eleven genes in

this network. We follow Li et al. by excluding cell size from the gene set and the state

representation. Li et al. reported seven steady states for this network one of which

corresponds to the G1 phase of the cell cycle. We identified eight different steady states,

six of which are Type 0 and the other two are of Type 1. Six Type 0 steady states we

found are [0000X000X00] (4 states) and [0100X000100] (2 states) and all are also

reported by Li et al. Also, our method accurately labeled the [00001000100] state that

corresponds to G1 phase as steady. The two Type 1 steady states which visit each other

in a cycle are SS1 = [00100000000] and SS2 =[00110000000]. SS1 is when SBF is the

only active gene in the network. SS1 is followed by SS2 since in the next time step SBF

also activates Cln1-2. Due to self degradation of Cln1-2 in state SS2, this state goes

back to the SS1 again. The method of Li et al. labels SS2 as steady whereas it does not

report SS1.
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For the states of the fission yeast cell cycle in Figure 6-4, we use the ordered gene

set {Start, SK, Cdc2/Cdc13, Ste9, Rum1, Slp1, Cdc2/Cdc13*, Wee1/Mik1, Cdc25,

PP}. Our method reports fifteen different steady states all are of Type 0. These states

are: [0001X00XX0] (8 states), [0000100XX0] (4 states), [00000001X0] (2 states)

and [0000000000]. The first set of states contains the steady state [0001100100]

that corresponds to most stable phase (G1) of the cell cycle. This state together with

twelve other steady states we found matches exactly the ones found by Davidich et

al. [35] The two additional steady states that we found different than Davidich et al. are

[0000000100] and [0000000110]. The first state corresponds to high activation level of

only Wee1/Mik1 genes and the second state is when Cdc25 is also active together with

Wee1/Mik1. The reason of this difference is that Davidich et al. manually sets a negative

threshold for Cdc2/Cdc13 activation. Cdc2/Cdc13 degrades Wee1/Mik1 which prevents

their system from visiting the two steady states we found without setting any threshold

manually.

These two examples suggest that our method can accurately identify the steady

states of BRNs.

6.2.2 Performance Evaluation

Here, we compare the performance of our method to that of Garg et al. [121, 122].

We used the asynchronous state transition model for both algorithms in this experiment.

We compared the running times for a number of real BRNs as well as for randomly

generated networks. We compiled the real BRNs from the pathway database PID [9]

and other published work [35, 36, 121, 122]. Table 6.2.5 reports the running times for

Garg et al.’s method named Genysis and our algorithm with different parameter settings.

For real networks of small size such as yeast cell cycles and T-Helper network, the

running times for both methods are around one second with Genysis running slightly

faster than our method. However, for bigger real networks our method’s running time

is significantly smaller than Genysis. As the authors also stated in their work, Genysis
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might need extensive amount of running time when using asynchronous model due to

their heuristics to select seed states from the state space. The row corresponding to p38

MAPK signaling pathway constitutes a good example for this scenario. For the same

network our algorithm can identify the 90% of the steady states with 90% confidence in

only 11.3 seconds. Additionally, the running times on four randomly generated networks

indicated that Genysis can not scale well with the growing network size whereas our

algorithm can still find large portion of the steady states in a few minutes. It is worthwhile

to note that both Genysis and our algorithm have exponential time and space complexity

in the worst case scenario. This is a direct consequence of using BDD data structure as

it has exponential worst case complexity.

We also compared the steady states found by both algorithms for the two yeast

cell cycles. As discussed in previous section, the steady states of these two networks

are reported in Li et al.[36] and Davidich et al.[35]. For the budding yeast cell cycle in

Figure 6-3, Genysis was able to identify only the trivial steady state when all the genes

are inactive. For the fission yeast, Genysis labeled the state that corresponds to the G1

phase (only the genes Ste9, Rum1 and Wee1/Mik1 are active) of cell cycle as transient.

As reported in Davidich et al.[35], G1 is the most stable phase of this cycle and our

method correctly classifies this state as steady.

The above results support that our algorithm is more scalable and practical

compared to Genysis. Furthermore, the steady states we reported for yeast cell cycles

match better with the previous findings.

6.2.3 Co-Expressed Gene Pairs in Human Hedgehog Network

We calculate the fraction of steady states in which two genes are in active state

together. Biologically this fraction corresponds to the co-expression of the two genes.

Revealing co-expressed genes has great significance in discovery of conserved genetic

modules [131, 141, 142] and identification of differentially expressed genes [143].
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Here, we compare the co-expression values for gene pairs found by our algorithm

with the values reported in the gene co-expression database, COXPRESdb [144].

For this purpose, we use The Hedgehog signaling network of Homo Sapiens given in

the KEGG Pathway Database [7]. This network consists of 17 genes and hence, 136

possible gene pairs. We sorted the gene pairs according to their co-expression values in

decreasing order and compared our ordering with the one in COXPRESdb. We picked

the top 20 gene pairs from our list and searched for the indices of these pairs in the

ordering of COXPRESdb. Here, we report the largest index, l, among these k indices for

different values of k.

For k = 1 we have l = 1, which means that the highest co-expressed gene pair

(GL1-SMO) in our ordering is also the top scoring pair in COXPRESdb. For k = 5 we

have l = 6, meaning that the five gene pairs (GL1-SMO, GSK3B-FBXW11, RAB23-

GAS1, GLI1-IHH and SUFU-SMO) with the highest ranks in our ordering are in between

the top 6 pairs in the ranking of COXPRESdb. For the other values of k = 10 and

k = 15, the l values are 16 and 35 respectively. Hence, the gene pairs reported by our

method that are found to be active together in the steady states suggest that there is a

co-expression between these two genes.

The above results suggest that our algorithm is useful in predicting co-expression of

genes by utilizing the the steady state information of BRNs.

6.2.4 Accuracy of Estimators

To evaluate the quality of our sampling-based estimators, we measured their

correctness and convergence rate. Correctness means that the estimates will eventually

converge to the correct value. For the convergence rate, a good estimator should

approximate the correct value after a small fraction of the state space is explored.

We use a portion of p53 network of Homo Sapiens taken from KEGG [7] in this

experiment. We measure the estimated number of steady states at which a gene is

active for each gene at each iteration of our algorithm. Our algorithm traverses the entire
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Figure 6-5. Convergence of the estimators for the steady state profiles of the genes.
These genes are a selected subset of the genes of p53 network of Homo
Sapiens [7]. Y-axis shows for each gene the fraction of steady states that the
gene is in active state.

space of Type 1 states in about 2,500 iterations for this network. Figure 6-5 shows the

results for seven different genes. We plot these genes as they have different steady

state profiles. In other words, they vary in the fraction of steady states in which they are

active (e.g. CHK1 is active whereas p21 is suppressed in most of the steady states).

The results show that our estimators converge to the correct ratio for all genes in less

than 500 iterations. The rapid convergence suggests that our algorithm approximates

the correct profile of gene levels at steady states without traversing the whole space of

Type 1 states. This suggests that, equipped with the stopping criterion we devised, our

algorithm is also practical and accurate for BRNs with large number of Type 1 states

since early termination of the algorithm does not lead to significant deviation from the

correct steady state profile.

6.2.5 Discussion

In this chapter, we proposed a scalable algorithm that can identify all the steady

states of Boolean BRNs accurately and efficiently. Our method uses asynchronous
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Table 6-1. Comparison of our algorithm with an existing method on real and random
networks.

Network Name Genes Interactions Genysisa Our Algo.b Our Algo.c

Fission yeast cell cycle [35] 10 27 0.21s 0.18s 0.17s
Budding yeast cell cycle [36] 12 35 0.13s 0.25s 0.22s
T-Helper cells [121] 23 35 0.23s 1.14s 0.43s
p38 MAPK signaling [9] 26 28 545.3m 11.3s 2.1s
T-cell receptor [122] 40 58 20.7m 14.2s 2.11s
randomNet 1 20 32 10.4m 2.282s 0.3s
randomNet 2 30 48 - 5.923s 3.13s
randomNet 3 40 64 - 4.7m 3.4m
randomNet 4 50 80 - 68.7m 15.3m
a We used a cut-off time of 24-hours and “-” indicates that the method could not find all
steady states within this time. s denotes seconds and m denotes minutes;
b Running time of our algorithm when 90% of the steady states are found with 90%
confidence;
c Running time of our algorithm when 80% of the steady states are found with 80%
confidence.

state transitions to model the changes in the states of BRNs. We employed BDD data

structure to do an initial segregation on the exponential state space without materializing

it. This initial segregation together with the stopping criterion we formulated sped up the

algorithm significantly. Additionally, our algorithm estimates the number of steady states

and the expected behavior of individual genes and pairs of genes in the steady state in

an online fashion.
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CHAPTER 7
DYNAMIC MODULAR STRUCTURE OF REGULATORY NETWORKS

The distribution of interactions between genes in regulatory and signaling networks

(i.e., Biological Regulatory Networks (BRNs)), is not random. They form statistically

significant connected subnetworks corresponding to various biological functions. Such

groups of genes are also called “modules”. Recent studies have shown that biological

networks exhibit modularity [80, 142, 145–148]. In these networks, the interactions

and the entities of a module collectively describe how a certain biological function is

performed for an organism.

Numerous methods have been proposed to identify modules for different types

of biological networks such as metabolic networks [80, 97], protein-protein interaction

networks [142, 145, 146] and BRNs [147, 148]. These methods, however, have two

important drawbacks when they are applied to BRNs. We first elaborate on these two

drawbacks. We then discuss how we address these problems.

Ignoring interaction types and directions

Existing methods often consider a biological network as an undirected graph, where

each molecule maps to a node and each interaction between a pair of molecules maps

to an edge. In the resulting network all the edges are undirected and assumed to be of

the same type. We call the networks constructed in this manner as “simplified networks”

in the rest of this chapter. This modeling strategy causes loss of biological context for

BRNs where interactions have directions and different types (activation/inhibition).

Figure 7-1 shows an example of how this simplification degrades the accuracy of

module identification. Consider the tissue factor pathway inhibitor (TFPI). It inhibits

four different coagulation factors, namely F3, F5, F7 and F10. Therefore, it acts as

an anticoagulant when it is active. Indeed, it is annotated as a lipoprotein-associated

coagulation inhibitor [7]. However, when these inhibitions are reduced to undirected

edges as in Diao et al. [148], TFPI is grouped with most of the coagulation factors
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Figure 7-1. A portion of the human coagulation cascade network from KEGG Pathway
Database [7]. Pointed arrow heads represent positive regulation (activation)
and arrow heads with bars represent negative regulation (inhibition). The
two divisions show the two modules found after simplifying the network as in
existing methods.

which act as coagulation activators. In other words, this simplification deteriorates the

identification of correct functional decomposition of the BRN.

Ignoring activity level changes of genes over time

The second weakness of existing methods is they ignore that the activity levels

of the genes of a BRN can change over time due to interactions between genes.

Existing methods often work for only static snapshots of BRNs. Consider the example

in Figure 7-1. Here, if THBD is active at the current state, it will activate PROC in the

next state which in turn will inhibit F2, F5 and F8. These state changes create different

snapshots of the BRN. The traditional approach to deal with such dynamic networks is

to identify the modules from scratch for each snapshot [149–155]. However, coping with

network snapshots independently may lead to substantial variation in obtained modules

in consecutive states, resulting in inconsistent modular structures. Several recent

methods point out the importance of tracking the evolution of the modular structure
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through dynamic steps in other contexts [156–158]. Furthermore, incrementally updating

modular structure is computationally more efficient than dealing with each snapshot

separately.

In this work, we design an algorithm that considers both the interaction types

and the directions. It also allows incremental update of modules when the underlying

BRN changes its state in time. This incremental strategy allows us to keep track of

the evolution of individual modules and improves the running time. Below is the formal

statement of the problem that we address in this work:

Problem definition: Given a BRN and an initial network state S0 that consists of the

states of each gene (active or inactive), identify the sequence of module structures C0,

C1, · · · , Ct dynamically when the state of the network changes as S0, S1, · · · , St over

time where Ci is the partitioning of the genes of the input BRN into modules according to

state Si.

Our contributions: We develop a novel method to find the dynamic modules of a

BRN when the state of the BRN can change over time. Our approach differs from the

existing ones from the very beginning (i.e., the modeling phase). Instead of finding

modules of the simplified network (i.e., ignoring edge types and directions ), we first

create a new network, named functional network from the underlying BRN for the each

different state. The nodes of a functional network are the genes in the original BRN.

The edges between two nodes represent the functional similarity of these genes at

the corresponding state of the BRN. Starting from an initial state S0 we use a state

transition function to compute the next states of the BRN and at each state we update

the functional network by considering the state changes of the genes. We observe that

the functional networks at two consecutive states often show high similarity. Following

this observation, we develop an incremental algorithm that computes the modules of

the BRN at a new state using its modules in the previous state and the changes in the

functional network. To further reduce the computational cost, we develop a compact
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representation of the network in which the module information is embedded and the

modular structure is preserved.

Our technical contributions can be summarized as follows. We introduce the

concept of functional network that represents the functional similarities between genes

at a given state of a BRN. We propose an algorithm that incrementally identifies

the modular structure of the dynamic networks such as BRNs. We build a compact

representation of the modular structure of the BRNs. This allows our method to scale for

large network sizes with many dynamic steps.

The organization of the rest of this chapter is as follows: Section 7.1 describes

how we address the issues of existing methods and detailed theoretical analysis of our

algorithm. The experimental results are illustrated in Section 7.2.

7.1 Methods

This section discusses the algorithm we develop for identifying dynamic modules

of BRNs. Briefly, this section is organized as follows. Section 7.1.1 discusses the

simulation of the dynamic behavior of BRNs by using a state transition model.

Section 7.1.2 describes how we construct functional networks from original BRNs

for a given state of the network. Section 7.1.3 presents our algorithm that incrementally

updates the modular structure of a BRN using functional networks at different time

steps.

7.1.1 State Transitions

The dynamic behavior of BRNs stems from the alterations in gene activity levels.

These alterations are determined by the states of interacting genes. We denote the state

of the ith gene at time t as Xi(t) where Xi(t) = 1 means that the ith gene is “active”

(high activity level) and Xi(t) = 0 means that it is “inactive” (low activity level). We

denote the state of a BRN with n genes at time t using a vector with n entries as xt=

[X1(t), · · · , Xi(t), · · · , Xn(t)].
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The state of the genes can change over time due to internal regulations. Let Ai

and Ii be the set of activators and inhibitors of the ith gene respectively. An activator (or

inhibitor) is “active” when its state is 1. The following equation computes the next state

of the ith gene from the activity values of the genes at state xt.

Xi(t+ 1) =


0 if [

∑
j∈Ai

Xj(t)−
∑

j∈Ii Xj(t)] < 0

1 if [
∑

j∈Ai
Xj(t)−

∑
j∈Ii Xj(t)] > 0

Xi(t) if [
∑

j∈Ai
Xj(t)−

∑
j∈Ii Xj(t)] = 0

(7–1)

7.1.2 Construction of Functional Networks

Recall that we define the modules as the set of genes that collectively serve for

a certain biological function. To find such modules, the first question to be addressed

is: How can we model the functional similarity between two genes? Here we build

a biologically and statistically sound approach. We say that two genes have similar

functions at a given state of the BRN if their impacts on the state of that BRN are similar.

For a given state of a BRN with n genes, we construct an undirected and weighted

graph. We call this graph the functional network. Each node of this network corresponds

to a gene in the BRN. The weight of an edge shows the functional similarity of the two

genes connected by that edge. We build this functional network as follows. We first

calculate the impact of each gene on the given state. We represent the impact of each

gene by an n × 1 vector. Then, for each gene pair, we calculate the similarity of their

impact vectors. We elaborate on each of these steps next.

Calculation of Impact Vectors: We denote the impact of the ith gene on the network

at time t with an n × 1 vector Impi(t) named the impact vector. We compute this vector

as follows. Let xt= [X1(t), · · · , Xn(t)] denote the state of a given BRN at time t. Also, let

yt= [X1(t), · · · , Xi−1(t), 1 − Xi(t), · · · , Xn(t)] denote the state obtained by flipping only

the state of the ith gene. We compute the next states of both xt and yt by applying our
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state transition rule and represent them by xt+1 and yt+1 respectively. The state of the

ith gene at time t can be equal to 0 or 1. Then we compute the impact vector of the ith

gene as follows: Impi(t) = (−1)Xi(t)(yt+1 − xt+1)

Intuitively, we are computing the difference between two state vectors at t + 1 when

ith gene is active and when it is inhibited at time t. The jth entry of Impi(t) is 1 if both

gene i and j had the same form of state changes (i.e., 0 → 1 or 1 → 0). This entry

is 0 when flipping the state of ith gene does not effect the state of jth gene. If i and j

had reverse state changes the jth entry of Impi(t) is -1. Thus, the impact vector shows

the set of genes that have activity level changes by altering only the ith gene and how

their activity levels change. For instance, let xt+1 = [0, 0, 1, 1] and yt+1 = [1, 1, 0, 1]

for the first gene of a hypothetical network with four genes, then Imp1(t) = (−1)0 [1, 1,

-1, 0]. This shows that the second gene is activated and the third gene is inhibited by

the activation of the first gene. The fourth entry of Imp1(t) is zero meaning that the first

gene has no state changing effect on the fourth gene at time t. Biologically, non-zero

entries of Impi(t) shows the genes whose states are sensitive to the activity level of the

ith gene at time t.

Calculation of Impact Similarities: Having constructed the impact vectors for each

gene in the network for a specific state, now we describe how we use these vectors

to calculate the similarities between the functions of genes (i.e., the edge weights in

functional network). For this purpose, we calculate the statistical significance of the

similarity of their impact vectors as follows. Consider genes i and j at time t. Let a

and b denote the numbers of nonzero entries of n × 1 impact vectors Impi(t) and

Impj(t), respectively. Let c denote the number of nonzero entries at the same positions

of these two vectors with the same value. If both impact vectors have an equal value

at position k, it means that both gene i and gene j can alter the state of the gene k in

the same direction at the current state. We compute the impact similarity as the minus

log probability of the number of such commonly affected genes. Formally, let K be the
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random variable that denotes the number of common nonzero entries in Impi(t) and

Impj(t) assuming the nonzero entries are uniformly distributed in these vectors. Without

loss of generality, we assume a ≥ b. Then, we calculate the impact similarity of genes i

and j at time t as:

Sim(i, j) = − log[Pr(K ≥ c)] (7–2)

where Pr(K ≥ c) denotes the probability that the number of common nonzero entries

is greater than or equal to observed value (i.e., c) and calculated as Pr(K ≥ c) =∑b
x=c

(n−a
b−x)(

a
x)

(n
b)

.

Formal Definition of Functional Network: We conclude this section by formally

defining the functional network. Given a BRN and its initial state S0, the functional

network of that BRN at state St is the undirected weighted graph Gt = (V,Et), where

each gene of the BRN corresponds to a node in V and Et is the set of edges in Gt.

We compute the state St from S0 by using the given state transition function. Then, we

calculate the edge weight between the ith and jth nodes (i.e., Sim(i, j)) as their impact

similarity at state St.

7.1.3 Identification of Dynamic Modules

As the state of a BRN changes from one state to the next, its functional network

often changes slightly. In this section, we develop an algorithm that exploits this

observation. It computes the modular structure of the BRN at its new state from

the modules of its old state instead of recomputing it from scratch. To develop our

incremental algorithm, we first build a compact representation of the modular structure.

Compact Representation of a Network: Let G = (V , E) be the functional network

of a BRN at a certain state together with the impact similarity function w : E → R as

explained in Section 7.1.2. Let C = {C1, C2, . . . , Ck} be the modular structure of G, where

Ci represents the ith module in G,
⋃k
i=1 Ci = V , and Ci ∩ Cj = ∅,∀i 6= j. We construct a

new network with an equivalent modular structure to G but contains significantly smaller
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number of nodes and edges. We use this network in place of G to reduce the running

time of module identification as G changes over time.

(a) (b)

5

1/4

1/4

1/4
1/4

3

Figure 7-2. A hypothetical network with two modules (a) before compacting (b) after
compacting. The module boundaries are shown dashed ovals. For simplicity,
the weight of all the edges in (a) are one.

We build the compact representation G′ = (V ′, E ′) of G = (V,E) as follows. Let

us define the function Φ over a module Ci as Φ(Ci) =
∑

u,v∈Ci
w(u, v). For each module

Ci in G, if Ci contains only one node, we create one node xi in G′. If Ci contains more

than one node, we create two nodes xi, yi in G′ and an edge between them with an edge

weight equal to 1
2
Φ(Ci). For each pair of modules (Ci, Cj) in G, we insert four edges (one

for each pair of nodes in opposing modules) (xi, xj), (xi, yj), (yi, xj), (yi, yj), each has

an edge weight equal to one fourth of the sum of the edge weights between Ci and Cj.

Figure 7-2 illustrates this construction on a simple example.

Here we show that this construction embeds the module information of G and

preserves the modular structure. First let us recall the well-known modularity score (Q)

of Newman et al. [159]. Given a modular decomposition C = {C1, C2, . . . , Ck}

Q(C) =
∑
i

[
Φ(Ci)

2m
−
(

vol(Ci)
2m

)2
]

(7–3)
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where m is the total weight of all edges in the network and vol(Ci) is total weight of all

edges that are incident to at least one node in Ci. We prove that the modular structure is

preserved in compact representation in Theorem 6 by using the lemmas below. We omit

the proofs of lemmas due to space limitation.

Lemma 12. (CONSERVATION OF MODULARITY SCORE) Let G = (V , E) a network and C

be its modular structure. Then, the compact representation G′=(V ′, E ′) has the modular

structure C ′ such that Q(C ′) = Q(C).

Lemma 13. (CONSERVATION OF MODULE MEMBERSHIP) Let G′=(V ′, E ′) be the compact

representation of the network G. Also, let xi and yi, xi, yi ∈ V ′, be the two nodes

constructed to represent the module Ci of G while compressing G to G′. Then, for any

modular decomposition C ′′ of G′ in which xi, yi belong to two different modules there

exists a modular structure of G′ with modularity score greater than Q(C ′′) in which xi, yi

belong to the same module.

Theorem 6. (CONSERVATION OF MODULAR STRUCTURE) Given a functional network G

= (V , E) and its optimal modular structure C = {C1, C2, . . . , Ck} (i.e., Q(C) is maximum),

let G′ =(V ′, E ′) be the compact representation of G and C ′ = {C1
′, C2

′, . . . , Ck
′} be its

modular structure computed as described in this section. Then, Q(C ′) is maximum over

all possible modular decompositions and there is a one-to-one correspondence between

C and C ′.

Proof. Lemma 12 states that Q(C) = Q(C ′). Here we first show that there exists no

other modular decomposition C ′′= {C1
′′, C2

′′, . . . , Ct
′′} of G′ such that C ′′ 6= C ′ and Q(C ′′)

> Q(C ′). Since C ′′ 6= C ′, there exists at least two nodes xi, yi such that xi, yi ∈ Ci
′ but

xi ∈ Ca′′ and yi ∈ Cb′′ where Ca′
′ 6= Cb

′′. By Lemma 13 we know that there exists another

modular decomposition in which xi, yi belong to same module and the modularity score

is greater than Q(C ′′). Applying this argument iteratively we get Q(C ′) is maximum over

all possible modular decompositions. Also, again by Lemma 13 each Ci′ = {xi, yi}
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and corresponds to the original module Ci of G. Hence, there exists a one-to-one

correspondence between C and C ′.

Incremental Identification of Dynamic Modular Structure:

Here we describe our algorithm that identifies the modules of BRNs at each state

incrementally (i.e., without recomputing them from scratch) by utilizing the compact

representation we devised. Formally, let S0 be the initial state of a given BRN and Gt

= (V , Et) denote the functional network of this BRN at state St where wt :Et →R is a

non-negative weight function. Also, let Ct = {Ct
1, Ct

2, . . . , Ct
k} be the modular structure of

Gt, ∀t ≥ 0. Algorithm 3 computes Ct+1 using Ct and Gt⊕Gt+1 where ⊕ is the symmetric

difference symbol. At a high level, our method identifies the modules of dynamic BRNs

by employing an external algorithm (A) to calculate the modular structure of compact

representation at each state. To do this, we use the well-known CNM algorithm [160] as

A.

We give a description of our incremental method in Algorithm 3. First, we compute

the initial modular structure C0 and its compact representation C0
c from the functional

network G0 at state S0. After that, till the network reaches a steady state [161] or it visits

a user defined number of states, for each state St we apply the following three main

steps:

(1) Combine changes in comparison to the previous state and previous modular

structure to update the compact representation of Gt (Algorithm 3, lines 5-16);

(2) Apply algorithm A on the compact representation to obtain its modular structure;

(3) Refine the obtained modular structure on the compact representation and

decompress it to get the actual modular structure of the network.

In step (1), we update the compact representation as follows. Consider the set

of nodes ∆V that are incident to updated edges. The nodes of the set ∆V are subject

to changing their memberships. To allow these nodes to leave their previous modules

and join new ones as the network state changes, we move all nodes in ∆V out of
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Algorithm 3 Incremental Algorithm for Identifying Dynamic Modules of a BRN
Compute the functional network G0 using S0

Find the modular structure C0 of G0 using Algorithm A
Compute the compact modular structure C0

c of G0

for each state St−1, t > 0 do
Initialize Ct

c of Gt to Ct−1
c

Use state transition function to compute St

Let ∆E = {(u, v)|(u, v) ∈ (Et−1 ⊕ Et)}
for all e ∈ ∆E do

Update edge weights between modules of Ct
c

end for
Let ∆V = {u|∃v, (u, v) ∈ (Et−1 ⊕ Et)}
for all v ∈ ∆V do

Extract v from its module and remove its edges
Create a new singleton module that only contains v
Calculate the edge weights between modules of Ct

c and the new module
end for
Find the modular structure Ctc = {Ct

c,1, C
t
c,2, . . . , C

t
c,m} of Gt

c using Algorithm A
Refine the modular structure as stated in Lemma 13
Decompress Ctc to get Ct

end for

their modules and treat each node as a singleton module. In other words, for each

node u ∈ ∆V , we create a new node xu as a new singleton module in the compact

representation. For each new node xu, if u is adjacent to any module Ci, we create

two new edges (xu, xi) and (xu, yi) to connect this singleton module to Ci accordingly

and assign the edge weights as half of the sum of edge weights between these two

communities. For any Ci containing u, we also adjust the weight of edge (xi, yi) by

subtracting the sum of edge weights from u to other nodes in Ci to reflect the removal of

u from Ci.

After incorporating the changes into the compact representation, in step (2), we run

algorithm A again on the new compact representation to obtain its modules. Note that

the modular structure obtained at this step is in compact form. This allows us to reduce

the running time of this step compared to uncompressed network.

190



In step (3), we further refine this modular structure based on Lemma 13 as

follows. If xi and yi are assigned to different modules, we either move xi to the module

containing yi or move yi to the module containing xi depending on which one increases

the modularity more. This refinement makes sure that xi, yi are always assigned to

the same module and doing so will increase the modularity value as we stated in

Lemma 13. Finally, we decompress the compact modules to obtain the actual modules

of the BRN at current state.

Our incremental method described in this section has important advantages over

the traditional methods which assume that BRNs are static networks and calculate

modular structure depending on this assumption such as [145] and [148]. Firstly, we

introduce the concept of functional network that takes into account both the different

interaction types and their directions. Functional networks also allow us to simulate

the dynamic behavior of the BRN through state transitions. Secondly, the incremental

calculation of modular structures at different states makes it possible to track the

evolution of modules (i.e., membership changes, creation of new modules). Tracking

the module evolution is difficult when computing modular structure independently at

each state. Also, the compact representation we use improves the running time of our

algorithm by only considering the symmetric difference of consecutive states. For very

large networks or networks with many dynamic steps compact representation scales the

problem such that it can be handled efficiently by modularity identification algorithms.

7.2 Results and Discussion

In this section, we evaluate the accuracy and the performance of our method

on real BRNs. We first compare the biological relevance of our results with the ones

of existing methods that use simplified networks (i.e., the edge directions and types

are ignored) [145, 148]. We use CNM method [160] both as the module identification

method for these simplified networks and as the external algorithm that we employ to

find the modular structure of compact versions of functional networks that we generate.
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The goal in this experimental setup is to see the merits of building functional networks

without doing any simplification as traditional methods.

In the second set of experiments (Section 7.2.2) we compare the effect of

compressing the networks on the modularity score and the running time when network

has a number of dynamic steps. For this purpose we apply CNM method on the network

of each dynamic step individually and we compare it with the results we gather when

we use CNM as our external algorithm to find the modular structures incrementally. It is

important to note that the aim of this experiment is not to compare whether our algorithm

or CNM is better. Instead, we analyze the effect of network compression in dynamic

module identification.

Datasets: We use all the regulatory and signaling networks available in the KEGG

pathway database for H. Sapiens [7]. There are totally 2103 genes and 9188 interactions

in KEGG for H. Sapiens. We use gene expression data of breast cancer patients from

the literature and compile four different datasets containing totally 722 patients [162–

165]. We use these gene expression values to define the initial state of the network for

each patient.

Environment: We run all the experiments on a desktop computer running Ubuntu 8.04

with one Intel Pentium 4, 3.20 GHz processor and 2 GB of RAM. We implement all the

algorithms in Java.

7.2.1 Qualitative Evaluation

Here we evaluate the significance of the functional networks that we devised. We

first discuss the results on a specific real example in detail. We then present the most

frequently observed modules by our method for human regulatory network by using the

gene expression data of 722 breast cancer patients.

Coagulation cascade network: A case study. Recall that in Figure 7-1, we have

shown that the existing methods may fail to identify the biologically significant modules.
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Here, we revisit the same network (human coagulation cascade) and evaluate whether

our functional network can overcome this drawback on a real example.

PROS1 SERPIND1

SERPINC1

F13

F2SERPINC1

F9
FGF10

F2

PROC

TFPI

SERPINA5

THBD
A2M

F3

F11
A

PROC
F9

F11A2M

SERPINA5
PROC

FGF2PROS1

F10

SERPINC1
SERPIND1

THBD F13

B

Figure 7-3. Two functional networks induced from human coagulation cascade at two
consecutive time steps.

Figure 7-3 illustrates two modular structures that our method identifies for

two consecutive time steps of human coagulation cascade. Figure 7-3A shows

that our method perfectly separates the genes into two modules that serve for

coagulation and anti-coagulation functions. The anti-coagulation module has eight

members. Alpha-2-macroglobulin (A2M) is a protease inhibitor and it inhibits thrombin
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which results in an adverse effect on clotting. PROC encodes protein C, a vitamin

K-dependent plasma glycoprotein that is a key component of the anticoagulant system.

PROS1 has an anticoagulant effect too, as it is a cofactor of activated protein C. THBD

activates PROC by binding to thrombin which results in degradation of the activated

forms of coagulation factors F5 and F8. TFPI gene encodes a protease inhibitor that

inhibits the activated coagulation factors of F10 and F7 in an autoregulatory loop. The

other three genes of the anti-coagulation module are the three members of SERPIN

family and they act as an inhibitor of thrombin through different mechanisms in different

conditions.

The coagulation module consists of coagulation factors with names starting with

F. The coagulation starts by F7 coming in contact with tissue-factor and forming an

active complex that activates F9 and F10. F10 and its cofactor F5 forms a complex

that activates prothrombin to thrombin which in turn activates other components of

coagulation cascade (F8, F9, F11, etc.). Figure 7-3A shows that these coagulation

factors are grouped together as a module and hence we call this the coagulation

module. Thus, we observe that by utilizing functional networks our algorithm can

separate the genes of a BRN into biologically meaningful modules.

Our algorithm can update the modules incrementally as the state of the BRN

changes. Figure 7-3 shows how the functional networks and the modules of the human

coagulation cascade network evolve. The modules of the functional network change as

the states of the genes change. In the first state (Figure 7-3A), the activity level of F10 is

low. In this case, the tissue factor pathway inhibitor (TFPI) can suppress the activating

effect of F3 on F10. Keeping the activity level of a coagulation factor low, TFPI has

functional similarity to the other anticoagulants such as PROC, PROS1 and SERPINs in

this snapshot. However, in the next state (Figure 7-3B) F10 becomes highly active and

TFPI’s inhibiting effect on F10 decreases. In this case, TFPI can not show anticoagulant

effect, hence, it is no longer a member of anti-coagulation module. This change results
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in restructuring of the modules and our algorithm is able to identify the new modular

structure reflecting the changes.

Evaluation on the entire human regulatory network: We apply our method to human

regulatory network extracted from KEGG [7] and we use published gene expression

data of 722 different breast cancer patients [162–165] to determine the initial states

of the genes for each patient. While traditional methods assume that each patient

has the same snapshot of the regulatory network, we consider gene expression data

to construct patient specific functional networks. Considering the variations in gene

expression levels of different patients, our method allows us to identify the most frequent

modules that are observed in a set of breast cancer patients.

We define the support of a module as the percentage of patients whose functional

network created from initial gene expression values contains that module. In Table 7-1,

we list the top 20 modules with largest support. For the existing methods that use

simplified networks, the topology of entire network is independent of the expression

levels of the genes. As a result, the modules are exactly same for all patients and there

is only one simplified network. Here we measure the precision of these methods as

follows. For each significant module X from our method, we first find the module Y from

the simplified network that contains X if there is any. Let |X| and |Y | be the number of

genes in X and Y . We measure the precision for X as 100×|X|/|Y |%. Thus, 100%

means that CNM could identify the same module and 50% means that it identifies the

module X inside a module that is twice the size of X. 0% implies that CNM does not

group the genes of X in the same module.

Next, we discuss the biological relevance of several of these modules. The first

module in Table 7-1 contains three genes from the MAPK signaling pathway. FOS

takes part in several other networks as well whereas the other two genes play role

only in MAPK pathway according to the KEGG database. In this pathway ELK4 can

form a ternary nucleoprotein complex with the serum response factor (SRF ) and SRF
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accessory protein 1 (SAP1) to activate FOS. As a result these genes collectively

serve for cellular proliferation/differentiation. Proliferation is a well-conserved biological

function among multicellular organisms [166]. The genes listed in the second module in

Table 7-1 are all from the SMAD family. They jointly appear in the TGF-beta signaling

pathway though several of them take part in other pathways as well. On this pathway

they collectively serve a critical role in a number of activities including cell growth,

apoptosis, morphogenesis, development and immune responses [167]. The genes in the

third module appear in the Neurotrophin signaling pathway. Studies have shown that the

expression levels of these genes correlate significantly for patients that have damaged

hippocampus as well as for healthy patients [168]. Our algorithm identifies JAK3, STAT3

and POMC together as another module with high support. The genes in this module

affect hypothalamo-pituitary-adrenal axis among a number of other functions. JAK3

increases the activity of STAT3 through phosphorylation. STAT3 then indirectly activates

POMC. However, simplified network approach fails to group these three genes together

suggesting that their functional similarity is not significant.

The results of our qualitative evaluation has two important implications:

(i) Functional networks are useful in decomposing BRNs into modules that contain

functionally similar genes.

(ii) Using gene expression data to create patient-specific networks allows identification

of significant modules that are missed when simplified network approach is used.

7.2.2 Quantitative Evaluation

In this section, we evaluate the performance of our method quantitatively. We

want to see the effect of using compact representation on the quality of the modular

structure and the running time of the method. We start with experimenting on whether

our algorithm sacrifices modularity value Q as it uses a compact representation of the

modular structure. Figure 7-4 plots the average modularity for each patient over all

dynamic steps. The modularity of our method is close to that of CNM with negligible
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Figure 7-4. Average modularity value for each patient over all dynamic steps. CNM
Algorithm denotes using CNM on functional networks from scratch at each
step. Our Approach denotes using compact representation on functional
networks and incrementally updating modular structure.

difference. The difference is below 3%. Hence, the loss of modularity score due to

compression is not significant.

We further use the normalized mutual information (NMI) [169], an information-theoretical

approach, to measure the similarity between the modular structures found by directly

applying CNM algorithm on functional networks and first compressing these networks

and then applying CNM. NMI takes a value in the range [0, 1]. A large NMI value implies

that the two modular structures are similar. The results show that the NMI value is very

close to 1 (mean NMI is 0.95), confirming the high similarity of two modular structures.

It is important to note that the significant difference between modular structures in two

different columns of Table 7-1 is due to the comparison of two different network types

(functional network vs simplified network). Here the inputs are the functional networks

and their compact forms. As Figure 7-5 suggests, the membership of the genes in

modules in this case are highly similar. Therefore, the figures 7-4 and 7-5 together imply
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Figure 7-5. Average Normalized Mutual Information (NMI) of using CNM algorithm on
original networks and on their compact representations as we do in our
method.

that for very large networks with many dynamic steps, where running time is an issue,

using compact representation is a practical option.

Next, we measure the running time of CNM method when it is applied to each

dynamic step from scratch and when it is combined with our compact representation to

incrementally find dynamic modules by only considering the differences between two

steps. Figure 7-6 shows the cumulative running time of each method as we compute

the modular structures for 300 consecutive states for each patient. We see that using

CNM on compressed network as in our method is significantly advantageous over using

it from scratch at each step on the original network. The total running time of the latter

approach for all patients is more than 1.5 hours while our approach requires only a few

minutes.

The gain in running time is due to the reduction in size of compact representation

compared to the original network. In our experiments, the size of the compact graph

(number of vertices + number of edges) is on the average 10 times smaller than
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Figure 7-6. Cumulative running time for increasing number of patients. For legends see
Figure 7-4.

the original networks (Results omitted). Therefore, our incremental method with

compression uses significantly less space as well as running time. These results

imply that the improvement of running time and space utilization by using our method is

reasonably large without a significant change in identified modular structure.

7.2.3 Discussion

In this chapter, we proposed a new approach to identify dynamic modules in BRNs.

Unlike existing methods, we considered the types and directions of interactions between

genes. We created a new network to represent the functional similarities of genes

at a given state. In this functional network an edge between two genes represents

the similarity of their impacts on the network state. Using this network, our algorithm

identifies the modules more accurately compared to traditional methods. Additionally,

our algorithm captures the dynamic behavior of BRNs as the activity levels of the genes

change over time due to their interactions with each other. It incrementally updates

the current modular structure to find the modular structure in the next state rather than
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computing it from scratch. We also benefited from the fact that the difference between

two consecutive states is often very small by keeping a compact representation of

the network through dynamic steps. Our experiments suggested that our method

can efficiently find biologically meaningful modules that are missed by traditional

approaches. Additionally, the running times showed that our approach is significantly

more scalable for large size applications compared to previous approaches [170].
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Table 7-1. Top 20 modules found by our method with the highest support from the 722
patients.

(%) (%) Precision
Rank Support Genes of the module with simplified

networks [145, 148]
1 100.0 ELK4, FOS, SRF 8.6
2 97.1 SMAD2, SMAD3, SMAD4 75.0

SMAD1, SMAD5, SMAD9
3 93.8 NGF, NTF3, NTF4 100.0

NTRK1, NTRK2, BDNF
4 92.7 IL24, IL20, IL22RA1 60.0
5 92.7 MAP2K3, MAP2K6 2.9
6 92.4 FRAP1, RPS6KB1 50.0

RPS6KB2, RPS6
7 91.0 CHUK, IKBKB, IKBKG 5.7

NFKBIA, NFKBIB, NFKBIE
8 90.6 CAMK4, CREBBP, EP300 5.7
9 88.6 NFKB1, RELA, BCL2 2.9

10 87.0 ADCY3, GNAL, PRKG1 2.5
11 86.8 TNF, TNFRSF1A, TRADD 2.9

PRKAA1, PRKAA2, PRKAG2
12 86.7 PRKAG3, PRKAB1, PRKAB2 42.1

PRKAG1, SLC2A4
13 86.1 PARD3, IGSF5, F11R 4.2

JAM2, JAM3
14 85.9 JAK2, STAT3, POMC 0.0
15 85.7 WASF2, BAIAP2, ARPC5 0.0

ARPC1B, ARPC2, ARPC5L
16 85.2 FIGF, VEGFC, FLT4 3.4
17 85.0 CHEK2, ATM 7.5
18 83.9 RHOA, DIAPH1, PFN3 0.0

PFN4, PFN1, PFN2
19 83.4 ADCY3, GNAL, PRKG2 2.5
20 83.1 RASGRP1, SOS1, SOS2 3.4
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CHAPTER 8
CONCLUSIONS

The focus of this thesis was comparative analysis of different biological networks to

uncover biologically relevant and interesting patterns. We mainly developed alignment

algorithms for metabolic networks that cover different aspects of the alignment problem.

We believe that the methods we develop here put together create a framework that

leverages existing challenges in metabolic network alignment. Furthermore, the

algorithms we developed for analyzing dynamic behavior of regulatory networks

revealed structural properties that are important in understanding the regulatory

mechanisms of different organisms.

We can summarize the contributions of this thesis as follows.

We developed an algorithm that aligns metabolic networks without abstraction and

reveals mappings of different types of entities in a consistent way. Our results were

indicative that considering different entity types increase the accuracy of the alignment

for metabolic networks. Experimental results on metabolic networks gathered from

KEGG showed that our method has a practical running time and is tolerant to errors in

network topology and node labels. We observed that our method can be used efficiently

in capturing well-known alternative entities, predicting phylogeny from metabolic network

similarity and answering top-k queries in network databases. Our method is generic

enough to be applied to any graph alignment problem where graphs have heterogenous

nodes and interactions between them.

We developed an algorithm that allow mapping one node of one network to a set of

nodes of the other (i.e., allows one-to-many mappings). Our experiments on metabolic

networks suggested that our method can identify biologically relevant alignments

of alternative subnetworks that are missed by traditional methods. This flexibility of

allowing subnetworks is a desirable property in network alignment since there exists a

significant number of cases where the same or similar function is carried out by different
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number of steps in different organisms. SubMAP algorithm has potentially exponential

running time due to inherent subset enumeration problem. However, it is still scalable for

real size metabolic networks when the reaction subsets of size at most three or four are

considered.

In order to leverage alignment of larger metabolic networks with or without

subnetwork mappings, we developed a framework that uses a scalable compression

technique to improve resource utilization of existing alignment methods. Our experiments

showed that this framework provides significant speed up and reduced memory

utilization compared to SubMAP. We observed that only one level of compression

can provide 10 times speed up and the gathered alignment results are very similar to the

results without compression. We suggest using higher levels of compression as it can

decrease the alignment accuracy depending on the sizes and topologies of the query

networks.

To understand the functional role of a component set in a metabolic network, we

developed a mathematical formalization that calculates the impact of a reaction set

in terms of the set of possible steady states of the metabolic network it belongs to.

Specifically, our model computes the impact as the portion of the flux cone of the original

network that cannot be achieved without the reactions in the set that we consider. Using

this model, we characterized the functional similarity of two reaction sets from potentially

different networks. We observed that our definition of impact can provide biologically

and statistically significant predictions of essential reactions. Since characterizing

the function of a set of components mathematically has great value in numerous

applications of computational biology, we believe that the ideas developed in this method

has the great potential to lay foundations in understanding and comparing complex

biological networks better.

Steady states of regulatory and signaling networks determine the activity levels

of individual entities in the long run. Identifying all the steady states of these networks
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is difficult due to the state space explosion problem. We built a mathematical model

that allows pruning a large portion of the state space quickly without causing any false

dismissals. For the remaining state space, which is typically very small compared to

the whole state space, we developed a randomized traversal method that extracts the

steady states. We estimated the number of steady states, and the expected behavior

of individual genes and gene pairs in steady states in an online fashion. Also, we

formulated a stopping criterion that terminates the traversal as soon as user supplied

percentage of the results are returned with high confidence.

Regulatory networks are known to exhibit modular structure when all existing

interactions are assumed to be functional. However, these networks are dynamic (i.e.,

their nodes change state in time) and further analysis of their modularity is necessary by

taking into account their state changes. For tracking the dynamics of modular structures

in regulatory networks, we developed an algorithm that extends existing community

structure identification methods to the case of dynamic networks. We benefited from the

fact that the difference between two consecutive states is often very small by keeping a

compact representation of the network through dynamic steps. This observation allowed

our method to be scalable to very large networks with many dynamic steps.
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