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In patients with motor disability the natural cyclic flow of information between the 

brain and external environment is disrupted by their limb impairment. Brain-Machine 

Interfaces (BMIs) aim to provide new communication channels between the brain and 

environment by direct translation of brain’s internal states into actions. For enabling the 

user in a wide range of daily life activities, the challenge is designing neural decoders 

that autonomously adapt to different tasks, environments, and to changes in the pattern 

of neural activity. In this dissertation, a novel decoding framework for BMIs is developed 

in which a computational agent autonomously learns how to translate neural states into 

action based on maximization of a measure of shared goal between user and the agent. 

Since the agent and brain share the same goal, a symbiotic relationship between them 

will evolve therefore this decoding paradigm is called a Brain-Machine Symbiosis (BMS) 

framework. A decoding agent was implemented within the BMS framework based on 

the Actor-Critic method of Reinforcement Learning. The rule of the Actor as a neural 

decoder was to find mapping between the neural representation of motor states in the 

primary motor cortex (MI) and robot actions in order to solve reaching tasks. The Actor 
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learned the optimal control policy using an evaluative feedback that was estimated by 

the Critic directly from the user’s neural activity of the Nucleus Accumbens (NAcc). 

Through a series of computational neuroscience studies in a cohort of rats it was 

demonstrated that NAcc could provide a useful evaluative feedback by predicting the 

increase or decrease in the probability of earning reward based on the environmental 

conditions. Using a closed-loop BMI simulator it was demonstrated the Actor-Critic 

decoding architecture was able to adapt to different tasks as well as changes in the 

pattern of neural activity. The custom design of a dual micro-wire array enabled 

simultaneous implantation of MI and NAcc for the development of a full closed-loop 

system. The Actor-Critic decoding architecture was able to solve the brain-controlled 

reaching task using a robotic arm by capturing the interdependency between the 

simultaneous action representation in MI and reward expectation in NAcc.  



 

14 
 

CHAPTER 1 
INTRODUCTION 

Brain-Machine Interface (BMI) 

The seminal works of Fetz and Schmidt [1,2] showed the possibility of long term 

recording from cortical neurons in monkey and suggested that single unit activity of 

motor cortical neurons could be used as a potential source of control for external 

devices. In patients with sensorimotor disability, direct interfacing the prosthetic devices 

with the brain was a promising solution for restoring their function. From this, Brain 

Machine Interfaces (BMI) emerged as a new assistive technology. 

BMIs are creating new pathways to interact with the brain and they can be roughly 

divided in four categories: the sensory BMIs which substitute sensory inputs (like visual 

[3,4] or auditory [5-7] and are the most common (120,000 people have been implanted 

worldwide with cochlear implants; the motor BMIs that substitute parts of the body to 

convey intent of motion to prosthetic limbs; the cognitive BMIs that repair 

communication between brain areas such as the hippocampus [8] that mediates short 

term to long term memories; and the clinical BMIs that stimulate specific brain areas to 

repair normal function, such as deep brain stimulation for Parkinson’s disease [9] or to 

avoid or abort epileptic seizures [10]. This dissertation focuses on motor BMIs which are 

revolutionizing the way paralyzed users interact with the environment because they 

offer a direct link between the brain and a tool that interacts with the environment, 

bypassing the body to express intent [11-13]. Within the motor BMIs, there are two 

basic types: the trajectory BMIs and the goal driven BMIs. 
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Trajectory BMIs 

The theory of trajectory BMIs is rooted in the concept of the population vector. In 

the 1980s, Georgopoulos showed that firing rate of motor cortical neurons in monkeys 

was tuned to the direction of movement during a reaching task [14,15]. In this study 

movement direction was measured in a standard center out reaching task. The tuning 

function (cosine-shaped) relating discharge rate to direction is broad, covering all 

movement directions, and shows that each cell changes its discharge rate for all 

directions, or conversely, that all cells actively code each direction (simultaneous 

activity). By itself, the tuning function of a single cell is not very useful for decoding 

direction because a single direction will correspond to more than one discharge rate, 

and the broadness of the function means that small fluctuations of discharge rate will 

correspond to large changes in direction. However, specific directions were well 

predicted if weighted responses from many cells were added linearly together in a 

vector form. This method is called the population vector algorithm (PVA) [15,16].  

In 1999, for the first time it was shown that simultaneous recorded populations of 

single neurons could be used to control a closed-loop BMI in a rat model [17]. In this 

experiment, microelectrodes were implanted chronically in the primary motor cortex (MI) 

and ventrolateral (VL) thalamus. The recorded signal was used to control a robotic arm 

with one degree of freedom. Following the successful implementation of closed-loop 

BMI in a rat model, in 2000 the results of predicting hand trajectory from an ensemble of 

cortical neurons in primates were published [18]. In this experiment, neural activity was 

recorded from multiple cortical areas including dorsal premotor cortex, primary motor 

cortex and posterior parietal cortex bilaterally and both linear and nonlinear models 

were used to predict the robot trajectory from ensemble neural activity. Neural 
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information obtained over different cortical areas concurrently showed some level of 

motor control however the prediction result was slightly different based on information 

obtained from each individual area. This observation implies the correlation of high 

dimensional representation of motor states in the cortex, especially MI, to other motor 

parameters rather than hand position [19]. Therefore, in order for accurate trajectory 

decoding access to other sources of information might be necessary to constrain the 

high degrees of freedom in MI [20].  

In the same year, Kennedy reported the first human invasive BMI [21]. This BMI 

was designed as a cursor controller for typing on a virtual keyboard and selecting icons 

on the screen by an Amyotrophic lateral sclerosis (ALS) patient. Neural data was 

recorded using NeuroTrophic electrode that used a trophic factor to encourage growth 

of neurons around the tip of electrode. Because of ALS complications after 5 months 

the experiments were stopped and this attempt produced no long-term improvement 

over non-invasive BMIs. The most successful human micro-electrode BMI was reported 

by Hochberg et al where they demonstrated a tetraplegic human could achieve brain 

cursor control after 3 years of spinal cord injury. In this work a 96 micro-array Utah 

electrodes was implanted in the primary motor cortex [22].  

In 2002 Serruya et al. implemented a closed loop BMI in monkeys [23]. In this 

experiment the monkey controlled a cursor on a screen using a joystick where the 

cursor served as visual feedback to the animal. Hand trajectory was reconstructed from 

7-30 neurons in MI using a linear filter. The result was presented to the animal in the 

form of cursor movement on the screen. One of the subjects could move the cursor 

through brain control. In this paradigm the plasticity of the brain compensated for 
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inaccuracies of the linear model through feedback learning. These works demonstrate 

the remarkable capability of the brain in learning to control the prosthetic device but they 

also highlight the importance of increasing the speed of learning in BMIs especially for 

the clinical applications. 

To overcome these issues, Taylor et al investigated the performance of the BMI in 

presence of biofeedback in a 3D center out task the same year [24]. The results showed 

a significant improvement of trajectory reconstruction performance in closed loop 

experiments compared to open loop trajectories. The experiments were conducted 

using a fixed decoding algorithm therefore to reconcile for the changes in the neural 

modulation, recalibration was necessary every day. This issue was impeding for 

applicability of BMI in patients with motor deficiency therefore in the next step, Taylor et 

al developed a “co-adaptive” algorithm for trajectory prediction that compensated for the 

changes in the brain tuning function.  This approach was the first step in addressing the 

problem of desired signal for BMI in patients with motor disability. Co-adaptive 

algorithms were designed to adapt with changes in the neural activity of the target brain 

area, which is the result of learning or reorganization in the brain [25-29]. 

Carmena et al. demonstrated that it was possible to decode two different upper 

limb functions, reaching trajectory and grasping, from the same brain area [30]. This 

result was in accordance with the fact that several movement parameters are encoded 

in cortex. In addition, by recording from different cortical areas they decoded various 

kinematics parameters (hand position, velocity, gripping force, and the EMGs of multiple 

arm muscles). This work was the first to demonstrate the recording from multiple brain 

areas in order to complete multiple tasks. 
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In all of these works, the focus has been on extraction of kinematics parameters 

from neural activity through training an input-output model with recorded data within 

sessions the subject has performed the physical movement to provide a desired signal. 

Trajectory BMIs as the name indicates learn how to control a robotic arm to follow a 

trajectory. They are basically signal translators to actuate prosthetics; they collect firing 

patterns of dozens to hundreds of neurons in the motor cortex and surrounding areas to 

decode the user’s intent expressed in the neural signal time structure.  

Goal-Driven BMIs 

In contrast to trajectory based BMIs where their focus is on extracting movement 

trajectory information from motor cortex, the goal-driven BMIs extract the location in 

space for the intended movement from a set of predetermined targets using electrodes 

in the parietal cortices and they can be used for high level coarse command for robots 

to implement motion to the desired location in space [31]. The primary distinction 

between goal-driven BMIs and trajectory BMIs is in the type of information extracted 

from the brain and the control strategy. From this point of view, some non-invasive 

Brain-Computer Interfaces that utilize multiple electrodes placed on the scalp (or directly 

over the cortex) to map cognition signatures into a set of predefined discrete goals can 

also be categorized as goal-driven BMIs. In this class of BMIs, goal information is 

extracted from the brain then a robotic device makes the necessary movements to 

reach the goal. Shenoy et. al demonstrated the possibility of using neural activity of 

Parietal Reach Region (PRR) before or without arm movement as a control signal for 

prosthetics control . In this work, maximum likelihood estimation was used to estimate 

reach parameters. The PRR is a part of Posterior Parietal Cortex (PPC), which lies at 

the functional interface between sensory and motor representations in the primate brain. 
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The PPC receives sensory input from visual and proprioceptive pathways and sends 

output to primary motor cortex. These sensory inputs could be integrated to compute a 

goal vector in eye-centered coordinates for a reaching movement. However, this high 

level motor information is not limited to this specific anatomical region and could be 

extracted from many higher order areas in the brain e.g. frontal lobe [32].  

Musallam et.al implemented a closed-loop cognitive BMI based on higher order 

information about the targets instead of low level motor commands for controlling the 

prosthetic device [33]. In this work, planning of hand movement from center of a screen 

to some fixed discrete targets was decoded from Parietal Reach Region (PRR) and 

dorsal Premotor cortex (PMd). The decoding algorithm in this work was based on 

classification of each discrete peripheral target using a Bayesian classifier. At the 

beginning of each session, a database of reach movements was collected to build a 

classifier and during brain control phase this classifier was used to decode target 

location. A recent study has reported that trajectory information also could be extracted 

from PRR [34].  

In the goal-based BMIs, information about goal is merely used as a cognitive 

signal for selecting a task and the contribution of goal information in action generation is 

completely ignored.  

Limitations of the Current BMI Design 

Many groups have conducted research in trajectory BMIs and the approach has 

been strongly signal processing based without much concern to incorporate the design 

principles of the biologic system in the interface. The implementation path has either 

taken an unsupervised approach by finding causal relationships in the data [35], a 

supervised approach using (functional) regression [36], or more sophisticated methods 
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of sequential estimation [37] to minimize the error between predicted and known 

behavior. These approaches are primarily data-driven techniques that seek out 

correlation and structure between the spatio-temporal neural activation and behavior. 

Once the model is trained, the procedure is to fix the model parameters for use in a test 

set that assumes stationarity in the functional mapping. Some of the best known linear 

models that have used this architecture in the BMI literature are the Wiener filter [38,39] 

and Population Vector [40], generative models [24,41,42], and nonlinear dynamic neural 

networks (a time delay neural network or recurrent neural networks [43-45] models that 

assume behavior can be captured by a static input-output model and that the spike train 

statistics do not change over time. While these models have been shown to work well in 

specific scenarios, they carry with them the strong assumptions about stationarity of 

neural response and will likely not be feasible over the long-term.  

 The success of BMI control is in part due to the brain plasticity that incorporates 

the prosthetic device into its cognitive space [46] and use it as an extension of the 

biologic body [47]. By analyzing the trajectory BMI paradigm it still follows the approach 

of the user primarily driving the prosthetic with very little feedback or cooperation from 

the device itself. It can be argued that this engineering approach shows the “proof-of-

concept” of a BMI as long as the combined system solves the task. Unfortunately, there 

have been difficulties in translating the trajectory paradigm from “proof-of-concept” to 

clinical environments because it requires too much information from the setting, namely 

the existence of a desired trajectory to train the decoding algorithms. Quadriplegics, the 

intended clinical group for trajectory BMIs, cannot move so there is no trajectory in real 

settings and the current solutions are rather poor. Moreover, with continuous neural 
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interface use, the neural representation supporting such behavior will change [48]. It 

has been shown in animals and humans that intelligent users can switch to brain control 

seamlessly [48,49]. However, it has also been shown that the time that it takes to 

achieve a certain level of “mastery” of the prosthetic device can be extremely slow 

especially when the details of the dynamics of control are unknown to the user. From a 

behavioral perspective, even simple issues of scale (i.e. dynamic range of reaching) can 

create problems for input-output models if the full range of values was not encountered 

during training [50]. Even with the great adaptability of the user’s brain, it can take 

significant time for the performance to recover. To contend with these issues, it has 

been suggested by a few groups that adaptability of the interface is a critical design 

principle for engineering the next generation BMIs [51-53]. In these studies, the concept 

of adaptability typically refers only to very detailed aspects of the signal translation to 

include automatic selection of features, electrode sites, or training signals [54,55]. This 

concept of adaptability does not go far enough, because it is unable to raise the level of 

the bidirectional dialogue with the user and ignores some of the fundamental aspects of 

goal-directed behavior.  

The work in this dissertation is motivated in part by the need for BMI systems that 

enable the user in a wide range of daily life activities; the challenge is designing neural 

decoders that autonomously adapt to different tasks, changes in the pattern of neural 

activity and changes in the environment.  

Brain-Machine Symbiosis (BMS) Theory 

The design of a new framework to transform BMIs begins with the view that 

intelligent neuroprosthetics emerge from the process where the user and 

neuroprosthetics cooperatively seek to maximize goals while interacting with a complex, 
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dynamical environment. Emergence as is discussed here and in the cognitive sciences 

depends on a series of events or elemental procedures that promote specific brain or 

behavioral syntax, feedback, and repetition over time [56]; hence, the sequential 

evaluative process is always ongoing, adheres to strict timing and cooperative-

competitive processes, and is very different from the notion of static computational 

methods. With these elemental procedures, goal-directed behavior can be built on 

closed-loop mechanisms, which continuously adapt internal and external antecedents of 

the world, express intent through behavior in the environment, and evaluate the 

consequences of those behaviors to promote learning. This form of adaptive behavior is 

the main feature of an intelligent behavior that distinguishes between reactive and 

proactive behavior and relies on continuous processing of sensory information that is 

used to guide a series of goal-directed actions, which is called Perception-Action 

Reward Cycle (PARC). Several basic computations involve the PARC: (i) The first step 

is the formulation of goals, that based on one’s internal motivations, sets the context for 

planning an action. Beyond the setting of an initial goal, PARC involves (ii) estimating 

the value of all the possible actions for attaining one’s goals, and (iii) choosing the best 

action that will achieve one’s goal, based on action values. The underlying substrate for 

all these processes is the existence of an internal model of the environment but it is 

rarely the case that one has a complete world model and can accurately select the 

optimal action in a given environment. More typically, one is dealing with a non-

stationary world model, in an ever-changing environment. Thus, the PARC should 

continuously run in order to adapt to changes in the environment. 
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Collectively these components play a critical role in organizing behavior in the 

nervous system [57] and form the basis of Brain-Machine Symbiosis (BMS). The 

concept of BMS theory which will be developed throughout this dissertation is based on 

distributing the PARC between the user and a computational agent that follows the 

same principles of goal-directed behavior as the user does. By aligning the goal of the 

computational agent with the user’s goal a symbiotic relationship between them 

emerges and the computational agent evolves as an Intelligent Assistant (IA) that helps 

the user reach its goal. The structure of the IA can be engineered for specific tasks and 

purposes. In this work I have designed the IA for decoding motor neural commands. 

Based on the BMS theory, I have framed the BMI decoding problem as a 

continuous cyclic process in which the user’s internal antecedent will be translated to 

external states in the environment. The BMS design approach is fundamentally different 

from the traditional BMI design approach in the sense that the decoder autonomously 

adapts to maximize user’s satisfaction without need for an external teaching signal.  

Organization of the Dissertation 

The dissertation is focused on developing a theory and architecture for symbiotic 

BMI and testing through simulation and experimentation. The text will be organized in 

two main parts and six chapters. In the first part I will develop the BMS theory based on 

the computational theories of reinforcement learning and neurobiological principles of 

value-based decision making in the brain. Next, I will present the experimental results 

that support the theory. In the second part I will develop the architecture and test it 

through simulation and closed-loop experimentation. Figure 1-1 outlines the 

organizational chart of the dissertation and title of each chapter. 
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CHAPTER 2 
A THEORETICAL FOUNDATION FOR THE BMS THEORY 

Introduction 

In the previous chapter, the concept of Brain-Machine Symbiosis was introduced. 

In this chapter and the next, the theoretical foundation for how that concept can be 

implemented using the well established computational and neurophysiological theories 

of value-based decision making will be developed. Since we are interested in the 

interaction of a learning agent with its environment and the principles that define 

intelligent behavior, we begin our investigation using reinforcement learning (RL) 

because it is a computational framework built upon action-value-reward sequences. 

Because of this feature, RL can constitute the computational framework of the symbiotic 

BMI. In this section, I will discuss how the RL theory can be used for developing the 

theory of symbiotic BMI. In addition some of the RL concepts that will be used for 

developing the BMS theory will be introduced. Another aspect of the BMS theory is 

rooted in the theory of reward processing and perception-action-reward cycle in the 

brain. In this section, the neurophysiological principles that contribute to developing the 

theory will be introduced.  

Reinforcement Learning: A Computational Framework for the BMS Theory 

Reinforcement Learning (RL) is a computational framework for reward-based 

learning and decision making. Learning through interaction with the environment 

distinguishes this method from other learning paradigms. Unlike supervised learning in 

which there is a desired signal that tells the learner exactly what to do, in the RL a 

scalar signal, called reward, evaluates the performance of the learner during interaction 

with environment. In reinforcement learning, instead of saying what to do (like 
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supervised learning), the actions or decisions that learner takes would be evaluated 

based on their outcome. The ultimate goal of the learner is to maximize a measure of 

reward over time through interaction with environment therefore those actions and 

decisions that lead to higher reward are reinforced more [58]. Another important feature 

of learning based on a dimension-less reward signal is that the learning task is 

decoupled from the teaching signal therefore depending on different states the agent 

can learn different control policies to solve various tasks using the same reward signal. 

Learning based upon interaction with environment is the key feature of the RL as the 

computational framework of the BMS theory. Figure 2-1 shows a schematic diagram of 

agent (learner) – environment interaction in reinforcement learning.  By taking actions 

the agent changes the state of the environment and receives rewards. The agent’s goal 

is maximizing rewards over time therefore depending on the state of the environment it 

should learn the optimal action selection policy that yields maximum reward over time. 

 

Figure 2-1. Agent environment interaction 
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Throughout this section, I will discuss that an RL agent satisfies all the 

requirements of an intelligent tool that was mentioned in the introduction section and will 

demonstrate the important implications of this feature of the RL in BMS theory.  

RL Components 

By formulating the BMI control as a decision making problem, there are a number 

of different actions we have to choose from. A Markov Decision Process (MDP) is a way 

to model problems so that one can automate the process of decision making in 

uncertain environments and use off-the-shelf algorithms in solving the decision making 

process. An MDP model is composed of four components: a set of states, a set of 

actions, the effects of actions on states (state transition probabilities) and the immediate 

value of the actions (rewards). The main problem of solving an MDP is to find the best 

action to take in each particular state of the environment. The transitions specify how 

each of the actions changes the state. Since an action could have different effects, 

depending upon the state, we need to specify the action's effect for each state in the 

MDP. The fact that effects of an action can be probabilistic is the most powerful aspect 

of the MDP. This probability is known as transition probability. 

                       },|'Pr{ 1' aassssP ttt
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In Equation 2-1, st and at define the state and action respectively at time t and st+1 

is the next state. The Markov property of an MDP implies that transition from the current 

state to the next state is independent of all previous transitions. If we want to automate 

the decision making process, then we must be able to have some measure of an 

action's cost or state's value so that we can compare different alternative action policies 
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over the long term. We specify some immediate value for performing each action in 

each state. The learner expects a reward by visiting a new state 

}',,|{ 11' ssaassrER tttt
a
ss ==== ++                                         (2-2) 

Equation 2-2 computes the expected reward from taking action a in state s. The 

result of taking action a is changing the state of the environment to the state s’ and 

yields the immediate reward rt+1 at time t+1.Transition probability and expected reward 

specifies the dynamics of a finite MDP. One main assumption behind MDP is that the 

environment obeys the Markov property, i.e. state transitions are based only on the 

current state of the environment and the actions selected by the learning agent. In a 

motor BMI for reaching tasks, states can be the neural states of the brain and actions 

can be defined by a set of discrete prosthetic arm movements. The role of agent is to 

learn neural dynamics in terms of state transition probabilities.  

Beyond state and action, reinforcement learning is composed of three main 

elements; reward function, value function and policy. These elements constitute a 

bidirectional transfer function between perception (states) and actions which forms the 

backbone of the BMS theory. The reward function determines the immediate reward of 

visiting each state. Reward function maps each state or action-state to a scalar reward 

value. Discounted return is defined as a weighted sum of all rewards that would be 

earned in future, where 1≤γ gives more weight to immediate rewards. 

                                                    (2-3) 

Once reward function defines immediate return (rn in Equation 2-3) of visiting a 

state, value function determines the value of that state or action state pair in terms of 

accumulated expected reward (Rt in Equation 2-3) in long term if agent starts from that 
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state. This definition implies that a particular state may yield low instant reward but its 

next states yield high reward then the value of that state is high however its 

instantaneous reward is low.  

},|{),( aassREasV ttt === π
π                                     (2-4) 

Equation 2-4 computes the expected long-term reward (Rt) by taking action a in 

the state s at time t, provided that the agent follows policy π. 

RL Methods for BMS 

The solution to an MDP is called a policy and it simply defines a mapping from 

state space to action space. Solving a reinforcement learning problem means to find a 

policy that maximizes the reward over long run. By definition, the policy is the solution to 

the decoding problem in the BMS framework. Although the policy is what we are after, 

we will usually compute a value function, and then we can derive the policy from the 

value function. A value function is similar to a policy, except that instead of specifying an 

action for each state, it specifies a numerical value for each state. Dynamic 

programming (DP) which is a model-based approach and Temporal Difference (TD) 

learning are two fundamental classes of solution to the reinforcement learning problem.  

Typically for the BMI application, a model of the environment does not exist therefore in 

this work the focus will be on TD learning method.  

If the agent does not know the expected rewards and the transition probabilities, 

but rather just has to learn by interactions with the environment then methods of 

temporal differences should be used for prediction and optimization. Conventional 

prediction-learning methods assign credit by means of the difference between predicted 

and actual outcomes, however temporal difference methods assign credit by means of 
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the difference between temporally successive predictions. Since transition probabilities 

are unknown difference between two consecutive predictions is used to adapt the value 

function. It has been shown that this bootstrapping method converges to optimal value 

function for finite MDP models [59]. In the case of using function approximation the TD 

algorithm also converges with linear function approximators. There are two principal 

classes of temporal difference methods, Q-learning and Actor-Critic, which each will be 

discussed as a potential computational framework for the BMS theory. 

Q-Learning 

In Q-learning methods action-value functions are learned and based on that a 

policy is determined exclusively from the estimated values.  

)],()(max[),(),( ,11 ttatattttt asQsQrasQasQ −++← ++ γα                      (2-5) 

In Equation 2-5 Q(st,at) represents state-action value function at time t and rt+1 is the 

immediate reward at the next time step. In this method, Q function is updated 

independent of the policy so we can derive action from Q using any policy, therefore Q-

learning is known as an off policy method.  However, in order for correct convergence, 

all action states should be updated. The above formulation is for one-step Q learning. 

Combining Q-learning and eligibility trace we can derive Q(λ) learning which looks 

farther in the action-state space to find the expected return. 

Q-learning as an off-policy method is more suited for episodic tasks however in the 

BMS framework we are dealing with a continuous task. In Q-learning the control policy 

and state value-function are computed by Q function therefore there is no structured 

way of splitting the control architecture between the user and the IA for the BMS 

framework. 
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Actor-Critic Learning 

Actor-critic (AC) is a class of TD learning algorithms in which parameters of two 

separate structures for action selection (Actor) and value estimation (Critic) are 

simultaneously estimated.  The Actor contains action selection policy by establishing a 

probabilistic mapping between states and actions. The critic is a conventional value 

function that maps states to expected future reward. The AC learning is based on 

simultaneous solving a prediction problem, addressed by critic, with a problem of control 

by actor. These problems are separable, but are solved simultaneously to find an 

optimal policy. A variety of methods can be used to solve the prediction problem, but the 

ones that have proved most effective in large applications are those based on some 

form of TD learning. Figure 2-2 shows the basic architecture of actor-critic. In this 

architecture critic uses a scalar signal (TD error) to evaluate the actions taken by actor. 

The critic implements a state-value function. After each action selection, the critic 

evaluates the new state to determine whether things have gone better or worse than 

expected. That evaluation is in the form of TD error: 

)()( 1 tttt sVsVr −+= +γε                                                (2-6) 

Here V is value function and 10 <≤ γ  is a discount factor. St and rt represent the state of 

environment and immediate reward at t respectively. If TD error is positive the action 

which is taken by actor should be reinforced otherwise the association between action 

and state should be weakened. Based on this TD error the Actor’s parameters are then 

adapted. A generic actor-critic algorithm is summarized in Table 2-1 [59]. Various 

implementations of this algorithm are presented in the literature. 
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Table 2-1. Generic actor-critic algorithm. 
1- Initialization of the parameters of stochastic policy and value function estimate  

2- Execution of action a randomly from the current state and policy and computing 
the TD error  
 

3- Adjusting the probability of action a based on TD error.  

      If ε>0  probability is increased otherwise it is decreased. 

4- Updating the critic by adjusting the estimate value of state 

ttt sVsV αε+= )()(  

5-  Return to step 1 

 

Figure 2-2. Actor-Critic architecture 

Actor-critic algorithms can be viewed as stochastic gradient algorithms on the 

parameter space of the actor [60]. Actor-critic is a policy gradient method in which the 

policy is explicitly represented independent of value function and is updated based on 

the gradient of expected reward with respect to the policy parameters [61]. This is an 

important feature that makes Actor-Critic a very appealing candidate for the BMS 
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framework.  Another class of policy gradient methods is William’s REINFORCE 

algorithm [62,63]. An advantage of policy gradient methods over value function based 

approaches like Q-learning is that with an arbitrary differentiable function approximator, 

actor-critic algorithms are convergent to a locally optimal policy [61]. However, in 

situations that there are large plateaus in the expected reward, the gradients are small 

and usually do not point towards the optimal solution. In these situations Natural actor-

critic algorithms [64,65] have a better performance compared to regular policy gradient 

methods. In this class of actor-critic algorithms the steepest ascent with respect to the 

Fisher information metric which is called natural policy gradient [66] is used instead of 

normal gradient.  

Perception-Action Reward Cycle 

The fundamental feature that distinguishes Actor-Critic RL from other learning 

paradigms is the cyclic flow of information between the agent and the environment in 

the form of action and perception. All forms of adaptive goal-directed behavior require 

processing of sensory information resulted from actions and modifying actions based on 

processed information. Depending upon the task complexity, at different levels, sensory 

and motor information are integrated through this cyclic process to maximize reward 

which is known as Perception-Action Reward Cycle (PARC) [57]. Figure 2-3 shows the 

components of PARC for action selection during goal-directed behavior [67]. In this 

diagram, first a representation for goal and possible actions for reaching the goal is 

constructed in the brain. Based on the ultimate goal a value is assigned to each action 

and the action with the highest value is selected and executed. This part of the process 

forms the action component of PARC. In the next step, the outcome of the selected 



 

34 
 

action is perceived and the result is evaluated in terms of final goal. A learning 

mechanism modifies the action process based on the perceived results. 

 

Figure 2-3. Components of PARC 

Comparing the Actor-Critic architecture in Figure 2-2 with the structure of PARC in 

Figure 2-3, it can be seen that, by assigning separate structures for perception (critic) 

and action (actor) the Actor-Critic architecture inherently implements PARC. The idea to 

promote a symbiotic relationship between the brain and the IA in the BMS framework, 

using Actor-Critic architecture, is to train an artificial Actor with a biologic Critic.  

The cyclic aspect of sensory motor integration is instrumental for motor control in a 

changing environment. In patients with motor deficiency the PARC is disrupted by 

disability in execution of actions; therefore, BMI should bridge the disrupted loop by an 

external actor. In order for a brain controlled device to be always in the loop with the 

user, BMI should provide a bidirectional information channel between the brain and IA in 

such a way that at each time step the user can send neural motor commands to the IA 

for action selection and the IA perceive the outcome of its action from user’s perspective 

to modify the control policy. However, in the current BMI decoders that use input-output 
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models the flow of information is unidirectional and it is assumed that biofeedback 

(perceptual aspect of PARC) is implicitly represented in the motor commands.  

Understanding the dynamics of PARC in the brain is important both from 

engineering and neuroscience perspectives. From neuroscience point of view this 

information is critical in understanding the mechanisms of motor control. From 

engineering stand point, this knowledge could be used in the design of intelligent robots 

that are able to adapt to their environment. In other words, insight into PARC is 

essential for reveres engineering the brain. The BMS framework is a great tool to 

functionally dissect the PARC by embedding computational models in the loop with the 

brain and studying the information dynamics through the model parameter adaptation.  

My work throughout the rest of this dissertation is focused on systematic 

development of a framework for generating goal-directed locomotion based on the 

cyclic integration of goal perception and motor actions using the computational structure 

of the Actor-Critic learning. In this framework, the reward processing circuitry in the 

brain is sought as a source of goal representation that provides an evaluative feedback 

for the IA actions. The IA in the BMS framework integrates perceptual and motor states 

of the brain for action generation by learning how to decode actions based on the 

brain’s reward perception. 

Reward Processing in the Brain 

One of the key features of the Actor-Critic method is that it provides a 

computational framework for continuously transforming the perception of the state of the 

environment into actions based on reward maximization. The compatibility between the 

PARC in the Actor-Critic method and the brain is fundamental in the BMS theory. 

Reward is the main link that promotes symbiotic relationship between the brain and 
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machine. In the previous section, it was explained how an artificial learning agent can 

learn based on the reward signal. If we can align the intention of the user with the 

reward signal of the agent then the learning agent will learn a state-action mapping 

which is based on the user’s intention. It is very important to note that states and actions 

are completely arbitrary therefore the agent can learn any task based on user’s intention 

provided the states and action are defined appropriately. In the BMS theory, the 

mapping between the internal brain states and actions will be called intention function. 

The task of the learning agent is to approximate this intention function but the question 

is how the agent can learn the intention function without need for a teaching signal 

external to the user. This question returns back to the limitations of the current BMI 

design, which were discussed in Chapter 1. 

Different parts of the brain encode different aspects of user’s reward seeking 

behavior [68] but the basal ganglia are known for their instrumental contribution to 

reward processing and motor control through cortico-basal ganglia loops [69-71]. If we 

consider the reaching task as a reward seeking movement, reward expectation signal 

can provide an evaluative feedback for the IA about the likelihood of reaching the target. 

The real time measure of this likelihood is important because it signals the IA whether to 

continue with its current control policy or to change it.  

The striatum is a brain area that plays a key role in the representation of reward 

expectation associated with actions in the brain. There is a hypothesis that striatum 

contributes to action selection and modification of the control policy [72]. This 

hypothesis is supported by clinical studies that show at the early stage of Huntington’s 

disease (HD), degeneration begins in striatal neurons therefore it is likely that 
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dysfunction in the striatal patches cause the patient fail to adjust its reaching movement. 

Under pathological conditions in where the striatum is involved patients exhibit jerky 

movements in reaching tasks. This clinical observation suggests that control policy is 

computed in striatum. Since the control policy changes too often therefore error 

corrections fail in the movement trajectory in these patients.  In healthy people, small 

errors do not change the control policy and next state planner can maintain a smooth 

trajectory in guiding the end effector to the target [73]. These symptoms are different 

from tremors in Parkinson’s disease (PD) in which the Sabstantia Nigra is involved.  

From the computational modeling perspective, the basal ganglia circuitry by itself 

implements a reinforcement learning framework for motor learning and sensory motor 

integration during goal-directed behavior [74-76]. In this framework, the striatum 

represents action-specific reward values in cortico-basal ganglia loops [77] and encodes 

reward expectation of actions [78] during goal-directed behavior. It is suggested that 

striatum enhances the association between sensory information and motor response 

followed by reward [79]. In this process, Neucleus Accumbens (NAcc) as a major 

component of the ventral striatum is known for associating reward values to sensory 

information and selecting actions that lead to reward. The most important hypothesis 

underlying both computational and experimental research is the function of striatal 

circuits (NAcc) in facilitation of action selection through transformation of sensory 

information to actions [80,81].  This hypothesis partially stems from the anatomical 

arrangement of the NAcc. The NAcc receives inputs from hippocampus, amygdala, 

prefrontal cortex and ventral tegmental area which are known to contribute in reward 

perception, and sends output to areas that are involved in motor generation like ventral 
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pallidum. Taha et al has shown that the neural activity of a subset of neurons in the 

NAcc was tightly correlated with movement direction [82]. This observation suggests 

that NAcc represents both sensory and motor aspects of reward seeking behavior. 

Integration of reward perception and motor information in the NAcc has given raise to 

the idea that NAcc serves as limbic-motor interface [83]. From stand point of developing 

a symbiotic BMI where the integration of goal information and trajectory generation is 

the key concept, the NAcc can be an important source of information however, which 

aspect of reward perception or motor actions for BMI are encoded in this area is 

unknown and is the subject of a part of research in this dissertation.  

Biological plausibility of the control architecture is another important design 

characteristic which brings two significant advantages for BMI application. The first one 

is that we can incorporate the functionality of a brain area as an embedded system in 

the BMI control architecture and the second advantage stems from this fact that 

interaction between brain and external controller in a unified framework makes BMI an 

efficient tool for understanding the control mechanisms of brain. This approach is a 

departure from traditional approach in designing BMIs which currently is focused on 

decoding control commands from the brain. This approach not only opens a new 

avenue in neural interface design but also provides a tool for reverse engineering the 

brain. In order to utilize the functionality of the brain in the design of neural interface a 

processing model of the target brain area is instrumental. If the overall architecture of 

the controller is similar to the computational model of the target brain area, the 

mathematical and biological components of the overall architecture could be merged 

together.  
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Figure 2-4. Actor-Critic structure in machine learning and neurobiology. A) Schematic 
implementation of Actor-Critic. B) neural correlates to the components of 
structure A. 

The Basal ganglia are known for their instrumental role in goal-directed behavior 

and they have been the target of many computational studies [84-88]. Numerous 

neurophysiologic studies propose reinforcement learning as the computational model of 

basal ganglia [86,89,90,91]. These results along with neuro-anatomical structure of 

basal ganglia suggest that sub structures in basal ganglia including striatum and 

midbrain Dopaminergic neurons implement an actor-critic realization of reinforcement 

learning in the basal ganglia. Figure 2-4 compares the regular architecture of actor-critic 

with its biological counterpart in the brain [92]. In Figure 2-4A, critic implements a state 

value function that evaluates actions of the actor based on the states and instantaneous 

reward. The critic criticizes the actor by temporal difference error. If the action is good in 

terms of increasing reward expectation the critic generate a positive prediction error that 

reinforces the selected action by strengthening the association between the state and 

the action. On the other hand negative prediction error decreases the possibility of 

selecting that particular action in the same state again. Figure 2-4B is the biological 

counterpart of the Figure 2-4A in which Dorso-Lateral Striatum (DLS) takes the role of 
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actor by implementing action selection policy and Ventral Striatum (VS) implements a 

value function. In this diagram, HT+ corresponds to hypothalamus and other structures 

like habenula, pedunculopontine and superior colliculus, which potentially are involved 

in the processing of received reward. For the BMS framework, the duality between 

these two structures suggests the possibility of replacing the critic in Figure 2-4A with its 

biologic counterpart.   
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CHAPTER 3 
MOTOR STATE REPRESENTATION AND PLASTICITY DURING REINFORCEMENT 

LEARNING BASED BMI 

Introduction 

In the previous chapter, the theoretical aspects of the BMS theory were introduced 

and it was explained how the RL methods can provide the computational tools for 

designing a symbiotic BMI. The first building block of any RL paradigm is the definition 

of state and reward. It was also discussed that in order to promote the symbiotic 

relationship between the user and the prosthetic device both the neural states and a 

measure of reward should be estimated from the brain. In this chapter, experimental 

results will show the possibility of using motor neural representation in MI as RL states 

and extracting reward information from NAcc in a rat model.  

Reinforcement Learning based BMI 

We designed and tested a BMI platform based on RL principles (RLBMI) in which, 

a computational agent learned to map MI neural states to a set of robotic actions in 

order to perform a reaching task. The purpose of this section is to show how the neural 

states emerged during the experiments where the RL agent used those states to 

complete the task. The RLBMI framework in Figure 3-1was designed for studying 

causation between neural states and RL agent. Here, the interaction between a 

computational agent (BMI Algorithm) and user’s brain (Rat’s Brain) occurs through the 

generation of a sequence of brain states that are mapped by the agent to a series of 

actions of a robotic arm to complete a reaching task. Upon completing the task, the 

animal will receive a water reward. The agent and user must learn co-adaptively (based 

on actions and neural states and rewards) which strategies will maximize the reward.  
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Figure 3-1. RLBMI architecture  

The co-adaptation here means the rat’s brain and agent participated in a dialogue 

and adapted to each other to maximize their cumulative rewards. The RLBMI was the 

first step in developing the BMS framework. In this work we demonstrated the feasibility 

of decoding MI neural states using RL techniques. In the RLBMI, reward information 

was manually provided to the agent and we assumed the reward landscape that was 

defined in the environment matched the internal reward representation in the brain 

therefore the RLBMI can be categorized as a semi-symbiotic paradigm. 

Experiment Setup 

Three Male Sprague-Dawley rats were trained (about 100 trials per session) in a 

two-lever choice task via operant conditioning to associate robot control with lever 

pressing. The rats were trained using shaping and chaining [93] to associate control of 

the robot with rewards obtained when the goal was achieved by reaching to the correct 

target in the external environment. As shown in Figure 3-2, the rat was enclosed in a 

behavioral cage with plexiglass walls. There were a set of retractable levers (Med 

Associates, St. Albans VT) in the robotic workspace which is referred to as target 

levers. There were 3 sets of green LEDs: the set immediately behind the rat levers are 
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cage LEDs, the set in the robot workspace are midfield LEDs, and the set on the robot 

levers are target LEDs. The positioning of the 3 sets of LEDs and levers offers a 

technique to guide attention from inside the cage to the robot environment outside. 

There was one additional blue LED mounted to the robot endpoint (the guide LED) used 

to cue the animal for tracking the position of the robot. Because the behavioral cage 

walls were constructed from plexiglass, the robotic workspace was within the rat’s field 

of vision [94]. The robot operated in a workspace based on an action representation 

defined in Cartesian space as shown in Figure 3-2. The action set included 26 

movements: 6 uni-directional (i.e. up, down, forward, back, left, and right), 12 bi-

directional (e.g. left-forward), 8 tri-directional (e.g. left–forward-down) and ‘not move’ for 

total of 27 possible actions. A solenoid controller dispensed 0.04 mL of water into the 

reward center on successful trials when the animal maneuvered that robot to the target. 

An IR beam passed through the most distal portion of the reward center. The rat 

initiated the trials  

Once the animals have been operantly conditioned they were implanted with 

microelectrodes and entered into brain-control mode where their neuronal activity 

derived the movement of the robot arm. To derive the internal neural representation, 

rats participating in the BMI experiment were chronically implanted bilaterally with two 

microelectrode arrays (32 total electrodes) in layer V of the caudal forelimb area in the 

primary motor cortex (MI) [95,96]. The intent of the animal was derived directly from 

these signals. Each array was 8x2 electrodes with 250 µm row and 500 µm column 

spacing (Tucker Davis Technologies (TDT), Alachua FL). Neuronal signals were 

recorded from the caudal forelimb area of MI because this area has been shown to be 
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predictive of limb motion in a rat model; additionally, similar modulations occurred when 

operating a BMI without physical movements [43]. Electrophysiological recordings were 

performed with commercial neural recording hardware (TDT, Alachua FL). A TDT 

system (one RX5 and two RP2 modules) operated synchronously at 24414.06 Hz to 

record neuronal potentials from both microelectrode arrays. The neuronal potentials 

were band-pass filtered (0.5-6 kHz) and spike sorting was performed to isolate single 

neurons in the vicinity of each electrode. Once the neurons were isolated, the TDT 

system recorded unit firing times and a firing rate estimate. As in other BMI 

experiments, we defined the state by neuronal firing rates in 100 msec windows 

[12,24,97,98] which have been embedded in longer time windows (667 ms) [99,100] to 

respect the Markov assumption and account for motor planning. The vector of firing 

rates obtained from all recorded neurons was used as inputs to the RL agent.  

In brain control, the rat’s neuronal modulations in the primary motor cortex defined 

the environmental states of the agent which generated the robot movements. The 

mapping between states and actions (value function) was updated every 100 ms based 

on a reward distribution that was defined in the workspace. The rewards and penalties 

for the RL agent were assigned in the robot workspace based on the robot completing 

the task that the animal was trained to achieve, i.e. if the rat maneuvered the robot 

proximal to a target, then the agent was reinforced (rt = 1) and the rat earned a water 

reward.  Penalties were assigned (rt = -0.01) whenever the task was not completed to 

encourage minimization of task time. As with operant conditioning, the rat and the agent 

had to co-adapt to learn the task over multiple sessions in several days (cumulative 

training). Essential to the success of this task was the coupling of the motivation and 
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actions of the rat with the parameters of the agent and the resulting movement of the 

robot.  While the rat was learning how to get its reward, the agent must change its 

parameters and learn to more effectively respond to the animal’s brain signals. 

A)         
 

B)  
Figure 3-2. Overview of the RLBMI experimental paradigm. A) Schematic showing the 

layout of the plexiglass cage, levers, LEDs, and robot arm. B) Image of the 
complete experimental setup. The Cartesian coordinate system is 
superimposed in the workspace of the robot. At each instance in time, an 
action must be selected from the set of 27.  

Once a reaching trial began (i.e. with a nose poke in the water receptacle) the 

agent selected the best action given the value function. Action selection continued every 

100 ms based on the evolving state. The agent must select specific temporal action 

sequences based on MI neuromodulations to maneuver the robot proximal to the target.  

Figure 3-3 shows the time-line of each trial during the experiment. 
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Figure 3-3. The time-line of the brain controlled two-target choice task  

The trial time limit for brain control was extended to 4.3 s to allow the rat to make 

corrections using visual feedback of the robot position. The rat was not cued explicitly 

that it was in brain control since all 4 levers were extended for each trial. However, we 

have observed in the first session of brain control that all animals ceased making 

movements immediately when they begin obtaining water using neural activation alone. 

The animals tended to remain stationary in the center of the cage directly in front of the 

water center. The robot was maneuvered in a 3-D workspace based on 27 actions 

(summarized in Table 3-1).  

Neuronal Shaping As a Measure of Plasticity in MI 

In order to investigate the plasticity of neural representation in MI a criterion of 

executive motor commands for symbiotic BMI, the firing properties of MI neurons over 

different sessions of the closed loop BMI experiments were analyzed. Figure 3-4 shows 

meaningful changes in the firing properties of a selected neuron over different 

experiment sessions to complete the task where the task difficulty level increased over 

multiple sessions. In this figure, mean firing rate and Coefficient of Variation (CV) were 

used to characterize the firing properties of this neuron. For this rat, 60% of the neurons 

had a decrease, 30% had an increase and 10% had no significant change in the mean 

firing rate over different sessions when compared to the first session. Interestingly, of 
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the neurons with a decrease in firing rate, 73% had an increase in their CV of firing and 

the rest had no significant change in their CV. 86% of the neurons which had increase 

in their mean firing had no significant change in their CV. The remaining 10% of the 

neurons that had no significant change in their mean firing rate also did not show a 

significant change in their CV. All metrics were tested for significance using ANOVA at 

95%. Based on the results, co-adaptation does not primarily occur as a general up-

regulation in neuronal firing but as an increase in temporally specific neuromodulation of 

the ensemble related to sub-goals of the complete reaching task. 

Table 3-1. Robot actions 
L Left RB Right-Back BLU Back-Left-Up 
R Right LU Left-Up BRU Back-Right-Up 
F Forward RU Right-Up FRD Fwd-Right-Down 
B Back LD Left-Down FRU Fwd-Right-Up 
U Up RD Right-Down BRD Back-Right-Down 
D Down BD Back-Down FLD Fwd-Left-Down 
LF Left-Fwd BU Back-Up FLU Fwd-Left-Up 
RF Right-Fwd FD Fwd-Down BLD Back-Left-Down 
LB Left-Back FU Forward-Up St Stay 
 

 
(A) 

 
(B) 

Figure 3-4. Neural adaptation over multiple sessions. Changes in the A) mean firing rate 
and B) coefficient of variation of one example neuron. This neuron 
consistently increased its firing rate by increase in the task difficulty level over 
multiple sessions. 
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Neuronal Tuning As a Measure of Robustness in MI States 

In the previous section, it was shown that as experience was gained between the 

user and the agent, neural response of the user was shaped [101]. In this section, 

neural tuning analysis was performed with respect to robot actions to study the 

robustness of MI neural states for BMI control. In co-adaptive BMIs a biological and an 

artificial learning systems are coupled together [102] therefore learning in the artificial 

system could be used to characterize the learning in the biologic system.  Once the rat 

and the agent learned to accomplish the task, sequences of optimal actions were used 

most frequently. The tuning for these actions also became deeper as the performance 

of the BMI increased, indicating that the user’s internal representation for these actions 

was strengthened. We built upon the classical formulation for computing the tuning 

direction which measured neuronal firing rates given a particular kinematic variable. 

While co-adaptation was occurring throughout brain control of the prosthetic arm, we 

assumed that changes in the tuning function were smoothly varying within a session. 

This was assessed by observing the weight tracks of the value function and the rate of 

reward returns for each session. For the data reported here, no abrupt changes were 

observed and we used the timescale of the entire session to compute the tuning.   

Neural tuning was computed for the robot control actions that agent had taken at 

each time step. Tuning curves were constructed for each action by taking the mean 

instantaneous firing rate over all instances of agent taking that action.  

The tuning depth and direction were used as scalar descriptors of the tuning 

curves. However, unlike classic methods for computing the tuning depth [30], we could 

not normalize the tuning depth by standard deviation of firing rate. In RLBMI, the 

number of actions was variable between different sessions; therefore, sessions with few 
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actions would have a heavily biased estimation of standard deviation. This bias could 

distort trends in the tuning curves. To avoid this problem, tuning depth for each neuron 

was computed by taking the difference between maximum and minimum of the tuning 

curve and normalized by the area under the tuning curve (sum of mean firing rates). 

Table 3-2 summarizes the action tuning depths corresponding to action tuning curves 

and overall performance of the animal for left and right trials. For a given session and 

neuron, the most tuned action and its corresponding tuning depth value were computed.  

Table 3-2. Action tuning depths 
Session/Performance N03/Action N19/Action N23/Action 

Le
ft 

Tr
ia

ls
 

1/56% 
0.0959 
               

L 

0.2015 
                                                            

FLU 

0.2373 
               

LF 

2/61% 
0.0467 
               

R 

0.1589 
              

FRU 

0.1920 
              

FRU 

3/90% 
0.0458 
              

L 

0.4410 
              

FRU 

0.4649 
              

FRU 

R
ig

ht
 tr

ia
ls

 

1/75% 
0.1002 
              

R 

0.2430   
              

FLU 

0.1904   
             

FLU 

2/42% 
0.0386 
             

R 

0.1423   
              

FRU 

0.2479 
            

FRU 

3/78% 
0.1918 
            

FRU 

0.5643 
             

FRU 

0.1075 
            

FRU 
 

Figures 3-5A and 3-5B show the action tuning curves of 3 neurons for successful 

left and right trials respectively. The actions in these figures were exclusively selected 

by the agent based on their estimated value at each time step throughout the session. 

Although we recorded 29 neurons from this rat, we only present two representative 

neuron types. The first is an example of a fast switching neuron (Neuron 3) which 
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changes its representation for left or right trials. The second example is slow switching 

neurons which change their tuning representation (Neurons 19 and 23) over sessions. 

This behavior shows redundancy in the population representation. Specifically using the 

results of Table 3-2, we see that Neuron 3 is most deeply tuned to an action with an L 

component for left trials and to an action with an R component for right trials for all trials 

except those of session 2 (left). This neuron is characterized by a relatively shallow 

overall tuning depth. In contrast, we see from the table that Neurons 19 and 23 both 

changed their tuning direction from actions with left components to actions with right 

components between sessions (FLU to FRU). These neurons are characterized by 

much deeper tuning. The slow switching neurons also showed behavior that was tuned 

to the same actions for both left and right trials. For example, FRU is selected for both 

left and right trials. Over these three sessions, we can see the number of actions 

selected by the agent decreased (left 6 to 4, right 4 to 2) to a subset of effective actions 

to accomplish the task. These modeling changes are also accompanied by increases in 

tuning depth as shown above. This implies that both the animal and agent have 

converged to a stationary point on the joint performance surface.   

These results show that MI cortical neurons have the ability of providing stable yet 

plastic state sequences that can be shaped towards a specific task. In the previous 

experiments, we externally shaped the neural modulation by manually specifying the 

reward distribution in the agent’s workspace. The main purpose of the symbiotic BMI is 

to use the internal goal representation to automatically shape the action representation. 

In the next section, I will discuss a set of experiments to characterize the goal 

representation in NAcc. 
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(A) 

 
(B) 

 
Figure 3-5. Action tuning curves of 3 neurons over three experiment sessions. A) left 

trials and B) right trials. 
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CHAPTER 4 
REPRESENTATION OF REWARD EXPECTATION IN THE NUCLEUS ACCUMBENS 

AND MODELING OF EVALUATIVE FEEDBACK  

Introduction  

Since understanding the reward representation in the brain plays a pivotal role in 

the BMS theory, neurophysiological studies were performed to characterize the 

representation of goal information in the NAcc during goal-directed behavior involving a 

prosthetic arm. In a follow-up second set of experiments a hypothesis was tested that 

reward expectation could be estimated in the form of a scalar signal from NAcc. This 

signal eventually would play the role of a binding link between user and IA. Using this 

signal, the learning process of the IA would be directed towards maximizing the user’s 

satisfaction. 

Experiment Setup 

Microwire array electrodes were implanted into the left NAcc of three Sprague-Dawley 

rats and single unit activity of accumbal neurons were chronically recorded while the 

rats engaged a reaching task. Each array was 8x2 electrodes (16 total) with 250 μm row 

and 500 μm column spacing (Tucker Davis Technologies (TDT), Alachua FL). The 

arrays were positioned stereotaxically and lowered with a hydraulic micro-positioner to 

an approximate depth of 7±0.2 mm (Figure 4-1A) [103]. This site was chosen because 

of the high density of medium spiny neurons at this level [104]. The rats were given up 

to two weeks to recover from surgery before resuming the experiment. All procedures 

were approved by the Institutional Animal Care and Use Committee (IACUC) at the 

University of Florida. All rats were trained in a two-lever choice task via operant 

conditioning to earn water reward by pressing retractable levers (Med Associates, St. 

Albans VT) inside their behavioral chamber cued by LEDs (Figure 4-1B). A solenoid 
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controller (Med Associates) dispensed 0.04 mL of water into the reward center on 

successful trials. An IR beam (Med Associates) passed through the most distal portion 

of the reward center. The rat initiated the trial by nose poke in the water center. The 

workspace used low-level lighting and was designed to maximize the rat’s visual 

abilities. After the rats reached the operant conditioning inclusion criteria of 80% on 

each side, neural data was recorded for six sessions. Electrophysiological recordings 

were performed using commercial neural recording hardware (TDT, Alachua FL). A TDT 

system (one RX5 and two RP2 modules) operated synchronously at 24414.06 Hz to 

record neuronal potentials from microelectrode arrays. The neuronal potentials were 

band-pass filtered (0.5-6 kHz). Next, online spike sorting [105] was performed to isolate 

single neurons in the vicinity of each electrode. Prior to the in vivo recording, the 

experimenter reviewed each sorted unit over multiple days to refine the spike sorting 

thresholds and templates. The number of sorted single units varied between rats: rat01 

had 12 units, rat02 had 13 units (including one multi-unit), and rat03 had 41 units. The 

isolation of these units was repeatable over sessions with high confidence from the 

recordings. Once the neurons were isolated, the TDT system recorded unit firing times 

and a firing rate estimate was obtained by summing firing within non-overlapping 100 

ms bins. Additionally, all behavioral signals (e.g. water rewards, LED activation) were 

recorded synchronously using the shared time clock. 
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Figure 4-1. Stereotaxic coordinates for micro-wire electrode implantation and 
experimental setup. A) Stereotaxic neurosurgical methods were used to 
target the NAcc and MI. In experiments involving simultaneous recording of 
NAcc and M1 a dual electrode array was implanted. B) Top view of the animal 
behavioral box. A nose poke into the IR beam initiated the random selection 
of a target level cued by a light (LED). The animal had up to 4 seconds to 
press a lever. If the correct lever was pressed a water reward was delivered. 
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Temporal Properties of NAcc Activity Leading up to Reward 

Since a biological, neural-based error signal was used to adapt the network using 

reinforcement learning, a set of guidelines for what can be expected from the temporal 

modulation of the NAcc leading up to target acquisition is developed here. For symbiotic 

BMI, the critical time period is the segment of time between target selection and 

acquisition so we require a measure of how accumbal neurons were excited or inhibited 

leading up to the target providing reward. To investigate this aspect, the data from the 

rat lever pressing experiments was segmented so that each trial was time aligned to the 

onset of the lever press indicated by time 0 in Figures 4-2 A-F. Next, 4 seconds of data 

leading up to this point was extracted which we will call the “target acquisition time”. 

This duration was selected because it was corresponding to the mean time between 

cue and press for all animals and trials. During the target acquisition time, neuronal 

firing was binned into 100ms windows and a firing rate was computed. The Peri Event 

Time Histograms (PETHs) in Figures 4-2 A-F correspond to the average firing rate over 

left or right trials during the target acquisition time. Also included in this figure are the 

raster plots for each trial.  

In this analysis, three groups emerged in the neuronal firing and representative 

plots of the firing are presented in Figures 4-2 A-F. We performed statistical analysis to 

identify neurons in each group quantitatively. For each neuron we compared the 

baseline activity (2 seconds before the cue) with the neural activity during 2 seconds 

before the lever press using Kolmogorov-Smirnov test (KS-test). In the first group, 

neurons selectively responded to each target by increasing their firing rate. The neurons 

in this category exhibited excitatory and inhibitory activity when the animal approached 

the left and right targets respectively. The neurons in the second group responded only 
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when the rat approached either target and they did not respond to the other target. The 

third group of neurons responded non-selectively to both targets. As the animal 

approached to each target the neurons in the third group increased or decreased their 

firing rates. Out of 66 isolated neurons (63%) significantly changed their firing rate 

during goal-approach behavior compared to their baseline activity. In accordance with 

the three categories that we identified, (25%) belonged to the first category, (39%) 

belonged to the second category and (46%) belonged to the third category.  

 

Figure 4-2. Perievent time histogram of three categories of NAcc neurons. Dual-
nonselective neurons (both decrease firing after cue) for A) left and B) right 
trials. Dual-selective neurons (increase and decrease firing for both targets) 
C) left and D) right trials. Uni-selective neurons (decrease for one and stay 
constant for the other target) for E) left and F) right trials. 
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The results of this neurophysiology study suggested that there was a 

hetereogeneous and rich representation of goal information in the NAcc during goal-

approach behavior. The next step in the design of the Actor-Critic was to transform this 

neural representation into a scalar evaluative feedback for adaptation of the actor. As in 

the conventional Actor-Critic learning, both the negative and positive reinforcement are 

required for training the actor. Extracting the positive and the negative components of 

evaluative feedback is supported by the rule of NAcc in representation of reward and 

aversion prediction [106]. In order to extract a control signal for BMI, we need to 

estimate two different states (left and right) from ensemble neural activity in real-time. 

Based on the physiological observations and histogram analysis, we modeled reward 

prediction by a linear function (ν) which increased from zero at the beginning of the trial 

and reached to 1 at the time of lever press for right trials or decreased from zero to -1 

for left trials. As the rats got closer to the target the absolute value of reward expectation 

increased linearly.  

Extracting an Scalar Reward Predictor from NAcc 

We tested the performance of the value-estimator on single trial basis by 

computing the correlation-coefficient between the output of the value-estimator and ν as 

desired signal.  Two Time-Delayed Neural Networks (TDNNs) were used to 

approximate the functional relationship between the NAcc neural vector and the ν 

function during left and right trials. Figure 4-3 shows a schematic of the desired 

response and the structure of reward estimator. Each network contained 10 tanh 

nonlinear Processing Elements (PEs) in the hidden layer and one linear PE at the 

output. In order to preserve the temporal structure of the neural response, a gamma 

memory structure with 3 taps was used to capture the temporal structure of the neural 
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data. The number of gamma tap delays and PEs were selected empirically. Using error 

backpropagation, the TDNNs were trained using 60% of the data (80 trials) and tested 

on the remaining 32 trials. At each time step during a trial, multi-channel neural vector 

was fed to the TDNN and the instantaneous error between output of the model and the 

desired signal was computed. The average correlation coefficient between the model 

output and the ν function over test trials was 0.91 ± 0.06 which indicates the networks 

were able to find a functional relationship between the NAcc population response and 

the reward expectation. Figure 4-4 shows two sample trials of estimating reward during 

left and right trials.  

 

 
 
Figure 4-3. Extracting a scalar reward expectation signal from NAcc. A) Conceptual 

diagram of reward expectation modulation of the user based on IA actions. 
The temporal structure of the NAcc neuronal activity indicates the expectation 
of reward or aversion in goal directed tasks. The critic must interpret this 
activity and transform it to a scalar error signal. B) Estimating reward 
expectation in the form of a scalar signal from NAcc multi channel neural 
activity. 
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Figure 4-4. Estimating an evaluative feedback from NAcc neural activity. A) left and B) 
right trials. 
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CHAPTER 5 
ACTOR-CRITIC REALIZATION OF THE BMS THEORY  

Introduction 

In the previous chapters the foundation of the BMS theory from both theoretical 

and experimental perspectives was developed. In the rest of the dissertation, I will 

present the design and test procedure for a BMI implementation of the BMS theory. 

Borrowing the idea from Actor-Critic method in machine learning, in this chapter I will 

introduce a control architecture that works based on the principles of the BMS theory.  

BMI Control Architecture 

By formulating the BMI control as a decision-making problem, the process of 

optimization can be built on the theory of reinforcement learning (RL) [107]. In the 

design of BMIs, learning through reinforcement is very appropriate because it is inspired 

by operant conditioning of biological systems where the learner must discover which 

actions yield the most reward through experience [86]. The approach is built on the 

concept of valuation and as described before, valuation is the process of how a system 

assigns importance to actions and behavior outcomes. For goal-directed motor 

behavior, we seek systems that compute with action-outcome sequences and assign 

high value to outcomes that yield desirable rewards. This approach is very different from 

habitual valuation which does not participate in continual self-analysis [108] which is 

important in dynamical environments. One of the main computational goals in the 

methods presented here is to develop real-time techniques for modeling and coupling 

the valuation between the user and the BMI (to enhance symbiosis) in a variety of tasks. 

The conventional way to build value functions in RL is to couple two entities: an agent 

and the environment [58]. The agent represents an intelligent being attempting to 
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achieve a goal. The environment represents anything the agent cannot directly modify 

but can interact with. The interaction is defined by the agent’s actions, which influence 

the environment and the states and rewards observed from the environment. After each 

action is completed by the agent, a reward is supplied. The agent attempts to maximize 

these rewards for the entire task. The main problem to be solved in this formulation of 

BMI is to find the best action to take in each particular state of the environment. 

Through this process, a value function is developed.  

 

Figure 5-1. An implementation of symbiotic BMI based on the Actor-Critic architecture. 
A) Generic Actor-Critic architecture, B) Block diagram of the symbiotic BMI 
controller. The architecture contains two key components. The actor is driven 
by the primary motor cortex and its primary role is to select actions in the 
environment. These actions are evaluated by the critic, which is driven by the 
NAcc. At each instance in time, the critic provides an error signal that is used 
to adapt the parameters of the actor for choosing actions that lead to reward. 
In this entire system there is in intrinsic coupling between the motor system, 
reward system, and the environment. 

RL can be implemented in many ways [109] however since we are seeking to build 

BMIs that utilize both motor and reward signals from the brain, the Actor-Critic 

computational framework is a good choice for the following reasons, which will be 

described next. A schematic of generic Actor-Critic architecture is shown in Figure 5-1A. 
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Here, the critic contains a value function that associates a scalar value to each state in 

terms of the reward that can be in the future. The actor performs actions following a rule 

that favors the maximal accumulation of rewards. As time progresses, the value function 

is learned based on interacting with the environment. After each action, the critic 

computes a temporal-difference error δ , which is used to update the value function. 

The critic criticizes the actor in a way that if the action is good (increasing reward 

expectation) the critic generates a positive prediction error that strengthens the 

association between the state and the action. Otherwise, negative prediction error 

decreases the possibility of selecting that particular action in the same state again. This 

cycle is repeated continuously and the critic’s value function becomes progressively 

more accurate and the actor changes its actions to maximize reward. 

An important aspect of this computational framework for BMIs is that it has been 

theorized to have a biological counterpart. The neuro-anatomical structure of the basal 

ganglia suggest that sub structures including striatum and midbrain dopaminergic 

neurons implement an actor-critic realization of reinforcement learning. For BMIs, we 

seek to derive from the primary motor cortex the implementation of the action selection 

policy and Nucleus Accumbens (NAcc) implements a value function. There is evidence 

that neuromodulation in the NAcc, which is known for encoding TD error, predicts 

reward and aversion [106] therefore we used the NAcc response for evaluating the 

actor. In the conventional actor-critic architecture, the critic should learn a value function 

for mapping states to expected cumulative future reward [60]. However, in this BMI 

application, we seek a critic that is biologically embedded in the user’s brain and 

evaluates actions of the IA based on the user’s reward expectation. If the IA’s action is 
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favorable to the user, reward expectation increases and that action would be reinforced; 

otherwise, the reward expectation decreases and the action should be penalized. 

In Figure 5-1B, we formulate the control architecture of the BMI based on Actor-

Critic implementation of reinforcement learning. For BMI applications, the actor plays 

the rule of decoding the user’s neural motor commands. The critic provides an 

evaluative feedback to the actor in the form of TD error (δ ) that represents a measure 

of user’s goal. Figure 5-1B combines key elements of the proposed actor-critic 

framework: actions, states, and value which are distributed between the user and the 

computer code which we call an “Intelligent Assistant” (IA). The Critic translates the 

internal goals of the BMI user to provide an evaluative feedback to the Actor when it 

performs actions in the environment. Hence, the Critic’s input is driven by the user’s 

Nucleus Accumbens (NAcc) and is responsible for reward expectation. The Actor’s 

state input is neural activity collected from the primary motor cortex (MI) that must be 

translated into prosthetic actions by the Agent. 

Note that the evaluation subsystem (Critic) and the controller (Actor) are split into 

two embodiments (neural activity and computer code), creating a symbiotic (brain-

machine) system due to the tight and real-time feedback. In the Actor-Critic framework, 

the value of an action is specified by a measure of reward received when that action is 

selected. At every instance in time, the brain generates new MI states, the Actor selects 

actions, and the Critic (driven by NAcc) provides an evaluative feedback in terms of 

reward expectation. The state-to-action mapping is updated based on the past history of 

rewards and the estimation of future rewards. The modulation of reward activity in the 

user’s brain defines the task, which is a great advantage for reaching tasks in the 
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external world because the designer does not need to specify the goal. The agent finds 

an optimal control strategy based on the user’s neuronal state and the actions that are 

defined as movement direction. The key problems in this architecture are the following:  

• Translate the NAcc activity into an evaluative feedback signal. This involves the 
integration of improved real-time signal processing methods that capture global 
computation on multiple spatial, temporal, and behavioral scales. 

• Estimate the state-action value function (shown mathematically later) that selects 
future actions given the states.  

To best capture the effects of the neural inputs on the architecture, initialization, 

and parameter selection of the Actor-Critic model, I performed experimentation on a 

group of parallel multiple models. By running in parallel, data analysis and optimization 

could be completed in a more efficient manner than was done with conventional BMI 

model building techniques.  

Critic Structure 

 In the traditional Actor-Critic architecture, the critic implemented a value function 

that provided an evaluative feedback for the actor through temporal difference error. 

This error simultaneously adapted both the Actor and the Critic architectures. In 

contrast, in our architecture, the value function was implemented in the brain and it was 

biologically trained. Therefore, we just needed to estimate the evaluative feedback from 

the neural response in NAcc. Depending upon the user’s goal, IA actions might increase 

or decrease the reward expectation [110]. The user’s reward expectation was the 

source of goal information, which the IA used in the form of an evaluative feedback for 

action selection. 

During BMI use, we sought to best capture and model the response of NAcc 

neurons over time and translate it into a scalar value that could be used for evaluation 
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of actions of the actor. This modeling was denoted as the Value Estimator in the Actor-

Critic model of Figure 5-1B. We modeled the hidden parameters in the NAcc data that 

pertained to goal proximity and movement directions. By finding the modulatory effect of 

IA actions on the reward expectation of the user, the value function predicted how the 

actions over time influenced the reward expectation. Training the critic involved non-

linear regression of the NAcc neural modulation to a scalar function representing the 

reward expectation of the user in presence of known goals. Figure 3-7A schematically 

plots the reward expectation where the positive slope corresponds to approaching the 

goal and negative slope represents getting away from the goal.  

A Time-Delayed Neural Network (TDNN) was trained using conventional error 

backpropagation [111] to estimate the user’s reward expectation from firing pattern of 

NAcc neurons. The TDNN was composed of a gamma structure to capture the temporal 

pattern in the NAcc activity and a Multi-Layer Perceptron (MLP) with a linear output 

Processing Element (PE) for regression.  

Actor Structure 

 The Actor in Figure 5-1B was a parameterized policy estimator that treated neural 

activity in MI as states and tried to find a mapping between user’s neural states and 

robot actions to maximize a measure of user’s reward expectation that was presented 

by the critic. The user’s reward expectation (ν ) was a function of IA’s actions and user’s 

neural state. The tr  is the reward at each time step. 

  
( ) [ ] AaSsaassrEas tttt ∈∀∈∀=== + ,,,, 1ν    (5-1) 

At each time step, the actor which was parameterized byθ , took action a under policy π.  

 ( ) ( )ssaasa tt === Pr;θπ  (5-2) 
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The cost function was defined as the average of expected reward over time. 
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T
J νθ   (5-3) 

The actor should find a set of *θ that maximized J over time, i.e. ( )θθ π Jmaxarg* = . 

Once the actor converged to the optimal policy, the user could actively control the 

actions by modulating appropriate neural states in a feed forward way. During 

adaptation, the actor estimated the gradient of J with respect to states and actions and 

improved the policy by adjusting its parameters θ  in the direction of J∇ therefore an 

instantaneous measure of gradient direction was required. We defined an instantaneous 

error that resembled the temporal difference error in the regular Actor-Critic architecture 

as an estimate of J∇  

 1−−= ttt ννγε  (5-4) 

To approximate the optimal policy, we used a Time-Delayed Neural Network with a 

gamma memory structure and a Multi-Layer Perceptron topology (Figure 5-2). As in 

other BMI experiments, the input was defined by neuromodulation (firing rate) over all 

channels within 100 msec windows which have been embedded in longer time windows 

using a gamma memory structure [112]. The network architecture was composed of a 

set of sensory nodes that received the MI neural state as input. A hidden layer formed a 

set of basis functions and finally the output layer, which spanned an action space for IA. 

In a discrete action space, each output PE represented one action and computed the 

probability of the corresponding action given parameter set θ and input neural state St 

(Equation 5-2). The agent executed the action with the highest probability and received 
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an evaluative feedback from the critic. The evaluative feedback was computed by 

Equation 5-4 and backpropagated to adjust the parameters of selected action  

 ( )tt
i
t

i
t sψηεθθ +=+1              (5-5) 

where )( tsψ represented the projection of input neural state to feature space. The 

superscript in Equation 5-5 corresponds to the index of selected action. The actor’s 

adaptation procedure in the symbiotic BMI architecture is summarized as follows: 

1- The user generates motor state st and its reward expectation is tν . 

2- The actor associates st to action ai and executes the selected action. 

3- Execution of action ai increases or decreases the reward expectation, which 
would be reflected by 1+tν . 
 

4- The error is defined as 1−−= ttt ννγε  

5- If 0>tε  

This error is used to update the parameters of selected action.  
The hidden layer weights are not changed. 
 

If 0<tε  

 Parameters of selected action would be updated. 
The error back propagates to the hidden layer and updates the hidden 
layer weights.  
 

6- Return to step one. 

Closed-Loop Simulator 

In order to measure the performance and quantify the convergence of the Actor-

Critic adaptation, a simulator was developed to investigate the learning capability of IA. 

Since it was difficult to control every aspect of neuronal responses during in vivo 

experiments, the simulator offered a method to investigate model parameters before 
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running closed-loop experiments with the animal in the loop. The simulator was 

composed of three main modules that continuously interacted with each other; neuro-

modulation synthesizer, Actor-Critic controller, and environment.  

The MLP in the Actor consisted of two layers, 3 non-linear hidden PEs and 4 linear 

output PEs that represented four discrete actions. The actions were defined as the 

principal directions of movement in the 2D grid space (up, down, right, and left). For the 

sake of simplicity and tractability the reaching task was in 2D but it could be easily 

extended to 3D.  

 

Figure 5-2. Structure of the actor. 

The environment consisted of a 20x20 grid world with 0.1 spacing between each 

node (Figure 5-3A). The task was to navigate a robotic arm from the center of the grid to 

any target in 2D space based on the motor and reward neuromodulation. The neuro-

modulation synthesizer in our simulation consisted of an ensemble of synthetic MI 

neurons that were generated based on the model presented in [113]. The main 

parameter of neuro-modulation module was the tuning properties of the neurons. The 
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ensemble of cortical neurons was composed of four subsets where neurons in each 

subset were tuned to a particular action. At each time step, the neuro-modulation 

synthesizer produced a motor command that was encoded into MI neural activity by 

exciting the corresponding subsets of neurons. For example, if the user decided to 

navigate the robot in the up-right direction, those neurons in the ensemble which were 

tuned to the right direction and up direction were activated.  

 

Figure 5-3. Simulation experiment setup. A) 2D grid world. B) Error (reinforcement) 
definition based on the projection of the movement vector on the target 
vector.  

The Actor-Critic controller received neural input from the neuro-modulator and 

used it to navigate the end-effector of a robot (red circle in Figure 5-3A) in the grid 

space. Based on the robot movement with respect to the target, movement and target 

vectors were computed at each time step. In this experimental simulation, we required 

an error signal that mimicked the modulation of an ensemble of NAcc neurons. To meet 

this need, the following method was implemented. Considering the target vector as 

desired direction, a scalar error was defined by computing the cosine of the angle 

between the movement and target vectors. We selected cosine function because it 
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converted movements towards target (-90 <θ< 90) into a positive and movements away 

from the target (90 <θ< 270) to a negative value. If the movement direction was towards 

the target, a positive error was generated otherwise the error was negative. This error 

signal resembled the TD error in the Actor-Critic algorithm in the sense that if action was 

desirable the agent received a positive reinforcement otherwise the reinforcement was 

negative. The value estimator in Figure 5-1B was responsible for estimating TD error 

from neural activity in NAcc. Each experiment was composed of 100 trials where each 

trial consisted of a single reach to a specified target. In each trial, if the agent could not 

reach the target in 50 steps the trial was considered unsuccessful. 

Convergence of the Actor-Critic During Environmental Changes  

One of the primary advantages of the Actor-Critic architecture is that it is designed 

to symbiotically adapt with the user during environmental changes. The goal here is to 

perform simulated closed-loop experiments will be to determine how the Actor-Critic 

model performance is affected when a new target (unforeseen to the user) is introduced 

to the behavioral workspace. The addition of new targets is a common occurrence in the 

activities of daily life and it is expected that with each new target there are unseen 

aspects of the control scheme that need to be learned and the process will take time. 

Because the Actor-Critic learns on-line and can respond to changes (unlike static BMIs 

which learn from a training set), we will test the condition where the navigation of robot 

to a new target will require the selection of a new action (or action set) to be learned to 

reach the new target. The new target will be located outside the space spanned by the 

previously leaned control policy therefore the IA will not be able to reach the new target 

without the learning to acquire this new action set. The experimental approach is 

designed to introduce a perturbation to the BMI control paradigm so that the 
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performance difference can be measured. In this section, I specifically focus on an 

important question regarding the applicability of BMI in daily life activities. How does 

learning a new task affect the previously learned functional mapping for BMI control?  

 

Figure 5-4. Spatial distribution of targets in the 2D workspace. The targets at the 
corners of the blue rectangle were used in the sequential learning task. The 
area inside the blue rectangle represents the space spanned by the control 
policy that was learned during the sequential learning task. In order for the 
agent to reach the targets outside the blue rectangle it had to adapt its 
previously learned control policy. The star at the center of the workspace 
shows the start point of the agent.   

For these experiments, we designed a sequential learning task. The task was to 

navigate to a set of targets located at each of the corners of the blue square 2D 

workspace as shown in Figure 5-4. However, all of the targets are not presented at the 

same time. Targets were numbered as following: 1-Upper-right, 2-Lower-left, 3-Upper-
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left and 4-Lower-right. Starting from a naïve state (random small initial actor weight 

values between -0.5 and 0.5), the Actor-Critic decoder was required to adaptively find a 

control policy to reach each target using only MI and NAcc activity. Once the decoder 

found an appropriate control policy for the task, a new target was introduced. In this 

way, I presented all the four targets sequentially (1-4) therefore the decoder had to 

change its control policy for reaching each target. For the first target, the parameters of 

the decoder were initialized randomly but afterward the network started from the 

previously learned control policy (i.e. previous actor weight values). Once the Actor-

Critic learned each task individually, we presented all the four targets where, one of the 

four targets was presented randomly in each trial. In this task, the decoder had to derive 

a control policy that enabled switching among all the targets. In other words the network 

had to remember its previous control policies. In each of the tasks, to consolidate the 

control, as the decoder learned a control policy the learning rate was annealed to zero 

and parameters of the decoder were frozen. However, by introducing a new task, the 

learning rate was reset and the network resumed adaptation. The learning rate 

annealing is an important aspect of co-adaptation because it controls to what extent the 

BMI adapts to the user. In this symbiotic BMI architecture in particular, there were two 

reasons for annealing the learning rate. First, from machine learning point of view, every 

time the decoder successfully completed the task the association between the MI neural 

states and Actor-Critic actions were reinforced by increasing the corresponding network 

weights. Annealing the learning rate prevented the network weights from growing 

unlimitedly. Second, based on the representation of reward, the NAcc became 
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habituated to specific goals over time [114,115] and may reduce the amount of 

evaluative feedback over time. 

Table 5-1. Decoding performance during sequential target acquisition 
 T1 T2 T3 T4 (1) T4 (2) T all (1) T all (2) 
Speed 5 22 8 29 0 30 10 
Accuracy 100% 96% 100% 46% 100% 40% 98% 
 

Figure 5-5 shows the performance of the decoder during this set of experiments. 

The red stem plot in Figure 5-5A shows the targets that were presented during each 

trial. Each target was represented by a number; right-up (1), left-down (2), right-down 

(3) and left-up (4). The blue stems in Figure 5-5A show whether the decoder was 

successful or not in the corresponding trial. Here we can see by introducing a new 

target, performance degraded at the beginning but after a few trials the decoder was 

able to learn all the new tasks. Table 5-1 summarizes the decoding performance during 

sequential target acquisition task. For each target 100 trials were presented. The 

number of trials that took for the decoder to find the target during the first 50 trials of 

each target was used as a measure of speed of learning and the percentage of 

successful trials during the second 50 trials was used as a measure of performance. If 

the performance was less than 90%, another epoch of 100 trials was presented to the 

decoder. Recall, that the output of the Actor network provides the value of each action 

take. Figure 5-5B shows the values of the actor output processing elements over time 

where actions left, right, up and down are represented by colors blue, green, red and 

light blue respectively. For each task, we can see the network adjusted its parameters in 

such a way that maximized the probability of selecting actions that were required for 

accomplishing the task. For example, in trials 100-200 actions down and right were 
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necessary for reaching the target. These are the actions with the highest value (green, 

light blue). However, when all targets were presented during trials 500-800 we can see 

that a mixture of actions had high value and these modulated depending on the target 

and feedback from NAcc. In Figure 5-5C we can see how the network adjusted the 

output layer weights to find a mapping between neural states and optimal actions based 

on the error signal. It is important to note that at the introduction of a new target, we can 

observe adaptation in the weight values and then consolidation of the control scheme 

through the plateau of the weight values. When an environmental change occurred, 

again the weights adapted appropriately. To guide the adaptation, the critic provided the 

reinforcement signal here. It was the gradient of the reward expectation of the user, 

which was approximated by the cosine of the angle between movement vector and 

target vector. From Figure 5-5D, we can see that when a new target was introduced, the 

evaluative feedback was the largest in the negative direction (-1 because the movement 

direction and desired direction are 180 degrees apart). Over time, through adaptation 

the movement direction and target direction become collinear and the cosine becomes 

maximally positive. We emphasize here that all of the adaptation of the decoder was 

through NAcc evaluative feedback and there was no a priori training or any external 

teaching signal. 

In the next step, the ability of the Actor-Critic to scale its control policy for targets 

spanned by its most valuable action set was tested. In the first part of this simulation, 

we specified random target points inside the blue square workspace (Figure 5-4). 

During the first 200 trials, we did not adapt the network and the IA followed the control 

policy from the 4-target task. 
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Figure 5-5. Decoding performance during sequential presentation of the targets in the 
four-target reaching task. A) Sequential presentation of 4 targets as indicated 
by red stems. Blue stems indicate if the target was aquired (1) or missed (0). 
Note that when a new target is introduced the performance decreases but 
within a few trials it recovers. B) Temporal sequence of action values. Each 
colored trace represents the value of one action (i.e. up, down, left, right). 
Note that for each target only certain actions have high value since they are 
required to acquire the target. C) Weight values for the output layer of the 
Actor. Each colored trace corresponds to an individual weight. Note that when 
a new target is introduced that the weights adapt then plateau once the 
performance improves. D) The temporal difference error becomes maximally 
positive when the targets are acquired. 

Figure 5-6 shows the performance of the decoder which was able to reach 96% of the 

200 new targets inside the workspace based on the control policy learned during 4-

target task. In the second part of the experiments (Trials 201:300), we presented targets 

outside the workspace however the Actor-Critic remained fixed. Even though the 

decoder was successful during some of the trials, performance degraded to 66% 
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compared to the case where targets were inside the workspace. In the third part of this 

experiment (Trials 301-500), adaptation was enabled in the Actor-Critic and the 

performance boosted up to 95% as the decoder adjusted its control policy. As the IA 

modified its control policy, it can be seen the evaluative feedback in Figure 5-6D 

became more positive. It is important to note that the network adapted only two times 

(time points 5500 and 7500) during this experiment (Figure 5-6C) emphasizing the fact 

that IA adapted only if it was necessary for improving its performance.  

 

 

Figure 5-6. Decoding performance with random distribution of targets inside and outside 
of the workspace 
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Reorganization of Neural Representation 

Brain plasticity is an important design factor of BMI and it has been observed in 

the context of many research areas. From signal processing point of view, changes in 

the pattern of neural activity can be a challenging problem for decoding because 

standard, static input output models assume stationarity in the neural input [116]. In this 

section, two scenarios of reorganization in the neural pattern were investigated. First, I 

considered an extreme situation where after the decoder converged to a control policy 

the input pattern for all neurons was perturbed by shuffling the preferred action. Second, 

the emergence of a stable tuning map during the learning process of the user was 

simulated. This consisted of changing the tuning width and depth of certain neurons in 

the ensemble. During these experiments, the task again was reaching targets that were 

located at each corner of the workspace (4-target task).  

In the first scenario, a specific tuning map was defined by dividing 12 neurons in 

an ensemble into four subgroups each tuned to one of the principal directions that were 

mentioned in the previous section (Figure 5-6A). In this environment, a naïve decoder 

learned to perform the task perfectly. Figure 5-8A shows the performance of the 

decoder during 100 trials. For each trial, one of the four targets was picked randomly. 

We can see the decoder reached 100% accuracy after 3 trials. At this point, the tuning 

map was disturbed by shuffling the Preferred Action (PA) of the neurons. Figure 5-7 

shows the tuning map of the neural ensemble before and after reorganization. 
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Figure 5-7. Reorganization of the neural tuning map. Here ‘hot’ colors indicate maximal 
firing A) before and B) after reorganization. 

In Figure 5-8 (trials 1:100) we can see the decoder converged to an appropriate 

control policy to solve the 4-target task. After convergence the neural tuning map was 

reorganized and the learning rate was reset to allow the decoder adapt to the new 

situation. Figure 5-8 (trials 100-300) shows the adaptation and performance of the 

decoder after reorganization of the tuning map. We can see after reorganization, the 

performance degraded at trial 100 but the decoder was able to recover performance. By 

letting the decoder adapt more, we can see during trials 200:300 the decoder was able 

to reach to the level of performance that it had achieved prior to reorganization. 
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Figure 5-8. Network adaptation after reorganization of the tuning map 

For the second scenario, we simulated the user’s learning in the form of change in 

the tuning width and depth of MI neurons. During learning, neurons became gradually 

tuned to specific actions over consecutive phases of learning. Neurons were 

categorized based on their preferred actions and formed sub-populations that increased 

their size as well as tuning depth as the user learned the task. We increased the size of 

population in 3 steps in which 33%, 66% and 100% of the entire neural ensemble 

became tuned to actions. The tuning depth of the neurons was shallow and over 

consecutive phases their depth increased. Therefore in each session there were both 

shallow and deep tuned neurons that existed in the population. In the last session, all of 
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the neurons were deeply tuned to actions and there was no neuron with shallow tuning. 

Spanning from a naïve to an expert user, Table 5-2 summarizes the emergence of 

neural pattern during learning. 

 

Figure 5-9. Decoding performance during different user’s learning phases. Note that as 
the tuning depth increases the performance increases. Despite the rapidly 
changing characteristics of the neuronal tuning the network was able to 
appropriately respond given the available firing in the input. 

Table 5-2. State of the neural ensemble during learning 
Naïve user Learning phase 1 Learning phase 2 Learning phase 3 Expert user 
No tuning 1/3 shallow 

2/3 no tuning 
1/3 deep 
1/3 shallow 
1/3 no tuning 

2/3 deep 
1/3 shallow 

All the neurons 
are deeply 
tuned to their 
PA 
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Figure 5-9 shows the performance of the decoder during different phases of 

learning. Trials 1:100, 101:300 and 301:400 correspond to the learning phases 1 to 3 

respectively. Trials 401:500 correspond to a state that the user has completely learned 

the task. In Figure 5-9A, we can see when there was no information in the MI neural 

ensemble; the decoder was not able to learn a control policy. By increasing the 

amplitude of output layer weights during the first three phases of learning the decoder 

increased the variance of action values in order to magnify the structure of the input 

neural data (Figure 5-9B and 5-9C) but since the tuning was shallow, the decoder could 

not come up with an appropriate control policy and the performance was poor in these 

phases of learning. By increasing the depth of tuning in the fourth phase, the decoder 

was able to solve the task by less magnification compared to the first three phases.  

Likewise, when the user completely learned the task at the fifth phase the amplitude of 

the weights and the variance of action values were smaller than the previous phase. By 

increasing the depth of tuning, the level of reinforcement became positive. In this figure 

we can see by increasing the tuning depth the performance increased therefore tuning 

depth of MI neurons play an important role in the performance. At the end of each 

phase the weights of the network were reset to random values between -1 and 1. The 

learning rates were also reset to their initial values. 

Effect of Noise in the States and the Evaluative Feedback 

An important characteristic of any BMI decoder is its performance in presence of 

noise. To investigate the effect of noise on our BMI we tested the system under three 

different conditions. First we reduced the tuning depth of MI neurons from 1 to 0.2. 

)1(5.0 −×=
Baseline

Action

RateFiringMean
RateFiringMean

DepthTuning                         (5-6) 
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The tuning depth was computed by Equation 5-6. In the next step, Gaussian noise 

was added to the TD error to generate a noisy error signal with 5dB signal to noise ratio. 

Finally I put the agent under noisy input-noisy error condition. Table 5-3 summarizes the 

performance of the agent under these three conditions for different target 

configurations. Here, NF In-NF Err corresponds to Noise Free Input-Noise Free Error.  

Table 5-3. BMI performance with synthetic and surrogate data 
 1 Target 2 Target 4 Target 

NF Input- NF Error 99.8% 98.3% 95.6% 
Noisy Input 96.0% 80.6% 65.3% 
Noisy Error 100% 99.2% 96.2% 

Noisy Input-Noisy Error 98.2% 78.0% 53.3% 
Surrogate 14.1% 14.6% 14.2% 

 
In order to test against the null hypothesis that agent can reach the target without 

any structure in the input data we ran a test with surrogate dataset. Surrogate data was 

generated by reducing the tuning depth of all the neurons to zero. In this test the error 

signal was computed the same way as in the experiments with tuned neurons. 

Performance of the BMI with surrogate data is presented along with the results with 

synthetic neural data in Table 5-3.  

The results in Table 5-3 demonstrate that noise in the error signal slightly 

improved the performance of the system because it helped the agent skip from local 

minima. It should be noted that these results are based on the ideal case that task-

related information is represented in both the motor states and the evaluative feedback. 

The noise in the critic’s response served also as a mechanism for exploration. Since the 

agent is most sensitive to the sign of the error, fluctuations in the amplitude did not 

degrade the performance. In general increasing the number of targets decreases the 

performance however this decrease in the performance is more prominent with noisy 
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motor commands. However, even with noisy input states and noisy error signals, the 

agent performed well with one and two target tasks.  

A random walk test was performed to specify the probability of reaching a target 

by chance. Since the probability of reaching all the targets were the same we computed 

the chance level for one target. For the random walk test the actions of the agent were 

selected randomly at each step. The same limit on the number of steps per trials was 

applied to the random walk test. Probability of reaching a target by chance was 0.1%. 

In this chapter I introduced a control architecture and adaptation procedure for 

decoding motor commands in MI based on an evaluative feedback from NAc, which 

indicates user’s goal. Performance of the BMI controller was studied in presence of 

noise in the error and input for three different task. Our results demonstrated the 

feasibility of this architecture in simulation of biological constraints. The adaptive agent 

was able to navigate the robot to the targets in the continuum of space. Here we made 

no assumption about the location of the target in the space. In other words, the 

environment for the naïve agent was novel and no training was involved. The agent 

learnt how to decode MI neural activity on the fly just based on an evaluative feedback 

from user. Since the error signal is extracted from the brain the system is self-contained 

in the sense that it doesn’t require an external source of information for adaptation.  

The BMI design based on Actor-Critic architecture faces two main challenges. 

First, the performance of this system relies on extracting motor commands and 

evaluative feedback from the brain. Provided reliable signals are extracted from the 

brain this system is able to reach any point in the continuum of its workspace. The BMI 

demonstrated a fairly robust performance in presence of noise both in the motor 



 

84 
 

commands and TD error signal. However the BMI was more sensitive to the noise in the 

motor commands than TD error.   

The second challenge is adaptability of the actor during reorganization in the brain 

which stems from winner-take-all approach in training the decoder. In this approach, 

only the parameters of the winning action are updated therefore over time other actions 

become less competitive compared to the winner and the BMI cannot reorganize itself 

for accomplishing the task. In a stationary environment this may not cause a problem 

but in presence of non-stationarity the system should have enough flexibility to 

converge to a new control policy. However, from the results in Table 5-3 it can be seen 

in spite of decreasing the tuning depth of MI neurons and decreasing the SNR in the TD 

error, the agent had a good performance in reaching a single target. This observation 

implies that using multiple agents each specialized for a particular task might be a better 

approach than having one agent learns multiple tasks. 
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CHAPTER 6 
CLOSED-LOOP IMPLEMENTATION OF THE ACTOR-CRITIC ARCHITECTURE  

Introduction  

In the previous chapter, the Actor-Critic architecture for implementation of a 

symbiotic BMI was introduced. Using a simulator the system behavior was studied 

under a variety of environmental and neural conditions. In the next step I designed a full 

closed-loop in vivo BMI experiment to find the learning specifications based on real 

neural data. The focus of this chapter is on two main questions:  

• How can we extract an evaluative feedback from the brain reliably in real-time? 
• How can we adapt the BMI decoder using this evaluative feedback? 
 
This chapter is organized into the following parts. In the first part, the experiment setup 

will be introduced. In the second, the factors that are important for training the Critic 

structure and eventually estimating a robust evaluative feedback from NAcc will be 

discussed. In the last part, Actor learning based on the real neural states, recorded from 

MI and NAcc simultaneously during closed-loop experiments will be demonstrated. 

Experiment Setup 

A two-target choice task which is shown from a top-view in Figure 6-1 was 

designed. The rat must maneuver a five degree-of-freedom (DOF) robotic arm 

(Dynaservo, Markham ON) based on visual and reward feedback to reach a set of 

targets and earn a water reward. The concept behind designing this experiment 

paradigm was to find a set of specifications for the Actor-Critic learning to operate in a 

novel environment. The closed-loop experiment was divided into supervised control 

mode and brain-controlled mode.  While the purpose of the supervised control mode 

was to collect a training dataset for designing the Actor-Critic architecture, the design of 

the brain-controlled mode was to test the BMI performance in a novel environment. 
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Figure 6-1. Critic training and the closed-loop experiment setup 

Training Paradigm 

A new paradigm was developed to train the rat for the closed-loop experiments. 

The main difference between this new paradigm with the previous training paradigm 

was to shift the attention of the rat to the movements of the robot towards or away from 

the target. A Male Sprague-Dawley rat was trained in a two-lever choice task via 

operant conditioning to associate robot control with lever pressing [93]. As shown in 

Figure 6-1, there are two sets of retractable levers (Med Associates, St. Albans VT): the 

set within the behavioral cage is referred to as cage levers; the set in the robotic 

workspace is referred to as distal levers. A solenoid controller (Med Associates) 

dispenses 0.04 mL of water into the reward center on successful trials. There are three 

sets of green LEDs: the set immediately behind the cage levers are cage LEDs, the set 

in the robot workspace are midfield LEDs, and the set on the target levers are distal 
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LEDs. The positioning of the three sets of LEDs and levers offers a technique to guide 

attention from inside the cage to the robot environment outside. There is one additional 

blue LED mounted to the robot endpoint; it is referred to as the guide LED and it is used 

to assist the rat in tracking the position of the robot. Because the behavioral cage walls 

are constructed from plexiglass, the robotic workspace is within the rat’s field of vision 

[94]. The workspace uses low-level lighting and is designed to maximize the rat’s visual 

abilities. The distal LEDs and guide LED provide contrast in low light conditions and 

targets are positioned to maximize the angle subtended to the rat’s eye.  

Initially, the robotic arm tip (guide LED) is positioned directly in front of the water 

reward center. The rat initiates a trial with a nose-poke through the IR beam in the 

reward center. The target side and robot speed are randomly selected. All levers are 

extended synchronously and LEDs on the target side are illuminated to cue the rat. The 

robot follows a pre-determined trajectory to reach the target lever within 0.8-1.8 s and 

the robot will only press the target levers while the rat is pressing the correct cage lever. 

If the correct cage and target levers are pressed concurrently for 500 ms then the task 

is successfully completed; a water reward positively reinforces the rat’s association of 

the robot lever pressing with reward and the trial ends. If the rat presses the incorrect 

cage lever at any time, the trial is aborted, a brief tone indicates the choice was wrong, 

and there is a timeout (4-8 s) before the next trial can begin. Additionally, if the task is 

not completed within 2.5 s the trial is ended. Whenever a trial ends: all levers are 

retracted, the LEDs are turned off, and the robot is reset to the initial position. A 4s 

refractory period prevents a new trial while the rat may be drinking.  
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The rat is then shaped to attend to the robot workspace by gradually moving the 

center of attention from within the cage to the robot workspace outside. This is achieved 

through turning off cage and midfield LED cues in sequence during training. The 

variable robot speed also encourages attention to the robot - the rat can minimize task 

energy by synchronizing pressing with the robot. Eventually, the rat cues are reduced to 

the proximity of the guide LED to the target LED for completing the task and obtaining 

water. The rat learn to perform stereotypical motions for the environmental cues [94].  

The timeout and time-limit both encourage correct behavior – the rat can maximize 

water rewards earned by avoiding timeouts and unsuccessful trials.  

Once the rat made association between the reward and robot actions, some catch 

trials were introduced in which the robot moved to the non-target lever. In this case the 

rat received an aversive feedback (negative tone with no water reward) by pressing any 

lever inside his cage. The order of target and non-target trials was random throughout 

the training session but it was balanced to keep the rat motivated. 

Electrophysiology 

After reaching the operant conditioning inclusion criterion, the rat was chronically 

implanted unilaterally with a custom designed microelectrode array (see appendix) that 

simultaneously targeted the layer V of the forelimb area in the primary motor cortex (MI) 

[95,96] and the Nucleus Accumbens (NAcc). Each array was 8x2 electrodes with 250 

µm row and 500 µm column spacing (Tucker Davis Technologies (TDT), Alachua FL) 

but the length of arrays for MI and NAcc were different (the design of the dual micro-

array is explained in Appendix A). The arrays were positioned stereotaxically and 

lowered simultaneously with a hydraulic micro-positioner to an approximate depth of 1.6 

mm for the MI array and 7.5 mm for the NAcc array. Spatio-temporal characteristics of 
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neuronal signal during insertion provided additional information about the array location 

relative to neurophysiologic landmarks. More details of the surgical technique are given 

in [117]. The rat was given up to two weeks to recover from surgery before resuming the 

experiment.  

Electrophysiological recordings were performed with commercial neural recording 

hardware (TDT, Alachua FL). A TDT system (one RX5 and two RP2 modules) operated 

synchronously at 24414.06 Hz to record neuronal potentials from both microelectrode 

arrays. The neuronal potentials were band-pass filtered (0.5-6 kHz). Next, online spike 

sorting  was performed to isolate single neurons in the vicinity of each electrode. Prior to 

the first closed-loop experiment, the experimenter reviewed each sorted unit over 

multiple days to refine the spike sorting thresholds and templates. 20 single units in MI 

and 23 single units in NAcc were isolated. The isolation of these units was repeatable 

over sessions with high confidence from the recordings. Once the neurons were 

isolated the TDT system recorded unit firing times and a firing rate estimate was 

obtained by summing firing within non-overlapping 100 ms bins. Additionally, all 

behavioral signals (e.g. water rewards, LED activation) were recorded synchronously 

using the shared time clock. In addition to the firing rate of single units, Local Field 

Potential was also recorded with 381.47 Hz sampling frequency across all the 32 

channels.  

Closed-Loop Experiment Paradigm 

After the rat was trained to make association between the robot movement and 

earning reward, it was transferred to the closed-loop experiment.  Each trial was started 

by rat’s nose poke in a water receptacle in his cage but the cage levers were not 
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presented. During the closed-loop experiment only distal levers were presented and the 

target was cued by turning a set of LEDs below a distal lever. 

  In the supervised control mode, one distal lever in the right corner of the robot 

workspace was presented as the target and neural data was collected when the robot 

moved towards or away from the target. In those trials that the robot moved towards the 

target the rat received water reward when the robot reached the target and pressed the 

lever hence rewarding trials. In non-rewarding trials the robot moved away from the 

target lever and moved to a lever which was located at the left corner of the workspace. 

Once the robot reached the left (Non-target) lever and pressed the lever the rat received 

a negative tone without water reward. In the supervised-robot mode the target 

information was known to the Critic in the form of desired response. The neural data in 

this mode was used to train the Critic in order to predict the reward expectation of the 

rat based on the robot actions with respect to the target. The role of the critic was to 

discriminate between the actions that increased or decreased the probability of earning 

reward so when a new target at a different location in the robot workspace was 

presented it should guide the Actor to learn the novel task which is the remapping of MI 

neural states to actions in order to navigate the robotic arm to the new target.  

In each experiment session, the temporal order of rewarding and non-rewarding 

trials was random. 700 ms after the start of trials (nose-poke) the robot started moving. 

towards the target lever or away from the target lever depending on the trial. The reason 

for this delay was to pass the initial transient of the gamma filter at the input of the actor 

and critic. The gamma filter was used to preserve the temporal structure of the neural 

signal. During the target trials the robot reached and pressed the target distal lever and 
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the rat received water reward accompanied by a reward tone. During the non-target 

trialss still the target lever was cued by light but the robot moved to another lever (not 

cued) which was located at a different location and it pressed the lever. In this case, the 

rat just received a negative tone without any water reward. During the experiment the 

rat was sitting motionless in the middle of the cage near the water receptacle and 

watched the robot workspace. 

Critic Learning 

The experiment setup is designed to investigate the specifications of the Actor-

Critic learning in real environments. As mentioned in the introduction section, the first 

question in designing a symbiotic BMI based on the Actor-Critic method is how can we 

extract an evaluative feedback from the brain in real-time?. The answer to this question 

has two components. First from neurophysiological perspective we need to understand 

how the positive and negative components of an evaluative feedback are represented in 

the NAcc during goal-directed behavior. Second, what engineering techniques can be 

used to extract this information in the form of an evaluative feedback? 

NAcc neural activity was recorded over 10 sessions while the animal was engaged 

in the closed-loop experiments. The experiment setup was designed to study the NAcc 

neural response under rewarding and non-rewarding conditions. From the perspective 

of BMI design, incrementally predicting these two states in real-time from NAcc neural 

activity is the main objective of the Critic structure.  

Neurophysiology of NAcc under Rewarding and Non-Rewarding Conditions 

In the first level of analysis, the NAcc neural activity was compared under 

rewarding and non-rewarding conditions during the supervised robot control mode. 

Figure 6-2 shows the Peri-Event Time Histogram of 3 representative accumbal neurons 
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during four experiment sessions. The red and blue traces correspond to non-rewarding 

and rewarding trials respectively.  In the first three experiment sessions (Figures 6-2 A-

C), the conditions were the same. Session 1 and 2 were recorded on two consecutive 

days but there was one day between the second and third sessions and session 4 was 

recorded 4 days later. As it can be seen, over time the difference between the 

neuromodulation of NAcc during rewarding and non-rewarding trials diminished. This 

might be due to the fact that over time the rat showed habituation to the experiment 

conditions. After the third session, the environmental conditions were changed by 

introducing a new target and putting the robot under Brain-Control mode in which the 

Actor translated MI neural activity to robot movement commands. In this mode, the 

robot performed non-optimal trajectories in the workspace rather than directly reaching 

the targets since learning was just initiated. After this change in the experiment 

procedure, the conditions were switched back to the previous mode (experiments 1-3) 

and performed another experiment in the Supervised-Control mode. Figure 6-2D shows 

the NAcc neuromodulation after exposing the animal to a new environment. We can see 

in the fourth day the difference between target and non-target trials increased again. 

These results imply that over time the NAcc response to rewarding and non-

rewarding stimuli become similar but getting involved in a novel environment might 

increase the contrast between rewarding and non-rewarding conditions. This result is in 

agreement with other studies on the effect of novelty in the environment on the reward 

representation in the striatum [114,118,119].  

These observations have two important implications for BMIs. First, the diminished 

separation is an important indicator for consolidation [120]. Once the task was 
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consolidated the IA should stop adaptation. Second, introducing a new environment will 

evoke more separation which will trigger learning. This is an indicator for adaptation that 

tells the IA to adjust its control policy. The consolidation-adaptation dilemma is also 

compatible with the concept of surprise in machine learning. 

 
Figure 6-2.  Neuromodulation of 3 NAcc neurons during non-rewarding (red trace) and 

rewarding (blue trace) trials over multiple sessions. Time zero corresponds to 
the start of robot movement and at the time step 15 the robot reaches the 
target. A) The first session, B) the second session, C) the third session and 
D) the forth session after introducing a novel environment to the rat. Note the 
separability between the red and blue traces decreases over sessions A-C. 
However when a new environment is introduced the separation increases. 
These two properties in closed-loop BMI indicate the cyclical nature of 
learning and consolidation (habituation) which the critic evaluative feedback 
provides to the actor. 

This result has an important implication for BMI. The key feature of the symbiotic 

BMI design is that the system will adapt to the user whenever the performance 

degrades otherwise the parameters of the BMI decoder will not change. In other words 

whenever the BMI does not perform as the user expects and the parameters of the BMI 

decoder need to be adapted the NAcc response as a teaching signal will be available.  

The NAcc activity conveys two pieces of information for adaptation of the BMI decoder. 
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First, it specifies the window of learning in which the parameters of the decoder will be 

unlocked. Second, within the learning phase it provides a teaching signal for the 

decoder in the form of an evaluative feedback. The current experiment setup is 

designed for characterizing the learning within the learning phase however identifying 

the learning window or segmentation is the subject of the future research. 

State Estimation from NAcc Neural Activity 

The engineering challenge of extracting the evaluative feedback from NAcc is in 

the modeling of the multi-dimensional NAcc neural vector. The results in the previous 

section were based on the average of neural activity over multiple sessions however, for 

real-time control the evaluative feedback should be extracted on a single-trial basis. 

From this prospective there are two scenarios for estimating an evaluative feedback 

from the NAcc; supervised and unsupervised. In this section the results are focused on 

the supervised approach which is based on regressing multi-channel NAcc neural 

activity to a set of predefined rewarding and non-rewarding states as the desired 

response. In this section I investigated different factors that contributed to state 

estimation from NAcc as an evaluative feedback.  

Desired response 

In the supervised-robot control mode of the closed-loop experiments the desired 

response was defined based on the robot trajectory towards or away from the target. 

The assumption was that when the robot got closer to the target, the reward expectation 

increased and when robot got away from the target the reward expectation decreased. 

During the supervised-control mode the robot trajectory was a straight path from the 

start point to the distal levers. The NAcc neural activity was segmented by the robot 

travel time window and regressed it to a linearly increasing function for rewarding trials 
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and decreasing function for non-rewarding trials. By defining the desired response as a 

ramp function the critic is facing two problems at the same time; first discriminating 

between the rewarding and non-rewarding states (sign) and second estimating the 

probability of each one (magnitude).  Here I used the same architecture that was shown 

in Figure 4-3 for the critic structure but instead of the gamma memory structure I used a 

regular tapped-delay line. The advantage of using tapped-delay line is that timing is 

more precise and in the case of using segmented data there will be no discontinuity at 

the input of the critic. Figure 6-3 shows the training and test performance of the critic in 

regressing the NAcc neural activity to the ramp function as the desired response. From 

this results it can be seen that the network had a poor performance both during training 

and testing. The poor performance is in part due to the difficulty in learning both the 

amplitude and sign of the desired response. From Actor-Critic learning perspective, 

discriminating between rewarding and non-rewarding states is more important than 

estimating the magnitude of each probability. One way to mitigate this problem was to 

simplify the state estimation task by extracting only the sign of the evaluative feedback. 

In this way the Critic would evaluate Actor’s performance by labeling each state as 

rewarding (positive) or non-rewarding (negative) and the amplitude would be ignored.  

By taking this strategy, two main questions remains to be investigated; first, what are 

the design specifications of the Critic network and second how the Actor’s performance 

would be affected by receiving only the sign information from the Critic. 
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 Figure 6-3. Critic learning performance by using ramp function as the desired response  

Throughout the rest of this section the first question will be investigated and the 

results will be focused on classifying the rewarding and non-rewarding states from NAcc 

multi-channel neural activity as the critic’s response. The second question will be 

studied under the Actor learning section.  

In the next step, instead of using linearly increasing/decreasing functions, I used a 

constant function (+1 for rewarding and -1 for non-rewarding trials) as the desired 

response. All the time steps within a rewarding trial were marked as rewarding states 

and so forth for the non-rewarding trials. Figure 6-4 shows the performance of the critic 

in learning the sign of the desired response. In this figure it can be seen that the critic 

still had problem in learning the task. 
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Figure 6-4. Estimating the sign of the desired response using a non-linear regression 
method (TDNN) 

Linear vs. Non-linear regression 

The next step in designing the critic was selecting between linear and non-linear 

structures. The results so far were based on a non-linear structure (TDNN) that was 

trained using error backpropagation. The hidden layer of the TDNN provided a 

projection space for reducing the dimensionality of the neural space. As a linear 

structure I used a Finite Impulse Response (FIR) filter and trained it using the Wiener-

Hopf equation. Similar to the TDNN, I also used the Wiener filter for regressing the 

multi-channel neural vector over time to the temporal sequence of states as desired 

response. Figure 6-5 shows the regression performance of the Wiener filter. Comparing 

the performance plots in Figures 6-5 and 6-4 no significant improvement was observed.
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Figure 6-5. Estimating the sign of the desired response using a linear regression 
method (Wiener filter) 

Classification vs. regression 

So far the state estimation was based on regressing the multi-dimensional NAcc 

neuromodulation to a desired response. The regression approach emphasizes on the 

temporal structure in the NAcc data however inhomogenity or non-stationarity in the 

data can have an adverse effect on the state estimation. another approach to the 

estimation of the evaluative feedback is classification in which by looking at the whole 

pattern in the signal the critic identifies the rewarding and non-rewarding states. For the 

classification, I used the same topology for the critic’s network as before. In the first 

step, all the data points across all the neurons within a trial were used in order to 

classify the rewarding and non-rewarding trials. Figure 6-8A shows the critic’s 

performance during the training phase. In this figure, the red trace shows the desired 

response and the blue trace shows the output of the critic that classifies the rewarding 

and non-rewarding states based on NAcc neural activity. This figure shows a 
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concatenation of sequential trials within a session. It can be seen that the critic had a 

good performance after 100 iterations over the training dataset. Figure 6-3B shows the 

generalization performance over a test dataset. From this figure it can be seen the critic 

did not have a good performance over the test dataset.  

(A)  

(B)  

Figure 6-6. Supervised state classification of rewarding and non-rewarding states from 
NAcc neuromodulation using TDNN. A) training and B) generalization 
performance. The red trace shows the desired response and the blue trace is 
the output of the critic 
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Time segmentation 

An important specification in the design of the critic structure is the time resolution 

required for computing the evaluative feedback. This resolution sets an upper limit on 

the speed of adaptation of the Actor. Another important aspect of characterizing the 

time resolution is specifying the window of time that can be used for adaptation. By 

looking at the perievent time histograms of NAcc neural activity, it can be seen that 

during the trial, during a specific time window the separation between the rewarding and 

non-rewarding states was the most pronounced. I used a sliding window with different 

lengths in order to find the optimal window size for the critic and also identify the time 

interval in the data that separability between rewarding and non rewarding conditions 

was high. This could be due to various behavioral and electrophysiological parameters 

in the experiment such as attention visual depth of the rat. Figure 6-7 shows the 

classification performance over different parts of the data using different window sizes. I 

tried window sizes from 2 up to 10 samples. Each subplot corresponds to a specific 

window size. For each window the neural activity across all the channels was used for 

classification. By sliding the window by one sample, the same procedure repeated over 

time and new classification rate was computed. In Figure 6-7 the results show the rate 

of classification of 40 trials in the test set. 

Figure 6-8 shows the perievent time histogram of selected neurons for the same 

dataset that I used in Figure 6-7. The red and blue traces correspond to the rewarding 

and non-rewarding trials respectively. It can be seen the neural response between 

rewarding and non-rewarding conditions was most different during the first 600 ms of 

the trial. This observation is in agreement with the classification results that are shown 

in Figure 6-7. 
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Figure 6-7. Classification performance over different segments of the data using 
different window sizes. Each subplot shows the classification performance 
over time using a sliding window (2 sample – 10 sample window). 

 

Figure 6-8. Perievent time histogram of NAcc neurons that were used for classification 
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Table 6-1 summarizes the best performance that was achieved using different 

approaches. From these results the highest performance was achieved by time-

segmentation. The performance in regression method was computed by thresholding 

the output of the critic and comparing the result with the desired response. The results 

of this analysis have two important implications for training the critic. First, the critic 

should be trained during specific time-windows therefore in real-time application of the 

actor-critic architecture a segmentation strategy should be employed to identify when 

the critic should adapt. This information is also important for adaptation of the actor 

which should be investigated in future research. The second implication for BMI is 

selection of the input buffer size for critic. Since NAcc neural activity is local in time, by 

using large buffer sizes, irrelevant information at the input of the critic will degrade the 

state estimation performance and also decreases the control time resolution. On the 

other hand, the state estimation using shorter buffer sizes can be less robust therefore 

there is a trade-off between the robustness and temporal resolution in the selection of 

buffer size for the critic structure.  

Table 6-1. State estimation performance  
Ramp function TDNN Regression Linear Regression Classification Segmentation/ 

Classification 
52% 57% 55% 58% 72% 

 

Actor Learning 

The ultimate goal of the actor-critic learning for BMI is training the actor as a 

neural decoder. In the previous section different aspects of estimating an evaluative 

feedback from NAcc neural activity were discussed. In this section I discuss actor 

learning based on the motor states in MI and the Critic’s evaluative feedback. 
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Preliminary Simulations Using Sign and Magnitude of the Evaluative Feedback for 
Training the Actor 

An important aspect of the actor learning for BMI is finding the minimum 

requirements for convergence of the actor to a control policy that enables the user to 

accomplish the task. As shown in the previous chapter, the bottleneck of the BMI control 

using actor-critic learning is estimating the evaluative feedback. It was shown that the 

critic could decode the sign of the evaluative feedback. However it remains unknown 

how much information is needed to reliably train the actor. In this section, I study the 

effect of magnitude and sign information in the evaluative feedback on actor’s learning. 

In order to characterize the actor learning based on different layers of information 

in the evaluative feedback. I used the closed-loop simulator that was developed in the 

previous chapter. Activity of the 20 simulated MI neurons formed the neural input vector 

to the actor structure. The actor topology was consisting of a gamma memory structure 

at the input of an MLP network (Figure 4-2). The linear output nodes of the MLP 

represented the 27 actions in the robot workspace (Table 3-1). The assumption here 

was that rat generated goal-directed motor states in the MI neural activity. The actor’s 

task was to decode the motor representation in MI and maneuver the robot from the 

start point to the target in the same grid space that was used during the experiment. 

Since I was focused on actor learning, based on the actions of the actor, an evaluative 

feedback was computed that represented the critic’s response in the ideal case. 

Figure 6-9 shows the actor’s decoding performance when the critic provided 

complete information in terms of both sign and magnitude. The sign of the evaluative 

feedback represented whether the action increased or decreased the reward 

expectation and the magnitude showed to what extent the action was desirable or 
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undesirable. Figure 6-9A shows the performance over 100 trials and Figure 6-9B 

depicts the action values computed by actor over time. In Figure 6-9 it can be seen that 

after about 35 trials the actor found an effective sequence of actions that were required 

for completing the task. The task was reaching one target in the robot workspace 

(A)  

(B)  

Figure 6-9. Actor learning based on MI neural states using both amplitude and sign of 
the simulated evaluative feedback during one target acquisition task A) 
Performance B) Action values. 
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In the next step I repeated the same experiment with the same dataset but this 

time I quantized the critic’s response to +1 (desirable action) and -1 (undesirable 

action).  Here I excluded the magnitude information from the evaluative feedback and 

reduced the information content to 1 bit. Figure 6-10 shows the actor’s performance 

using only the sign of the evaluative feedback. It can be seen the actor still was able to 

converge to a control policy in order to complete the task but compared to the case of 

using both sign and magnitude it took 50% (34 trials) longer for the actor to converge. 

 

Figure 6-10. Actor learning based on MI neural states using only the sign of the 
simulated evaluative feedback during one target acquisition task. A) 
Performance B) Action values. 

An important characteristic of Actor-Critic learning is that when the Actor found a 

control policy to earn reward, the corresponding actions continually get reinforced. In 

the Neural Network implementation of Actor, the weights corresponding to the winning 

action will grow therefore over time other actions will lose the chance to compete with 

the winning action. This is a critical issue when the Actor needs to change the control 

policy. To mitigate this problem I introduced a decaying factor that decreases the 

learning rate of the wining action at the output layer after earning reward. If an action is 

selected several times the learning rate becomes zero and weights corresponding to the 
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wining action will freeze. Selecting the rate of decay is very important for BMI because if 

the weights decay fast the Actor can adapt to noise. In other words if the actor finds the 

reward through random walk the weights will freeze quickly disregard the underlying 

structure in the state space.  

Inaccuracy in State Estimation and its Influence on the Actor Learning 

Another important factor on the learning performance of the actor is the inaccuracy 

in the evaluative feedback. From the results of analyzing the critic learning it is clear that 

the critic always provides a noisy estimation of the reward expectation. On a positive 

note the level of the noise in the evaluative feedback can be regarded as an exploration 

mechanism. That means if the evaluative feedback is purely random then all the actions 

will be exploratory actions. Because of the stochasticity of the neural states we need to 

consider some levels of exploration in the Actor learning process therefore adding noise 

to the evaluative feedback can improve the learning. Combining this strategy with an 

appropriate weight annealing rate will improve the learning but an important question is 

what is the maximum level of the noise in evaluative feedback that actor can tolerate. 

Answer to this question directly sets some specifications for the design of critic.  

In this section I investigated this question using the closed-loop simulator that was 

developed in Chapter 5.  The advantage of using the simulator is that by having access 

to the ground truth in terms of ideal motor states and evaluative feedback we can 

estimate the performance boundaries. The simulation experiment was performed in a 

two-target task where the targets were presented randomly. The ideal evaluative 

feedback randomly was replaced by a Gaussian noise during the Actor adaptation. The 

percentage of the time that noise was fed back to the Actor specified the level of 

feedback randomness. Based on the results in the critic training section the sign of the 
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evaluative feedback was used for training the Actor. Table 6-2 shows the effect of 

inaccuracy in the evaluative feedback on the performance of the Actor. The Actor 

performance was computed based on the number of times that Actor successfully 

completed the task. It should be noted that these results are based on an ideal 

presentation of motor states to the Actor. It can be seen that some level of randomness 

improved the performance but after that the performance degraded. 

Table 6-2. Effect of inaccuracy in the evaluative feedback on the Actor performance 
Feedback Randomness 0% 10% 30% 50% 100% 
Performance 75% 80% 60% 45% 3% 
 
Actor Learning Based on Real MI Neural States and NAcc Evaluative Feedback 

In the final step, I put together all the lessons that I learned from investigating each 

component of the Actor-Critic architecture and trained the whole system using the real 

neural data that was collected during closed-loop experiment. Simultaneous, real MI 

and NAcc activity were used in order to show that Actor-Critic architecture is able to 

capture the structure in MI neural states based on the evaluative feedback that is 

extracted from NAcc. The data that was recorded during the supervised-robot control 

mode of the experiment was used because the timing of the robot trajectory during this 

mode was repeatable therefore the neural states could be more repeatable as well. The 

Actor was composed of an MLP neural network with 3 non-linear hidden PEs and 12 

linear output PEs that represented 12 directions of robot movement in 3D space. 3 tap-

delays were used at the input of the network to capture the temporal structure in the 

data. As explained in the experiment procedure, the target was located on the right 

corner of the robot workspace. Half of the trials were used to train the critic. Similar to 

the actor, the critic structure was composed of an MLP neural network with 5 non-linear 

hidden PEs and one linear output PE. The output of the critic was threshold at zero 
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therefore the positive values corresponded to rewarding condition and the negative 

values were associated to non-rewarding states. Based on the analysis that was 

performed on the critic learning (Figure 6-7), the 3 sample buffer size was selected and 

the first 1 second segment of the trial was used for training. The accuracy of the critic 

was 72% over this time segment. For testing the learning performance of the system, 

the evaluative feedback from the critic was used to train the naïve actor. The 

parameters of the actor were initialized using random values. The task was training the 

actor to navigate the robot from the starting point to the target based on motor neural 

states in MI and the evaluative feedback from critic. It should be noted that the test 

dataset was new to both the critic and actor structures. Task difficulty level was 4 steps 

which means it took 4 steps in the direct path to reach the target from the start point. 

Figure 6-11 shows the performance of the actor over 40 trials. The first subplot shows 

whether each trial was a success or not and the second subplot shows the time that 

was taken for completing the task. There was a 1 second time-limit that if the actor was 

not able to reach the target, the trial was considered unsuccessful. From the Figure 6-

11 it can be seen that at the beginning the actor was not able to find the target but after 

a few trials it converged to a control policy that consistently was able to solve the task. 

Another factor that is reflected in the second subplot as the actor learned the optimal 

control policy the time to the target decreased which is because the actor learned the 

direct path to the target. This is in agreement with the actual robot trajectory during the 

task where the robot took a direct path to reach to the target. Figure 6-12 shows the 

points that actor visited during the learning. It can be seen that after convergence the 

movement trajectory was a direct path in 4 steps towards the target. 
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Figure 6-11. Offline closed-loop control performance of the Actor-Critic architecture 
using real MI and NAcc neural data 

 

Figure 6-12. Actor’s movement trajectory in 3D space during closed-loop control using 
the simultaneous real neural activity in MI and NAcc. The optimal path 
(magenta) was repeatedly selected after convergence.  
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In order to take a closer look at the Actor adaptation based on the evaluative 

feedback from NAcc, the values of different actions are plotted over time at the output of 

the actor as well as the cumulative reward and the output of the hidden layer which are 

shown in Figure 6-13. It can be seen that Actor adjusted the value of different actions in 

order to find the appropriate action. This adjustment has been done both at the hidden 

and output layer. The hidden layer in the Actor’s structure provides a projection space 

(feature space) in order to reduce the dimensionality of the input space. From Figure 6-

10C it can be seen that around time step 72, the hidden layer found a projection that 

was kept throughout the rest of learning. After the hidden layer found the right 

projection, the output layer found the optimal action.  

 

Figure 6-13. Actor’s parameter adaptation during closed-loop control. A) Cumulative 
reward over time. B) Action values computed at the output layer of the actor. 
C) Output of the hidden layer processing elements of actor. 

In order to show the effect of the evaluative feedback that was extracted from the 

NAcc on the Actor learning, a surrogate analysis was performed in which the evaluative 
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feedback from the NAcc was replaced by uniformly distributed random noise. The sign 

of the signal was computed and used it as the evaluative feedback for training the actor. 

Figure 6-14 shows the performance of the actor, using this signal over the same 

dataset. From the performance plot it can be seen that actor was not able to complete 

the task without the NAcc information. In Figure 6-15 the robot trajectory shows the 

actor was not able to reach the target repeatedly using surrogate evaluative feedback 

within the time-limit of each trial.  

 

6-14. Actor learning performance based on the real MI neural states and a random 
evaluative feedback (surrogate analysis) 
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Figure 6-15. Actor’s movement trajectory in 3D space based on the real MI neural 
states and a random evaluative feedback
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CHAPTER 7 
CONCLUSIONS 

Overview 

During daily life activities, BMIs should be able to perform complex tasks in 

changing environments based on dynamic neuronal activation. Robust performance in 

non-stationary conditions requires intelligent adaptive control strategies. A 

transformative framework for goal-directed behavior was introduced here that enables 

the symbiosis between two learning systems; an artificial intelligent agent and the user’s 

brain. This framework is based on well-established concepts that include the 

perception-action reward cycle and value-based decision making. However, unlike 

traditional computational modeling or neurobiological study of these systems, a method 

was presented that enables a direct, real-time dialogue between the biological and 

computational systems. An important design element of the symbiotic BMI is that 

neither the user nor the IA can solve the task independently. The user’s brain has no 

direct access to the external space where the reward is located and the IA’s reward 

which is located in the brain only can be achieved by satisfying the user. Both need to 

learn how to symbiotically cooperate and use the prerequisites of value-based decision 

making to solve the task. In the BMS theory, user’s natural PARC is broken to enable 

the expression of intent through the robotic arm, which due to the real time operation 

and visual feedback seems to be causally assimilated by the user. By modulating the 

brain activity in the motor and reward areas consistently the user allow the IA to learn 

an effective control policy. Therefore, it can be concluded that as long as the IA adapts 

quickly and consistently within the causality window of the user behavior, it is possible 

to break the natural PARC and close the loop externally with the IA. 
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The main research question in my work was how two different intelligent entities 

(artificial and biologic) could engage in a symbiotic relationship. The key concept in 

promoting a symbiotic relation between the user and IA was to link the PARCs of the 

user and IA by aligning their goal. A challenge in this regard was to match the neural 

representation of goal in the brain with the mathematical definition of goal in the IA. The 

fundamentals of Actor-Critic architecture were adopted for the implementation of IA 

because it was a goal-driven architecture that had separate structures for 

representation of goal (critic) and action (actor) where action selection in the Actor-Critic 

architecture was based on goal information presented by critic in the form of an 

evaluative feedback. Therefore, by extracting an evaluative feedback from the brain, the 

IA could learn how to take action based on user’s goals. We formulated the BMI control 

as a decision making process where the actor learned action values corresponding to 

each neural state. Instead of a specific context dependent mapping, in a symbiotic BMI, 

the actor learned a control policy for associating neural states to actions. Goal-directed 

adaptation of the IA played a pivotal rule in aligning the control policy in the direction of 

the user’s goal. For the control of neuroprosthesis the evaluative feedback was used 

only for adaptation of the actor structure when the user needed help e.g. novel 

environment otherwise the BMI would not change the control policy. 

Compared to other BMIs trained with an external supervisory signal, the first step 

in the Actor-Critic implementation of symbiotic BMI was to extract an internal measure 

of user’s goal in the form of evaluative feedback from the brain. The possibility of 

extracting such a signal from NAcc for adaptation of the actor was investigated. The 

results suggested that NAcc contained rich representation of goal information during 
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goal-approaching behavior. An important aspect of an evaluative feedback was that it 

had to provide both positive and negative reinforcement where positive component 

predicted reward and the negative component predicted aversion. For real-time BMI 

control, we needed to estimate the evaluative feedback on single trial basis with high 

temporal resolution. The modeling results confirmed as the animal approached or 

moved away from the preferred target, the value estimator was able to predict the 

probability of earning reward as a decreasing or increasing linear function within a 100 

ms time scale. The critic provided an evaluative feedback with high temporal resolution 

by computing the gradient of the signal at the output of the value estimator. 

In a simulation study, the adaptation of the IA was tested based on the evaluative 

feedback under two conditions; changing environments and in presence of dynamic 

neural states. The IA was able to adapt its control policy in changing environments to 

solve novel tasks where only an evaluative feedback was available to the IA as a 

teaching signal for adaptation. In all of our simulations, we saw that by changing the 

environment the IA adapted its control policy accordingly to utilize actions that were 

required for solving the task. One of the appealing characteristics of the actor-critic 

control architecture was that if a new task was within the space spanned by a learned 

control policy, the IA was able to accomplish the task without need for adaptation. In 

other words, the IA adapted its control policy only if it was not able to accomplish the 

task. Learning rate was the parameter that controlled the IA adaptation. In the 

simulation experiments when the IA learned a control policy the learning rate was set to 

zero therefore all of the parameters of IA were fixed. In the BMS framework the IA 

adapts to the user only if the performance degrades however, adaptation of the learning 



 

116 
 

rate based on a measure of performance is the subject of future research. Adaptation of 

control policy for novel tasks required utilizing new sequence of actions, however; in the 

case of changing neural patterns, the IA needed to find a new mapping between the 

neural state and actions. I introduced a new neural pattern by shuffling the Action 

Preference of neurons. Again, the IA could associate the new neural state to 

appropriate actions just using an evaluative feedback. The simulation results also 

showed that decoding performance of the actor-critic architecture was robust to noise in 

the evaluative feedback [121].  

The Actor-Critic architecture gives IA great flexibility to adapt to both changes in 

the environment and the neural states. As far as there are repeatable sets of neural 

states that correlate with the task, the IA automatically associates them to appropriate 

actions in such a way to maximize user’s satisfaction. Since the IA uses the brain’s 

computational capability for reward/punishment prediction, the actor-critic based BMI is 

more computationally efficient than the conventional Actor-Critic method. However, we 

should consider the value function estimation would be replaced by the computation 

required for estimating the evaluative feedback from the neural ensemble activity in the 

brain. Adaptation of value estimator is the subject of future research.  

Broader Impact and Future Works 

 Brain plasticity is fundamental for constructing new representations of the 

environment. Primary motor cortex neurons may not naturally fire to evaluate actions of 

external devices; they initiate motor actions through the limbs. As shown in the tuning 

results, the animal was evaluating the robotic actions and expressing intent by creating 

consistent modulations in MI neurons to purposely decide actions that move the robotic 

arm to the targeted goal. Moreover, the representation is changing in time to support 
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improved performance. This plasticity opens up tremendous options for rehabilitation, 

because it shows that neural function may be re-routed purposely to extend natural 

function if the IA responds within the time span of the user’s PARC and is able to 

decipher the new modulation expressing the user’s goals. Obviously, this leads to new 

research avenues and very interesting questions for neurobiology and the design of 

new experimental paradigms. Through the parameters (learning rates, values of 

actions, model weights) of the BMI architecture, the IA can participate not only as an 

assistant but an “observer” to demarcate important events during brain control. The 

learning rate of the IA affects the speed at which the user and IA must adapt to solve 

tasks. By adjusting the learning rate, one can specify which player effectively drives the 

learning process and further shape behavior. Furthermore, in the actor-critic framework, 

the output of the actor network explicitly states the numeric value of each action, which 

can be read out at every instance in time. Therefore, finding causal relationships 

between neural activity and behavior is now potentially more powerful because analysis 

of neuronal tuning can be evaluated quantitatively and triggered by actions of increasing 

value. Determination of which neurons are adjusting their encoding for those actions 

naturally expresses the functional role of the representation in solving the task. 

From an engineering perspective, BMS theory opens up a new class of human-

machine interaction in which the peripheral devices autonomously adapt to the user’s 

needs without explicit programming or body actions but simply decoding brain activity. 

Users must be engaged in a dialogue with the IA to allow the translation of their intent 

into the IA’s model of the world. There are many scientific and technological challenges 

still to be overcome such as physical interface between the brain and external devices 
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specifying the bandwidth, adaptability, and convergence requirements. Another 

important aspect is to show that the BMS framework can be replicated in other levels of 

abstraction such as electrocorticogram (ECoG) or electroencephalogram (EEG). This is 

specifically important from the perspective of applicability in humans. The EEG and 

ECoG are much noisier and less specific than neural firing rates, but on the other hand 

the human has much higher cognitive capabilities than the rat and this can be translated 

into user controlled neuromodulations detectable in the mass action of large neural 

populations. BMS theory has the potential to transform ordinary tools and appliances 

into assistive devices that are more responsive to the goals and needs of their users, 

and broaden again the level of interaction with the world.   

Continuous adaptation and reward learning are two unique features of the 

reinforcement learning as the computational framework of the BMS theory. 

Conventional BMI re-training with a desired response requires the patient physically or 

mentally (in the case of the paralyzed) generate a training set which imposes a delay 

before the interface can be used. In addition, retraining may create learning confounds 

because it generates a different control mapping (network weights) for the patient each 

day. Continuous symbiotic adaptation incorporates prior knowledge that the IA has 

gained which allows the patient to learn a control strategy over multiple days (network 

weights are preserved; hence prior knowledge is preserved). Therefore, reinforcement 

learning enables a training philosophy unlike the conventional BMIs because (1) it does 

not need an explicit desired signal, (2) improves performance with usage and may allow 

for more difficult tasks due to the feedback between the user and the BMI agent. 
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 The actor-critic architecture currently uses a model-free RL technique because 

environmental dynamics are unknown. The agent can only learn from experience and 

cannot predict future states. Future BMS implementations may benefit from using 

sensory information to model the environment and deploy model-based RL methods to 

estimate future states and rewards. This modification would allow the IA to learn not 

only from experience, but also from model prediction of possible environmental 

interactions; thus facilitating faster learning.  
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APPENDIX 
DUAL MICRO-ARRAY DESIGN 

A key requirement for the BMS framework is to record the MI and NAcc neural 

activity simultaneously. The anatomical location of these two brain structures with 

respect to each other poses challenges in using two separate micro-wire arrays. Based 

on the conventional design of the arrays it is not possible to record from shallow and 

deep brain structures in the rat. We custom designed a dual micro-wire array (Figure A-

1A) for targeting the MI and NAcc simultaneously with the specifications that are shown 

in Figure A-1B. Based on the anatomical locations of the MI and NAcc with respect to 

each other, the MI array was on the lateral side and the NAcc was on the medial side of 

the assembly. Each array consisted of 2 rows of 8 tungsten micro-wires. The arrays had 

to be placed as close as possible with respect to each other. The MI array was 

designed to target the layer V of the cortex. The spacing between the two arrays had to 

be selected in such a way that when the shallow array hits the MI at the same time the 

deep array also hits the NAcc. Figure A-2 shows the coronal cross section of the rat’s 

brain at the level that both MI and NAcc were aligned vertically [103]. Because of the 

fabrication limitations it was not possible to position the MI and NAcc arrays 

independently in the anterior-posterior direction therefore the spacing between the two 

arrays and the stereotaxic coordinate had to be selected in such a way that MI and 

NAcc were aligned.  
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A  B  

Figure A-1. Dual micro-wire electrode A) Actual array, B) Physical specifications 

 
Figure A-2. Relative anatomical positions of the MI and NAcc in a coronal cross section 

(1.7 mm anterior to the bregma) 
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Figures A-3 to A-5 show how the relative position of these two areas changed at 

different medial-lateral levels [103]. Another factor in the design of the electrodes was to 

ensure that the MI array covers the hand representation area of the motor cortex. After 

designing the electrodes and specifying the stereotaxic coordinate, the next step was 

implanting the dual array. As I mentioned in the electrophysiology section we used a 

hydraulic micro-positioner to implant the electrode at the desired depth. During the 

surgery in order to minimize the brain injury, we lowered the electrode in one shot. The 

challenge in lowering the electrode was that once the NAcc array was at the target, the 

MI also had to be on target. I used the neurophysiological characteristics of the signal 

along with the anatomical landmarks to verify the location of the electrode. 

 
Figure A-3. Relative anatomical positions of the MI and NAcc in a sagittal cross section 

(0.9 mm lateral to the midline) 



 

123 
 

 
Figure A-4. Relative anatomical position of the MI and NAcc in a sagittal cross section 

(1.9 mm lateral to the midline) 

  
Figure A-5. Relative anatomical position of the MI and NAcc in a sagittal cross section 

(2.4 mm lateral to the midline) 
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