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Transactional memory is emerging as a parallel programming paradigm for multi-core 

processors. Transactional memory provides a means to bridge the discrepancies between 

programmer productivity and the difficulty in exploiting thread-level parallelism gains offered 

by emerging chip multiprocessors. Because the hardware has outpaced the software, there are 

very few modern multithreaded benchmarks available and even fewer for transactional memory 

researchers. To make this problem worse, the architecture community has no means of 

characterizing the similarity of the benchmarks that do exist, which poses serious questions 

concerning the comprehensiveness of current evaluations. This hurdle must be overcome for 

transactional memory research to mature and gain widespread acceptance. Currently, for 

performance evaluations, most researchers rely on manually converted lock-based multithreaded 

workloads or the small group of programs written explicitly for transactional memory. A new 

parameterized methodology that can automatically generate a program based on the desired high-

level program characteristics benefits the transactional memory community. 

In this work, all of the above issues are addressed. First, a cycle-accurate, multiple-issue 

multi-core hardware transactional memory model that is capable of simulating each of the three 
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most common dimensions of hardware transactional memory is developed - the first of its kind.  

That model is then used to perform the first comprehensive study of the interaction that occurs 

between transactional memory and multi-core architecture. The results of that study are used to 

develop analytical models that are capable of predicting performance. A set of transaction-

oriented workload characteristics is proposed that can accurately capture the behavior of 

transactional code and, when used in conjunction with principle component analysis and 

clustering algorithms, expose the similarity that exists in current transactional workloads. 

Methods to reduce overlap (the number of required simulations) and maximize the 

comprehensiveness of an evaluation based upon the architectural areas of interest to the 

transactional developer are described in detail. All of these tools and experience gained are used 

to develop TransPlant, a framework that is capable of generating synthesized transactional 

benchmarks based on an array of different inputs. It is shown that TransPlant can mimic the 

behavior of current transactional memory workloads. Further, TransPlant is shown to be capable 

of generating benchmarks with features that lie outside the boundary occupied by traditional 

benchmarks. Finally, TransPlant is used to perform a case study on the behavior of future 

transactional memory workloads.   
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CHAPTER 1 
INTRODUCTION 

Transactional memory (TM) simplifies parallel programming by supporting the speculative 

execution of atomic blocks of code without relying upon complex locking conventions. TM 

systems and supporting mechanisms can be implemented in hardware [1, 2], software [3, 4, 5] or 

a hybrid [6, 7, 8] of the two. This study focuses on hardware implementations of transactional 

memory. Conflict detection and version management represent major design dimensions in the 

hardware transactional memory (HTM) design space. Conflict detection describes the 

methodology used to detect conflicts which can occur either immediately when a memory 

request is made (Eager), or as a batch operation when a transaction is committed (Lazy). Version 

management refers to whether new values are written directly to memory while old values are 

logged (Eager), or whether new values are buffered and then written in batch at the time of 

commit (Lazy). Recent HTM design studies largely focus on optimizing parameters only within 

the TM domain, and the interaction between the TM and core configuration has received little 

attention.  

In a HTM-based multi-core system, the TM design dimensions and core configurations 

interact with each other. A multi-core processor relies on a number of microarchitectural 

optimizations that exploit dynamic properties of code and data to facilitate the execution of 

instructions in parallel on each core whereas the HTM system orchestrates how the 

transactionalized threads can be executed concurrently across multiple cores. Therefore, the 

overall system performance is determined by the TM design decisions as well as by the 

underlying multi-core architecture parameters and should not be considered in isolation. 

Understanding their interactions and the corresponding performance impact is critical for the 

efficient co-design of TM-based multi-core systems. For example, prior work [9] shows that the 
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interaction of TM system design and program transactions can lead to pathological patterns of 

execution that can degrade performance. However, the intrinsic interaction between TM 

mechanisms, core architecture configuration and program transaction is largely unknown.  

In the first part of this study, a HTM is developed on top of a common chip-multiprocessor 

simulator that is able to model all three of the common conflict detection/version management 

design dimensions (Eager/Eager, Eager/Lazy, and Lazy/Lazy). Using this framework, design 

points are identified that have a first-order effect on the performance of transactional memory 

workloads. The significance of the complex interactions between TM and core architecture 

parameters is quantified. Next, computationally efficient non-linear predictive models are built to 

accurately forecast TM workload performance at arbitrary HTM/core configuration 

combinations. By analyzing the regression trees generated from the neural network model 

building methods, further heterogeneous interaction between TM workloads, core 

microarchitectures and TM mechanisms is revealed. 

The second part of this study focuses on characterization of transactional workloads. 

Because transactional memory has only returned to the forefront of software and computer 

engineering in recent years, there is a dearth of transactional programs. Complimenting this is the 

lack of a modern cohesive parallel benchmark suite, forcing researchers to transactionalize older 

parallel programs while speculating about what future transactional and even parallel programs 

may look like. 

The concern from an architecture standpoint is that blindly choosing benchmarks may not 

accurately provide a picture of the entire design space – especially if their characteristics are 

unknown. Even if their multi-threaded behavior is well known, as in the case of the SPLASH-2 

suite, little attention has been paid to their similarities outside of the traditional lock/barrier 
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model. This is a pitfall for computer architects. If too few benchmarks are chosen, the 

applications may not provide the stressors needed to evaluate a design. If too many benchmarks 

are chosen, their behavior may overlap, increasing design time without providing additional 

information.  

To measure the behavior of a transactional program, a set of metrics must be defined. In 

this study, a set of transactional characteristics that can be used to quantify the similarity of 

transactional workloads is provided and it is shown that the chosen set of transactional features is 

independent of the transactional model. These metrics are then combined and monitored over the 

lifetime of the program, giving more insight than the simple aggregate performance of a single 

trait can provide. However, this is more data than can be accurately analyzed and some of these 

characteristics may be correlated with one another, further hindering any meaningful 

observations about which characteristics may be important for a given program. To solve these 

problems, principal component analysis is used to reduce the size of the input vector. Cluster 

analysis is then used on the reduced vectors to evaluate the similarity of the chosen benchmarks 

providing an easy-to-understand representation of the complete data set. The clusters can then be 

analyzed according to their linkage distance, with short distances indicating strong clustering and 

larger distances indicating weak clustering, to determine their overall similarity. The 

(dis)similarities between 15 benchmarks taken from the SPLASH-2 [10], STAMP [11], and 

PARSEC [12] suites across the three most common dimensions of transactional memory are then 

identified. It is shown that by discarding similar programs and selecting a subset of the programs, 

the overall behavior of the entire set can be reproduced. Moreover, this behavior can be captured 

even when the transactional and microarchitecture models are varied. Next, it is shown that using 
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the proposed transactional characteristics, fine-grained subsets can be generated tailored to 

explore specific architectural areas of interest to the transactional developer. 

The third and final part of this study builds upon the knowledge and insight of 

transactional workload characteristics that has been gained to develop mechanisms and 

methodologies that can automatically generate parameterized synthetic transactional workloads. 

Even though programmers have several software-based transactional tools [13, 14] at their 

disposal, the production of valid transactional programs is almost non-existent. This forces 

researchers to convert lock-based or message-passing programs manually, which is itself 

exacerbated by the lack of a modern, cohesive, parallel benchmark suite.  

 Fundamentally, designing a transactional memory system involves making decisions 

about its conflict detection, version management, and conflict resolution mechanisms. Despite 

the increasing momentum in transactional memory research, it is unclear which designs will lead 

to optimal performance, ease of use, and decreased complexity. Further evaluation using a wide 

spectrum of transactional applications is crucial to quantify the trade-offs among different design 

criteria. To-date, the majority of research into transactional memory systems has been performed 

using converted lock-based code or microbenchmarks. Because many of these benchmarks are 

from the scientific community, they have been optimized for SMP systems and clusters and 

represent only a fraction of potential transactional memory programs. Microbenchmarks are 

often too simplistic to stress increasingly large and complex multi-core designs and their 

interaction with the TM system. Several earlier studies [6, 15-18] have shown that implementing 

a realistic application using transactional memory requires a clear understanding of the particular 

algorithm and the effort is non-trivial. Therefore, there is an urgent need for techniques and 

frameworks that can automatically produce representative transactional benchmarks with a 
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variety of characteristics, allowing architects and designers to explore the emerging multi-core 

transactional memory design space efficiently. 

Traditional synthetic benchmarks preserve the behavior of single- [19] or multi-threaded 

[20, 21] workloads. The parameterized transaction synthesizer proposed in this research is 

independent of any input behavior – capable of producing transactional code with widely varied 

behavior that can effectively stress transactional memory designs in multiple dimensions. This 

novel parameterized transaction framework can effectively 1) represent the heterogeneous 

concurrency patterns of a wide variety of applications and 2) mimic both the way that regular 

programmers use transactional memory and the way experienced parallel programmers can 

exploit concurrency opportunities. Moreover, the parameterized synthetic workloads have 

significantly reduced runtime. The reduced runtime allows architects and designers to explore 

large design spaces within which numerous design tradeoffs need to be evaluated quickly. The 

framework that is proposed in this study, TransPlant, synthesizes benchmarks based on a 

parameter set whose inputs are defined by the user. These benchmarks can be run on real 

systems, simulators, or RTL modeling systems. The abstract set of parameters provides a robust 

method for generating programs for workspace exploration. It is shown that TransPlant can be 

used to replicate the behavior of existing transactional programs. More importantly, it is shown 

that this methodology can be used to generate programs that represent all of the different high-

level transactional characteristics, giving researchers a much wider breadth of program selection 
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CHAPTER 2 
SUPERTRANS: A MULTI-DIMENSIONAL, CYCLE ACCURATE HARDWARE 

TRANSACTIONAL MEMORY MODEL 

This chapter describes the development of SuperTrans, a multiple-issue, cycle accurate, 

transactional memory model that is capable of simulating all of the common conflict 

detection/version management dimensions.  While other examples of HTM models exist, this 

model is the first that is capable of cycle accurate simulation of a multiple-issue, common-chip 

multiprocessor that is able to combine all dimensions in a common framework for direct 

comparison.  Moreover whereas most other models focus on specific implementations, this 

model provides the architect with both real cycle accurate timing information as well as 

abstractions that allow for easy modifications of the coherence protocol, speculative timing 

information, etc.  After a description of the hardware transactional model, the simulated 

workloads that will be used throughout the study are described as well as the process that was 

required to run them on the HTM model. Finally, the chapter is concluded with transactional 

results obtained by running the workloads on the HTM model.  

Hardware Transactional Memory Framework 

SuperTrans, a hardware-based TM framework, was developed on top of the cycle-accurate, 

common chip multiprocessor simulator SESC [22]. The framework can model a variety of TM 

design points (e.g. Eager/Lazy conflict detection and Eager/Lazy version management) and 

report a wide range of TM execution statistics. While the majority of existing HTM studies have 

used in-order and single-issue processor models, SuperTrans provides detailed cycle-accurate 

simulation of multiple-issue, out-of-order execution chip multiprocessors with parameterized 

core microarchitecture and TM models. SuperTrans is also less coupled to a specific architectural 

implementation of transactional memory, and instead takes a parameterized approach. While all 

microarchitectural structures are still simulated by the detailed pipeline, additional parameters 
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have been added to the transactional model that allow various aspects of the transactional model 

to be tuned independently. For example, instead of the amount of time a commit takes being 

exclusively a function of the write back times of the specific implementation, the SuperTrans 

model is orthogonal to the detailed pipeline allowing it to be a function of both the actual L1/L2 

write back times as well as static and variable parameterized transactional values. This abstract 

approach allows one to directly compare different transactional memory design points in a 

unified environment, providing valuable insight into which areas are of most concern to the 

transactional memory architect when seeking to optimize specific implementations. For example, 

using the SuperTrans framework an architect can quickly determine if it is more productive to 

improve the static commit overhead time versus the variable overhead time that is dependant 

upon write set size; or whether conflict granularity is more important in reducing conflicts than 

backoff policy, etc. 

SuperTrans is also capable of producing various levels of detailed output depending on 

what the architect is interested in studying. In the highest level of detail, the simulator will 

produce a cycle accurate, time domain trace of every memory reference (as well as any NACKs 

that occurred as a result of that request), commit, or abort.  In the medium level of detail, the 

model will produce a line of output for every committed and aborted transaction that describes 

the size of the read/write set, length in instructions/cycle count, as well as any conflict 

information. Finally, in the lowest level of detail the model will simply produce aggregate 

information on the size, frequency, and time spent on all of the states of the transactions 

(running, aborting, commiting, nacking). 

To extend SESC with the transactional model required two primary areas of focus – 

functional correctness and detailed cycle accuracy. To ensure proper functional correctness, it 
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was necessary to modify the MINT front-end which governs the proper emulation of the MIPS 

binary. This required constructing transactional caches, adding checkpoint capabilities (to 

support potential aborts), intercepting and buffering memory references within transactional 

bounds (since atomicity must be guaranteed), as well as supporting write back on transactional 

commits. Next, the detailed pipeline within the SESC framework had to be augmented to support 

cycle accurate calculations based on the actual commit times of the instructions, to initiate stalls 

when necessary (commit/abort overheads, commit contention, memory contention, etc), as well 

as to back-propagate relevant timing information back to the functional model through the 

coherence module. Finally, a coherence module was added that allows detailed coordination of 

both the functional and cycle accurate aspects of the simulator. 

Simulated Workloads 

For evaluation a set of SPLASH-2 [10] benchmarks were transactionalized and the 

STAMP [6] benchmark suite was modified to work with the HTM framework. While SPLASH-2 

provides a good comparison of design points for fine-grained transactions and highly optimized 

lock based behavior, the STAMP suite allows for results based on coarse granularity transactions 

and un-tuned coarse grain locks. For SPLASH-2, only those benchmarks which contain a 

sufficient amount of lock-based activity were used, and the locked regions were converted 

directly into their equivalent transactions. For the STAMP suite, transactions were modified by 

adopting the transactional annotation used within the SuperTrans framework. Additionally 

several portions of the thread spawning routines were modified to use lower level pthread API to 

match the subset of pthread functions supported on the base SESC simulator. All other code 

remains the same. Finally, since the STAMP suite doesn’t provide locked based versions of the 

benchmarks, equivalent locked based versions were created using the same level of granularity. 

This results in very coarse grained locks that limit the performance of the locked based versions. 
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Since the purpose of transactional memory is to ease the burden of locked based programmers, it 

can be estimated that this is how a locked based version of similar design time would perform. 

More importantly, however, since the goal of this work is not to compare transactional memory 

performance to lock-based performance, but instead provide a baseline case with which to 

compare the performance of different HTM design dimensions, this transformation does not 

detract from the results. Finally, these un-tuned locks provide an interesting comparison to 

SPLASH’s highly optimized locks. All benchmarks were run to completion and include both 

sequential and parallel portions of code. 

Table 2-1 summarizes the transactional behavior of the studied workloads on an 8-core 

CMP. Included in the table are results for, Eager/Eager, Eager/Lazy, and Lazy/Lazy models of 

conflict detection and version management. As can be seen, many of the values (e.g. read/write 

set size) are inherent to the algorithm and don’t vary dependant upon the choice of transactional 

dimension. Other values, such as the number of aborts, are largely determined by these policy 

decisions. This table also clearly demonstrates the need for more workload diversity than is 

achievable through SPLASH-2 alone. While the number of transactions across SPLASH-2 

differs, the size of the transactions, read sets and write sets, is fairly uniform. In contrast, 

STAMP provides a greater level of TM workload diversity. 
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Table 2-1. Transactional characteristics of a subset SPLASH-2, STAMP, and PARSEC run on 
the hardware transactional model 

Benchmarks 
(input dataset) 

Tran 
Model 

Tran. 
Started 

Commits Aborts 

NACK 
Stalled 
Cycles 

(M) 

Averag
e Read 

Set 
Size 

Average 
Write Set 

Size 

Read/ 
Write 
Ratio 

Avg. 
Commit 
Trans 

Length 
(Instructions

) 
EE 70533 68979 1554 2.33 6.71 6.53 1.07 204.09 
EL 69495 68981 514 .665177 6.71 6.53 1.07 204.09 Barnes 

16K particles 
LL 69336 68974 362 6.880302 6.71 6.53 1.07 204.10 
EE 45256 45253 3 .001771 13.43 7.34 1.82 175.60 
EL 45261 45261 0 .004679 13.43 7.34 1.82 175.57 Fmm 

16K particles 
LL 45302 45276 26 .516338 13.43 7.34 1.82 175.52 
EE 15904 15885 19 .015719 3.13 1.95 2.01 27.18 
EL 15891 15885 6 .011696 3.12 1.95 2.01 27.18 

Cholesky 
Tk15.O 

LL 15963 15885 78 .057466 3.12 1.95 2.01 27.16 
EE 2161 1664 497 .091549 3.00 0.27 12.93 10.39 
EL 1857 1664 193 .031215 3.00 0.27 12.93 10.38 Ocean-con 

258x258 
LL 1800 1664 136 .022013 3.00 0.26 13.44 10.38 
EE 7200 2000 5200 .783498 3.00 0.38 9.79 13.25 
EL 2965 2000 965 .092604 3.00 0.38 9.76 13.24 Ocean-non 

66x66 
LL 2778 2000 778 .057183 3.00 0.36 10.22 13.17 
EE 141020 76741 64279 22.43765 6.49 2.46 5.33 60.87 
EL 129550 76741 52809 21.945076 7.19 2.46 6.14 69.17 Raytrace 

Teapot 
LL 307376 76741 230635 .260170 7.49 2.46 6.51 73.54 
EE 10398 10376 22 .002693 10.87 2.97 2.66 59.26 
EL 10377 10376 1 .005997 10.87 2.97 2.66 59.26 Water-nsq 

512 molecules 
LL 10482 10376 106 .654037 10.87 2.97 2.66 59.26 
EE 153 153 0 .000146 2.48 1.37 1.68 133.25 
EL 153 153 0 .004655 2.48 1.37 1.68 133.25 Water-sp 

512 molecules 
LL 226 153 73 .003986 2.57 1.46 1.89 366.78 
EE 263 166 97 2.977146 793.16 713.67 1.78 448887.36 
EL 186 166 20 2.961192 793.16 713.67 1.78 448887.36 Bayes 

384 records 
LL 168 140 28 .007756 437.66 371.51 1.78 230090.91 
EE 6922 6594 328 .486603 27.96 5.05 8.16 1199.45 
EL 6702 6594 108 .534763 27.91 5.05 8.16 1199.49 Genome 

g256 s15 n16384 
LL 6869 6594 275 1.750257 27.89 5.05 8.16 1199.65 
EE 6705 6705 0 .005030 6.97 2.49 2.27 100.20 
EL 8049 8046 3 .019816 6.97 2.49 2.27 100.20 Kmeans 

Random1000_12 
LL 718850 671841 47009 6.430020 6.97 2.49 2.27 100.20 
EL 2788 112 2676 14951.773 601.71 403.18 5.13 517518.72 Labyrinth 

512 molecules LL 448 112 336 .004661 606.77 408.10 5.12 517329.69 
EE 7023 4096 2927 7.405184 67.11 13.22 3.95 1612.62 
EL 5586 4096 1490 6.018982 66.46 13.18 3.95 1610.51 Vacation 

4096 tasks 
LL 4493 4096 397 .047728 66.18 13.19 3.95 1610.69 
EE 1822317 1822271 46 .025786 1.58 1.11 1.37 6.95 
EL 1822219 1822185 34 .055536 1.58 1.11 1.37 6.95 Fluidanimate 

Simsmall 
LL 1840142 1838346 17956 43.700007 1.58 1.11 1.37 6.92 
EE 19599 19599 0 .000068 2.97 1.97 1.17 20.75 Streamcluster 

Simsmall EL 19796 19796 0 .002186 2.97 1.97 1.17 20.75 
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CHAPTER 3 
USING ANALYTICAL MODELS TO EFFICIENTLY EXPLORE HARDWARE 

TRANSACTIONAL MEMORY AND MULTI-CORE CO-DESIGN 

In this chapter, the HTM framework is used to identify the design points that have a first-

order effect on the performance of transactional memory workloads. The significance of the 

complex interactions between TM and core architecture parameters is then quantified.  Next, 

computationally efficient non-linear predictive models are built that can accurately forecast TM 

workload performance at arbitrary HTM/core configuration combinations. By analyzing the 

regression trees generated from the neural network model building methods, further 

heterogeneous interactions between TM workloads, core microarchitectures and TM mechanisms 

revealed. 

Analytical Modeling Techniques 

In the following chapter, two widely used analytical modeling techniques are employed, 

namely linear regression and radial basis function based neural networks. This section describes 

these two techniques. 

Linear Regression Models 

Linear regression models are used to discover complex interactions between TM and 

processor core design parameters since linear models can explicitly reveal how various design 

parameters (inputs) and their interactions affect the performance of TM workloads (outputs). 

Linear regression is a method to establish the relationship between the response variables and the 

input parameters. A linear model specifies the relationship between a response variable, Y and a 

set of regressor variables, the sx' , so that ε+xβ++xβ+xβ+β=Y kk...22110 . The residual, ε , which 

is a random variable with mean zero, stands for the error variability that cannot fit into the 

model. In this equation 
0β is the regression coefficient for the intercept and the i  values are the 
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regression coefficients for variables 1 through k. They are both determined by the condition that 

the sum of the square residuals is as small as possible. An effect of interaction occurs when a 

relation between ix and Y  depends on at least one other variable jx . In other words, the strength 

or the sign of a relation between at least two variables is different depending on the value of 

some other variables. For example, a regression model with a 2-way interaction is shown 

(Equation 3-1). 

ε+xxβ+xβ+xβ+β=Y 21322110                              (3-1) 

(Equation 3-2) represents a complete model that includes three-way, four-way, and all 

higher order interactions. Note that there are m2 terms in this model and an equal number of 

unknown regression coefficients. 

0
1 1 1 1 1 1

1,2,... 1 2... ...

m m m m m m

i i i, j i j i, j,k i j k
i= i= j=i+ i= j=i+ k= j+

m m

Y = β + β x + β x x + β x x x

+ + β x x x + ε

     

          (3-2) 

To analyze the performance of transactional memory workloads across varied TM and 

multi-core microarchitecture design parameters, those parameters should be included in the built 

linear regression models. (Equation 3-2) indicates that with an increased number of design 

parameters, constructing a complete linear regression model will require a prohibitively large 

number of experiments. In general, a linear regression model can be represented as a sum of k 

terms ( mk 2 ) from the complete model shown (Equation 3-2). To obtain accurate models that 

capture all significant terms with a minimum number of simulations, the D-optimal experimental 

design method [23] is used, which chooses locations in which to take measurements to minimize 

the number of terms k and the residual error ε simultaneously. D-optimality is one of the most 

commonly used design criteria for constructing linear regression models. For the normal 
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response setting ε+η=y  and Fβ=η , D-optimality maximizes the determinant of the 

information matrix FF T and so minimizes the volume of the confidence ellipsoid for the 

unknown coefficients β . D-optimal experimental design is optimized for an identified set of 

model terms and can be augmented to existing experimental designs. Usually the coordinate 

exchange algorithm is first used to compute an initial small D-optimal design and this 

information is used to iteratively guide further simulations using augmented D-optimal designs, 

until an error bounded linear model is produced. As suggested in [24], the model construction 

procedure is started from an initial small D-optimal design to build a preliminary linear model 

that incorporates main effects. The model is then iteratively refined by adding more model terms 

until an error bounded linear model is produced. The augmented D-optimal design is used to 

generate further simulations required for improving the model accuracy. For each iteration, 

searching for the new set of model terms will produce multiple model candidates and Akaike’s 

Information Criteria (AIC) [25] is used to select a model that fits well and has a minimum 

member of parameters. To learn more about the model construction method, the reader is 

encouraged to read [24]. 

Radial Basis Function Neural Networks 

In this study, neural network models are used to predict system response at unexplored 

design points, enabling efficient exploration of the design space. An Artificial Neural Network 

(ANN) is an information processing paradigm that is inspired by the way biological nervous 

systems process information. It is composed of a set of interconnected processing elements 

working in unison to solve problems.  

The most common type of neural network (shown as Figure 3-1) consists of three layers of 

units: a layer of input units is connected to a layer of hidden units, which is connected to a layer 
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of output units. The input is fed into the network through input units. Each hidden unit receives 

the entire input vector and generates a response. The output of a hidden unit is determined by the 

input-output transfer function that is specified for that unit. Commonly used transfer functions 

include sigmoid, linear threshold function, and Radial Basis Function (RBF) [26]. The ANN 

output, which is determined by the output unit, is computed using the responses of the hidden 

units and the weights between the hidden and output units. Neural networks outperform linear 

models in capturing the complex, non-linear relation between input and output. 

In this study, the RBF transfer function is used to predict the impact of TM and core 

microarchitecture design parameters on the performance of transactional memory workloads. 

The basic architecture of an RBF network with n-inputs and a single output is shown in Figure 3-

1. The nodes in adjacent layers are fully connected. Such a network can be represented by the 

following parametric model: 

),(|)(
1

ii

r

i
ii Xwxf  

                   (3-3) 

where X is an input vector, r is the number of hidden units, i  is the basis function of the 

network, iw ’s are weights of network and T
n ),...,,( 21    is the center vector of the nodes, 

T
n ),...,,( 21   is the radius vector of the nodes, and || || denotes the Euclidean norm. In this 

study, a Gaussian function is used as the basis function of the network, i.e., 
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                 (3-4) 

The above RBF function has the highest response when the input corresponds to the center 

vector and responses monotonically decrease if input data are far from the center, which is 

controlled by the radius vector. The training of the RBF network involves selecting the center 

locations and radii, which are eventually used to determine the weights, using a regression tree 
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[26]. A regression tree recursively partitions the input data set into subsets with decision criteria. 

As a result, there will be a root node, non-terminal nodes (having sub nodes), and terminal nodes 

(having no sub nodes), which are associated with input dataset. Each node contributes one unit to 

the RBF network’s center and radius vectors. In this study, the selection of RBF centers is 

performed by recursively parsing regression tree nodes using a strategy proposed in [26]. 

Experimental Methodology 

Table 3-1 enumerates the set of TM design parameters that were chosen to model for this 

study and their ranges. Trans_model defines the Conflict Detection and Version Management 

policy chosen. Conflict detection describes the methodology used to detect conflicts which can 

occur either immediately when a memory request is made (Eager), or as a batch operation when 

a transaction is committed (Lazy). Version management refers to whether new values are written 

directly to memory while old values are logged (Eager), or whether new values are buffered and 

then written in batch at the time of commit (Lazy). Backoff policy refers to the method of 

backoff used after an abort (this helps to avoid several of the detrimental transactional 

pathologies described in [9]). Conflict detection granularity refers to the level of granularity at 

which conflicts are detected (usually, but not always, the size of a cache line). Finally, 

Primary/Secondary Baseline latency and Primary variable latency quantify the latencies 

associated with a commit or an abort. In a lazy version management system, the primary latency 

is associated with a commit (since new values must be written back), and in an eager version 

management system the primary latency is associated with an abort (since the old values must be 

written back). The baseline latency is the static overhead required (e.g. arbitrating for the bus, 

maintenance, cleanup, etc) and the variable latency is the additional latency required based upon 

the write-set size. Additionally a set of processor core microarchitecture parameters is included 

that previous studies have shown to have a high influence on performance to study the 
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interaction of these parameters within a transactional memory context. Analytical models are 

built for 6 TM design dimensions and 12 key core design parameters. Throughout all of the 

results, speedup is used as the metric of choice for transactional workload analysis. Speedup is 

defined as the number of cycles a lock based version of the workload takes to complete divided 

by the number of cycles a transactional version of the same code takes to complete, using the 

same microarchitectural parameters. This representation of speedup was chosen as the primary 

metric since it allows one to focus in on the differences due exclusively to the use of 

transactional memory. For example, if raw execution time were used and the percentage of code 

executed within transactional bounds was relatively low (as it is in many of the finely tuned 

SPLASH-2 benchmarks), then varying the core architecture parameters, which effect both 

transactional and non-transactional code portions, would dominate the results. This would make 

prediction easier and reduce the error across the models; however it would also provide 

substantially less information on the underlying interaction between microarchitecture and 

transactional memory. Note that it is not the intent of this study to draw a direct comparison 

between transactional and lock based workloads, but instead to use the lock based workloads as a 

baseline to draw comparisons between transactional models. 

The 18 HTM and core microarchitecture parameters listed in Table 3-1 are analyzed. Table 

3-1 also shows the range of each parameter setting. The range is set to be as wide as possible 

while taking into consideration technology and implementation constraints. During the linear 

regression modeling experiments, each parameter is varied between two levels (encoded as -1 

and 1) corresponding to the low and high value of its range. The procedure described in the 

linear model subsection is used to build error bounded linear models relating the TM 

performance metric to the above HTM and core microarchitecture design parameters. The D-
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optimal design can be used to construct models at any level of accuracy. In this study, the error 

bound is set to 0.01. In non-linear analytical modeling experiments, a training data set is first 

used to build the neural network models. An estimate of the model’s accuracy is obtained by 

using the design points in a test data set. To build a representative design space, one needs to 

ensure that the sample data sets disperse points throughout the design space but keep the space 

small enough to ensure that the model building cost remains low. To achieve this goal, a variant 

of Latin Hypercube Sampling (LHS) [27] is used as the sampling strategy since it provides better 

coverage compared to a naive random sampling scheme. Multiple LHS matrices are generated 

and a space filing metric called L2-star discrepancy [28] is used. The L2-star discrepancy is 

applied to each LHS matrix to find the representative design space that has the lowest value of 

L2-star discrepancy. A randomly and independently generated set of test data points is used to 

empirically estimate the predictive accuracy of the resulting models. In this study, 200 training 

data sets and 50 test data sets were used since this study shows that it offers good tradeoff 

between simulation time and prediction accuracy for the design space under consideration. 

Results 

Linear Models 

In this section, regression model details are presented for the studied transactional memory 

workloads. In a linear regression model, the co-efficient values ( iβ ) represent the expected 

change in the response Y  per unit change in ix and indicate the relative significance of the 

corresponding terms. Tables 3-3 and 3-4 show the most significant 10 model terms and their beta 

values. The regression coefficients are sorted in decreasing order of magnitude. The listed 

parameters and their interactions are key factors in determining the performance varieties on 

these HTM and core microarchitecture structures. The first thing one notices as the SPLASH-2 



 

31 

results (Table 3-3) are compared to the STAMP results (Table 3-4), is that in the former case, the 

parameter choices play a much smaller role in the overall execution speed of the benchmark. 

This is reflected by the small beta value that the most significant term has in each benchmark (< 

0.002 for all but one of the SPLASH-2 benchmarks, Raytrace, which will be discussed 

subsequently). This result is to be expected because of the finely tuned nature of the SPLASH-2 

benchmarks. Because of this tuning and the fine granularity of the locks, there are relatively few 

periods that atomic regions overlap. Thus, the performance of both locks and transactions is 

similar. Moreover since actual contention is low, transactional parameters such as conflict 

detection, version management and conflict granularity also result in very similar execution 

patterns. A slight performance increase can be noticed in the performance of E/E (since E/E is 

encoded as +1 and the beta value is positive); this can be attributed to the performance advantage 

eager version management has on the more frequent commits. One should also note that because 

of the fine granularity of transactions as well as the small amount of actual conflict, there is very 

little opportunity for the core microarchitecture parameters to either assist or hinder the 

transactions, and thus they play very little role in the model. In fact, across several of the 

benchmarks, since more than sufficient resources exist within the atomic region, the speedup is 

actually reduced by applying more resources since the lock based version is able to capitalize on 

these additional resources outside of the atomic region while the overhead of the transactional 

model remains roughly constant. An interesting exception to this can be seen on the benchmark 

FMM where the performance of the transactional model is actually improved over that of the 

lock based version by increasing the size of the floating point issue window. This improvement 

is due to four atomic regions that comprise 97% of the dynamically executed atomic regions. 

Each of these fine grained transactions occurs at the end of a chain of floating point operations 
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and consists of two floating point read-add/sub-write patterns. By increasing the width of the 

saturated floating point issue, the processor is able to issue the floating point arithmetic operation 

sooner, decreasing the delay between the read/write operations. This both reduces the overall 

time spent within the atomic region, but more importantly, the reduction in the delay between the 

read/write operations increases the chance that an abort can be avoided through the use of stalls 

(since transactions are more likely to encounter a written value when they attempt to access the 

transaction instead of only a read value that will subsequently need to be written to). This is 

supported by the last term which shows additional benefit if both the floating point issue window 

is increased and the transactional model is E/E – where a stall can be used to avoid an abort. It 

can be inferred from this that when atomic regions become limited by the core architecture, there 

can potentially be more to gain by allocating resources to a transactional region than an 

equivalent lock based region. 

As noted previously, one exception within the SPLASH-2 suite is Raytrace. As can be seen 

from Table 3-2, Raytrace experiences a much higher rate of actual contention than the other 

SPLASH-2 benchmarks (as is apparent from its higher Abort rate on both E/E and L/L and 

increased Nacked cycles on E/E), and this contention results in our transactional parameters 

playing a more significant role. Interestingly, it can be seen that the best way to improve speedup 

is to actually increase the granularity of the conflict detection. This is a result of conflicts 

occurring earlier within the transaction forcing the E/E model to stall sooner but potentially 

avoid an abort. This result is supported by the reduced abort and increased stall rates of the E/E 

system. 

For the STAMP benchmark suite, one finds a much more diverse workload set where 

generalities are harder to come by. First, it can be seen that on several of the benchmarks there is 
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a clear better choice between E/E and L/L, but that the better option varies across workloads. It is 

also apparent that the microarchitectural core parameters begin to take on a much more important 

role in determining the execution time. For example, on the memory intensive Bayes transactions 

a significant improvement is seen as LSQ is increased (and in particular, when using E/E) and on 

the less memory intensive Genome, Kmeans and Vacation an improvement as the issue width is 

increased. This is a particularly significant result since the metric of interest is speedup as 

compared to an equivalent lock version. Since one would expect both a lock-based version and a 

transactional version to share roughly equal benefit in reduction of atomic region cycle length 

due to the increase in microarchitecture core parameters, this implies that there is a compounding 

effect that can be achieved by allocating additional resources to transactional atomic regions as 

compared to lock based atomic regions. In particular, E/E versions are able to detect possible 

conflicts sooner and avoid more expensive aborts in favor of stalls (as is indicated by the positive 

interaction between our microarchitecture parameter of interest and Trans_model). It is important 

to note, however, that as the granularity of the transaction becomes so large that contention and 

abortion is unavoidable (as it is in the thickest granularity benchmark Labyrinth), this effect is 

reduced and a return to transactional parameters playing a dominant role is apparent. Finally, an 

unexpected result obtained from this research is that on the learning algorithms Kmeans and to a 

lesser degree Bayes, the choice of transactional model can actually affect the algorithm itself. In 

all cases of L/L, Kmeans required roughly 64 more iterations before convergence was possible – 

resulting in a substantial increase in the number of transactions committed, aborted and overall 

execution time – to produce the same result. This suggests that future designs must be careful to 

analyze the unanticipated side effects that altering the normal interleaving of a lock based 

workload may have on a transactional version, and further implies that future studies should 
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avoid simply using committed work as a metric to compare transactional models, and instead use 

more holistic metric. 

To summarize, it has been shown that SPLASH-2 alone is not sufficient for transactional 

research. Overall it is not the small length of the transactions, but the relatively low percentage of 

atomic regions that are executed and the even lower percentage of atomic regions that experience 

contention that result in the relatively small changes across variations in transactional and 

microarchitectural  parameters. Moreover the greatest potential for optimization is in shorter, 

more commonly occurring contentious regions. This suggests that it is not simply enough to 

increase the granularity of transactions, but more work must be done to create workloads that 

have greater levels of contention, atomic regions, and mixtures of granularities to really 

determine the performance of a transactional model. It was also shown that transactions may 

benefit more by increasing the amount of microarchitectural core resources allocated to them 

than even similarly designed lock based atomic regions – particularly E/E designs. In general, if 

contention is low, E/E performs slightly better due to its quicker commit speed, but this rule is 

broken as contention becomes a factor.  

Non-linear Model Results 

The TM workload speedup prediction accuracies using RBF neural network are plotted as 

boxplots in Figure 3-2. Boxplots are graphical displays that measure location (median) and 

dispersion (interquartile range), identify possible outliers, and indicate the symmetry or skewness 

of the distribution. The central box shows the data between “hinges” which are approximately 

the first and third quartiles of the error values. Thus, about 50% of the data are located within the 

box and its height is equal to the interquartile range. The horizontal line in the interior of the box 

is located at the median of the data, it shows the center of the distribution for the error values. 

The whiskers (the dotted lines extending from the top and bottom of the box) extend to the 
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extreme values of the data or a distance 1.5 times the interquartile range from the median, 

whichever is less. The outliers are marked as circles.  

Figure 3-2A shows that on SPLASH-2 benchmarks, the performance model achieves 

median errors ranging from 4.3 percent (Cholesky) to 7.4 percent (Raytrace) with an overall 

median error across all benchmarks of 5.8 percent. Figure 3-2B shows that on STAMP 

benchmarks, the predictive models are less accurate with median errors ranging from 4.6 percent 

(Genome) to 14.8 percent (Kmeans) with an overall median of 9.0 percent. This increase in error 

over the SPLASH-2 benchmarks can be attributed both to the increase in transactional conflict, 

as well as the more complex, harder to predict probabilistic algorithms (for example, our two 

worst errors occur on learning algorithms Kmeans and Bayes).  

Using only 200 training points to predict across 18 dimensions is limiting, however, and as 

the number of training points used to build the NN is increased, the prediction accuracy increases 

accordingly. Using the worst case Kmeans the prediction error can be reduced to 6.8% with 500 

training data points. 

The Heterogeneity of Transaction/Core Microarchitecture/TM Mechanism Interaction 

In linear model results subsection, linear regression models were used to draw conclusions 

about the most important parameters to consider in the co-design of transactional memory and 

core microarchitecture. These models suggest that the relative performance of a benchmark is 

related not only to each parameter, but also to the specific interactions that occur between the 

microarchitecture and transactional parameters. In this section this is further expanded upon 

using the NN models developed in the neural network results subsection to explore whether these 

microarchitectural interactions are constant across benchmarks and transactional models, or if 

they also vary and offer opportunities for future optimizations. 
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To increase the focus on the individual interaction between microarchitecture parameters 

and transactional models, the neural networks are re-constructed by training them while holding 

the transactional model parameters constant and varying only the microarchitecture parameters. 

This provides a better understanding of the level of variance with respect to the importance of 

microarchitecture parameters across the different benchmarks. Figure 3-3 (shown as a star plot) 

presents the split order of the core microarchitecture parameters within the regression trees that 

model the performance of TM workloads across the design space. A starplot [29] is a graphical 

data analysis method for representing the relative behavior of all variables in a multivariate data 

set. The star plot consists of a sequence of equi-angular spokes, called radii, with each spoke 

representing one of the variables. The data length of a spoke is proportional to the magnitude of 

the variable across all data points. From the star plot we can obtain information such as: What 

microarchitecture variables are dominant in determining the relative performance of a given 

benchmark/transactional model? Which observations show similar behavior? Etc. 

The first observation that can be quickly drawn from the figure is that the most significant 

core architectural parameters involved in increasing the relative performance of the transactional 

sections vary widely between the different benchmarks – even with the transactional model held 

constant. This is apparent from the unique shapes of each of the starplots. This is important for 

two reasons. First, it confirms the previous observation that no single architectural configuration 

is suitable in all cases to increase transactional performance, but moreover, goes further to show 

that even with a common transactional model this observation holds true. Second, it implies that 

there may be great room for optimization in future SMT and heterogeneous CMPs that must 

make resource allocation decisions if multiple transactional memory workloads are run 

concurrently. For example, if the Eager/Eager versions of FMM and Bayes are transposed 
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(Figure 3-4), it can be seen that the area of overlap is minimal; scheduling both of these to run on 

an SMT machine will result in increased transactional performance and higher utilization of 

available resources. Similar approaches also exist for heterogeneous multicores. For example, 

scheduling transactional workloads that are able to leverage higher levels of issue width on 

higher performance cores can result in increased relative performance. 

A second observation that can be made from Figure 3-3 is that, in general, the ordering of 

significance also varies across transactional dimension (i.e. Eager/Eager vs. Lazy/Lazy). For 

instance, it can be seen from Figure 3-3 that the relative performance of the Eager/Eager version 

of FMM is largely governed by the size of the floating point window (similar to the result from 

the linear model); however this parameter is significantly less crucial in the Lazy/Lazy version. 

Instead, in the Lazy/Lazy version, it can be seen that the L2 cache latency and floating point 

registers take on a more critical role. This observation presents even greater opportunities for 

optimization in the future. For example, even in cases where suitable diversity amongst 

workloads may not be present (e.g. running two copies of the same benchmark), it may be 

possible to use hybrid approaches of transactional memory that can elicit the optimal 

microarchitectural characteristics in multiple domains. 
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Table 3-1. TM and core microarchitectural parameters and their ranges 
Parameter Range # of Levels 

Trans model Conflict Detect / Version Eager / Eager, Eager / Lazy, Lazy / Lazy 3
Back off Backoff time after an abort Random Linear, Exponential 2
Conf det g Conflict detection 16B, 32B, 64B, 128B 4
PBL Primary Baseline Latency 10, 50, 100 3
PVL Primary Variable Latency 4, 8, 16 3

T
M

 

SBL Secondary Baseline 5, 10, 15 3
Issue width Processor issue width 1, 2, 4 3
ROB size Reorder buffer size 18*issue width+32, 36*issue width+32 2
LSQ size Load/store queue size 10*issue width+16, 20*issue width+16 2
int regs Integer Registers 8*issue width+32, 16*issue width+32 2
fp regs Floating Point Registers 6*issue width+32, 12*issue width+32 2
int issue win Integer Issue Win Size 6*issue width+32, 12*issue width+32 2
fp issue win Floating Point Issue Win 4*issue, 8*issue 2
L2 size L2 cache size 1024, 2048, 4096 KB 3
L2 lat L2 cache latency 8, 12, 16, 20 4
il1 size L1 instruction cache size 16, 32, 64 KB 3
dl1 size L1 data cache size 16, 32, 64 KB 3

P
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ss

or
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e 

dl1 lat L1 data cache latency 1, 2, 4 3
 

Table 3-2. TM workloads and their transactional characteristics (8 Core CMP) 
Benchmarks 

(input dataset) 
Tran 

Model 

# of 
Tran. 

Started 

# of Tran. 
Committed

# of Tran. 
Aborted 

Nack Stalled
Cycles(M) 

Average 
Read 

Set Size

Average 
Write Set 

Size 

Read/ 
Write 
Ratio 

Avg. Commit 
Trans Length 
(Instructions) 

Stanford Parallel Applications for Shared Memory (SPLASH-2) [10] 
EE 70068 68979 1089 0.74 6.71 6.53 1.07 204.09 

Barnes(16K particles) LL 69275 68970 305 4.56 6.71 6.53 1.07 204.12 
EE 45298 45297 1 <0.01 13.42 7.34 1.82 175.44 

Fmm(16K particles) LL 45321 45295 26 0.31 13.42 7.34 1.82 175.45 
EE 15902 15885 17 0.02 3.14 1.94 1.99 27.27 

Cholesky (tk15.O) LL 15946 15885 61 0.06 3.14 1.94 1.99 27.28 
EE 136597 76741 59856 20.95 6.33 2.46 5.16 59.01 

Raytrace (teapot) LL 258179 76741 181438 0.24 6.03 2.46 4.8 55.85 
EE 10376 10376 0 <0.01 10.87 2.97 2.66 59.26 

Water-nsq (512 molecules) LL 10465 10376 89 0.614 10.87 2.97 2.66 59.26 
EE 153 153 0 <0.01 2.48 1.37 1.68 133.26 

Water-sp (512 molecules) LL 220 153 67 <0.01 2.48 1.36 1.64 92.51 
Stanford Transactional Applications for Multi-Processing (STAMP) [6] 

EE 6781 6594 187 0.46 27.93 5.06 8.16 1199.65 
Genome(g256 s16 n16384) LL 6845 6594 251 1.79 27.77 5.06 8.16 1199.46 

EE 8047 8046 1 <0.01 6.97 2.49 2.26 100.20 
Kmeans(random1000_12) LL 715470 671841 43629 6.74 6.97 2.49 2.27 100.20 

EE 253 112 141 231.16 602.51 403.38 5.13 520454.02 
Labyrinth(randomx48y48z3n48) LL 448 112 336 <0.01 606.79 408.10 5.12 517335.40 

EE 7176 4096 3080 8.43 66.19 13.21 3.95 1612.90 
Vacation(4096 tasks) LL 4549 4096 453 0.04 66.22 13.19 3.95 1611.02 

EE 490 273 217 57.41 750.22 647.40 1.76 419744.55 
Bayes(384 records) LL 170 140 30 <0.01 437.66 371.51 1.78 230090.91 

 
Table 3-3. Most significant model terms and beta values (SPLASH-2) 

 Barnes Cholesky Fmm Raytrace Water-nsq Water-sp 

1 Intercept 
1.0020 

Intercept 
1.0016 

Intercept 
1.0017 

Intercept 
0.9765 

Intercept 
0.9994 

Intercept 
0.9997 

2 Trans_model 
0.0015 

L2 
-0.0007 

fp_issue_win 
0.0007 

Conf_det 
0.0910 

Trans_model 
0.0007 

Trans_model 
0.0003 

3 PVL 
0.0012  Trans_model 

0.0005 
Trans_model 
0.0723 

int_regs 
-0.0002 

ROB 
-0.0002 

4 L2 
-0.0012  Back_off 

0.0005 
Trans_model*Conf_det 
-0.0718 

PBL 
0.0002  

5 Back_off 
0.0009  PVL 

0.0005 
Conf_det*Issue 
0.0287 

ROB 
-0.0002  

6 Trans_model*PVL 
-0.0008  L2 

-0.0003 
Trans_model*Issue 
0.0193   

7   int_regs 
-0.0003 

Trans_model*Conf_det*Issue 
-0.0184   

8   L2_lat 
0.0003 

Issue 
-0.0150   

9   Trans_model*fp_issue_win 
0.0002 

Back_off 
-0.0113   
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Table 3-4. Most significant model terms and beta values (STAMP) 

 Bayes Genome Kmeans Labyrinth Vacation 

1 Intercept 
0.9641 

Intercept 
3.0594 

Intercept 
0.4626 

Intercept 
0.5143 

Intercept 
1.0414 

2 Trans_model*LSQ 
0.2811 

Issue 
0.1163 

Trans_model 
0.4005 

Trans_model 
-0.4696 

Issue 
0.0019 

3 LSQ*il1 
0.2367 

Conf_det 
0.0461 

Issue 
0.0693 

Trans_model*Back_off 
0.0225 

Trans_model 
-0.0013 

4 ROB*il1 
-0.2366 

PBL 
0.0460 

Trans_model*Issue 
0.0634 

Back_off 
0.0188 

Conf_det 
0.0012 

5 SBL*int_regs 
0.2087 

Trans_model 
0.0421 

Trans_model*Conf_det 
0.0356 

Back_off*PBL 
-0.0157 

SBL 
-0.0008 

6 fp_issue_win*L2_lat*dl1_lat 
0.2007 

Trans_model*Conf_de
t 
0.0380 

Conf_det 
0.0353 

Trans_model*Back_off*PBL 
-0.0153  

7 PVL*dl1 
-0.1983 

PVL 
0.0330 

Conf_det*Issue 
-0.0300 

PBL 
-0.0120  

8 LSQ*L2_lat 
-0.1873 

Trans_model*PBL 
-0.0291 

Trans_model*Conf_det*Issue 
-0.0299 

PVL 
0.0120  

9 LSQ 
0.1783 

Trans_model*PVL 
-0.0259 

Issue*L2_lat 
0.0183 

Trans_model*PBL 
-0.0104  

10 ROB 
-0.1636 

int_regs 
0.0217 

Trans_model*Issue*L2_lat 
0.0174 

SBL 
0.0100  
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Figure 3-1. Basic architecture of a neural network 
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Figure 3-2. RBF neural network speedup prediction accuracy 
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Figure 3-3. Starplots of key microarchitectural parameters in determining relative speedup 

 

 
 

Figure 3-4. Bayes + Fmm transposition 

 

 



 

42 

CHAPTER 4 
A SET OF TRANSACTION-ORIENTED WORKLOAD CHARACTERISTICS CAPABLE OF 

DESCRIBING TRANSACTIONAL WORKLOAD SIMILARITY  

In this chapter, a set of transactional characteristics is proposed that can be used to quantify 

the similarity of transactional workloads and show that the chosen set of transactional features is 

independent of the transactional model. Next the (dis)similarities between 15 benchmarks taken 

from the SPLASH-2, STAMP, and PARSEC’s suites across the three most common dimensions 

of transactional memory are identified. Finally it is shown that by discarding similar programs 

and selecting a subset of the programs, it is possible to reproduce the overall behavior of the 

entire set.  Moreover, this behavior can be captured even when the transactional and 

microarchitecture models are varied. 

Transactional Oriented Workload Characteristics 

In general, transactional workloads can be characterized by a small set of features. Table 4-1 

shows how these individual traits can be used in a vector capable of quantifying workload 

behavior. This characteristic vector is then used as input to the principle component analysis. The 

goal in choosing these metrics was to provide attributes that were able to describe the unique 

characteristics of individual transactions. To this end, it was necessary to define the different 

aspects of a transaction that play a dominant role in determining the runtime characteristics, 

contention, and interaction across transactional workloads. Moreover, a set of attributes that 

would be largely architecture independent were desirable; providing a single set of metrics to 

describe the characteristics of a workload set regardless of the underlying transactional memory 

system. For example, conflict behavior is the result of the intrinsic characteristics of a workload 

when run on a specific architecture design. While the same workload will exhibit different 

conflict behavior when run on two different transactional models (EE/LL), two different 

workloads will experience similar conflict behavior if they have similar characteristics when run 

on the same underlying model. From this point of reference, the conflict behavior is an output 
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used to validate an input.  This allows the researcher to use these classifications to identify 

common traits among a set of workloads and use those to compare different underlying models. 

For this evaluation, the transaction percentage, transaction size, read-/write-set ratios, read-

/write-set conflict densities, read-/write-set sizes, and the write-read ratio of each transaction are 

recorded. Since many transactional workloads exhibit heterogeneous transactions and different 

synchronization patterns throughout runtime execution, these characteristics are recorded as 

histograms, which are able to provide more information than a simple aggregate value. 

The transaction percentage is the total number of retired committed transactional 

instructions divided by the total number of instructions retired. This ratio provides insight into 

how large of a role the transactional portions of a workload play in the overall execution of an 

entire benchmark. This metric is the only metric that is not a histogram. However, is important 

because it helps to quantify the effect that the remaining characteristics have in the overall 

execution of a benchmark. For example, a workload comprised of transactions that are highly 

contentious but are only in execution for brief intervals may exhibit less actual contention than a 

workload comprised of fewer contentious transactions that occur with greater frequency. It is 

also important to note that only committed and not aborted transactions are considered within the 

transaction percentage. This is because while the amount of work completed or committed is 

largely determined by the workload and its inputs, aborted transactions are largely a function of 

the underlying architecture and can vary widely depending on architectural decisions. 

Transaction size is defined as the total number of instructions committed by a transaction. 

This characteristic is comprised of a histogram describing the individual sizes of transactions 

across the entire execution time of a workload. This metric describes the granularity of the 

transactions across a workload. The granularity of a transaction is directly related to the period 
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that a transaction maintains ownership over its read/write set as well as the amount of work lost 

on an abort. 

The read set ratio and write set ratio are defined as the total number of reads divided by the 

number of unique reads and the total number of writes divided by the number of unique writes, 

respectively. This metric provides insight into the spatial locality of the memory patterns of each 

individual transaction and is important in describing the characteristics of a transaction. While a 

transaction may contain many load/store operations, if these operations reference a relatively 

small number of unique locations, this can result in substantially different workload execution 

than a transaction that contains the same number of load/store operations but all referencing 

unique memory addresses. 

While the read/write set ratio helps to describe overall spatial locality of the memory 

operations, it alone is insufficient to characterize a transaction. To assist in the overall 

characterization of the contentious memory access patterns, also included are the read conflict 

density and the write conflict density. The read conflict density is defined as the total number of 

potential contentious addresses within a transaction’s read set divided by the total read set size of 

the transaction, and the write conflict density is defined as the total number of potential 

contentious addresses within a transaction’s write set divided by the total write set of the 

transaction. To calculate the addresses that could potentially result in contention within a 

transaction, the entire workload is first run and the read/write sets are calculated for each 

transaction. Next, each memory address within a read set is marked as potentially contentious if 

any other transaction that was not located within the same thread wrote to that address. For 

addresses belonging to the write set, each memory address is marked as potentially contentious if 

any other transaction that was not located within the same thread either read or wrote to that 
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address. Using this method, the worst-case contention rate of the read/write set for all possible 

thread alignments can be captured without the need to run exhaustive numbers of simulations. 

Using this characteristic of a transaction, the contentiousness of a specific transaction can be 

categorized not simply based on the aggregate size of a memory set, but on the actual 

contentiousness of the memory locations within those sets.  

While the read/write set ratios and the read/write conflict density ratios are crucial to 

describe the underlying characteristics of individual read/write sets, they are unable to 

characterize the aggregate size of individual sets within a transaction. To meet this demand, the 

read set size and write set size metrics are also included, which quantify the number of unique 

memory addresses from which a program reads (read set size) as well as the number of unique 

memory addresses to which a program writes (write set size). The size of the read and write sets 

are important because they affect the total data footprint of each transaction as well as the period 

commits and aborts take.  

Finally, the write-read ratio is calculated, which describes the relative frequency of writes 

to reads within a transaction. Again, this metric builds upon and expands the previous memory 

related metrics by relating the number of writes to the number of reads. While multiple 

transactions are permitted to read an address, only a single write is allowed. Thus even if two 

transactions share a similar read and write conflict ratios, if one transaction is heavily weighted 

with the more contentious writes and the other is more heavily weighted with less contentious 

reads, this can result in different workload execution. 

When combined, the different transactional aspects that can be gathered from the 

characteristics described in Table 4-1 provide an excellent means of quantifying the behavior of 
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transactional workloads.  However, due to the extensive nature of the data, a means of processing 

the data is necessary. 

Data Analysis 

This section describes the data processing techniques, namely principal component and 

cluster analysis. 

Principle Component Analysis 

Principal component analysis (PCA) is a multivariate analysis technique that exposes 

patterns in a high-dimensional data set. The patterns are revealed because PCA reduces the 

dimensionality of data by linearly transforming a set of correlated variables into a smaller set of 

uncorrelated variables called principal components. These principal components account for 

most of the information (variance) in the original data set and provide a different presentation of 

the data, making the interpretation of large data sets easier. 

Principal components are linear combinations of the original variables. For a dataset with 

p-correlated variables (X1, X2, …, Xp), a principal component Y1 is represented as Y1 = a11X1 + 

a12X2 + … + a1pXp , where (Y1, Y2, …, Yp) are the new uncorrelated variables (principal 

components) and (a11, a12, …, a1p) are weights that maximize the variation of the linear 

combination. A property of the transformation is that principal components are ordered 

according to their variance, , where 1 > 2 > … > p. Thus, principal component Y1 has more 

variance (information) than Y2 and Y2 has more variance than Y3, and Yp has the least variance. 

If k-principal components are retained, where k << p, then Y1, Y2…Yk contain most of the 

information in the original variables. By retaining the first k-principal components and ignoring 

the rest, one can achieve a reduction in the dimensionality of the dataset.  

The sum of the variances of the principal components equals the sum of the variances of 

the original variables. The number of selected principal components control the amount of 
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information retained. The amount of information retained is proportional to the ratio of the 

variances of the retained principal components to the variances of the original variables. The 

Kaiser Criterion suggests choosing only the PCs greater than or equal to one. In general, 

principal components are retained so they account for greater than 85% of the variance. These 

principal components are the exposed patterns and trends that exist in the dataset. 

Cluster Analysis 

Cluster analysis [30] is a statistical inference tool that allows researchers to group data 

based on some measure of perceived similarity. There are two branches of cluster analysis: 

hierarchical and partitional clustering. This study uses hierarchical, which is a bottom approach 

that begins with a matrix containing the distances between the cases and progressively adds 

elements to the cluster hierarchy. In effect, building a tree based on the similarity distance of the 

cases. Unlike partitional clustering where the researcher must pre-define the number of clusters, 

hierarchical clustering allows researchers to choose the number of clusters themselves based on 

the linkage distance. 

In hierarchical clustering, each variable begins in a cluster by itself. Then the closest pair 

of clusters is matched and merged and the linkage distance (discussed later) between the old 

cluster and the new cluster is measured. This previous step is repeated until all of the variables 

are grouped into a single cluster. The resulting figure is a dendrogram (tree) with one axis 

showing the linkage distance between the variables. The linkage distance can be calculated in 

several ways: single linkage (SLINK) defines the similarity between two clusters as the most 

similar pair of objects in each cluster, complete linkage (CLINK) defines similarity as the 

similarity of the least similar pair of objects in each cluster, and average linkage (UPGMA) 

defines the similarity as the mean distance between the clusters.  
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Experimental Methodology 

Baseline Transactional Model / Microarchitecture Configuration 

Table 4-2 describes the baseline 8-core CMP transactional model and microarchitecture 

configuration that was used for comparison throughout the study. The trans_model parameter 

describes the conflict detection and version management schemes that were employed. Conflict 

detection describes the methodology used to detect conflicts and can occur either immediately 

when a memory request is made (Eager), or as a batch operation when a transaction is committed 

(Lazy). Version management refers to whether new values are written directly to memory while 

old values are logged (Eager) or whether new values are buffered and then written in batch at the 

time of commit (Lazy). Throughout the analysis, all three forms of commonly accepted 

transactional models are evaluated: Eager/Eager, Eager/Lazy, and Lazy/Lazy. Conflict detection 

granularity refers to the level of granularity at which conflicts are detected (usually the size of a 

cache line), and backoff policy is the backoff method that is used after a transaction is aborted. 

Since the SuperTrans model strives to be implementation independent, in addition to the actual 

time taken to write memory values back, values can be assigned to transactional model 

characteristics and varied independently from the microarchitecture configuration. 

Primary/secondary baseline latency and primary variable latency quantify the latencies 

associated with a commit or an abort. In a lazy version management system, the primary latency 

is associated with a commit (since new values must be written back), while in an eager version 

management system the primary latency is associated with an abort (since the old values must be 

written back). The baseline latency is the static overhead required (e.g. arbitrating for the bus, 

maintenance, cleanup, etc) and the variable latency is the additional latency required based upon 

the write-set size.  
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Finally, the microarchitecture core parameters describe a set of processor core features that 

previous studies have shown to have a large impact on performance. This configuration was 

chosen because it is representative of an average machine. In the evaluation section, the 

transactional and microarchitecture parameters are varied independently to evaluate the results 

across more conservative as well as more aggressive machines. 

Transactional Metrics 

To examine the accuracy of similarity classification the following transactional metrics 

were used: speedup, speedup-total cycles, abort-trans ratio, NACK-trans ratio, and percent 

committed instructions (see Table 4-2). The goal in choosing these metrics was to capture the 

global effects of the transactional workload as well as the effects that are more specific to the 

transactional model. To this end, two forms of speedup metrics have been chosen as well as 

contention metrics specific to transactional memory. 

Speedup is defined as the amount of time in cycles a lock-based version of the program 

takes to complete divided by the amount of time the transactional version takes to complete. This 

definition of speedup is used as opposed to a comparison with a sequential version of the 

benchmark because it accentuates the differences caused by the transactional portions of the 

workload. For example, in many of the SPLASH-2 benchmarks where the synchronization has 

been heavily tuned, the overall percentage of transactional code is relatively small compared to 

the entire execution time of the benchmark. Because of this, varying parameters that affect the 

transactional characteristics would result in very small differences in the overall execution time 

of the program, and provide a false sense of similarity. Instead, by comparing the transactional 

version to an equivalent lock version, the differences introduced by the transactions are 

magnified. In addition to the normal definition of speedup, a speedup total cycles metric is also 

used that compares the total number of cycles consumed across all threads on the lock version to 
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the total number of cycles consumed across all threads on the transactional version. This elicits 

more of the transactional behavior by accentuating the differences in transactional behavior 

across all threads as opposed to simply the longest running thread. 

The three remaining metrics all focus on transaction-specific behavior. The aborted cycles 

trans ratio is defined as the total number of aborted cycles divided by the total number of 

transitionally executed cycles. This metric provides insight into the percentage of work that was 

“wasted” due to aborts. The NACK cycles trans ratio is defined as the total number of cycles 

spent stalled due to NACK conditions divided by the total number of transitionally executed 

cycles. While both metrics give an indication of the amount of cycles that were lost due to 

contention, it is important to analyze both metrics because this provides for a more 

comprehensive analysis across transactional models. For example, a simple analysis of aborts 

may not be as interesting on an Eager/Eager system that uses NACK stalls to avoid aborts. A 

similar argument can be made for NACK stall cycles on a Lazy/Lazy system. Finally, also 

included is the commit/abort Instruction ratio, which is defined as the total number of committed 

instructions, divided by the total number of transactional instructions. This metric is similar to 

the previous contention based metrics except that it goes further to describe the percentage of 

transactional work that was useful using instruction counts instead of cycles, allowing for a less 

architecturally dependant analysis. 

Experimental Design 

The transactional workload characterization presented consists of the following steps: 

(1) For each of the three transactional models (EE/EL/LL), the program characteristics in 

Table 4-1 are gathered using SESC. This produces a vector of 81 components for each 

input program; a total of 81 variables and 15 cases for each transactional model (an 

81x15 matrix when considered independently and an 81x45 matrix when combined). 
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(2) Instead of using the variables directly, PCA is used to remove variables that are 

correlated. The p-variables are normalized to a unit normal distribution and then PCA is 

performed using STATISTICA [31], producing p-principal components. 

(3) These p-principal components are reduced using some heuristic – in this case choosing a 

minimum amount variance that needs to be retained by the principal components. The 

chosen components can then be used for further analysis. 

(4) STATISTICA is used to hierarchically cluster the principal components chosen in (3) 

and a similarity study is performed using these clusters and the input configurations from 

Table 4-2. 

(5) From the dendrogram produced in (4), the program set can be divided into smaller 

subsets. The representative performance of the subsets is determined using a sensitivity 

study where the transactional and microarchitecture models are varied independently. 

(6) To show how architects can use only the transaction characteristics that they are 

specifically interested in without considering the entire range, we repeat steps (1) 

through (5) using only portions of the characteristics in Table 1, not its entirety. 

Transactional Memory and Microarchitecture Parameters 

In addition to the baseline configuration (Table 4-2) used to generate the program clusters, 

five transactional models, shown in Table 4-3, and four microarchitecture models, shown in 

Table 4-4, are used to verify the accuracy of benchmark subsetting. The results are normalized 

against the baseline case and the average is used to compare each subset against the performance 

of the whole benchmark set across the five transactional dimensions. To cover a wide range of 

designs, the dimensions in each parameter set were chosen to range from conservative 

(EE0/EL0/LL0 and A0) to unconventional (EE4/EL4/LL4 and A3).  
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Results 

In this section, it is first shown that the characteristics in Table 4-1 are independent of the 

underlying transactional model. Then, it is shown that nearly half of the chosen benchmarks can 

be eliminated and evaluate the results by varying the transactional memory model while holding 

the microarchitecture constant and by varying the microarchitecture while holding the 

transactional memory model constant. The  results for the complete benchmark set are obtained 

and then it is shown how clustering can be used to eliminate redundant benchmarks using 

subsets, as well as the speedup obtained by eliminating the redundant benchmarks. Finally, a 

method that architects can use to choose which programs to run based on the transactional 

feature that needs to be evaluated is shown. 

Independence 

So that architects do not need to redefine their benchmark set for each transactional model, 

it is necessary to show that the characteristics used as inputs are implementation-independent. 

Using a Lazy/Lazy, Eager/Lazy, and Eager/Eager model for each program, it can be shown that 

the characteristics in Table 4-1 are implementation-independent. Based on Figure 4-2, 10 

principal components are retained that account for 91% of the variance. Figure 4-1 shows the 

dendrogram produced from the characteristics in Table 4-1. The resulting clusters are formed 

using the Euclidean distance between the benchmarks and are generated hierarchally using the 

single linkage distance. The Y-axis represents the linkage distance, which is used to derive the 

similarity between the benchmarks. The smaller the linkage distance, the more tightly the 

programs are clustered and the larger the linkage distance, the more loosely the programs are 

clustered. From Figure 4-1, it can be seen that each benchmark is tightly clustered with itself 

(with average distances less than 1), no matter what the underlying conflict detection and version 
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management policy. This shows that regardless of the transactional model, the characteristics in 

Table 4-1 can provide a good indication of the expected performance. 

Benchmark Subsets 

This section evaluates the accuracy of benchmark subsetting. By eliminating benchmarks 

with similar behavior, researchers can reduce the time needed to evaluate a design. The 

effectiveness of the subsets is evaluated as the transactional model is varied and as the 

microarchitecture model is varied. From Figure 4-1, the linkage distance can be used to select a 

subset of benchmarks representative of the entire group, allowing researchers to reduce the 

number of required simulations. Sets of 4, 6, and 8 benchmarks were chosen based on their 

linkage distance. For the set of 4 benchmarks (vacation, genome, barnes, and water-N2), shown 

in Figure 4-1, the cutoff was set at a linkage distance of 8.6. For the set of 6 benchmarks 

(vacation, genome, raytrace, water-N2, barnes, and bayes), a distance of 6.8 was chosen as the 

cutoff. Finally, a cutoff distance of 5.9 was chosen for the set of 8 benchmarks. This set is 

comprised of vacation, genome, raytrace, water-N2, ocean-non, barnes, water-spatial, and bayes. 

By changing the cutoff value, researchers can effectively choose any subset of benchmarks. 

Interestingly, the STAMP benchmarks appear to have more diversity than the SPLASH-2 suite 

with kmeans showing some similarity to fmm, water-spatial, and cholesky. [32] suggested that 

using both single-linkage and complete-linkage can give an indication as to whether the clusters 

are well-defined or are artifacts of the clustering method. To validate the clusters, complete 

linkage was also used to cluster programs (not shown) and only produces a single deviation in 

the 4-case subset switching water-N2 for bayes and no deviations in the 6- and 8-case subsets. 

Transactional Model Evaluation 

Figures 4-3 and 4-4 show the comparison of the complete benchmark set against the 

NACK cycle ratio and the percentage of committed instructions respectively as the transactional 
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model is varied and Table 4-5 shows the average error for all metrics as well as the coefficient of 

variation across all models. The average error for the 4-benchmark subset was 7.05%. As 

expected, the 6-benchmark performance improves, reducing the average error 5.81%. Adding the 

2 additional programs in the 8-benchmark subset offers no significant improvement except in the 

NACK trans ratio.  

Further analysis allows several conclusions to be drawn about the effectiveness of the 

workload characteristics chosen to describe the similarity of the TM workloads. First as the 

transactional memory model is varied, metrics that capture aggregate information about the 

overall execution of the workload (e.g. speedup and total speedup) as well as metrics that focus 

specifically on transactional performance (e.g. percent committed) perform very impressively; 

even with as few as four representative benchmarks. Finer granularity metrics, however, such as 

those that monitor the precise number of cycles aborted or cycles stalled due to NACKs, have 

higher error rates. This is because these metrics are not governed solely by the aggregate 

statistical nature of the workload composition, but vary based on both the statistical nature of the 

workload and specific timing characteristics of the workload. For example, while the overall 

characteristics of two workloads in which thirty percent of the transactions were aborted may be 

very similar, the actual number of aborted cycles or cycles spent stalled due to NACKs can vary 

widely between the two dependant upon when the conflicts occurred, which transactions were 

aborted, how long into the transactions the abort took place, etc. Thus, the similarity of the 

workloads and the number of benchmarks that must be run varies dependant upon the granularity 

of the results the architect is looking for. While four benchmarks may be enough to determine 

the overall execution time, speedup, or commit-percentage, eight benchmarks may be more 

appropriate for an in-depth analysis of the periods of stall time. 
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Microarchitecture Model Evaluation 

Next, the microarchitecture model was varied using Table 4-4 as inputs. Figures 4-5 and 4-

6 show the comparison of the complete benchmark with the 4-, 6-, and 8-benchmark subsets 

comparing NACKs and percentage of committed instructions. Although the trend is the same as 

the number of programs is increased, the total error is higher than that shown transactional 

evaluation subsection. The 4-benchmark subset had an average error 11.57%; the 6-benchark 

subset had an average error of 10.85%, and the 8-benchmark subset had an average error 8.55% 

across all of the dimensions. 

Because the analysis parameters focus on transactional behavior, as the underlying 

microarchitecture varies in ways not directly related to the transactional performance, differences 

within the benchmarks that occur outside the bounds of transactions result in a higher overall 

error across our metrics. We see that the error across metrics that are a direct result of 

transactional performance (i.e. aborted cycles, NACKed cycles, and percent committed) 

increase, but much less than those that incorporate both transactional qualities and 

microarchitecture features (i.e. speedup and speedup total cycles). 

Time Savings 

 Table 4-7 shows the speedup of the subsets compared to running the entire set of 

benchmarks. As can be seen, there are considerable time savings between running the full set of 

benchmarks and those running the 4-, 6-, and 8-benchmark subsets. The speedup decreases as the 

number of included benchmarks is increased, allowing architects to make a tradeoff between 

fidelity and simulation time. 
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Variable Subsets 

As was shown in benchmark subsetting subsection, the complete set of transactional 

characteristics chosen for clustering allows an architect to substantially reduce the number of 

simulated benchmarks and obtain coarse-grained results with minimal error. Fine-grained results 

can be obtained with minimal error as well. However, in many cases the number of simulations 

must be increased. The difference lies in the fact that the complete set of transactional 

characteristics is targeted at describing the similarity of all aspects of the workload. For some 

evaluations, architects may not be interested in the complete characteristics of a program. For 

example, if the target of an evaluation is the conflict manager, the designer may only want to 

choose those programs with potentially large amounts of contention. In this section, it is shown 

that a subset of the characteristics in Table 4-1 can be used to select a group of benchmarks that 

stress a specific architectural feature. 

Figure 4-7 shows the dendrogram produced if only the transaction size characteristic is 

used as input into the PCA algorithm. Here, the linkage distances are relatively low (implying 

strong clustering) and the architect can obtain good performance estimates by using a small 

number of simulations. If the suggested clustering is compared to the workload analysis table 

(Table 2-1), it can be seen that the clusters largely agree with the simulated results. Bayes and 

labyrinth are similar to one another, but largely different from vacation, which is different from 

genome, water-N2, and the rest of the SPLASH-2 suite. Of particular interest is the relative 

proximity of water-N2 and genome. Had one simply elected to use the aggregated average values 

presented in the workload characterization table to determine the clustering, it is unlikely he/she 

would have seen much similarity in the transactional size between these two benchmarks. 

However, over the lifetime of the program, more than half of the transaction sizes are the same 
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for water-N2 and genome and the average size of a transaction in genome is artificially increased 

by several large outliers. 

Figure 4-11 shows a plot of the first two principal components (which comprise more than 

70% of the total variance). Here, the first principal component is positively dominated by 

transaction sizes between 5 and 25 instructions and negatively dominated by transactions larger 

than 390k instructions. The second component is positively dominated by transactions between 5 

and 25 instructions and negatively dominated by transactions between 625 and 3125 instructions. 

From this figure, it can be seen that there are two very strong clusters, one weak cluster, and two 

isolated programs. Although bayes has the most diversity in transaction size, both it and 

labyrinth are dominated by large transactions. The other clusters are comprised of programs that 

are dominated by one or two specific transaction sizes. As with the cumulative result, the 

STAMP benchmarks show a wider range of transaction sizes than SPLASH-2 or the two 

PARSEC benchmarks. 

While transaction size is a very simple example, and it may be possible to detect such 

patterns directly from the input data in such cases, as the complexity of the characteristics of 

interest is increased this becomes infeasible. Returning to the original example, an architect that 

is interested in designing a conflict manager and is specifically looking for benchmarks of 

interest as they relate to contention, the transaction size is just one small piece of the puzzle. 

Using the transactional characteristics, actual contention is a function of the transaction size, the 

size of the read- and write-sets and the conflict density of those read- and write-sets. Figures 4-8 

and 4-9 show the dendrograms for read/write conflict density and read/write set size, 

respectively. Figure 4-10 shows the clustering for the combination of transaction size, read/write 

set size, and read/write conflict density, what will be referred to as the contention domain. If 
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these dendrograms are compared, it can be seen that there are some similarities between the 

clusters for several of the characteristics, yet there are also distinct differences. The PC-plots 

show these distinctions in more detail. Figures 4-11, 4-12, and 4-13 show the plots for the first 

two principal components from the transaction size, conflict results, read/write set size, 

respectively. While barnes and raytrace are grouped with the rest of SPLASH-2 if one only 

considers the transaction size (Figure 4-11) or read/write set size (Figure 4-13), the results from 

the conflict density domain (Figure 4-12) suggest that they have distinct differences from the 

other benchmarks in SPLASH-2. This result caries over into the final “contention clustering” 

results (Figure 4-14), suggesting that an architect interested in a conflict management system 

should consider running one or both of these benchmarks. 

Returning to the workload characterization table, one finds that both barnes and raytrace 

stand out among the SPLASH-2 benchmarks in their contention, reflected by their abort counts 

and NACK stall periods, which are among the highest in the entire suite. This result could have 

easily been overlooked by a simple comparison of the read/write sets or transaction sizes, yet is 

easily discovered using variable subsetting. Finally, one also sees that as the level of complexity 

of the domain of interest increases, so does the linkage distance. Further examination of the 

principal components from the amalgamated grouping provides more insight. 

Figure 4-14 shows the plot of the first two principal components (accounting for 68% of 

the total variance) from the contention and Figure 4-15 shows the factor loading. From Figure 4-

15, it can be seen that the first component is positively dominated by small transactions and 

small write sets and negatively dominated by small read set conflict ratios, large read sets, and 

large write sets. The second component is positively dominated by transactions larger than 390k 

instructions and large read and write sets and negatively dominated by read conflict ratios of up 
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to 50%. In this figure, there is one strong cluster, one weak cluster, and the rest of the 

benchmarks are clustered individually. Going back to barnes and raytrace, this suggests that the 

read conflict distribution of these two benchmarks is what sets them apart.  

Related Work 

Quantifying benchmark similarity is not a new concept and has roots dating back to 1996 

where [33] developed a metric comprised of the dynamic execution characteristics of a program 

to analyze individual benchmarks and benchmark suites. However, the authors do not eliminate 

highly correlated characteristics when classifying the programs, instead relying on all of the 

measured characteristics. Building from this work, [34] and [35] used program characteristics to 

measure the similarity of the SPECint95 and TPC-D benchmarks as the input data sets change. 

They show how program-input pairs that are clustered tightly exhibit the same behavior as the 

microarchitecture changes. [36] analyzed data from 340 machines to show that the SPEC2000 

benchmark suite only stresses four bottlenecks. Using PCA, the authors reduce their input set to 

four principal components and show that machines from the same generation are strongly 

clustered and the number of benchmarks can be reduced without affecting the performance 

analysis. More recently, [37] performed a similar analysis on the SPEC2006 suite, showing that 

6 of the 12 CINT2006 programs and 8 of the 17 CFP2006 programs are able to represent the 

majority of each benchmark set. [38] compared the SPLASH-2 and PARSEC benchmark suites. 

Here the authors use instruction mix, memory operations, and shared memory accesses to 

compare the programs in each suite. This research differs in that it focuses on the transactional 

behavior and delves deeper into the sharing patterns exhibited by these applications. 
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Table 4-1. Transaction oriented workload characteristics used for measuring similarity between 
TM workloads 

Program Characteristics Synopsis 
1 Transaction Percentage  Fraction of instructions executed by committed transactions 

2-11 Transaction Size 

Total number of instructions executed by committed transactions. 
This metric is computed as a cumulative distribution across ten 
categories: [0,5], (5, 25], (25,125], (125, 625], (625,3125], 
(3125,15625] (15625,78125], (78125,390625], 

12-
21 

Read Set Size Ratio 

Total number of reads within a transaction divided by the number 
of unique addresses read. The read set size ratio across all 
transactions is summarized as a histogram with 10 buckets: 
[0,0.1), [0.1,0.2)…[0.9,1.0]

22-
31 

Write Set Size Ratio 

Total number of writes within a transaction divided by the 
number of unique addresses written. The write set size ratio 
across all transactions is summarized as a histogram with 10 
buckets: [0,0.1), [0.1,0.2)…[0.9,1.0] 

32-
41 

Read Set Conflict 
Density 

The total number of potential conflict addresses read by a 
transaction divided by that transactions total read set.The read 
conflict ratio across all transactions is summarized as a histogram 
with 10 buckets: [0,0.1), [0.1,0.2)…[0.9,1.0]. 

42-
51 

Write Set Conflict 
Density 

The total number of potential conflict addresses written by a 
transaction divided by that transactions total write set.The read 
conflict ratio across all transactions is summarized as a histogram 
with 10 buckets: [0,0.1), [0.1,0.2)…[0.9,1.0]. 

52-
61 

Read Set Size 

Total number of unique memory addresses read by committed 
transactions. This metric is computed as a cumulative distribution 
across ten categories: [0,2), [2, 4), [4,8), [8,16), [16, 32), [32,64), 
[64,128), [128,256), [256,512), [512,1024), [1024,∞) 

62-
71 

Write Set Size 

Total number of unique memory addresses written by committed 
transactions. This metric is computed as a cumulative distribution 
across ten categories: [0,2), [2, 4), [4,8), [8,16), [16, 32), [32,64), 
[64,128), [128,256), [256,512), [512,1024), [1024,∞) 

72-
81 

Write Read Ratio 

The total number of writes within a transaction divided by the 
number of reads within the transaction. The write/read ratio 
across all transactions is summarized as a histogram with 10 
buckets: [0,0.1), [0.1,0.2),…[0.9,1.0]. 
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Table 4-2. Baseline transactional and microarchitecture model 
Parameter Value 

Trans_model Conflict Detection / Version Management Eager/Eager, Eager/Lazy, 
Lazy/Lazy 

Back_off Backoff Policy Random Linear 
Conf_det_g Conflict Detection Granularity 32 Bytes 
PBL Primary Baseline Latency 50 
PVL Primary Variable Latency 8 T

M
 M

od
el

 

SBL Secondary Baseline Latency 9 
issue_width Processor Issue Width 4 
ROB_size Reorder Buffer Size 18*issue_width + 32 
LSQ_size Load/store queue size 10*issue_width + 32 
int_regs Integer Registers 8*issue_width + 32 
fp_regs Floating Point Registers 6*issue_width + 32 
int_issue_win Integer Issue Win Size 6*issue_width + 32 
fp_issue_win Floating Point Issue Win Size 4*issue_width 
L2_size L2 cache size 4096 
L2_lat L2 cache latency 12 
il1_size L1 instruction cache size 32 
Il1_lat L1 instruction cache latency 1 
dl1_size L1 data cache size 32 

P
ro

ce
ss

or
 C

or
e 

dl1_lat L1 data cache latency 2 

 

Table 4-3. Transactional memory parameters 
 EE0/EL0/LL0 EE1/EL1/LL1 EE2/EL2/LL2 EE3/EL3/LL3 EE4/EL4/LL4 

Back_off Random Linear Random Linear Random Linear Random Linear Random Linear 

Conf_det_g 32 32 32 32 32 

PBL 10 30 70 90 110 

PVL 4 6 10 12 14 

SVL 5 7 11 13 15 

 
 
 
 
 
 
 
 
 
 
 
 



 

62 

Table 4-4.  Microarchitecture parameters 
 A0 A1 A2 A3 

Issue_width 2 4 4 8 

ROB_Size 9*issue_width+32 14*issue_width+32 36*issue_width+32 36*issue_width+32 
LSQ_Size 5*issue_width+32 7*issue_width+32 20*issue_width+32 20*issue_width+32 

Int_regs 4*issue_width+32 6*issue_width+32 16*issue_width+32 16*issue_width+32 

Fp_regs 3*issue_width+32 4*issue_width+32 12*issue_width+32 12*issue_width+32 
Int_issue_win 3*issue_width+32 4*issue_width+32 12*issue_width+32 12*issue_width+32 

Fp_issue_win 2*issue 3*issue 6*issue 6*issue 

L2_size 1024 2048 8192 8192 
L2_lat 8 10 20 20 

Il1_size 8 16 64 128 

Dl1_size 8 16 64 128 

Dl1_lat 1 2 3 3 

 

Table 4-5. Average error and Cv (σ/μ) as the transaction model is varied 
   S4 S6 S8 

  Cv Average Error Average Error Average Error 

Speedup 0.68 4.34 3.95 3.50 

Speedup Total Cycles 1.14 5.66 4.95 4.04 

Aborted Cycles:Trans Cycles 1.72 7.40 6.36 6.60 

Nacked Cycles:Trans Cycles 1.39 13.70 9.96 8.05 

Percent Commited 0.32 4.16 3.85 3.57 

Average  7.05 5.81 5.15 

 
Table 4-6. Average and Cv (σ/μ) as the microarchitecture model is varied 
   S4 S6 S8 

  
Cv 

Average Error Average Error 
Average 

Error 
Speedup 0.72 11.49 11.56 7.95 
Speedup Total Cycles 1.32 11.91 11.98 8.37 
Aborted Cycles:Trans Cycles 1.95 18.92 16.05 15.39 
Nacked Cycles:Trans Cycles 13.2 10.64 9.23 6.49 
Percent Commited 0.37 4.86 5.43 4.57 
Average  11.57 10.85 8.55 

 

 

Table 4-7. Speedup of subsets to full suite 
 Speedup 

S4 5.73 
S6 2.58 

S8 2.38 
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Figure 4-1. Dendrogram showing clustering based on characteristics defined in Table 4-1 
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Figure 4-2. Cumulative distribution of the variance by PC 
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Figure 4-3. Performance comparison of NACKd Cycles:Trans Cycles as the transactional model 
is varied 

 

 

 

Figure 4-4. Percentage of committed instructions as the transactional model is varied 
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Figure 4-5. Performance comparison of NACKd Cycles:Trans Cycles as the microarchitecture 
model is varied.  

 

Figure 4-6. Percentage of committed instructions as the microarchitecture model is varied  
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 Figure 4-7. Dendrogram showing clustering based on transaction size 
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Figure 4-8. Dendrogram showing clustering based on transaction conflicts 
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Figure 4-9. Dendrogram showing clustering based on read- and write-set sizes 
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Figure 4-10. Dendrogram showing clustering based on the combination of transaction size, R-

/W-set sizes, and conflict ratio 
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Figure 4-11. PC 1 versus PC 2 plot of transaction sizes 
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Figure 4-12. PC 1 versus PC 2 plot of conflict ratios 
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Figure 4-13. PC 1 versus PC 2 plot of R-/W-set sizes 
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Figure 4-14. PC 1 versus PC 2 plot of contention domain 
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Figure 4-15. Factor loadings of the contention domain 
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CHAPTER 5 
A PARAMETERIZED METHODOLOGY FOR GENERATING TRANSACTIONAL 

MEMORY WORKLOADS   

This chapter describes the development of TransPlant, a framework that is capable of 

generating synthesized transactional benchmarks based on an array of different inputs. It is 

shown that TransPlant can mimic the behavior of current transactional memory workloads. It is 

also shown that TransPlant can generate benchmarks with features that lie outside the boundary 

occupied by these traditional benchmarks. 

Related Work 

There are many benchmarks available for evaluating parallel computing systems, both 

traditional and transactional. Prior studies have attempted to quantify the redundancy in these 

and other frequently used application suites. Other authors have even proposed methods to 

reproduce the behavior of these programs using statistical models and workload synthesis. This 

section addresses how this previous research contributes to and reflects on this work. 

Parallel Benchmarks 

One roadblock that the TM/multi-core research and design community faces today is the 

lack of representative transactional memory benchmarks. As a result, a common practice in 

evaluating today’s TM designs is to convert existing lock-based multi-threaded benchmarks into 

transactional versions. There are several multi-threaded benchmark suites to draw from:  NPB 

[39], BioParallel [40], ALPBench [41], MineBench [42], SPEComp [43], SPALSH-2 [10], and 

PARSEC [38]. Most of these suites are domain specific (e.g. bioinformatics, multimedia, and 

data mining), which makes running all of the programs from one of these suites problematic. Of 

the above suites, only SPLASH-2 and PARSEC are not limited to a single application domain. 

Even so, converting many of these applications is not an attractive option because of complex 

libraries or their threading model. 
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Worse, even a successful conversion does not mean that these programs are appropriate for 

use in a transactional memory evaluation. While these conventional multi-threaded workloads 

may reflect the thread-level concurrency of transactional workloads to some extent, in many 

cases, they have been heavily optimized to minimize the overhead associated with 

communication and synchronization. The fine-grain locking that these traditional programs 

exhibit does not represent the wide variety of expected behavior from transactional memory 

programs since any conversion leads to programs with infrequent transactions relative to the 

entire program. Much of the up-front benefit of transactional memory comes from its ease of use; 

programmers will be able to write parallel code bypassing much of the complex logic involved in 

providing correctness and minimizing time spent in synchronization regions. While programmers 

familiar with the pitfalls associated with parallel programming will be able to extract nearly the 

same performance out of transactions, those new to the field or those more deadline-over-

performance oriented will be more interested in knowing that their code is correct and safe 

regardless of the size of the parallel regions and possible interactions. 

Transactional Memory Benchmarks 

Researchers have already begun thinking about how to test transactional memory systems 

and have developed microbenchmarks and applications to evaluate their behavior. The 

microbenchmarks used for these evaluations typically contain only a few small transactions 

making them too simple to stress increasingly large and complex multi-core designs. While these 

benchmarks are easily portable, they can be tedious to create and may not have any complex 

control flow neither inter- nor intra-thread. To address the shortcomings of these 

microbenchmarks, a few real applications have been ported for use in transactional memory but 

these are stand-alone applications, many of which are not publicly available and their domain 

coverage is limited. Perfumo [17] and Minh [11] both offer transactional memory suites that 
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attempt to expand this coverage. The problem with Perfumo’s applications is that they are 

implemented in Haskell, making them extraordinarily difficult to port. On the other hand, Minh’s 

contribution, STAMP, contains eight programs covering a wide range of applications and is 

written in C. But do these applications truly offer an expanded view of the transactional 

performance domain? 

Benchmark Redundancy  

Previous authors have shown that many programs within a benchmark suite exhibit 

tremendous amounts of redundancy [33, 35]. This is true of SPLASH-2, STAMP, and even the 

new PARSEC suite contains programs that not only share characteristics of the SPLASH-2 

programs but also show some similarities with one another [43]. Computer architects need 

programs with widely varying behavior in order to evaluate design changes and some of these 

suites fall short. Shown in figure 5-1 is an evaluation of STAMP and SPLASH-2 across a range 

of transactional features (the feature set is shown in Table 5-2).  

Figure 5-1 is a plot of the first three principal components, which account for 64.6% of the 

total variance. Only 8 of the 18 benchmarks contain any real differences in their behavior in this 

domain. The rest of the benchmarks form a strong cluster, which indicates that many of the 

examined characteristics are similar if not the same. The hierarchal clustering (Figure 5-2) based 

on these three principal components shows the results more clearly.  Beginning on the bottom 

with labyrinth and working up the dendrogram, one can see that the benchmarks beyond (and 

including in a relaxed interpretation) fmm and genome form relatively tight clusters. At a linkage 

distance of 4, 50% of the benchmarks have been clustered, showing that any evaluation of a 

transactional memory system using these benchmarks may not stress all of the elements in its 

design and that new programs may be needed. 
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Benchmark Synthesis 

Statistical simulation [44] and workload synthesis [19] capture the underlying statistical behavior 

of a program and use this information to generate a trace or a new representative program that 

maintains the behavior of the original program. This new representation has a reduced simulation 

time compared to the original application, making it ideal for course-grain tuning of early 

designs. Although most of this research has been on sequential programs, researchers have 

recently delved into multi-threaded lock-based programs [20, 21]. Although this previous work 

does produce small fast-running programs, it differs in that we do not use any program as a 

starting point. Our synthesis model works from an abstract starting point and the programs 

produced by TransPlant are built from the ground up from user-supplied inputs. This enables 

researchers to specify the program characteristics precisely in order to test whatever system 

aspect they wish, similar to the work done by Joshi et. al.[45] who showed how an abstract set of 

program characteristics could be used with machine learning to generate single-threaded stress 

benchmarks in the power domain. 

TransPlant 

In the following section the TransPlant model for generating transactional workloads is 

described and how it both differs from and expands upon currently available transactional 

benchmarks.  Next, its capabilities are detailed and this section ends with a discussion on the 

implementation of the TransPlant framework. 

Design 

As long as there has been a need to quantify the behavior of a design using test workloads, 

there has been debate over the type of workload to use.  Running real world applications has the 

advantage of providing designers with realistic inputs that may actually occur after production.  

However, running real applications also have substantial disadvantages.  It can often be difficult 

to find real applications that cover a diverse design space, anticipate future workload patterns, 



 

75 

and are easily executable on the system of choice. Moreover, while a diverse set of real 

applications can provide significant insight into overall, common case system performance, they 

can be inefficient at exploring the results of a specific design decision.  Microbenchmarks, on the 

other hand, are much better suited to quickly assess the result of a specific execution pattern, 

however lack much of the context provided from real world applications. The goal of the 

TransPlant framework is to bridge the advantages of these two worlds within a transactional 

memory context.  Using the TransPlant framework, a TM designer can efficiently construct a 

workload that is tuned precisely to the characteristics that he/she wishes to stress; starting either 

from a real application, or by using the tool to construct a design point that differs from any 

available workload.   

Capabilities 

The input to the TransPlant framework is a file describing the transactional characteristics 

the designer wishes to test and the output of the framework is a source file that can be compiled 

to produce a binary that meets those specifications.  Table 5-1 describes the first order design 

parameters that the user can specify. Threads specify the total number of active threads while the 

Homogeneity flag indicates whether all threads will be homogeneous or whether the user will 

enumerate different characteristics for each thread.  Transactional granularity specifies the size 

of the transaction with respect to instruction count and stride specifies the sequential distance 

between transactions.  The Read Set and Write Set parameters describe the number of unique 

cache line accesses for reads and writes respectively, and the Shared Memory parameter 

describes the percentage of those locations that occur within shared memory regions.  A key 

determinant of the overall transactional characteristics of a program is how the memory 

references are physically located within the transaction.  The Conflict Distribution parameter 

indicates whether the shared memory references are evenly distributed throughout the transaction 
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or whether a “high” conflict model is constructed where a read/write pair is located at the 

beginning and end of the transaction to maximize contention.  Finally, the instruction mix of 

integer, floating point, and memory operations can be controlled independently for sequential 

and transactional portions.  

A key feature of this input set is that while it covers most of the architecturally 

independent transactional characteristics, the level of granularity for which a user must specify 

the input set can be adjusted based upon what the designer is interested in.  For example, most of 

the above inputs can be enumerated as a simple average, a histogram, a time-ordered list, or any 

combination thereof.  Thus, if a designer is interested in an exact stride, alignment, or instruction 

count across threads and less interested in the read/write set sizes, the granularity and stride 

values can be defined in a time-sequenced list while the read/write set values are provided using 

a normalized histogram. This detailed level of control can prove invaluable in stressing a specific 

design implementation or in producing precise deterministic workloads to be used as a tool for 

debugging. 

Finally, the framework allows for an “assimilate mode” where a complete description of 

the program is provided as an input. When this mode is combined with a profiling mechanism, 

TransPlant can be used to reproduce a synthetic copy of an existing workload.  This synthetic 

copy can be run in place of the original application (for example, in circumstances where the 

original code is proprietary), or can be used as a baseline and modified to test how possible 

changes will affect future designs. 

Implementation 

Because SESC is used as the simulation environment, TransPlant was developed for the 

MIPS ISA but the backend can be decoupled for use with any ISA. The framework is comprised 

of four steps: input validation and construction of high-level program characteristics (skeleton), 
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opcode and operand generation (spine), operand population (vertebrae), and code generation 

(program body). A high-level view of the framework is shown in Figure 5-3. 

Validation and Skeleton Creation 

The first stage of benchmark generation within the TransPlant framework is to validate the 

input provided by the user. Since TransPlant accepts a wide variety of input formats (e.g. 

averages, lists, histograms, or any combination thereof), it is important that the input be validated 

to ensure that it describes a realizable binary.  For example, since read set, write set, and 

transaction size can all be varied independently, TransPlant must validate each read set/write set 

combination to ensure there is a suitable transaction in which to fit the memory operations. 

The first pass in the validation stage confirms that the user has specified all of the required 

options.  Once all required options have been specified, the validation stage calculates the 

number of “Cells” required to represent the final binary described by the input.  A Cell is the 

basic building block within the TransPlant framework and can be either transactional or 

sequential. If any of the inputs provided by the user is in a list format, then the total number of 

cells is equal to the number of entries within that list. If the user provides all histogram inputs, 

TransPlant will calculate the minimum number of cells required to meet the histogram 

specifications perfectly (for example, if all normalized histogram inputs are multiples of 0.05 – 

then 20 cells can be used to meet the specifications).  

Once the minimum number of cells has been instantiated, each cell is populated with 

values described by a list input or derived from a histogram input.  In the case of histogram 

inputs, the cell lists are ordered based upon size and then the read set and write set values are 

populated from largest to smallest to ensure proper fitting.  Other values, such as instruction 

mixes, shared memory percentages, and conflict distributions are randomly assigned based upon 

their histogram frequency.  
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Spine 

Once the program contents have been validated, the cell list is sent to the next portion of 

the framework to generate a series of basic blocks derived from the individual cell 

characteristics. For each cell, the spinal column generator performs a second round of validation 

to ensure that it can meet the memory and size requirements of the cell. Because cells can be 

arbitrarily large, we attempt to form a loop within the cell. The loop must be able to preserve the 

instruction mix, shared memory distribution, and conflict distribution of the cell. The base value 

of the loop is determined by the number of unique memory references in the cell and is then 

adjusted to meet the remaining characteristics. A minimization algorithm is used to identify the 

optimal number of instructions to be included in the loop such that the remainder is as small as 

possible to control program size. This allows much more flexibility in terms of transaction stride 

and granularity without introducing much variation in the program. Once the cells have passed 

the second round of validation and any loop counters have been assigned, the spine generates 

opcodes for each instruction within the cell based on the instruction mix distribution. The last 

step in this phase attempts to privatize, localize, and add conflicts to the memory operations. The 

privatization mechanism assigns the memory type based on the number of shared reads and 

writes in each basic block by tagging the opcode as being private or global. Localization parses 

the memory references determining which ones should be unique (only occur once per cell) and 

which ones are permitted to be accessed multiple times within the same block. Memory 

conflictions are assigned based on the conflict distribution model and determines where each 

load and store within each block is placed. 

Vertebrae 

For each non-memory instruction, operands are assigned based on a uniform distribution of 

the registers, using registers t0-t5 and s2-s7 for non-floating-point operations and f2-f12 for 
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floating-point operations. This ensures that the program contains instruction dependencies but 

does not tie the population to any specific input. For memory operations, we assign a stride value 

based on the instruction’s privatization, localization, and confliction parameters. We maintain 

maps matching private and conflicted addresses for reuse to maintain the program’s shared 

memory and conflict distribution models across threads. In addition, each instruction accesses 

memory as a stream – beginning with the base offset and walking through the array using the 

stride value assigned to it, restarting from the beginning when it reaches the boundary. The 

length of the array is predetermined based on the size of the private and global memory pools 

and the number of unique references in the program. 

Code Generation 

The completed program is emitted in C as a series of header files, each containing a 

function for one of the program’s threads. The main thread is written with a header containing 

initialization for the global memory as well as its own internal memory and variables. Both 

global and private memory are allocated using calls to malloc(). The base address of the memory 

pool is stored in a register, which along with offsets, is used to model the memory streams. SESC 

uses the MIPS ISA and instructions within each thread are emitted in MIPS as assembly using 

the asm keyword, effectively combining the high-level C used for memory allocation with low-

level assembly. To prevent the compiler from optimizing and reordering the code, the volatile 

keyword is used. The completed source code is then enclosed in a loop, which is used to control 

the dynamic instruction count for each thread. This is primarily used to adjust the number of 

dynamic instructions required for the program to reach a steady state. 

Example 

Figure 5-4 shows an example of the tool at each upper-level stage using two input cells 

from the assimilation profiler. The cell characteristics are shown in the top of the figure. In this 
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example, because the input is a predefined list of cells, the skeleton simply joins the cells and 

passes them to the population section. The second box shows the output of the spine (the detailed 

characteristics of each cell). Specifically, it shows how the spine translates the values in each cell 

to determine the memory distribution and loop calculations. The first cell has two load 

operations, one of which is unique, and one store operation, one of which is unique. The second 

cell has four load operations and zero store operations. Of the loads, there is one shared and three 

unique. The populated instructions are sent to the tool body where specific addresses are 

calculated and finally to the code generator. The final box shows the code generated for these 

two cells (excluding initialization information). 

Results 

This section provides an evaluation of TransPlant using benchmarks generated to show 

program diversity as well as synthetic versions of the STAMP and SPLASH-2 benchmarks. For 

both sections, the transactional characteristics of the new benchmarks are measured and the 

results are evaluated using principal component analysis and clustering (please refer to chapter 4 

for a description of the characteristics that were used to analyze the workloads as well as a 

discussion on the principal component analysis and clustering).  All benchmarks are run to 

completion with 8-threads on SuperTrans. Table 5-3 presents the microarchitecture configuration 

that was used for each core in the 8-core CMP simulation.   

Stressing TM Hardware 

In any evaluation, it is useful to be able to test a variety of design points quickly. To this 

end, TransPlant was used to generate a set of programs with widely varying transactional 

characteristics. These programs, Q1-1 through Q4-1, represent the average behavior of each test 

quadrant. Figure 5-5 shows a plot of the first two principal components for the benchmarks 

generated here. These first two PCs account for 77.4% of the total variance.  The first principal 
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component is positively dominated by transactions sizes between 625 and 15k instructions; and 

negatively dominated by transactions larger than 390k instructions and read-/write-sets larger 

than 256 unique addresses. The second component is positively dominated by the extremes in 

write set (more than 1024 addresses) and read set (fewer than 2 unique addresses) and negatively 

dominated by the opposite extremes. Program Q1-1 is comprised of transactions varying from 

625 instructions to 78k instructions and read- and write-sets with 8 to 32 unique addresses. 

Program Q2-1 is comprised of large transactions (between 390k and 976k instructions) with 

read- and write-sets ranging from 512 to 1024 unique addresses. Programs Q3-1 and Q4-1 are 

composed of large and small transactions, respectively, with read- and write-sets varying from 2 

to 4 unique addresses for Q4-1 and 64 to 128 addresses for Q3-1. Using the same variables, these 

programs were then compared to the benchmarks traditionally used to test transactional memory 

systems. 

Workload Comparison 

In this section, the overall program characteristics of the benchmarks generated in Section 

5.3, Q1-1-Q4-1, are compared with those of the SPLASH-2 and STAMP benchmarks. 

Specifically, the same principal component analysis as above is applied with the addition of the 

new benchmarks. With the reduced data from PCA, hierarchical clustering is used to group the 

benchmarks. The transactional performance of the benchmarks across two different transactional 

designs is also evaluated. 

Clustering 

Figure 5-7 shows the first two principal components plotted against one another for all of 

the benchmarks. The first two principal components are largely dominated by the same 

characteristics described in Section 5.1. However, there are more factors considered in this case 

and the first two components only comprise 47.1% of the total variance, changing factor 



 

82 

weightings. The PC1-PC2 plot in Figure 5-7, shows programs Q2-1 and Q3-1 are separated from 

the rest of the benchmarks because they are comprised of medium to large transactions and have 

high contention. The PCA weights these variables more heavily in this evaluation. Q1-1 and Q4-

1 are made up of transactions ranging from 5 to 625 instructions (with a very few large 

transactions) with moderate size read- and write-sets. Because their behavior is not skewed 

toward any particular feature in this domain, they fall in between the STAMP and SPLASH 

benchmarks. 

Figure 5-8 shows principal components three and four plotted against one another. Factors 

three and four contain 24.6% of the variance with the third component positively dominated by 

small transactions and small write sets and negatively dominated by large write sets and small 

read sets. The fourth component is positively dominated by moderate read and write conflict 

ratios and large write sets and negatively dominated by moderate size transactions, read sets, and 

write sets. The program distribution here shows much stronger clustering because of the limited 

variance, but even so Q3-1 and Q2-1 stand out while Q4-1 remains near the SPLASH programs 

and Q1-1 maintains the same relative distance to genome, fmm, and vacation. The performance 

metrics confirm this behavior. 

 The clustering results in Figure 5-6 show Q2-1 and Q3-1 are the last in the amalgamation 

schedule and share the fewest program characteristics while Q1-1 and Q4-1 remain clustered 

with STAMP and SPLASH, showing that these programs share many of the inherent program 

characteristics of the traditional benchmarks. Q1-1 through Q4-1 show that TransPlant is capable 

is generating not only outlier programs but also programs with traditional performance 

characteristics. Going further, if a cutoff value is used to choose a subset of programs able to 

represent the general behavior of all of the benchmarks [46], Q2-1 and Q3-1 are always included. 
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Performance 

In order to validate the abstract characteristics discussed above, in this section results are 

presented for several transactional characteristics measured across the two primary hardware 

transaction models of Conflict Detection/Version Management, Eager/Eager and Lazy/Lazy 

respectively.  The results are shown in Table 5-4. From this table it can be seen that while the 

synthetic benchmarks do not separate themselves in any single program characteristic, their 

metrics taken as a whole do differentiate them from the SPLASH and STAMP benchmarks. For 

example: while Q2-1 is mostly comprised of very large transactions like bayes and labyrinth and 

has average read- and write-set sizes similar to bayes, it spends more time NACKing than any of 

the other programs and is about average in the number of aborts that it experiences. What’s 

more, when the differences between EE and LL are examined, it can be seen that Q2 behaves 

more like labyrinth and Q3-1 behaves similarly but with much smaller read- and write-sets. In 

the above clustering, Q1-1 was clustered with genome (loosely). In this case, they are both 

comprised of transactions that vary greatly in size, skewing the average length. Because they 

share this layout, their read and write conflict ratios are very similar. This also explains Q4-1, 

whose read/write ratio resembles that of barnes but whose general read set behavior is more 

closely related to cholesky. This shows that the tool is able to produce programs with vastly 

different high-level characteristics but can maintain a realistic representation of program 

behavior. 

Benchmark Mimicking 

While being able to create benchmarks based on an arbitrary input is useful for testing and 

debugging, it is important that the tool be able to replicate the behavior of existing benchmarks. 

In this section, we use PCA and clustering to show how the tool can use a trace to generate a 
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synthetic benchmark that maintains the high-level program characteristics of the SPLASH and 

STAMP benchmarks. 

Figure 5-9 shows the plot of the first two principle components of the STAMP and 

SPLASH benchmarks using the inputs from Table 5-2. These two factors comprise 48.9% of the 

total variance. Figure 5-11 shows the same plot of the first two factors of the synthetic 

representation, representing 33.4% of the variance. While these figures match almost perfectly, 

there is some deviation brought about by the read- and write-conflict ratios. These are calculated 

using an absolute worst-case estimate, as described in chapter 4. When the profiler generates the 

input for the tool, it has best case of the actual contentious memory addresses, producing a less 

conservative, more accurate, representation. Figure 5-10 shows the hierarchical clustering for the 

original applications and Figure 5-12 shows the clustering for the synthetic representation. While 

the amalgamation schedule is slightly off, the overall representation is almost exact. 

Finally, Table 5-5 shows actual results of the original and synthetic benchmarks when run 

on the cycle accurate CMP simulator.  The results present the ratio between the total 

transactional cycles and the total execution cycles.  This metric is of particular significance 

because transactional cycles include both those cycles due to committed work (i.e. real work 

completed), as well as all cycles wasted in contentious behavior (e.g. aborted transactions, nack 

stalled cycles, commit arbitration, etc).  While much of the committed work is within the direct 

control of TransPlant in the synthetic benchmark creation, the contentious behavior is purely a 

result of the workloads interplay with the underlying transactional model. Moreover, if one refers 

to Table 5-4, it can be seen that for many of the benchmarks, these contentious cycles account 

for a significant portion of the transactional work.  Thus, while the PCA results provide 

validation that the synthetic benchmarks are able to preserve the architecture independent 
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workload characteristics of the original benchmarks, Table 5-5 clearly shows that the synthetic 

benchmarks also preserve the alignment and fine-grain behavior of the original benchmarks 

across real transactional models. 
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Table 5-1. Transactional- and microarchitecture-independent characteristics 
Characteristic Description Values 

Threads Total number of threads in the program Integer 
Homogeneity All threads have the same characteristics Boolean 

Tx Granularity Number of instructions in a transaction List, Normalized Histogram 

Tx Stride Number of instructions between transactions List, Normalized Histogram 

Read Set Number of unique reads in a transaction List, Normalized Histogram 

Write Set Number of unique writes in a transaction List, Normalized Histogram 

Shared Memory Number of global memory accesses 
List, Normalized Histogram 
(complete, high, low, minimal, none) 

Conflict 
Distribution 

Distribution of global memory accesses List, Normalized Histogram (high, random) 

Tx Instruction Mix Instruction mix 
Normalized Histogram (memory, integer, floating 
point) 

Sq Instruction Mix Instruction mix 
Normalized Histogram  (memory, integer, floating 
point) 

 

 

Table 5-2. Transaction oriented workload characteristics used for measuring similarity between 
TM workloads 

Program Characteristics Synopsis 
1 Transaction Percentage Fraction of instructions executed by committed transactions 

2-11 Transaction Size 

Total number of instructions executed by committed transactions. This metric is 
computed as a cumulative distribution across ten categories: [0,5], (5, 25], 
(25,125], (125, 625], (625,3125], (3125,15625] (15625,78125], (78125,390625], 
(390625,1953125], (1953125,∞) 

12-21 Read Conflict Density 
The total number of potential conflict addresses read by a transaction divided by 
that transactions total read set. The read conflict ratio across all transactions is 
summarized as a histogram with 10 buckets: [0,0.1), [0.1,0.2)…[0.9,1.0]. 

22-31 Write Conflict Density 
The total number of potential conflict addresses written by a transaction divided 
by that transactions total write set. The read conflict ratio across all transactions is 
summarized as a histogram with 10 buckets: [0,0.1), [0.1,0.2)…[0.9,1.0]. 

32-41 Read Set Size 

Total number of unique memory addresses read by committed transactions. This 
metric is computed as a cumulative distribution across ten categories: [0,2), [2, 4), 
[4,8), [8,16), [16, 32), [32,64), [64,128), [128,256), [256,512), [512,1024), 
[1024,∞) 

42-51 Write Set Size 

Total number of unique memory addresses written by committed transactions. 
This metric is computed as a cumulative distribution across ten categories: [0,2), 
[2, 4), [4,8), [8,16), [16, 32), [32,64), [64,128), [128,256), [256,512), [512,1024), 
[1024,∞) 
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Table 5-3. Microarchitecture configuration (8Core CMP) 
Processor issue width 4 

Reorder buffer size 104 

Load/store queue size 72 

Integer Registers 64 

Floating Point Registers 56 

Integer Issue Win Size 56 

Floating Point Issue Win Size 16 

L2 cache size 4M 

L2 cache latency 12 

L1 instruction cache size 32 KB 

L1 data cache size 32 KB 

P
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L1 data cache latency 2 
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Table 5-4. TM workloads and their transactional characteristics (8Core CMP) 

Benchmarks 
(input dataset) 

Tran 
Model 

Tran. 
Started 

Aborts 

NACK 
Stalled 
Cycles 

(M) 

Averag
e Read 

Set 
Size* 

Averag
e Write 

Set 
Size* 

Read/ 
Write 
Ratio 

Avg. Commit 
Trans Length 
(Instructions) 

EE 70533 1554 2.33 6.71 6.53 1.07 204.09 Barnes 
16K particles LL 69336 362 6.880302 6.71 6.53 1.07 204.10 

EE 45256 3 .001771 13.43 7.34 1.82 175.60 Fmm 
16K particles LL 45302 26 .516338 13.43 7.34 1.82 175.52 

EE 15904 19 .015719 3.13 1.95 2.01 27.18 Cholesky 
tk15.O LL 15963 78 .057466 3.12 1.95 2.01 27.16 

EE 2161 497 .091549 3.00 0.27 12.93 10.39 Ocean-con 
258x258 LL 1800 136 .022013 3.00 0.26 13.44 10.38 

EE 7200 5200 .783498 3.00 0.38 9.79 13.25 Ocean-non 
66x66 LL 2778 778 .057183 3.00 0.36 10.22 13.17 

EE 141020 64279 22.43765 6.49 2.46 5.33 60.87 Raytrace 
Teapot LL 307376 230635 .260170 7.49 2.46 6.51 73.54 

EE 10398 22 .002693 10.87 2.97 2.66 59.26 Water-nsq 
512 molecules LL 10482 106 .654037 10.87 2.97 2.66 59.26 

EE 153 0 .000146 2.48 1.37 1.68 133.25 Water-sp 
512 molecules LL 226 73 .003986 2.57 1.46 1.89 366.78 

EE 263 97 2.977146 793.16 713.67 1.78 448887.36 Bayes 
384 records LL 168 28 .007756 437.66 371.51 1.78 230090.91 

EE 6922 328 .486603 27.96 5.05 8.16 1199.45 Genome 
g256 s15 n16384 LL 6869 275 1.750257 27.89 5.05 8.16 1199.65 

EE 16861 5645 4.313740 13.86 8.83 1.86 495.83 Intruder 
a10 l4 n2038 s1 LL 18508 7292 0.451212 14.03 8.84 1.86 494.58 

EE 6705 0 .005030 6.97 2.49 2.27 100.20 Kmeans 
Random1000_12 LL 718850 47009 6.430020 6.97 2.49 2.27 100.20 

EE 382 174 323.617883 287.10 199.29 2.06 387340.00 Labyrinth 
512 molecules LL 694 486 .0048669 276.74 199.18 2.05 517329.69 

EE 47314 35 0.013970 6.12 3.00 5.00 33.99 Ssca2 
s13 i1.0 u1.0 l3 p3 LL 37581 42 0.015890 6.07 3.00 5.00 33.99 

EE 7023 2927 7.405184 67.11 13.22 3.95 1612.62 Vacation 
4096 tasks LL 4493 397 .047728 66.18 13.19 3.95 1610.69 

EE 6400 1112 101.044 54.45 25.64 1.93 14409.92 Yada 
a20 633.2 LL 7247 1756 0.152548 54.16 25.35 1.93 14261.00 

EE 1701 101 6.733200 22.0 20.69 1.05 7125.00 
Q1-1 

LL 2660 1060 0.017968 22.0 20.69 1.05 7125.00 
EE 1387 587 4271.581 627.2 622.36 1.38 1896093.75 

Q2-1 
EL 3820 3020 0.116293 627.2 622.36 1.38 1896093.75 
EE 1960 360 898.042 96.0 166.37 0.584 265625.00 

Q3-1 
LL 4294 2694 0.0021559 96.0 166.37 0.584 265625.00 
EE 1689 89 1.415997 3.20 3.60 1.085 958.41 

Q4-1 
EL 2545 945 0.0032308 3.20 3.60 1.085 958.41 
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Table 5-5. Transactional cycles-total cycles for original and synthetic 
barnes original 0.00537   labyrinth original 0.99887   intruder original 0.64076 
  synth 0.03313    synth 0.98735    synth 0.60100 
bayes original 0.03116  ocean-con original 0.00005  kmeans original 0.01814 
  synth 0.06698    synth 0.00026    synth 0.04539 
cholesky original 0.00136  ocean-non original 0.00250  yada original 0.86605 
  synth 0.01226    synth 0.00258    synth 0.92660 
fmm original 0.00239  ssca2 original 0.00549  water-spa original 0.00009 
  synth 0.01923    synth 0.00485    synth 0.00007 
genome original 0.71611  vacation original 0.11671  water-n2 original 0.00140 
  synth 0.67171    synth 0.13150    synth 0.00961 
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Figure 5-1. PC Plot of STAMP and SPLASH 

 

 

 

Figure 5-2. Dendrogram of cluster analysis of STAMP and SPLASH 
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Figure 5-3. High-level representation of TransPlant 

 

Figure 5-4. TransPlant step by step example 
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Figure 5-5. PC1-PC2 plot of synthetic programs                              

 

 

 

Figure 5-6. Dendrogram of unified cluster analysis 
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Figure 5-7. PC1-PC2 plot of unified PCA 

 

 

Figure 5-8. PC3-PC4 plot of unified PCA 
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Figure 5-9. PC1-PC2 plot of original applications 

 

 

Figure 5-10. Dendrogram from original cluster analysis 
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Figure 5-11. PC1-PC2 plot of synthetic applications 

 

 

Figure 5-12. Dendrogram of synthetic cluster analysis 

 



 

96 

CHAPTER 6 
CASE STUDY: UNDERSTANDING THE BEHAVIOR OF HARDWARE 

TRANSACTIONAL WORKLOADS; OBSERVATIONS, IMPLICATIONS, AND DESIGN 
RECOMMENDATIONS 

While there has been extensive research into the design of hardware and software 

transactional memory systems, there has been very little investigation of transactional memory 

program behavior. Understanding the behavior of transactional memory programs is essential for 

making efficient choices about hardware, compiler optimizations, and even the choice of 

versioning and conflict resolution mechanisms. Because these decisions often remain fixed 

throughout the life of a system, it is important that architects are able to make informed choices. 

Up to this point, architects have relied on SPLASH-2, STAMP, and microbenchmarks for 

transactional memory system evaluations. While these programs cover a wide domain, it may be 

premature to rely on them for any thorough evaluation of a new system; targeted, but 

comprehensive, experiments are warranted in this emerging area since the transactional memory 

program domain is unknown.  

This chapter investigates how transaction granularity, stride, and thread count affect 

program performance using both array- and object-based memory accesses. The results suggest 

that conventional concurrent programming practices may lead to poor performance when applied 

to transactional memory. It may not be wise to spend development time to shrink critical 

sections; transaction count and thread count are more important. There are also vast differences 

in the performance characteristics of eager conflict/eager version management systems when 

switching between array and object accesses. Lazy/lazy systems are largely immune to the 

effects, which may make a lazy system more attractive to developers since performance remains 

consistent even in the presence of increased conflicts.  
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To describe how conflicts occur and can be minimized, conflict memory stride is 

introduced to describe the effect that contentious memory locations have on the abort rate and 

the overall program performance. Excluding microarchitecture and the overhead associated for 

each read and write in an eager system, read- and write-set sizes are largely irrelevant. The abort 

rate is independent of not just the reads and writes in a transaction but even the unique reads and 

writes; it is dependent on the largest conflict memory stride and affects both eager and lazy 

transactional memory implementations. Together, the results from these experiments provide 

valuable insight into the response characteristics of EE/LL systems.   

Related Work 

Since the resurgence of transactional memory, the architecture community has been racing 

to provide new implementations and tweak existing ones. Transactional Coherence and 

Consistency [1] was one of the first models to use transactional memory and works under the 

assumption that transactions constitute the basic block for all parallel work, communication, 

coherence, and consistency. TCC uses a lazy-lazy approach, which makes aborts fast but commit 

time relatively slow [47]. Following TCC was UTM [48], VTM [49], Bulk [50], LogTM [2], and 

OneTM [51]. LogTM was different in that the designers chose to make commits fast and aborts 

slow by storing stale data values in a per-thread log. The assumption being that commits will be 

more frequent than aborts in typical applications. There is, however, some disagreement that this 

will indeed be the case. Titos et al. [52] suggests that realistic benchmarks should reflect the 

expected use of transactions, which naturally leads to conservative synchronization and long-

running transactions. Indeed, architects seem to have become fixated on these specific designs 

without considering present and future workloads. With real hardware on the horizon [53], it is 

imperative that designers begin looking at how the characteristics of a transactional memory 

programs affect the performance. 
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In [1], Hammond et al. broke equake and radix into large and small transactions. For this 

lazy-lazy approach, they showed that longer transactions tended to experience much less speedup 

as the number of threads/processors increased. They also show that longer bus arbitrations during 

the commit stage tend to have a greater impact on long-running transactions than short-running 

ones. This work differs from theirs in that this work provides a much more thorough and 

systematic approach for evaluating the effects of transaction size. In addition, the effects across 

implementations are examined and more insight is offered into why performance changes. In 

[11], Minh et al. examined how the different STAMP benchmarks performed across a variety of 

HTM, STM, and hybrid systems. They concluded that many of the assumptions made about 

eager-eager versus lazy-lazy were incorrect in that eager-eager does not always outperform lazy-

lazy, especially where there exists a great deal of contention. In this research, all benchmarks are 

evaluated on both eager-eager and lazy-lazy systems, but direct comparisons are able to be 

drawn between the benchmarks to show how transactions behave under different conditions. 

Researchers have begun looking at more ways to bring transactional memory into the 

mainstream through language and compiler techniques. In [54], Crowl et al. describe the 

problems that must be overcome to integrate transactional memory into C and C++. Dice and 

Shavit [55] proposed a transactional locking algorithm that may allow compilers to convert 

sequential and coarse-grain code into concurrent transactional code automatically. This research 

will be beneficial to the compiler community; transactional memory may be able to provide a 

boost for compilers and automatic parallelization due to the easing of restrictions on correctness 

but not without a more generalized understanding of the semantics of transactional workloads. 

Methodology 

This section discusses the simulation environment that was used as well as program 

creation details. 
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Simulation Environment 

All of the workloads were run to completion on SuperTrans [56], a cycle-accurate, detailed 

hardware transactional memory model that is capable of simulating all of the major dimensions 

of conflict detection and version management (eager-eager, eager-lazy, and lazy-lazy). 

SuperTrans is built on top of SESC [22], a cycle-accurate MIPS CMP simulator. SuperTrans has 

been used in previous research for workload characterization of hardware transactional memory 

systems [57] and is particularly suited to this task as it allows for abstraction of the underlying 

model implementation. While the SuperTrans implementation of eager-eager and lazy-lazy 

systems is based on LogTM [2,58,59] and TCC [1] respectively, the model allows for abstraction 

of the specific overheads associated with tasks such as bus arbitration, NACK and backoff stall 

policies, conflict detection granularity, etc. This allows the researcher to gain insight into 

fundamental characteristics within and across design dimensions without being limited to any 

single design implementation. 

Table 6-2 shows the baseline configuration that was used for all experimental results 

unless otherwise stated. The trans_model parameter describes the conflict detection and version 

management schemes that were employed. Conf_det_g refers to the level of granularity at which 

conflicts are detected. Back_off is the backoff method that is used after a transaction is aborted. 

Primary/secondary baseline latency and primary variable latency (PBL, SBL, and PVL) quantify 

the latencies associated with a commit or an abort. In a lazy version management system, the 

primary latency is associated with a commit, since new values must be written back, while in an 

eager version management system the primary latency is associated with an abort, because the 

old values must be written back. The baseline latency is the static overhead required (e.g. 

arbitrating for the bus, maintenance, cleanup, etc) and the variable latency is the additional 

latency required based upon the write-set size. For a fair comparison, the latencies were kept 
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equal across both models; the latency of the fast operation (SBL) was set to the number of cycles 

required for a single write-back within the simulator. Table 6-2 lists the underlying 

microarchitecture parameters that were used throughout our experimentation. The 

microarchitecture core configuration was chosen because it is representative of an average 

machine. For a more in-depth analysis of the effect of microarchitecture on transactional 

performance, the reader is encouraged to read [56]. 

Program Generation 

One of the distinguishing aspects of this work is the isolation of the program semantics that 

dominate performance. Vital to this is the ability to build workloads that are functionally 

equivalent yet provide independently tunable characteristics. The TransPlant [61] framework 

enables the construction of workloads in which the transactional work, both in terms of 

instruction count and instruction composition, is held constant. In these experiments, each thread 

is responsible for committing 262,144 instructions. This number was chosen because it allows 

the representation of both extremes present in current transactional evaluation frameworks; high 

quantities of fine-grain transactions and low quantities of coarse-grain transactions, as well as all 

points in between. The instruction count was chosen as a power of two so the memory accesses 

could be evenly distributed across all granularities, removing any concern that specific 

granularities may receive unequal benefit based upon different memory alignments. Unless 

otherwise noted, transactions are evenly spaced throughout the program, allowing for a direct 

comparison across dimensions. 

The next requirement was that each transaction be responsible for at least one unique load 

and one unique store so that all transactions have at least some chance of conflicting. Thus, the 

total number of loads and stores to unique locations per thread was based upon the total number 

of transactions at the finest granularity, which results in a total of 32,768 loads and 32,768 stores 
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to unique globally shared cache lines in each thread. We define a unique-cache line access as the 

first access to a cache-line within a transaction. Subsequent accesses to the same cache line are 

defined as non-unique. This is an important distinction because only the first load or store to a 

cache line within a transaction increases the read or write set of that transaction. The remaining 

instructions were comprised of 65,536 loads and stores to non-unique cache lines, 117,964 

integer operations, and 13,108 floating-point operations. 

In the granularity experiments, the work is broken down into subsequently smaller 

granularities, each representing a point along an axis into which a programmer could decompose 

the transactional work. Thus, as the granularity of the transactions becomes finer grained, 

transactions contain fewer instructions but the total number of transactions required to complete 

the work increases. Table 6-3 shows this breakdown and includes a range from very fine, where 

each transaction comprises only 3.05x10-5 of the total work, to very coarse, where all of the 

transactional work is contained within a single transaction. While TransPlant provides two 

modes of conflict modeling, a high mode in which the distance between pairs of load/store 

operations to the same cache line is maximized and a random mode where this distance is 

randomized, only the random mode is used for the granularity experiments. This is because, as 

will be discussed subsequently, this distance plays a dominant role in determining the overall 

performance of a transaction. If the high conflict model were used, it would unfairly penalize the 

larger granularity transactions in a way that is not representative of a programmer simply 

choosing a different decomposition for a workload.  The sequential work that comprises the 

stride distance of each transaction is also constant and equal to the transactional work across all 

experiments, except those in which the transactional percentage or “transactional duty cycle” is 

varied. In these tests, the sequential work is varied while the transactional work is held constant 
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so that the transactional characteristics can be directly compared across experiments. Finally, it 

should be noted that since transactional work is calculated on a per-thread basis, trends can be 

compared across a varying number of processing elements, however the raw total cycle counts 

will differ based upon the number of threads. 

Results 

This section presents an analysis detailing how varying a specific transactional 

characteristic affects a program’s execution. Several experiments were used to evaluate system 

performance as transactional program characteristics vary on both eager-eager and lazy-lazy 

HTM systems. The first set of experiments measures the performance on programs 

representative of array-type memory accesses; specifically how the number of threads affects the 

overall execution time as transaction granularity changes and how transaction stride, the distance 

between successive transactions, affects overall performance in the presence of increasing 

granularity. The second set of experiments looks at performance using an object-based memory 

model and introduces the concept of conflict memory stride. Finally, the affect of conflict 

memory stride on execution time is shown. 

Transaction Granularity 

Transaction granularity refers to the raw size of a transaction and can be related directly to 

the period that a transaction maintains ownership of its read and write sets as well as the amount 

of work lost on an abort. While previous evaluations have shown that transaction size plays a 

role in execution time [1], there has not been a rigorous comparative study of how transaction 

granularity affects performance. In this section, we examine how performance scales using both 

array- and object-based memory accesses. For array accesses, the thread memory is modeled as a 

circular array; on a per-thread basis, there is no reuse outside of the transaction that first 

references a specific location. This ensures that a single transaction in each thread can only 
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interfere with a single transaction in another thread. For example in a program with n threads, 

TX1-A can interfere with TX2-A, TX3-A, …, and TXn-1-A but never with TX2-B. To model 

object accesses, it is assumed that each transaction will access part of some global object and that 

every transaction has the possibility to conflict with every other transaction. 

Impact Using Array Access 

Figure 6-1 shows how granularity affects overall program performance as the number of 

program threads increases on both eager-eager (left) and lazy-lazy (right) systems. The 

transactional granularity is scaled by powers of 2 beginning with 8 instructions and continuing to 

256k instructions as shown in Table 6-3. The normalized cycle count is on the y-axis. From these 

results, there is a clear performance advantage for coarse-gain transactions when there are only 

two threads of execution on both designs and even for four threads on the lazy-lazy 

implementation. As the number of threads increases, it becomes preferable to use more and more 

fine-grained transactions. While these experiments only show up to 16 threads, the downward 

trend in execution time suggests that it will hold true for increasing thread counts. There are 

several reasons for these results. 

Figure 6-2 shows the breakdown of the transactional cycles (sequential cycles are 

excluded) for eager-eager. Regardless of thread count, the commit overhead has the largest 

impact on the low end of the granularity scale, diminishing in all cases as the granularity 

increases. This is to be expected because the total number of transactions decreases as the 

granularity increases. What’s more, the overhead as a percentage of execution time remains 

nearly constant regardless of thread count, which is part of the reason the two-thread case on 

eager-eager performs better with coarser granularities. From Figure 6-1 it can be seen that the 8-

instruction granularity transaction takes the longest to complete in the two-threaded case. All 

other thread counts consume the most cycles at the largest granularity. 
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For these programs, the high end is completely dominated by conflicts; actual committed 

instructions account for less than 50% of the execution time in the best case. Some of the 

conflicts are resolved through NACKs but others require aborts. Of those resolved through useful 

stalls, the ratio of useful stall cycles to total transactional cycles remains nearly constant as the 

number of threads increases – at the high end accounting for 60-65% of the total cycles for 4-, 8-, 

and 16-thread programs, suggesting that useful stalls are independent of thread count. Aborts on 

the other hand increase dramatically as the number of threads increases, both as a percentage of 

execution time and rate. The increase in aborts can be attributed to the greater propensity of write 

overlaps as the number of threads increases. A deeper discussion of conflict memory stride is 

discussed in the subsequent section on conflict memory stride. 

For the lazy-lazy system, there is a trough in the performance breakdown for all thread 

counts. This suggests that neither a fine-grained nor a coarse-grain program will see the best 

performance but that a middling approach might work best. Figure 6-3 shows the lazy-lazy cycle 

breakdown (overhead is included in the abort cycles). As can be seen, aborts play a big role in 

the performance, which is why the relative performance at smaller granularities with increasing 

thread counts is better than at lower thread counts. As the number of threads increases, there is 

more time spent with useful stalls (a useful stall in this case implies that a completed, waiting, 

transaction was able to commit successfully). From Figure 6-3a to 6-3d, as the number of threads 

and granularity increases, there is a greater probability of an abort occurring. This is especially 

apparent comparing 6-3a to 6-3d. For all granularities, the two-threaded case has an average retry 

rate of 0.4 while the 16-threaded case experiences approximately 2.5 retries per transaction. So, 

the increasing number of aborts coupled with the increasing penalty indicates that coarse 

granularities with more than two threads will result in poor performance. However, this is not 
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always the case; there is a delicate balance with the abort rate where choosing any granularity 

will result in roughly the same performance. Figure 6-7 shows how the abort rate changes with 

the granularity and the number of threads for lazy-lazy. For all but the 16-thread case, the abort 

rate is nearly asymptotic. 

From the above analysis it is apparent that minimizing the granularity of the critical section 

does not always result in the best performance, which is opposite of what one would expect from 

lock-based programs. Instead, the granularity of the transactions should be scaled based upon the 

number of actively committing threads. This is largely a result of the commit overhead and is 

exacerbated on the lazy-lazy model, which suffers a larger penalty during the commit phase. 

Moreover, across both models, there are rapidly diminishing returns for continued reduction in 

the granularity of the transactions; the peak performance is achieved at granularities as large as 

25% of the total work to be completed. This implies that, because of the speculative nature of 

transactions, program developers using mostly arrays should not needlessly focus development 

time on achieving minimal critical region size. 

Impact Using Object Access 

Object-based accesses assume that each transaction will access the same set of cache lines 

repeatedly throughout the lifetime of the program. This is an important distinction because it 

dramatically increases the probability of an abort; subsequent transactions are more likely to 

interfere with previous transactions. In other words, it removes the spatial and temporal conflict 

aspects of array accesses. This type of behavior is often seen in scientific workloads, such as tree 

access that begin at a common root node/pointer, and commercial workloads that frequently visit 

or update a common entry or set. The general performance results for both eager-eager and lazy-

lazy are shown in Figure 6-4. 
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From Figure 6-4, the trends in both the eager-eager and lazy-lazy graphs are immediately 

apparent; what is most striking is the fact that lazy-lazy’s performance is almost the inverse of 

the eager-eager system. On eager-eager, the high and low end of the granularity scale experience 

much better performance than the middle portion. The opposite is true for lazy-lazy, where 

performance is better for the middle granularities and over a much wider range. 

Referring back to the array-based results in Figure 6-1, it can be seen that eager-eager 

performance has changed dramatically but that the lazy-lazy results are very similar to the results 

from the array experiment. The 2- and 4-thread programs in lazy-lazy reach a steady state at or 

around the 8k granularity mark in both cases. The 8- and 16-thread programs look as though they 

are mirrors of the array results because the fine-grained programs experience the worst results 

here. However, the trend is clearly toward increasing runtime for the coarse transactions, just as 

in the array experiments. When the cycle breakdowns are examined, the results become clearer. 

Figures 6-5a- 6-5d show the cycle breakdown for the eager-eager programs with 2, 4, 8, 

and 16 threads. Above 2 threads, the entire execution is dominated by aborts. These programs 

experience very few useful stalls and the overhead is negligible in the presence of the 

overwhelming aborts. The reason for this is the way the programs end up being structured. Since 

each transaction can conflict with every other transaction, including those that are subsequent to 

it, they have no ability to reach a staggered-state where a transaction in one thread is unlikely to 

conflict with a transaction in a separate thread and thus has no choice except to abort. Because 

the number of potential conflicts increases with the thread count, the effect is exacerbated as the 

number of threads grows, reflected in the ever-growing abort ratios. 

The ratio of useful cycles to abort cycles as the number of threads increases is dramatic. 

With the array-based accesses, up to the 1k granularity, the cycle ratios remain nearly constant. 
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After 1k, an increasing portion of the execution time is consumed by abort cycles. With object-

based accesses, the ratio of transactional work remains nearly constant across all granularities 

within each thread but no other part of the execution time scales; aborts completely dominate the 

execution. The same is true of lazy-lazy, shown in Figure 6-6. 

The execution of the lazy-lazy programs is also dominated by abort cycles. The first 

noticeable difference is that there are no useful stalls; for all thread counts, the number of useful 

stall cycles is zero. The reason for this behavior is the same as outlined above – since all 

transactions can conflict with one another and conflicts are not detected until commit time, when 

a transaction does commit all other currently active transactions are almost guaranteed to abort. 

Nevertheless, this is not very different from the array-based result for lazy-lazy where a 

significant portion of the execution time is consumed by abort cycles for all thread counts. 

Consider the breakdown of retries per transaction for lazy-lazy, provided in Figure 6-7. For 

array-based accesses, the retry rate approaches half the total number of threads. This is because, 

initially, many of the threads conflict with one another until they reach some steady state where 

commits are serialized [9]. Even in the coarsest cases where a steady-state is unattainable, since 

each transaction can only conflict with a single transaction per thread and a committing 

transaction is guaranteed success, the maximum average retries will be limited to (ThreadCount / 

2). For object-based accesses, because the memory addresses are reset in each transaction to 

mimic access to a shared object, this virtually guarantees that a transaction will conflict not only 

with those transactions with which it shares spatial locality, but also those transactions 

subsequent to it on other threads. Further, since this is a lazy-lazy system, if a conflict occurs, an 

abort is the only option, which is similar to the restart convoy problem discussed in [9]. The 

initial dip in the retry rate for the 8- and 16-thread programs is indicative of the convoy problem. 
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The sequential sections are just large enough that the threads become staggered, allowing some 

threads to execute in sequential sections while others are executing in transactional sections, 

reducing the overall contention. As soon as the commit overhead becomes large enough that 

transactions are unable to execute and commit entirely while other threads are within sequential 

sections, the retry rate quickly approaches its practical limit of (ThreadCount - 1). The contention 

is only reduced when the total number of transactions is reduced and threads are able to complete 

their shared access region, reducing the number of active, contentious, threads. 

In summary, the performance of the lazy-lazy implementation provides nearly constant 

performance for either array or object accesses across all thread counts between 64 and 32k 

transaction granularities. The same cannot be said for the eager-eager implementation. While 

eager-eager appears to scale better with small transactions, as the number of threads increases, 

the move to an object-based access pattern where there are large numbers of conflicts makes the 

reverse true. As the number of threads increases, the performance gets progressively worse 

because of the contention. The results for object-access imply that unless the workload developer 

can drastically minimize the size of the transactions in the eager-eager model, the high cost of 

aborts coupled with the high probability of conflicts with future transactions suggests that the 

developer should instead focus on the minimization of the number of transactions. Because of 

this, in regions of high contention, a lazy approach may be preferential, particularly for novice 

developers, as the general trend remains consist with array-based access. 

Transactional Duty Cycle 

Finally, to test the sensitivity of previous experiments to changes in the transactional stride, 

the total transactional percentage is varied. Since number of transactional instructions that must 

be completed is fixed, the sequential portion of the code must be increased in order to reduce the 

percentage of the workload that is transactional, which results in an increase in the stride distance 
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between transactions. Similarly, to increase the transactional percentage, the sequential section 

must be decreased, producing a correspondingly smaller stride distance between transactions. 

Figure 6-8 shows the transactional cycle count results for eager-eager (left) and lazy-lazy (right) 

workloads that are comprised of 25%, 50%, and 75% transactional percentages for both array 

and object access patterns. Transactional cycle count is defined as the summation of all 

transactional activities (aborts, commits, stalls, and overhead) across all threads. This metric is 

used (as opposed to total cycles) so that draw direct comparisons may be drawn across the 

experiments where the sequential instruction count varies. 

From both graphs, the minimal effect that the sequential stride distance has within this 

range is apparent. In the eager-eager model, we see that for object access there is a slight 

performance improvement achieved in the simulations that had a larger transactional stride.  The 

25% workloads outperform the 50% in all but two granularities with an average 7.8% reduction 

in execution time across all granularities and the 50% outperform the 75% in all but three 

granularities with an average 6.1% reduction in execution time. This improvement all but 

disappears in the array access, however, where the average distance between the two extreme 

stride lengths is less than 0.04%. 

In the lazy-lazy model, for all but the very finest granularities, across both array and object 

access, increasing or decreasing the sequential has little to no effect on the transactional 

performance. Notatable exceptions to this are the very fine, 8- and 16-instruction granularities. In 

these cases, by increasing the sequential distance between the transactions, one is able to increase 

the probability that a thread will be in a sequential section. Since the total length of the 

transactions within the granularities is very short, this improves the chance for threads to commit 

while other threads are within sequential sections. This advantage is much more apparent in the 
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lazy model than in the eager model because of the “all-or-nothing” nature of lazy models. 

Whereas in an eager model this slight increase in probability might result in a cycle or two of 

saved stall, in the lazy model it often prevents entire aborts. Moreover, it can be seen that as the 

granularity of the transaction increases above 16 instructions, and thus the time for an entire 

transaction to complete and commit in lazy increases, this advantage all but disappears. 

Memory Conflict Stride 

Most previous transactional memory research used characteristics such as read- and write-

set sizes, raw transaction size, or raw number of aborts/retries per transaction to describe a 

transactional memory workload. In particular, when discussing a transaction’s conflict rate, prior 

work often references the size of the read and write sets and average transaction size [11, 52]. 

While these attributes do influence the abort rate, there is a more fundamental aspect of program 

design apart from set sizes that needs to be considered: memory conflict stride. 

The definition of memory conflict stride, in general, is the distance between a read to a 

shared cache line and a commit within the same transaction. This can be refined for systems that 

allows to stalls to indicate the distance between a read and write to the same shared cache line 

within the same transaction. This is an important attribute because this is the window in which an 

abort is most likely to happen. In fact, when describing transaction size within the context of 

conflict potential, the memory conflict stride should be used in place of or in conjunction with 

transaction size. Figure 6-9 shows how conflict memory stride can affect a program’s abort rate 

in an eager conflict detection/eager versioning model. The figure is broken into three boxes, 

coarse memory stride, fine memory stride, and coarse memory stride with additional reads and 

writes. In the left-most figure, AS is placed in the first thread’s read set; it is subsequently placed 

in the read set of threads T1 and T2. When T0 attempts to write AS, it is forced to stall because it 

has been detected in the read sets of T1 and T2. T0 is then aborted when T1 attempts to write; T1 
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is aborted when T2 attempts to write. T0 and T1 restart and the conflicts are finally resolved. The 

center figure shows the same threads but with much shorter distances between the reads and 

writes. In this example, the threads never conflict because the potential for a conflict has been 

greatly reduced due to the smaller distance between the load and store to AS. Finally, the third 

figure shows the threads with additional reads and writes but to private or non-conflictious global 

addresses. While these additional reads and writes are stored in each transaction’s read and write 

set, there is no possibility that they could ever cause a conflict with another transaction and so 

the conflicts are resolved exactly the same way as they were in the original coarse-grain 

example. A similar model can be used for LL, replacing the second memory reference with a 

commit. 

To demonstrate this phenomenon, TransPlant was used to generate two basic programs 

(shown in Table 6-4):  one with transactions of size 18k instructions and one with transactions of 

256 instructions. In the first experiment, each transaction contains only a single read and a single 

write, each to the same shared address. Each program begins with a memory conflict stride equal 

to the transaction size and then the stride is slowly decreased. To show that memory stride is 

independent of the size of the read- and write-sets, the set sizes are varied for the 256-transaction 

size program (33 reads/9 writes and 65 reads/17 writes). Results provided are the median values 

for 100 runs of each program. 

Figure 6-10 shows the raw abort count plotted against memory stride for mem_18k_1_1 on 

eager-eager and lazy-lazy systems. This figure clearly shows that larger memory strides have a 

greater chance of forcing aborts for both eager-eager and lazy-lazy systems. The result is more 

pronounced in the eager-eager system because the conflicts are detected prior to commit. The 

abort count is reflected in the overall execution time for this program, shown in Figure 6-11. The 
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eager-eager system experiences many more aborts than the lazy-lazy system, which induces 

additional overhead for the program since its abort penalty is the dominating factor. The lazy-

lazy system shows nearly constant performance because there is little additional overhead for an 

abort and commits are more frequent, making the commit time the dominant performance factor. 

Figure 6-12 shows the raw number of aborts as the memory stride of the 256-instruction 

programs is scaled down. The total number of aborts has decreased since the confliction window 

has been globally reduced but there is still a clear downward trend with the total number of 

conflicts. For all of the 256-transaciton size programs, the lazy-lazy system experiences a greater 

number of aborts because the eager-eager system can detect conflicts sooner and stall rather than 

abort. There is also a clear difference in the abort trend for the lazy-lazy system between 

mem_18k_1_1 and all of the mem_256 programs. Because of the reduced instruction count of 

each transaction compared to the 18k case, the time required for commits in the lazy-lazy system 

is reduced. When the memory stride is also reduced, the distance to the first contentious load is 

increased, allowing an increased number of aborts to be prevented by permitting some 

transactions to commit before the conflicting load in otherwise contentious transactions is 

reached. This is the reason that there is a steady decrease in the abort rate. However, the overall 

performance, shown in Figure 6-13, follows the same trend as the 18k program. The lazy-lazy 

system performance is nearly constant while the eager-eager system improves as the memory 

stride, and thus the number of aborts, decreases. 

For both the 18k and the 256 transaction size programs, the performance of the eager-eager 

system increases quickly as the memory stride is reduced. This is because when aborts occur, 

they occur much closer together – meaning that the eager-eager system has fewer instructions to 

rollback. The size of the read and write sets make almost no difference in the raw number of 
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aborts; the abort count is almost identical for all of the eager-eager and all of the lazy-lazy 

programs. The overall performance of the lazy-lazy system remains nearly constant regardless of 

stride and read-/write-set sizes, within 2%. The performance trend of the eager-eager system is 

similar but with a much more defined difference in the overall performance. The discrepancy 

between the performance benefit of reducing the raw abort count within the eager-eager model 

when compared to the lazy-lazy model is due to the nature of the two systems. While in both 

systems an abort prevents the re-execution of a number of instructions (limited by the transaction 

granularity), each abort that is prevented within the eager-eager system also saves expensive bus 

arbitration, write back, and back-off time. 

Case Study Conclusions 

Although there have been many proposed transactional memory designs, there has not 

been a systematic evaluation of how transactional memory program characteristics affect system 

performance. In this emerging area, marginalizing this type of research could adversely affect 

design decisions and force future research along the wrong path. With this in mind, this case 

study explores the ramifications of transaction granularity, stride, and thread count on program 

performance using both array- and object-based memory accesses. A new metric, conflict 

memory stride, is introduced to describe the effect that contentious memory locations have on 

the abort rate and the overall program performance. 

Experimental results show that for typical array-based accesses using an eager-eager 

implementation with low thread counts, transactions should not be too fine-grained. However, as 

the number of threads scales upward, it becomes worthwhile to use more and more fine-grained 

transactions because of the increased contention, which is why the results for the lazy-lazy 

system follow a trend similar to eager-eager, albeit with an even greater delineation in its 
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performance. These results suggest that while it may be wise to spend some development time on 

adjusting transaction sizes, the focus should not be on finding minima for the critical regions. 

For eager-eager systems, the object-based memory access results suggest that, regardless 

of thread count, either fine-grain or coarse-grain transactions should be used; the overhead for 

aborts outweighs any contention reduction gained for the middle-sized transactions. For lazy-

lazy systems, the opposite is true; fine- and coarse-grain transactions should be avoided because 

of the increased contention. It should be noted that the trends for both array- and object-based 

access are similar, which may make a lazy system more attractive to developers since 

performance remains consistent even in the presence of increased conflicts. This effect is also 

seen in the presence of variable conflict stride. Transaction conflicts are largely a result of the 

memory conflict stride. Excluding microarchitecture and the overhead associated for each read 

and write, read- and write-set sizes are largely irrelevant. The abort rate is independent of not just 

the reads and writes in a transaction but even the unique reads and writes; it is dependent on the 

largest conflict memory stride and affects both eager and lazy transactional memory 

implementations. 

The experimental results presented in this case study indicate that some of the knowledge 

gained from decades of traditional concurrent programming may not hold true and both system 

designers and program developers should be conscious of the implications. The community may 

also need to redefine how to gauge the performance of transactional programs; average 

transaction size, transaction percentage, read set, and write set may not be enough to effectively 

categorize a program’s likely performance on a given transactional memory system.  
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Table 6-.1 Transactional and microarchitecture independent characteristics 
Characteristic Description Values 

Threads Total number of threads in the program Integer 

Homogeneity 
All threads have the same 
characteristics 

Boolean 

Tx Granularity Number of instructions in a transaction List, Normalized Histogram 

Tx Stride 
Number of instructions between 
transactions 

List, Normalized Histogram 

Read Set Number of unique reads in a transaction List, Normalized Histogram 

Write Set 
Number of unique writes in a 
transaction 

List, Normalized Histogram 

Shared Memory Number of global memory accesses 
List, Normalized Histogram (complete, high, low, 
minimal, none) 

Conflict 
Distribution 

Distribution of global memory accesses List, Normalized Histogram (high, random) 

Tx Instruction 
Mix 

Instruction mix of transactional 
section(s) 

Normalized Histogram (memory, integer, floating 
point) 

Sq Instruction 
Mix 

Instruction mix of sequential section(s) 
Normalized Histogram  (memory, integer, 
floating point) 

 
Table 6-2. Baseline configuration 

Parameter Value 

Trans_model Conflict Detection/Version Management 
eager-eager, 
lazy-lazy 

Back_off Backoff Policy Exponential 
Conf_det_g Conflict Detection Granularity 32 Bytes 
PBL Primary Baseline Latency 50 
PVL Primary Variable Latency 12 T

M
 M

od
el

 

SBL Secondary Baseline Latency 12 
issue_width Processor Issue Width 4 
ROB_size Reorder Buffer Size 18*issue_width+32 
LSQ_size Load/store queue size 10*issue_width+32 
int_regs Integer Registers 8*issue_width+32 
fp_regs Floating Point Registers 6*issue_width+32 
int_issue_win Integer Issue Win Size 6*issue_width+32 
fp_issue_win Floating Point Issue Win Size 4*issue_width 
L2_size L2 cache size 4096kB 
L2_lat L2 cache latency 12 
il1_size L1 instruction cache size 32kB 
Il1_lat L1 instruction cache latency 1 
dl1_size L1 data cache size 32kB 

P
ro

ce
ss

or
 C

or
e 

dl1_lat L1 data cache latency 2 
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Table 6-3. Transactional program characteristics 

Granularity Transactions Read Set Write Set 
Ratio of Total 

Work 
8 32768 1 1 3.05E-05

16 16384 2 2 6.10E-05
32 8192 4 4 1.22E-04
64 4096 8 8 2.44E-04

128 2048 16 16 4.88E-04
256 1024 32 32 9.77E-04
512 512 64 64 1.95E-03

1024 256 128 128 3.91E-03
2048 128 256 256 7.81E-03
4096 64 512 512 1.56E-02
8192 32 1024 1024 3.13E-02

16384 16 2048 2048 6.25E-02
32768 8 4096 4096 1.25E-01
65536 4 8192 8192 2.50E-01

131072 2 16384 16384 5.00E-01
262144 1 32768 32768 1.00E+00

 
 

Table 6-4. Memory conflict stride program characteristics 
Name Transaction Size Conflict R-Set Conflict W-Set Total R-Set Total W-Set 

mem_18k_1_1 18k 1 1 1 1
mem_256_1_1 256 1 1 1 1
mem_256_32_8 256 1 1 32 9
mem_256_64_16 256 1 1 65 17
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Figure 6-1. Performance scaling on 50% transactional, array-based memory accesses, as the 
transactional granularity increases on an eager-eager system (left) and a lazy-lazy 
system (right) 
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Figure 6-2. Relative execution time eager-eager (array-based) 
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Figure 6-3. Relative execution time lazy-lazy (array-based) 
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Figure 6-4. Performance scaling on 50% transactional, object-based memory accesses, as the 
transactional granularity increases on an eager-eager system (left) and a lazy-lazy 
system (right) 
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Figure 6-5. Relative execution time eager-eager (object-based) 
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Figure 6-6. Relative execution time lazy-lazy (object-based) 
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memory accesses (right) 
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Figure 6-8. Performance scaling as the transactional granularity increases and as the transactional  
percentage changes on an eager-eager system (left) and a lazy-lazy system (right) 

 

   
 

Figure 6-9. Memory conflict stride (EE system) 
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Figure 6-10. Abort count (mem_18k_1_1) 
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Figure 6-11. Cycle count (mem_18k_1_1) 
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Figure 6-12. Abort count (mem_256_x_y) 
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Figure 6-13. Cycle count (mem_256_x_y) 
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CHAPTER 7 
CONCLUSIONS 

Understanding the nature of TM and multi-core design dimensions and their interactions is 

critical for the design of efficient HTM-based multi-core systems. Toward this end, the author 

has built a generic HTM system on top of cycle-accurate processor simulator that can simulate 

out-of-order execution multi-core processors. Analytical models were constructed that relate 

transactional memory workload performance to 6 TM design dimensions and 12 key core design 

parameters. Using these models, TM/core design parameters were identified that have the largest 

impact on TM workload’s performance. Furthermore, it was shown that these models can be 

used for accurate performance prediction across the joint TM/multi-core design space. The major 

conclusions that can be drawn from the first part of this study are: (1) SPLASH-2 alone is not 

sufficient for transactional memory research. This is primarily due to its low percentage of 

atomic regions, and even lower percentage of atomic regions that experience actual contention. 

However, there are interesting and different optimization opportunities that exist in both fine and 

course granularity transactions, and they largely depend on transactional interaction. Therefore 

work must be focused on creating truly dissimilar workloads across all granularities. (2) There 

can potentially be greater benefit in optimizing the microarchitecture to suit transactional atomic 

regions than even their equivalent lock-based counterparts. Additionally, particularly as the level 

of contention increases, overall transactional performance is not simply a result of resources 

applied, but rather largely the result of how various TM mechanisms interact with the underlying 

core configurations. Thus choosing appropriate resources for a transaction/workload 

configuration can result in compounded improvements. Therefore, it is crucial that future 

transactional architects take into consideration the specific interaction between workloads, 
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transactional parameters, and the underlying architecture in a co-design method and not in 

isolation. 

With no universally accepted transactional memory program suite, researchers are left in the dark 

about what may or may not constitute an acceptable benchmark. If the wrong benchmarks are chosen, 

they may not be able to stress the design in the ways that the architect expects or may provide superfluous 

results. In fact, previous research has shown that many of the SPEC CPU programs exhibit similarities in 

conventional design spaces and are, in fact, redundant. In this work, a set of characteristics has been 

provided that architects can use to evaluate transactional memory programs and it has been shown that 

programs can be selected based on all or a subset of these traits. Using these characteristics, it is shown 

that using SPLASH-2 to evaluate a transactional memory system may not expose all of the benefits or 

flaws in a design and that the PARSEC programs used in this evaluation have features that make them 

redundant when using SPLASH-2. When the STAMP benchmarks are considered, there is more diversity 

in the entire benchmark set but is still limited in its scope; more emphasis should be placed on the design 

and implementation of transactional memory programs if this field is going to continue to grow. The 

program traits and mathematical methods described in this paper can be used to guide and evaluate the 

comprehensiveness of these new programs. Finally, this study shows that picking and choosing feature 

sets can be used to select a set of programs that can stress a particular element in a design, allowing 

architects to quickly select a benchmark to test a specific design implementation. 

Using principle component analysis, clustering, and raw transactional performance metrics, it has 

been shown that TransPlant is capable of creating programs with a wide range of transactional features. 

These features are independent of the underlying transactional model and can be tuned in multiple 

dimensions, giving researchers the freedom they need in testing new transactional memory designs. In 

addition, it was shown that TransPlant can use profiling information to create synthetic benchmarks that 

mimic the high-level characteristics of existing benchmarks. This allows for the creation of equivalent 

transactional memory programs without manually converting an existing program and provides a venue 
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for the dissemination of possibly proprietary benchmarks without dispersing the source code. The 

framework presented in this paper provides a limitless number of potential transactional memory 

programs usable by transactional memory architects for quick design evaluations. 

The case study results show that for typical array-based accesses using an eager-eager 

implementation with low thread counts, transactions should not be too fine-grained. However, as 

the number of threads scales upward, it becomes worthwhile to use more and more fine-grained 

transactions because of the increased contention, which is why the results for the lazy-lazy 

system follow a trend similar to eager-eager, albeit with an even greater delineation in its 

performance. These results suggest that while it may be wise to spend some development time on 

adjusting transaction sizes, the focus should not be on finding minima for the critical regions. 

For eager-eager systems, the object-based memory access results suggest that, regardless 

of thread count, either fine-grain or coarse-grain transactions should be used; the overhead for 

aborts outweighs any contention reduction gained for the middle-sized transactions. For lazy-

lazy systems, the opposite is true; fine- and coarse-grain transactions should be avoided because 

of the increased contention. It should be noted that the trends for both array- and object-based 

access are similar, which may make a lazy system more attractive to developers since 

performance remains consistent even in the presence of increased conflicts. This effect is also 

seen in the presence of variable conflict stride. Transaction conflicts are largely a result of the 

memory conflict stride. Excluding microarchitecture and the overhead associated for each read 

and write, read- and write-set sizes are largely irrelevant. The abort rate is independent of not just 

the reads and writes in a transaction but even the unique reads and writes; it is dependent on the 

largest conflict memory stride and affects both eager and lazy transactional memory 

implementations. 
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The experimental results presented in the case study indicate that some of the knowledge 

gained from decades of traditional concurrent programming may not hold true and both system 

designers and program developers should be conscious of the implications. The community may 

also need to redefine how to gauge the performance of transactional programs; average 

transaction size, transaction percentage, read set, and write set may not be enough to effectively 

categorize a program’s likely performance on a given transactional memory system.  
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