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In this study, I explicate and defend the view that there is a conceptual connection between 

the notion of intentionality, or representation, and phenomenal consciousness. Specifically, I 

argue that any intentional state is to be understood as either a conscious mental state or a 

disposition to have a conscious mental state, a view I call, after the work of John R. Searle, the 

Connection Principle.  

Intentionality and consciousness both present significant challenges to philosophy of mind 

and empirical psychology, but it is widely believed that they present different sorts of challenge. 

Specifically, intentionality is thought to be at least a tractable problem, something on which we 

already have a promising theoretical grasp. Meanwhile consciousness is often thought to present 

a vastly more difficult problem, perhaps more of a mystery. This view encourages the thought 

that we can pursue the study of intentionality independently of the study of consciousness. 

Meanwhile some researchers have attempted to show that the problems of consciousness are 

after all not intractable, but are reducible to the problems of intentionality, and are thereby 

readily resoluble within current research paradigms, though much remains to be worked out in 

detail. By establishing the Connection Principle, however, I make clear that the notion of 

intentionality ultimately presupposes the notion of consciousness, so both problems are equally 
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tractable or intractable, and attempts to reduce consciousness to intentional notions get the order 

of explanatory priority backwards. Much recent work on both subjects will then need to be 

rethought in light of this fact. 
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CHAPTER 1 
TWO PROBLEMS IN THE PHILOSOPHY OF MIND 

Introduction 

An important question in contemporary philosophy and science is the nature of the 

relationship between intentionality and consciousness. Intentionality is simply the quality or 

property of having representational content, of being about something or other. Consciousness is 

sometimes described as the “what-it’s-like” to be in a particular mental state, the “raw feel,” or 

“phenomenal” or “qualitative” experience that accompanies many mental states.  

Puzzles arise when we consider the fact that a great many intentional states are also 

conscious states, though intuitively not all of them are. For instance, if a man is in a dreamless 

sleep, we still unhesitatingly say that he is the subject of all sorts of propositional attitudes 

(beliefs, desires, hopes, fears, etc.), though none of these are at that very moment conscious. For 

that matter, a conscious subject who simply happens not to be entertaining a particular belief, 

hope or fear would seem to be the subject of unconscious intentional states.  For instance, most 

people in the USA believe that George Washington was the first president, though most people 

only rarely consciously entertain the belief. Usually, it is wholly unconscious.   

Further puzzles arise having to do with the intentional states of our representational 

artifacts, such as thermometers or Geiger counters. Obviously, these objects are not conscious, 

but they are the subjects of intentional states representing the temperature, levels of radiation, 

and so forth.  

Yet we can see that in both sorts of case, there seems to be an essential connection to 

consciousness. The sleeping subject could wake and entertain his various propositional attitudes; 

likewise, the non-occurrent propositional attitudes of the conscious subject could in principle 

become occurrent (i.e., conscious) ones. A conscious subject who believes non-occurrently that 
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Washington was the first president is capable, given the right stimulus (such as a question), of 

entertaining a conscious belief to the effect that Washington was the first president. As for 

representational artifacts, it is intuitive to say that they represent precisely because at some point 

someone consciously intends them to. That is to say, they represent because they are constructed 

by or used by conscious subjects precisely for the purpose of representing certain states of 

affairs.   

But perhaps there are intentional states that have no link to consciousness whatsoever. 

Perhaps, for instance, certain of the states of my liver represent my blood sugar levels, or perhaps 

sub-personal brain-states represent my core temperature. Perhaps I even perform all sorts of 

unconscious inferences to accomplish such perceptual feats as distinguishing a distant and fast-

moving object from a nearby and slow-moving one, or recognizing a familiar object from an 

atypical angle.  

To start from the other end of the distinction, perhaps not all conscious states are in fact 

intentional states. Undirected moods would appear to be candidates for non-intentional conscious 

states. It seems as though we can be sad or euphoric without being sad or euphoric about 

anything in particular. Perhaps pains or other sorts of bodily sensations also lack intentionality.  

It certainly sounds odd to say that a pain represents anything, even the tissue damage that causes 

the pain.  

Putatively, then, there are cases where we have consciousness sans intentionality, and 

intentionality sans consciousness. There is often a connection of some sort between the two sorts 

of state, but perhaps not always. What then can we say about the conceptual relationship between 

consciousness and intentionality?  

It seems, in brief, that we have three options:  
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1. We could say that there is absolutely no conceptual relationship between the properties. 

Perhaps a creature could be the subject of all sorts of intentional states while being utterly devoid 

of consciousness, and vice-versa.  As for conscious intentional states (such as conscious visual 

experiences) we could say that these states just happen to be conscious states, as a matter of 

contingent fact. There may in fact be a nomological necessity at work; it could be a natural law 

of our universe that any creature that has certain intentional states has them as conscious states. 

But that is just a contingent fact about our universe, and it is perfectly possible that things might 

have turned out quite different.    

2. The properties stand in some sort of determinable-determinate relationship; perhaps 

consciousness just is a type of intentional phenomenon, or vice-versa.  

3. The properties do not stand in the determinable-determinate relationship, but 

nevertheless there is some very tight conceptual connection between them such that the existence 

of one is a conceptual prerequisite for the other.   

I shall ultimately be defending a version of (3). Specifically, I shall be defending the claim 

that phenomenal consciousness is an essential prerequisite for intentionality. Any originally 

intentional state is either a conscious mental state, or a disposition for a conscious mental state.  

In honor of the pioneering work of John R. Searle (1990, 1992), I’ll call this ‘The Connection 

Principle’ (or ‘CP’) for short.  

An Overview 

In the next couple of chapters, I shall provide some essential background information on 

intentionality and consciousness.  In Chapter 2, I will give a broad theoretical overview of 

intentionality. In particular, I shall explicate the notions of content, conditions of satisfaction, 

and direction of fit. I shall also describe the all-important distinction between original and 
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derived intentionality. Finally, I shall offer a defense of the distinction between original and 

derived intentionality, since it has been challenged.  

Chapter 3 will provide an outline of some of the discussion of consciousness. 

Unfortunately, the term’s usage has become rather confused, to the point where some authors 

claim the concept of consciousness is a “mongrel concept,” or that the term is “multiply 

ambiguous.” I shall therefore discuss the more common uses of the term, finally settling on 

phenomenal consciousness as the sort of consciousness that I’m interested in. I shall offer some 

concluding remarks on the univocality (or lack thereof) of the term “consciousness,” as I believe 

far too much has been made of its alleged “ambiguity,” and it certainly isn’t a “mongrel 

concept.”  

In Chapter 4, I shall offer a more detailed discussion of phenomenal consciousness, the 

kind of consciousness I take to be essential for intentionality. I will characterize some of the 

major disputes in the study of phenomenal consciousness, but argue that my project does not 

require any immediate answers to most of the disputes.  

Chapter 5 will focus on attempts to reduce phenomenal consciousness to intentional terms. 

That is, I will be looking at the various attempts to explain consciousness in terms of 

representational facts. If such an account of consciousness is possible, my ultimate thesis is not 

correct. I will accordingly argue that these attempts are in principle flawed.  

Chapter 6 will be an investigation into the “Higher-Order” theories of consciousness. 

Higher-order theories are popular and have some very prominent defenders. I shall therefore 

argue that some kind of higher-order theory is compatible with CP, though there is some tension. 

Chapter 7 is a defense of the thesis that occurrent propositional attitudes have a distinctive 

phenomenology. This is important for my project because if occurrent propositional attitudes do 
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not have a distinctive phenomenology, one very obvious and important class of intentional state 

would lack any essential connection to consciousness.  

Chapter 8 will be an excursion into the metaphysics of dispositions. My formulation of CP 

will rely heavily on talk of dispositions, so I will need to say a bit about just what dispositions 

are; in particular, the causal or explanatory relevance of dispositions will need to be defended.  I 

shall also address the possibility of bare dispositions. Ultimately, I will adopt more-or-less intact 

the theory defended by Michael Fara (2006). I do see some potential worries about his theory, 

but they are quibbles that can be put aside for the purposes of my project.  

After these preliminary chapters, I shall begin getting at the heart of the project. In Chapter 

9, I shall describe CP in some detail, offering up some general remarks about its significance.  I 

shall also go over some of the extant attempts to formulate CP, looking in particular at the 

formulations of John Searle, and Kirk Ludwig. Ultimately, I shall opt for a formulation very like 

Ludwig’s, but I shall argue that we need to extend the formulation so that it affirms that all 

originally intentional states have an essential link to consciousness, since his merely affirms a 

link between consciousness and mental states.  

In Chapter 10 I will argue that considerations of parsimony require us to have good reason 

to appeal to intentional explanations; and in the absence of conscious experiences there is no 

such reason. This will mean that the onus is on one who would reject CP. 

In Chapter 11, I offer the conceptual argument for CP. I argue that an adequate theory of 

intentionality will require a conceptual entailment from the non-intentional facts about a 

system—the physical, functional and relational facts—to the intentional facts about that system. 

But no specification of the non-phenomenal facts can as a conceptual matter determine any 

determinate content for a system’s representational states. I argue that non-determinate content is 
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simply incoherent, and that we ought to understand “indeterminate content” as simply no 

content. Given that the phenomenal facts can provide a determinate content, it is clear that 

phenomenal consciousness is the only plausible candidate for accounting for the intentionality of 

any of a system’s states. 

In Chapter 12 I will defend the common-sense thesis that there are such things as 

unconscious intentional states, given that the appropriate relationship to consciousness is 

available.  

In Chapter 13 I offer some final remarks on the implications for a fully generalized CP. CP 

has profound implications for certain common methodological assumptions in cognitive science 

and philosophy of mind, and for the AI program.  
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CHAPTER 2 
INTENTIONALITY 

Introduction 

My project is to show a conceptual connection between intentionality and consciousness. 

Specifically I shall argue that any intentional state is: 1. A conscious mental state; 2. A 

disposition to have a conscious mental state; or 3. Intentional solely in virtue of some relation to 

a conscious creature. In this and the following chapters, I will explicate the concepts of 

consciousness and intentionality. This chapter will be dedicated to a providing a brief sketch of 

some of the crucial features of intentionality; consciousness will be treated in the following two 

chapters. After providing a sketch of the nature of intentionality, I will provide a defense of the 

distinction between original and derived intentionality, since some thinkers have been skeptical 

of the distinction.  

Intentionality as Contentfulness  

Intentionality, in brief, is the quality of being about something.  If we wanted to coin a 

synonym that more readily reveals to the ordinary English speaker the meaning of the term, we 

might opt for aboutness, or, if the neologism repels us, we could say that intentionality is 

contentfulness. Certain states of certain objects or systems are directed upon the world in such a 

way that those states are about something—that is, they have a particular representational 

content.  If we want clear examples of intentional states, we need look no further than our own 

minds: a great many of our own mental states are obviously intentional states. For instance, my 

belief that snow is white is a state that has as its representational content that snow is white; my 

perception of a patch of snow is a state that has as (part of) its representational content that there 
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is a patch of snow before me;1

Mental states obviously are not the only sort of thing that has intentionality. For instance, 

many artifacts can have intentional states. To take a simple example, some of the states of a 

thermometer are intentional, since they represent the ambient temperature.  When the mercury in 

a Fahrenheit thermometer reaches the mark that reads “90,” the thermometer is thereby 

representing the fact that the ambient temperature is ninety degrees Fahrenheit.  Similar 

considerations apply to any simple metric device, but also to such complex control systems as 

the guidance system in a heat-seeking missile.  As the missile tracks its target, its guidance 

system undergoes states that have as their content the target’s location.       

 my hope that it will snow again has as its content that it will snow 

again; and so on.   

A slight complication concerns the proper subjects of the property of intentionality.  That 

is, just what sorts of things can have the property? I have spoken so far of the states of certain 

objects as having intentionality, but ordinary usage lends some support to the notion that certain 

objects have intentionality as well.  It is very natural to say of an object like a painting or a 

photograph that it has intentionality (and much less natural to say the painting’s or photo’s states 

have intentionality).  We might even describe certain abstract particulars as having intentionality.  

Names are an obvious case: the name “Abraham Lincoln” represents the man himself (perhaps 

there is also some propositional content—it is a vexed issue).  However, I believe these cases can 

be analyzed in terms of states. It may sound odd to suggest that some state of the painting is 

representational, but this is because it is slightly unclear just what we mean to be talking about 

when we talk about “the painting.” If we think of a painting as simply a combination of canvas 

                                                
1 I say “part of” because obviously the perceptual state will have much more content than is captured by the 
proposition that there is a patch of snow on the ground. The patch will be of a particular shape, for instance, and be 
situated against a background of a certain sort, and be located at some definite position in my environment, and so 
forth.  
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and a certain quantity of pigment, then if a painting represents anything it does so in virtue of the 

arrangement of pigment on its surface2

Abstract objects present different challenges. A name, considered as an abstract object, is 

not a state, nor does it seem to undergo any states, besides trivial Cambridge states. Propositions 

too seem to be individuated in terms of their content, though it seems odd to suppose that 

propositions either are states or undergo representational states. But plausibly propositions, 

whatever they are, do not have content, but rather are content. They are the “things we mean” (to 

borrow a turn of phrase from Stephen Schiffer [2003]). For instance, if we consider a belief that 

it is snowing, the proposition “it is snowing” just is the content of that belief. So if to be 

intentional is to have content, propositions are not intentional after all, at least on one common 

way of understanding their nature. 

—and that the pigment is arranged as it is on the canvas is 

clearly a state of the painting as a whole. But we might also think of “the painting” as simply 

being some particular arrangement of pigment, such that a radical enough redistribution of the 

pigment would necessarily destroy the painting. In this case, what we refer to as “the painting” 

just seems to be the particular arrangement of some pigment. On this interpretation, the painting 

is not in a representational state—the painting just is a representational state (a state of some 

pigment). Similar remarks would seem to hold for any physical objects we would be inclined to 

say are representational, such as photographs, statues and maps.  

Names are perhaps the most plausible candidate for an object that has intentionality. 

Names are widely assumed to lack propositional content,3

                                                
2 How the pigment got to be so distributed matters as well of course—someone had to distribute the pigment with 
the intention of producing a representation.  

 but it is sufficient for something’s 

being intentional that it denotes something. But how is it that names come to denote? When we 

3 See Kripke (1980) for an influential defense of this view. The locus classicus of the view is John Stuart Mill 
(1843/2002), Book I, ch. 2, sec. 5.  For arguments against the view, see Searle (1983), Ch. 9. 
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speak of a name as an abstract object, we seem to be thinking in terms of a phoneme/lexeme or 

string of phonemes/lexemes. This is why it makes sense to speak of two people’s “having the 

same name.” If this is the right way to think about names, they denote their objects in virtue of 

standing in certain relationships to speakers. Speakers undertake the action of assigning a string 

of phonemes/lexemes to a particular object, and that is why the string of phonemes represents 

that particular object. Names would then seem to function much like individual constants in 

formal logic—they may be used to denote, but they do not do so until someone assigns a 

denotation to them. We can then distinguish between the abstract object itself (the string of 

phonemes/lexemes) and the state in virtue of which it represents—the relational state of having 

been assigned a referent by a speaker or a community of speakers.  

So I will continue to speak of intentional states, and I will speak of objects or systems as 

the bearers of intentional states. Now I will turn my attention to some of the distinctive features 

of intentional states. In particular, I will look at the notions of content, conditions of satisfaction, 

and direction of fit.  The first is shared by all intentional states; the latter two are had by a wide 

variety of intentional states.   

Content and Mode 

We can believe that it will snow, hope that it will snow, and wonder whether it will snow. 

If we consider these cases as a group, there is obviously something that they all share, but there 

is also something that differentiates each member of the group from the other two. The shared 

element is the representational content of the intentional state (or just “content”). The content of 

a representational state consists in a representation of how the world is (or was, or will be, or 

might be, etc.) In our three examples (a belief, a hope, and a wondering), the shared 

representational content is “it will snow.”   
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The element that sets each case apart from the other two we can call the manner of 

presentation.4 In our examples, which happen to be propositional attitudes, the manner of 

presentation is a psychological mode.  We can represent the structure of an intentional state by 

putting a sentence that expresses the content in parentheses, and supplying symbols for the 

psychological mode. For instance, we could represent the belief that it will snow, the hope that it 

will snow, and the wondering whether it will snow as follows:5

Bel (It will snow) 

  

Hope (It will snow) 

Wond (It will snow) 

In these particular cases, the content can be adequately expressed by a declarative 

sentence. It is an open question whether all representational content can be captured by 

declarative sentences—that is, whether all representational content can be adequately expressed 

by propositions. Some philosophers, such as Tim Crane (1988) and Christopher Peacocke (1992) 

hold that some content is non-conceptual. which would imply that it is in principle inexpressible 

as propositional content. For instance, Crane argues that the perceptual contents of experience 

are non-conceptual, since we can represent conceptually impossible scenarios in perception, such 

as when we are subject to the waterfall illusion.6

                                                
4 I would like to say “mode of presentation,” but the term has already been used by Frege in ways rather contrary to 
my intended usage.  

 Peacocke likewise argues that our basic 

perceptual capacities must involve non-conceptual contents, since our apprehension of spatial 

relationships is “unit free,” that is, our perceptions of spatial relationships present us with 

5 This notation is borrowed from Searle (1983).  

6 The waterfall illusion is generated by observing steady motion in a certain direction, and then turning one’s 
attention to a stationary object. Paradoxically, the stationary object appears to be both moving and not moving at the 
same time and in the same sense.  
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determinate distances, but not determinate in terms of units of length or any other metric. We 

simply have experiences as of a particular distance that is picked out demonstratively. Other 

philosophers, such as Michael Tye (1995) and Fred Dretske (1995), have argued that sensations 

or phenomenal experiences are representations of non-conceptual content, for reasons similar to 

those Peacocke offers in regards to space. We experience colors as determinate shades, but can 

perceive vastly more shades than we have individual shade-concepts. This is taken to show that 

our color experiences must therefore be non-conceptual in nature. If there is such a thing as non-

conceptual content, then there may very well be intentional content that cannot in principle be 

adequately captured by propositional attitudes.7

We might also think that certain intentional states simply to take an object as their 

representational content.  For instance, I may love Sally, or hate Tom.  These would be 

represented in our notation as Love (Sally) and Hate (Tom), where “Love” and “Hate” are the 

manners of presentation (once again, psychological modes), and the very persons themselves are 

the content. However, it seems plausible that the content of these states is in fact rather more 

complex than this.  It doesn’t look as though I can simply love Sally without believing anything 

about her or desiring or fearing anything further in relation to her.  It seems that my love for 

Sally must consist of certain beliefs, attitudes, and desires.  For instance, I may desire that Sally 

do well for her own sake, I may experience Sally as the causal basis of certain of my feelings of 

affection, I may wish to spend time with her, and so forth.  These intentional states, and any 

others that seem relevant, may be regarded as components of a complex state that probably 

includes some sort of affect (or at least a disposition to have affectual states), but also contains 

some intentional content we could represent as follows: Des (Sally does well) & Bel (Sally is the 

  

                                                
7 I say “may very well be” because there may be ways of thinking about non-conceptual content that do not entail 
this conclusion. See p. 9-11 below for discussion.  
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casual basis for certain feelings of affection) & Des (I spend time with Sally), and so forth.  So it 

looks as though we do not need to regard individual persons or objects as intentional contents. 

Conditions of Satisfaction 

One might assume that, since all intentional states have representational content, all 

intentional states are in principle capable of misrepresenting, and therefore all intentional states 

could be evaluated according to some sort of bivalent standard.  The most obvious sort of 

evaluation would be in terms of truth or falsity, but that particular distinction does not apply to 

all intentional states.  Hopes, for instance, are certainly genuine intentional states, but hopes are 

not literally true or false.  Nevertheless, hopes can be realized or dashed, according to whether 

the world turns out as hoped or not.  Similarly, perceptions can be veridical or non-veridical, 

fears can be met or unmet, and so on. So it does look as though many intentional states can be 

evaluated according to some bivalent standard, truth or falsity being merely one such standard. 

Let us capture this idea by saying that many intentional states can be evaluated in terms of 

whether or not they are satisfied. Beliefs are satisfied if they are true, perceptions are satisfied if 

they are veridical, hopes are satisfied if they are realized, and so forth.  Obviously then a great 

many intentional states are such that certain objective conditions would render them satisfied or 

unsatisfied.  

However, not all intentional states can be so evaluated, so it would be a mistake to take 

such evaluability to be a necessary feature of any intentional state. As an example, let us consider 

supposing that p.  Someone might wonder what I would do with myself if money were no object, 

and so say to me, “Suppose you were a billionaire . . .” As it happens I am not, but the 

supposition that I am being asked to entertain is still a perfectly good supposition; there seems to 

be no sense in which the supposition is unsatisfied. Yet even should it turn out that I were a 

billionaire, it still does not seem as though the supposition would be unsatisfied (despite a 
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conversational implicature to the effect that what is supposed is not true, or at least is not known 

to be true).  Suppositions are quite blind as to how the world is or might be. We can even 

knowingly suppose the impossible, perhaps for the sake of a reductio ad absurdum.  Similar 

considerations apply to wondering whether p, and perhaps doubting whether p.  

The lesson to take from these considerations is that what makes an intentional state an 

intentional state is not that it itself is evaluable, but that it has a content that is evaluable. If I 

suppose that I am a billionaire, I am in a state with the structure Supp (I am a billionaire).   The 

state as a whole is non-evaluable in terms of its being satisfied, but the content is not, and in fact 

is it false.     

To tie the notion of conditions of satisfaction to non-conceptual content, we will need to 

consider exactly how we ought to understand what it is for a state to have non-conceptual 

content. The general idea is that certain kinds of intentional state may be tokened by a subject 

independently of the subject’s having certain concepts. But there are two ways of fleshing out the 

picture: either the content of a perceptual state is itself not conceptually articulated, or the 

content is conceptually articulated, but a subject need not have the concepts in question in order 

to be in a state that has that content.  We can call the former view the content view, and the latter 

(after Heck [2000]) the state view. If we adopt the state view, no new complications about 

content arise, except for the fact that the subject may not be able to verbalize the conditions of 

satisfaction. The state of (or as of)8

                                                
8 The parenthetical “as of” is intended to head off the concern that “to perceive” is a success verb. The subject may 
not literally perceive that p if p is false, but he can still have a perception as of p, that is, having a perceptual 
experience which seems to him just as it would be if he really were perceiving that p.  

 perceiving that p is still satisfied just in case p, whether the 

subject has the concepts that make up the content p or not. Nor do things appear any more 

complicated if we adopt the content view. Recall Crane’s (1988) argument from the incoherence 
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of certain perceptual experiences: if we stare intently at a waterfall for a few moments (or any 

other phenomenon that involves steady movement in one direction), and then turn our attention 

to a stationary object, the object will appear to be both stationary and moving simultaneously. 

Crane argues that since this content is contradictory, it cannot be conceptually articulated. But 

even if this argument is sound, the question of conditions of satisfaction seems easy enough to 

answer; the perceptual state is satisfied just in case the object in question is both moving and 

stationary. That this condition is impossible is irrelevant. Indeed, it would seem to be essential to 

Crane’s argument that the state have particular conditions of satisfaction; otherwise, he would be 

unable to say why such a state’s content was somehow conceptually defective. It is precisely 

because the conditions of satisfaction are impossible to satisfy that he can say there could not be 

a concept answering to those conditions.  

For my overall project, the various questions I have so far considered (conceptual vs. non-

conceptual content, propositional content vs. objects-as-content) I can set aside. The main 

concern here is simply the notion of content; propositional content is one sort of content, the 

content of perceptual experience is another; perhaps there are other sorts of content, such as 

individuals or non-conceptual content. But all of these are merely determinate forms of content, 

which is my main interest. I will continue to speak mainly in terms of propositional content for 

the sake of convenience; I do not believe that anything of importance for my project rides on this 

terminological decision.  

We have talked about both content and conditions of satisfaction, and one might wonder 

just what connection there is between the two phenomena. Obviously, they cannot be the very 

same thing, for suppositions have no conditions of satisfaction, but they do have content.  The 
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relationship seems to be one of determinable to determining factor: the content determines the 

conditions of satisfaction, which may then be met or unmet.  

Direction of Fit 

Those intentional states that have conditions of satisfaction are not all satisfied in precisely 

the same way.  Should the conditions of satisfaction fail to be met, there are interesting 

differences in just what it would take to go about insuring that they are met. For instance, if 

someone believes that the world is flat, the belief is unsatisfied because the conditions of 

satisfaction (namely the earth’s being flat) are not met. Similarly, if someone desires an apple, 

but does not have one, his desire’s conditions of satisfaction are not met. But clearly very 

different reactions are appropriate if these states are unsatisfied. In a sense, the belief is 

irreparable, since the only remedy for a false belief is to simply abandon it and adopt a true one. 

What needs changing is the totality of the subject’s representational states. As for the desire, it 

would be satisfied if an apple were to find its way into the subject’s hands. In a sense, what 

needs changing is the world. Philosophers describe these differences as differences in direction 

of fit.9

                                                
9 See Anscombe (1963), section 32, and Searle (1983), p. 8-9 for helpful discussions of direction of fit.  

 States like beliefs and perceptions have mind-to-world direction of fit, since they are 

satisfied just in case they present the world as it is. To anthropomorphize a bit, such states try to 

shape the mind so as to match the world. On the other hand desires and hopes have world-to-

mind direction of fit, since they are satisfied if the world comes to be a certain way. Again to 

speak anthropomorphically if such states are allowed their way, they will shape the world to 

match the content of the subject’s mind. This is clearly merely a rough-and-ready way of 

characterizing the difference, but it is intuitively clear enough for our purposes. Importantly, 

since not all intentional states have conditions of satisfaction, not all intentional states have 
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direction of fit. Doubts and suppositions, for instance, have no conditions of satisfaction, and 

therefore no direction of fit. 

Original, Derived and “As-If” Intentionality 

It will be necessary to differentiate distinct types of intentionality, or uses of intentional 

idioms. Specifically we will need to be clear on the difference between genuine intentionality 

and “as-if” intentionality, and the difference between original and derived intentionality.  

“As-if” Intentionality 

Not all states are intentional states.  For instance, no state of a patch of snow on the ground 

is about anything at all; it has no representational content, not even that there is a patch of snow 

on the ground.  This is not to say that we could not employ intentional idioms in connection with 

any state we like; clearly we can and do.  For instance, we often make playful attributions of 

intentional states to things, as when a child attributes various desires or thoughts to a stuffed 

animal. Besides playful attributions, we could also say that electricity “seeks” the path of least 

resistance, or that our lawn is “thirsty,” or that a heavy bookcase “wants” to stay where it  is. 

These are all strictly speaking metaphorical attributions of intentionality, and if interpreted 

literally are false. However, these false attributions may still have considerable heuristic value. It 

is possible to use a claim that is literally false to convey a great deal of information. For instance, 

if we wanted to convey to someone an idea where the city of Brindisi is located, we could say 

“Italy is a high-heeled boot, and Brindisi is located on the back of the high-heel.” Italy of course 

is not a high-heeled boot, but in making this false claim a great deal of truth gets conveyed in a 

very efficient manner. Likewise, we can capture complex facts about anatomy if we attribute 

goals or other intentional states to organs or systems. It is false, but informative, to be told that 

the “immune system tries to protect the body from attack.” We come to learn something about 

the contribution the immune system makes to the overall biological viability of the organism, 
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and perhaps even something about the organism’s evolutionary history—namely that it was the 

immune system’s ability to protect the body from attack that contributed to the survival of the 

organism’s ancestors (and not, for instance, the immune system’s tendency to burn a few 

calories). But once again, if taken literally, such attributions are false. Following Searle, we can 

say that in these cases we are attributing as-if intentionality—we think or speak of certain states 

as if they were intentional, though in fact they are not.10

Natural Meaning 

 

But there is another important use of intentional idiom that is discussed by Paul Grice 

(1957). He distinguishes two senses of the word “meaning” and its cognates, as well as idioms 

that employ the word, the natural and non-natural senses. Natural meaning is the sense of 

“meaning” that we have in mind when we attribute meaning to something that is not a 

psychological subject, as when we say something like “those spots mean measles,” or “that patch 

of snow means that winter is coming soon.” We use other apparently intentional locutions for 

this sort of purpose as well; for instance, we might say that “the decline in retail sales is a sign 

that we are headed into a recession.”  The idea behind such apparently intentional locutions is 

simply that we can, on the basis of the state or states in question, safely predict certain 

occurrences or infer that certain states of affairs obtain (or will obtain, or have obtained). This is 

underwritten by the fact that certain types of event are causally correlated with other types of 

event. Infection with the measles virus may cause the patient to develop spots, which then mean 

measles. The decline in retail sales is to be causally explained (in part) in terms of a general 

economic downturn, and so they are a sign of a recession.  

                                                
10 Searle adopts the typographical convention of capitalizing the word “intentionality.” I will follow this convention 
only when quoting him.  
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Are attributions of natural meaning to be regarded as as-if intentionality? I think we must 

say that they are, if and only if we really are thinking that such locutions literally assign 

representational content to the states in question. However, it is not immediately obvious that 

they do so assign content. For one thing, as Grice notes, it is infelicitous to say something like 

“Those spots meant measles, but he didn’t have measles” (p. 377).  But plausibly, if some state s 

represents some distinct state of affairs a, then it should be in principle possible for some sort of 

misrepresentation to occur. The only ways we could make sense of a representation that could 

not in principle be mistaken are 1. The representation represents a necessary truth; 2. The 

representation has no conditions of satisfaction (like a supposition, or a question, a fear) or 3. 

The content of the representation is such that the very tokening of the representation guarantees 

its truth. For an example of the last sort, consider the content “There exists at least one 

representation.” Any representation with that content must be correct, simply in virtue of its 

being instantiated. Obviously, however, the fact that the spots mean measles is not infallible 

because of any such self-fulfilling content. Equally obviously it would be absurd to think of the 

spots as something like a question or a supposition. And it is also obvious that the claim that the 

patient has measles is not a necessary truth. So it looks as though if the spots are a representation, 

they are mysteriously infallible representations. We could either suppose that they really are 

representations, and they either are mysteriously infallible or we are at least prone to think of 

them as infallible. But the former is simply too mysterious, and the latter would require an 

implausible error-theory—we mistakenly attribute infallibility to the spots, even though they 

really might mean measles but be mistaken. Our best option then is simply to deny that the use of 

such intentional idioms as “means,” “is a sign of,” “indicates,” etc., really do involve speakers in 

literal attributions of representational content.11

                                                
11 On some widely-accepted accounts, names also have content, though they lack propositional content. The content 
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Another consideration in favor of denying that attributions of natural meaning are to be 

construed as literally intentional is the fact that we can apparently fully capture anything we want 

to say about natural meaning simply by speaking in terms of regular causal co-variation. Instead 

of saying “Those spots mean measles,” we could say with no loss of content, “Those spots are 

caused by a measles infection.” Of course the claim could be false; the patient might have some 

other ailment that causes similar spots. If so we would have to retract our claim—but then we 

should also have to retract the claim that “Those spots mean measles.” It looks as though 

absolutely no content has been lost in switching to causal language. This strongly suggests that 

attributing natural meaning to some state just is to state some causal regularity (or perhaps 

simply a nomic regularity, whether causal or not). This would make sense of the oddity of 

claiming “Those spots meant measles, but he didn’t have measles.” It would be just as peculiar to 

say “Those spots were caused by measles, but he didn’t have measles.”12

If one still wants to maintain that attributions of natural meaning really do involve genuine 

representational content, it would seem that the only move available is to suggest that 

attributions of natural meaning always or at least in many cases involve some tacit appeal to 

“optimal conditions” or “fidelity conditions.” For instance, Dennis Stampe (1977) argues for a 

causal theory of representation that arguably is based on Gricean natural meaning. Certainly he 

           

                                                                                                                                                       
would simply be the item named. Thus the name “Abraham Lincoln” is a representation, the content of which is 
simply the man himself, Lincoln. Nevertheless, the name all on its own can’t be false. But it would be highly 
implausible to interpret attributions of natural meaning along these lines.  While a name can’t be false, it can be 
empty—that is, it can fail to have a referent. But if certain spots really do mean measles, they can’t fail to have a 
referent. While there is the philosophical problem of empty names, there is no philosophical problem of empty 
natural meaning. There is simply no such thing, which strongly suggests that natural meaning involves some quite 
different concepts.  

12 Actually there are ways of interpreting this claim such that it could make sense; we need merely imagine some 
deviant causal chain (someone else’s measles infection somehow led to a chain of events that resulted in the 
patient’s skin developing spots). This can be remedied by simply providing the suppressed detail: “Those spots he 
had at t were the causal result of the measles infection he had at t, but he didn’t have a measles infection at t.” This 
statement explicitly spells out what was merely implied in the original, says nothing that was not implied in the 
original, and is clearly absurd.  
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supposes there are genuinely representational states that are not states of psychological agents, 

nor produced by them. For instance he takes the rings in the trunk of a tree to represent the age of 

the tree; but why think that? Stampe is not explicit about his reasoning, but presumably he is 

starting from the fact that we can say without absurdity, “Those sixty rings mean the tree is sixty 

years old.” This would seem to be a clear case of Gricean natural meaning. Let us use the 

expression “E means(N) that-C” to indicate that state E has the natural meaning that some state 

of affairs C obtains. Using this notation, the state of the tree trunk with its sixty rings means(N) 

that the tree is sixty years old. As Grice observes, we simply cannot say that “The rings meant 

that the tree is sixty years old, but the tree wasn’t sixty years old,” and I have argued that this fact 

alone makes it very difficult to take seriously the notion that attributions of natural meaning are 

to be construed as attributing genuine intentional content. Stampe however argues that there is no 

absurdity, at least if certain conditions are met. The rings of a tree may indeed misrepresent the 

age of the tree. This is possible if we appeal to “fidelity conditions.” Fidelity conditions are 

conditions such that if they were to obtain, they would cause the production of a certain state E. 

In the case of our tree example, normal climatic conditions are the fidelity conditions. Were 

normal climatic conditions to obtain, one ring would be added to the tree’s trunk every year. It is 

for this reason that we can say without embarrassment that the sixty rings mean the tree is sixty 

years old. But those normal climatic conditions do not always obtain, and there are of course 

other ways a ring might be produced in the tree’s trunk. Stampe seems to be arguing that since 

under normal conditions a ring is produced every year, each ring means one year, and thus 

represents one year, whether or not those conditions actually obtain. That is, even if optimal 

conditions fail to obtain, each ring still means one year. Thus it is that Stampe thinks we can 

make sense of literal misrepresentation in the natural (non-psychological) world. Since under 
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fidelity conditions one ring means one year of age, we are licensed to conclude that under all 

conditions one ring means one year of age—and since fidelity conditions may not obtain, 

occasionally we get a tree that misrepresents its age by having only fifty-nine rings even though 

it has been around for sixty years. 

My response in brief is that Stampe is entitled to whatever stipulative notions he likes, but 

he is not talking about what Grice is talking about when he speaks of natural meaning, and Grice 

is interested solely in the analysis of ordinary language, as am I. That is it possible to construe 

things in such a way that we can say the tree literally misrepresents its age is obvious; whether 

such a construal captures anything interesting about intentionality is doubtful. Stampe himself 

notes that the tree’s rings may be an inaccurate representation of the age of the tree “relative to a 

correct reading of the representation. The reading is correct because it is the one given by a 

correct application of the procedure (sc. For determining the age of the tree)” (p. 88). We can 

surely rephrase all this without literally attributing any intentional states to the tree. We start 

from the observation that trees typically produce one ring per year under normal climactic 

conditions; given that causal fact, foresters can devise a system for making guesses about the age 

of trees, which involves counting one year for each ring. Typically this procedure gives foresters 

the correct answer, but occasionally odd conditions mean the result is inaccurate. I do not think 

that I have just missed anything that Stampe is interested in talking about, and I did not attribute 

any misrepresentation to the tree—error only came in when we spoke of a psychological subject 

(a forester) trying to make an inductive leap to an unknown conclusion from certain data he had 

at hand. The only place misrepresentation comes in is when the forester comes to believe that 

“the tree is sixty years old.” It is the forester that is doing the misrepresenting, not the tree.   
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Given these facts, I believe we have no incentive to regard natural meaning as literally 

involving intentional states, and some positive reason to think the idea is absurd. So we will, 

with Grice, regard attributions of “natural meaning” as a distinctive non-intentional sort of idiom 

that just happens to resemble intentional idioms, and we can distinguish natural from non-natural 

uses of “meaning” by supplying the subscript N for natural meaning and NN for non-natural. 

Trees may meanN their age, but they do not meanNN their age.13

Original and Derived Intentionality 

  

There is a further important distinction to be drawn even among cases in which the states 

in question are unquestionably literally intentional.  For instance, a certain range of a 

thermometer’s states really do represent the temperature.  The thermometer does not have mere 

as-if intentionality—it has the genuine article. However, how does the thermometer come to 

have such a range of intentional states? That is, what is it about the thermometer itself makes it 

the case that its states literally represent facts about the temperature? One might point to the 

systematic co-variation between certain states of the thermometer and the outside temperature, 

but such systematic co-variations are ubiquitous in nature, while intentionality is not.14

                                                
13 Is the resemblance between intentional idioms and attributions of natural meaning purely coincidence? I would 
think not, though I certainly have not done the relevant lexicographical research. To speculate, we could suppose 
that certain metaphorical attributions (“as-if” intentionality) become entrenched enough in the language to undergo a 
shift in meaning. Now instead of non-literally meaning that e.g. the clouds mean (NN) rain, they now literally mean 
(N) rain.   

  It seems 

that nothing about the thermometer itself, considered simply as a physical system, makes its 

states intentional. The facts which make it a genuinely intentional system lie outside of it—in us. 

the manufacturers and users of the instrument. The thermometer represents the temperature 

14 We see then that the thermometer might mean (N) that it is 90 degrees Fahrenheit, as well as meaning (NN) that it 
is.  
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simply because we have designed it with certain goals in mind, and have adopted certain 

conventions for treating its marks as representational.  

By way of supporting this claim, let us suppose that someone were to construct a glass tube 

partially filled with mercury, with evenly-spaced little black marks on its surface purely for its 

ornamental value. Perhaps in the designer’s society, the very idea of measuring temperature 

according to a numerical scale hasn’t occurred to anyone yet.  Unbeknownst to anyone in that 

society, if the temperature is ninety degrees Fahrenheit, the column of mercury in the tube will 

expand so that its topmost edge would be parallel to a certain black mark.  We may suppose that 

this correlation between the temperature and the height of the column of mercury is very reliable.  

Still, it is quite implausible to suppose that the tube represents the fact that the ambient 

temperature is ninety degrees Fahrenheit, or anything else, and this implausibility stems entirely 

from the fact that as far as the object’s designer or admirers are concerned, the device is simply 

for looking pretty, not for measuring temperature, or anything else.    

Further evidence that the intentionality of artifacts is solely a matter of designer’s intent 

can be found if we consider how we think about the discovery of putative examples of ancient 

technology.  We never ask, of some purported Paleolithic tool, what we would use it for; or, if 

we do, it is solely for heuristic purposes.  Our real concern is always for what the prehistoric folk 

who crafted it would have used it for (asking ourselves what we could use it for might be a way 

of generating hypotheses as to the ancients’ use of the tool).  An archeologist who discovered an 

object that we could use for a thermometer might feel warranted in claiming it probably is or was 

a thermometer, but if we could prove that the object was purely decorative, and that no one in the 

original culture had any ideas about measuring temperature, the archaeologist would have to 

retract his claim.   
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Let us now consider our own intentional states.  If a person believes it to be ninety degrees 

Fahrenheit (perhaps as a result of reading the thermometer), just what is it that makes his mental 

state literally intentional?  Notice that we cannot answer this question by simply providing 

neurological data, any more than we could explain the thermometer’s intentionality by 

describing the physical characteristics of mercury.  While it is undoubtedly the case that a 

person’s intentional states are produced by neurological activity, it would seem that a description 

of the neurological activity does not allow us to see why the state generated thereby is 

intentional. So if we are considering our intentional mental states, where do we look for an 

answer?  In the case of the thermometer, we had to look outside of the thermometer at its 

relations to certain intentional agents who designed it and intended to use it for the sake of 

providing certain measurements.  In our own case, this is unnecessary.  Our beliefs are 

intrinsically intentional, in the sense that they do not require an interpreter (much less a designer) 

in order to be intentional. Even if we grant the content-externalist’s claim that our environment 

(social or otherwise) somehow determines the precise content of our mental states (or even 

whether they have content at all),15 our mental states are still such that their contentfulness and 

content are not simply a matter of whether and how others choose to interpret them.16

To return to the main point, and again borrowing Searle’s (1983) terminology, let us say 

that the states of the objects we use to represent things have derived intentionality (derived from 

us), while our own intentional states have original intentionality.  

   

                                                
15 For more on content externalism, see Hilary Putnam (1975) and especially Tyler Burge (1979, 1986). For a 
defense of a conceptually primary notion of internal content, see Brian Loar (2003) and Georgalis (2005).  My 
sympathies are much more with the internalists.  

16 We see then that by “intrinsic” in this context I do not necessarily mean non-relational. I simply mean to rule out 
the need to appeal to a certain sort of relation—the interpretational relation.  Searle uses “original intentionality” and 
“intrinsic intentionality” interchangeably, but I think this might lead to confusion, given the debates over internalism 
and externalistic conceptions of content. Therefore I shall speak only of “original intentionality.”  
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Defending the Distinction  

My remarks about the distinction between original and derived intentionality, or between 

genuine and as-if intentionality, are pre-philosophically extremely plausible, to the point where I 

have not really argued for the distinction so much as simply described it in the full confidence 

that my audience will accept the distinction. However, some philosophers have maintained that 

this pre-philosophical plausibility is deceptive, and in fact there is no real distinction between 

original and derived intentionality, or, if there is such a distinction, it does not lie where we pre-

philosophically think that it does.  

One of the most vocal opponents of the distinction is Daniel Dennett (1990). He argues 

that the distinction is simply not well-motivated. Here I will examine his argument, and see 

whether it supports his conclusion.  

Dennett acknowledges that we have a pre-philosophical sense that there is a distinction 

between original and derived intentionality. He acknowledges that many of us have the intuition 

that no matter how sophisticated a computer we are dealing with, “A question-answering system 

is still just a tool, and whatever meaning or aboutness we vest in it is just a by-product of our 

practices in using the device to serve our own goals” (p. 289). He concedes that “This persuasive 

theme (it is not really an argument) has convinced more than a few thinkers that no artifact could 

have the sort of intentionality we have” (p. 290).   

So, how does Dennett attempt to show us that this admittedly plausible view is misguided? 

He asks us to imagine that we wish to live to see the twenty-fifth century. We are to suppose that 

“the only known way of keeping (our) body alive that long required it to be placed in a 

hibernation device of sorts, where it would rest, slowed down and comatose, for as long as (we) 

liked” (p. 295). He notes that simply designing the capsule itself is merely the first of several 

engineering challenges facing us. For the capsule to remain functional for several centuries, it 
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must have a power source, and access to such resources it would need to keep us alive (such as 

water). But how could we insure the capsule’s survival for such a long period? One strategy 

would be to find some ideal location, and hope that nothing happens to disturb the capsule. The 

other strategy would be more challenging from an engineering standpoint, but would perhaps be 

the better bet for the long run: 

[D]esign a mobile facility to house [our] capsule along with the requisite sensors and early-
warning devices so that it can move out of harm’s way and seek out new energy sources as 
it needs them. In short, build a giant robot and install the capsule (with you inside) in it. (p. 
296) 

We would have to try to design the robot so that it could come up with sensible responses 

to novel environmental challenges, perhaps even to learn how to cooperate with, or fight, other 

robots (should our eccentric goal become fashionable).  Of course, we have no guarantee that 

things will work out as we had planned. Since we will have to cede control to the robot for the 

duration of our hibernation, the robot will need to develop its own secondary or subsidiary goals, 

such as the goal of forging an alliance with some other such robots. We cannot say in advance 

that some one of the robot’s subsidiary goals will not lead it into activity that will destroy us. 

Dennett observes, “[Our] robot may embark on actions antithetical to [our] purposes, even 

suicidal, having been convinced by another robot, perhaps, to subordinate its own life mission to 

some other” (p. 297).  

Having described this science-fiction scenario, Dennett observes that according to some 

philosophers (he singles out Jerry Fodor, but believes that Fodor is not alone), the robot would 

have no original intentionality. Its states would merely be simulations of intentional states, not 

the genuine article.17

                                                
17 Dennett says that, at least according to Jerry Fodor, the robot’s “simulacrum of mental states would be just that—
not real deciding and seeing and wondering and planning, but only as if deciding and seeing and wondering and 
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The conclusion Dennett draws from his story is that if we insist that our artifacts cannot 

have original intentionality, then we must conclude that our own intentional states lack original 

intentionality. Why? Because  

the science-fiction tale I have told is not new; it is just a variation on Dawkins’s (1976) 
vision of us (and all other biological species) as ‘survival machines’ designed to prolong 
the futures of our selfish genes. We are artifacts, in effect, designed . . .as survival 
machines for genes that cannot act swiftly and informedly in their own interests . . . were it 
not for our genes’ interests, we would not exist: their preservation is our original raison 
d’etre. (p. 298)  

So what exactly is the argument? Dennett’s purpose is less than clear, but I take it that he is 

trying to force a dilemma upon us; if we stick to our guns and insist that there is a principled 

difference between original and derived intentionality, then we must conclude that our 

intentional states have only derived intentionality. If we give up the notion that there is a 

principled distinction, then we can have perfectly robust intentional states, but then so too can 

artifacts. We can save original intentionality only at the cost of denying it to ourselves. The 

argument seems to be as follows:  

1. If there is a distinction between original and derived intentionality, then if some subject 

s is constructed for the sake of the survival of some other subject s’, then the 

representational states of s either have no intentionality at all, or they have derived 

intentionality.   

2. There is a distinction between original and derived intentionality. 

3. We were constructed for the sake of the survival of our genes.  

Therefore,  

                                                                                                                                                       
planning” (p. 297, emphases in original). I’m not sure if Fodor would insist on that, but I certainly wouldn’t. The 
robot would have derived intentionality, which is genuine intentionality, not the entirely ersatz ‘as-if’ intentionality.  
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4. Our presumed representational states either have no intentionality at all (and hence are 

not really representational), or they have derived intentionality.   

If we want to preserve the idea that our mental states do have intentionality, and we want 

to preserve the distinction between original and derived intentionality, then we must suppose that 

our mental states have only derived intentionality. If that commitment strikes us as awkward, we 

can get around the problem by simply denying that there is any such thing as original 

intentionality, i.e., we can deny premise 2. There is simply intentionality, and it can be had by 

anything, organism or artifact. Our mental states are just as intentional as the states of the genes 

that constructed us for their survival.   

However, when baldly laid out, Dennett’s argument should not strike anyone as remotely 

plausible. While the argument is valid, premise (1) is extremely dubious. I fear that it might be a 

claim that no one has actually held, a mere straw-man position. Dennett believes that Fodor at 

least is committed to it, but if Fodor, or anyone else, does accept it, he has surely been driven to 

it as a result of extensive philosophical theorizing. If we accept the common-sense intuition that 

we have originally intentional states, and if we accept the further (scientifically enlightened) 

common-sense intuition that we have originally intentional states in virtue of certain states of our 

brains, then surely all we have to do is combine a bunch of molecules in the right order, and we 

will have a creature that has originally intentional states, even though we put it together in a lab 

for purposes of our own.18

                                                
18 Consider, for instance, some remarks of Searle, who is as staunch a supporter of the distinction between original 
and derived intentionality as one could imagine: “Could a man-made machine think? . . .  it depends on the kind of 
artifact. Suppose we designed a machine that was molecule-for-molecule indistinguishable from a human being. 
Well then, if you can duplicate the causes you can presumably duplicate the effects. So . . . the answer to that 
question is, in principle at least, trivially yes” (1984, p. 35-36.) Elsewhere, Searle says that it seems to him coherent 
to suppose that we might “know enough about the electrochemical features of human consciousness to know how to 
produce robots that have a rather low level of consciousness” (1992, p. 70).  Clearly then, Searle would reject the 
first premise.    

 If we wanted to see the year 2401, one strategy we might employ 
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would be to build a machine that had originally intentional states. Nothing pre-philosophically 

rules out this possibility, and Dennett says nothing to show that this supposition is somehow 

mistaken.  

Premise (3) is also highly doubtful, if we start with the pre-philosophically plausible 

assumption that any object that lacks originally intentional states of its own can construct 

anything for the sake of anything. Dawkins is quite obviously speaking metaphorically when he 

attributes selfishness to genes, but Dennett seems to want to take the metaphor at least quasi-

literally. He concedes that genes do not do their own designing: they are simply the beneficiaries 

of the design. So, “who or what does the designing? Mother Nature, of course, or more literally, 

the long, slow process of evolution by natural selection” (p. 299). This is a very peculiar claim, 

to say the least. There is apparently no design whatever in nature; there is no literal choosing of 

results for any rationale, despite Dennett’s blunt assertions to the contrary. It is simply incoherent 

to maintain, as Dennett does, that “There is… no representation at all in the process of natural 

selection,” and then insist that natural selection can choose designs for particular reasons (p. 

299).  Literal choice surely involves literal representation; I take this claim to be the common-

sense position, and it cannot be overturned simply by noting that we can speak as if some 

designer (“Mother Nature”) makes principled decisions. That fact was never in any doubt, and 

nothing of any philosophical interest rides on it.   

The feebleness of the argument is made abundantly clear when we examine the crucial 

stage where Dennett means us to see that we are but survival machines for our genes. He says his 

story “is just a variation on Dawkins’s (1976) vision of us… as ‘survival machines’” (p. 298). 

Granted, in some ways Dennett’s science-fiction is similar to the story Dawkins tells us about 

our genes, but in other ways it is remarkably different; we believe that we literally do things for 
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purposes, and we believe that neither genes nor Mother Nature does. Given the sheer strength of 

Dennett’s conclusion (that we must reject some of the most seemingly obvious data that we 

know of), one would expect him to do more by way of showing why the similarities are more 

important than the differences. But this he does not do.  So Dennett’s argument should not have 

any persuasive force, unless we’ve already decided that his ultimate conclusions are plausible, 

which I take it most of us have not.  

Conclusions 

I have outlined some of the central features of intentional states, and defended the 

important distinction between original and derived (or as-if) intentionality from Daniel Dennett’s 

attack. Much of what was said here is sketchy, but it will do well enough as an introduction to 

the property in question. Now I will go on to say something about consciousness.  

My project is to show a conceptual connection between intentionality and consciousness. 

Specifically I shall argue that any intentional state is: 1. A conscious mental state; 2. A 

disposition to have a conscious mental state; or 3. Intentional solely in virtue of some relation to 

a conscious creature. In this and the following chapters, I will explicate the concepts of 

consciousness and intentionality. This chapter will be dedicated to a providing a brief sketch of 

some of the crucial features of intentionality; consciousness will be treated in the following two 

chapters. After providing a sketch of the nature of intentionality, I will provide a defense of the 

distinction between original and derived intentionality, since some thinkers have been skeptical 

of the distinction. 
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CHAPTER 3 
THE VARIETIES OF “CONSCIOUSNESS” 

Introduction 

I will be defending the claim that consciousness is conceptually prior to intentionality. 

Unfortunately, there is in the literature no clear agreement how to use the word “consciousness” 

(or its cognates, such as “consciously”). We find people maintaining that the term 

“consciousness” is ambiguous, perhaps even multiply ambiguous, as well as claims that the 

concept is somehow confused, or that there are distinct types of consciousness that we are prone 

to conflate. Accordingly, in this chapter I will specify what I mean by “consciousness.” This will 

involve first looking at the claims that the term is ambiguous (or the concept confused), and then 

proceeding to provide a taxonomy of some of the more widely-recognized uses of the word, 

finally specifying just what sense I intend when I maintain that consciousness is essential for 

intentionality.   

Ambiguity 

Many writers have maintained that the word “consciousness” or the concept of 

consciousness is somehow ambiguous. For instance, Ned Block (1995) claims that the concept of 

consciousness is “a hybrid or better, a mongrel concept,” and that “the word ‘consciousness’ 

connotes a number of different concepts and denotes a number of different phenomena” (p. 375). 

David Chalmers (1996) seems to have something similar in mind when he writes that there are 

two distinct concepts of consciousness, and that the word “consciousness” has distinct senses (p. 

26-27).  Peter Carruthers (2000) says that “There are a number of different notions of 

consciousness and/or a number of different kinds of use of the term ‘conscious’ which need to be 

distinguished carefully from one another” (p. 9). David Armstrong (1981a) maintains that “It is 
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not even clear that the word ‘consciousness’ stands for just one sort of entity, quality, process, or 

whatever” (p. 721).       

What are we to make of these various observations? It is not especially clear what the 

worry actually is. Some striking claims (such as Block’s and Armstrong’s) can sound as though 

the author means to be affirming that there is some radical ambiguity concerning the word 

“consciousness” and its cognates. Just as the word “pen” can mean either a writing implement or 

an enclosure for animals, the word “consciousness” and its cognates signify radically different 

sorts of thing. On this reading, there are simply several unrelated phenomena picked out by 

homonyms like “conscious” or “consciously.” But the claim that there are different concepts of 

consciousness or senses of the word “consciousness” could be taken instead as a weaker claim to 

the effect that the word has several related meanings, a phenomenon linguists call “polysemy.” If 

we wish to speak in terms of the concept rather than the word, we might treat consciousness as a 

determinable concept that admits of several distinct determinates, just as color is a determinable 

that admits of such determinate forms as red or blue.  

Given these concerns, I will now provide a taxonomy of some of the various 

“consciousnesses” that people have described, and say something about the connections among 

them. My list is by no means intended to be exhaustive, but I will try to say something about the 

major distinctions people have drawn. After presenting the taxonomy, I will also offer some 

criticism of at least the more extravagant claims about the ambiguity of the term 

“consciousness.”   
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Self-Consciousness 

This is probably what most laymen think of upon hearing the term “conscious” or 

“consciousness,” 1  although this sort of consciousness is often called “self-awareness,” “self-

consciousness” being generally reserved in ordinary language for an acute awareness of oneself 

as an object of public notice. It is a little difficult to characterize precisely, but broadly the notion 

is that a being is self-conscious if it either actually is or can be aware of itself as an entity distinct 

from its environment. This capacity would require that the organism have some way of 

representing itself to itself, but exactly what this self-representational capacity amounts to is 

unclear.  Perhaps simply being aware of oneself as a distinctly embodied being would amount to 

one’s being self-conscious. On the other hand, perhaps some more elaborate sort of personal 

narrative is required. We presume that most animals are not conscious in this sense at all, while 

we are, though the question is far from settled.2

Creature Consciousness 

      

This term is due to David Rosenthal (1986b).  Sometimes we speak of a particular 

organism’s being conscious or unconscious, attributing some intransitive state to it. For instance, 

sometimes we fall into a dreamless sleep, during which we are not (creature) conscious. 

                                                
1  For instance, neuroscientist Bruno van Swinderen, who studies the brains of insects, has concluded that fruit flies 
are capable of attention, but not consciousness. What is the difference? “Attention builds consciousness," he 
explains; "If you couple attention to a load of memory, then maybe you can be conscious after a lot of learning 
through a long life" (Fox, 2004, p. 32). Evidently he’s thinking of consciousness as something like the having of a 
personal narrative, which Drosophilia obviously lack. He also maintains that "Philosophers waste a lot of time 
thinking about such things,” evidently meaning the nature of consciousness. I humbly disagree with van 
Swinderen’s assessment of the activity of philosophers.  For one thing, if CP is correct, then if fruit flies are not 
conscious, they cannot pay attention to anything. In that case, just what is it that van Swinderen is studying?   

2 See, e.g., Savage-Rumbaugh, Mintz Fields and Taglialatela (2000) on ape consciousness, where the authors use the 
word “consciousness” to mean self-awareness.  
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Eventually we wake up, and are then (creature) conscious.3

Transitive Consciousness 

  We could describe a creature that is 

at some moment conscious as a conscious creature. The expression’s usage can be extended if 

we wish to apply it to creatures that are potentially conscious, even though they happen not to be 

conscious at some particular moment. In this extended use, even while in a dreamless sleep, I am 

a conscious creature, as I still have dispositions to have conscious states. Thus, an unconscious 

person might still be called a conscious creature, while a paramecium could not be.  Ordinary 

language easily tolerates this extended usage; it would not be thought at all odd to remark of a 

person known to be sleeping that “he is a conscious being.”  This sort of linguistic phenomenon 

is quite common; consider what we mean by a “hunting dog.” We clearly do not mean to be 

referring to a creature that hunts nonstop, but rather to a creature that is prone to hunt. Other sorts 

of examples are to be found if we turn our attention to emotions, seen as more-or-less fixed 

dispositional states. A man may be an “angry man” even though at the moment he happens to be 

in a good mood, or in no occurrent mood at all since he is sound asleep. He is an angry man in 

virtue of the fact that he is prone to occurrent states of anger.  

This is another term I have borrowed from Rosenthal (1986a).  Transitive consciousness is 

simply consciousness of something or other, whether an object or some state of affairs. To say 

that someone is transitively conscious of something (or conscious that something is the case) 

implies that there is something of which he is transitively conscious. That is, the expression 

“conscious of” functions very similarly to expressions such as “aware of” or “having a 

perceptual experience of.” That is to say that in the expression “conscious of x,” “conscious” is a 

                                                
3 What ought we to say when the creature is dreaming? I think in ordinary-language we’d say that a dreaming person 
is not conscious.  However, states of dreaming are evidently phenomenally conscious states, (see below), so there is 
a good sense in which a dreaming creature is a conscious creature.    
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success verb. We cannot be conscious of a car that is not there, nor can we be conscious that 

there is a car in our environment if there in fact isn’t one in our environment. To describe 

hallucinatory or otherwise misleading experiences, we have to say something like “It seemed to 

him as though he were conscious of a car.”4 Sometimes we also say someone has an experience 

“as of” an unreal object, e.g. “He had experiences as of pink elephants.” The “as of” locution is 

meant to explicitly cancel the existential implication, while still describing the content of the 

state. We might describe the objects of which we are transitively conscious as “intentional 

objects,” but we face a decision whether to use the expression to apply only to things of which 

we are actually aware (implying that non-veridical states “as of” being conscious of something 

simply have no intentional object), or we could use the term without existential import, simply as 

a way of characterizing the content of the state. Viewed this way an intentional object is exactly 

like a direct object—direct objects need not be existent things. If we say that “Aeschylus praised 

Zeus,” the direct object of Aeschylus’ praise is Zeus, and this is so even though Zeus does not 

exist. I am tempted to the latter usage, as it seems to bring out more clearly than the former usage 

an important feature of intentional states, namely that their content need not represent any actual 

state of affairs.5

                                                
4 The same is true of such expressions as “aware of” or “perception of.” We cannot be aware of something that does 
not exist; we can only believe that we are aware of it. Nor can we literally perceive something that does not exist. 
This datum from ordinary-language renders certain of Rosenthal’s (2004) remarks puzzling. Discussing the 
possibility that a higher-order mental state might misrepresent its intentional object, he writes, “Suppose my higher-
order awareness is of a state with property P, but the target isn’t P, but rather Q” (p. 32). Again, he writes, “A 
higher-order awareness of a P state without any P state would be subjectively the same whether or not a Q state 
occurs (p. 32). But surely we cannot be aware of a state with property P if the target of the awareness lacks property 
P, and there is simply no such thing as an awareness of a P state without any P state.  

  

5 See Anscombe (1965) for a discussion of this point. The usage I favor seems to run counter to Searle’s usage in his 
(1983). He maintains that intentional objects “are objects like any other” (p. 16). Thus, according to Searle, if a 
person is thinking of Zeus, his intentional state simply has no intentional object. I agree with Searle that if we 
happen to be thinking of an existent thing, our intentional object is an object like any other, but I believe it makes 
perfect sense to say that the intentional object of a pagan worshipper’s thoughts is Zeus. But given that Zeus does 
not exist, he could not be transitively conscious of Zeus.  
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Besides being conscious that something is the case, one might think that we could simply 

be conscious of particular objects—perhaps I can be conscious of an oncoming car, for instance.  

This issue is not important to my overall discussion, but I would argue that all such cases are best 

construed as consciousness of some state of affairs. For instance I might be conscious that a car 

is approaching.  Even if I am conscious of an oncoming car simply as a car (i.e., I am not 

conscious that it is oncoming), I am conscious that there is a car in my environment.   

Self-consciousness could be construed as a special case of transitive consciousness, 

specifically a case in which we are consciousness of ourselves as objects that have certain 

features or participate in certain relationships.6  To relate transitive consciousness to creature 

consciousness, we can say that a creature that is in a state of transitive consciousness is thereby 

in a state of creature consciousness, or a creature is a conscious creature if it either is or has the 

potential to be the subject of states of transitive consciousness.7

Intransitive Consciousness/State Consciousness 

   

Once again the terms are borrowed from David Rosenthal (1993).  Here the idea is that a 

particular mental state of a subject may be conscious or unconscious.  For instance, if we 

characterize the states we are in when we believe certain things as “belief-states,” then we can 

say that some belief-states are unconscious, and others are conscious.  The conscious belief-

                                                
6 Clearly not just any way of being aware of ourselves will be sufficient for making us self-conscious beings. For 
instance, a monkey might observe its reflection in a mirror, and so in some very broad sense be “aware of itself,” but 
this alone does not demonstrate that monkeys are self-conscious beings. For development of the idea that there is a 
unique kind of awareness of the self, see Perry (1979).  

7 However, Rosenthal himself denies that a creature that is in a state of transitive consciousness is thereby in an 
intransitively conscious state. He says, “transitive consciousness can occur without intransitive state consciousness” 
(1997, p. 737). He appears to be thinking of a case in which a creature is transitively conscious of some external 
object, but not conscious of being conscious of the external object. The creature would then not have any conscious 
mental states, and would therefore not be a conscious creature. While Rosenthal is entitled to his stipulative 
definitions, I find this usage puzzling, and as far as I can see most people who avail themselves of Rosenthal’s 
vocabulary would not use his term in such a peculiar way. I concur with Michael V. Antony’s judgment that “Any 
property that can be instantiated by creatures incapable of being in conscious states is not a property commonly 
expressed by ‘consciousness’ in the literature” (2001, p. 31, emphasis in original).  
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states are simply those that are currently being entertained; those that are not are unconscious 

belief-states.  Similar considerations would seem to apply to perceptual states; we are all familiar 

with the phenomenon of tuning out some persistent perceptual stimulus, then abruptly becoming 

aware of it again (think of some persistent background noise, for instance).  An argument could 

be made that in such perceptual cases we do in fact perceive the stimulus the whole time, but our 

perceptual states are only intermittently conscious perceptual states (though I think an argument 

could also be made for the conclusion that we are only intermittently perceiving the stimulus the 

whole time).  Particular belief states then, and arguably particular perceptual states, may be 

conscious or unconscious states. 

It is debatable just what it is in virtue of which intransitively conscious states are 

conscious. We might say that a state is conscious just in case there is “something-it-is-like” to be 

in that state (see the discussion of phenomenal consciousness below); we might also appeal to 

some sort of cognitive theory. For example, we might say that mental states are conscious just in 

case they play certain roles in the subject’s cognitive economy, such as making information 

available to the organism for use in reasoning (see Block [1995]).  One important class of 

cognitivist account is the “higher-order representation” (HOR) theories. On these accounts, a 

mental state is conscious just in case it is the object of a higher-order mental representation, 

whether that higher-order state be a thought or something like a perceptual experience (see 

Rosenthal [1986b, 1993, D.M. Armstrong [1968, 1981a,1981b], Carruthers [2000] for theories of 

this type).  If that is correct, then states are intransitively conscious just in case they are the 

objects of a state of transitive consciousness; in other words, a state is intransitively conscious if 

we are transitively conscious of it.  
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We should note in passing that HOR accounts have the interesting result that creatures 

incapable of representing their mental states to themselves cannot have conscious states, and 

hence cannot be conscious creatures—a startling conclusion indeed (see Carruthers [1989] for a 

defense of this claim and its ethical implications).       

It is worth considering whether it is possible for a token mental state to shift between 

consciousness and unconsciousness; so far, we have only noted that some belief-states or 

perceptual states are conscious, while others are unconscious.  I am inclined to say that whether a 

token state is conscious or unconscious is essential to that state, so an occurrent belief state 

cannot be numerically identical to an unconscious belief state.8

A-Consciousness 

  An unconscious belief state 

could be a disposition to have an occurrent belief-state, however, and we could say that the two 

states have just the same content.  If this analysis is correct, token belief-states cannot shift from 

being unconscious to being conscious, but there could be a content that does make the shift from 

being unconsciously believed to being consciously believed. 

A particular species of state consciousness is described by Ned Block (1995) as A–

consciousness.  Block’s account of A-consciousness is very similar to David Chalmers’ (1996) 

psychological consciousness,9

A state is A-conscious if it  is poised for direct control of thought and action . . . a 
representation is A-conscious if it is poised for free use in reasoning and for direct 

 but I will stick with Block’s rather more well-entrenched term and 

his exegesis.  Block states that  

                                                
8 Thus a HOR theory that would maintain that token states can pass from unconsciousness to consciousness in virtue 
of being made the objects of HOR states would be implausible. It is not always clear whether the HOR theorist 
intends to be defending such a view, though their language is often at least suggestive of it.  

9 But perhaps not identical. Chalmers seems to mean by his “psychological consciousness” any strictly intentional 
aspects of a subject’s mental life, which would include Block’s A-consciousness, as well as certain other phenomena 
Block would exclude from A-consciousness, such as unattended perceptual phenomena (see p. 10 below).  
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“rational” control of action and speech . . . An A-state consists in having an A-
representation. (p. 382) 

We see then that according to Block either states or representations can be A-conscious, 

the former in virtue of the latter.  My belief-state that Washington was the first president is not 

generally poised for direct control of my thought and action, because the representation that state 

essentially involves is not usually poised for free use in reasoning and direct control of my action 

and speech.  However, that representation can become so poised under the right conditions, such 

as my being asked certain questions.   

A creature that is or could be in an A-conscious state is a conscious creature. A state that is 

A-conscious is intransitively conscious, but it seems that an A-conscious state need not involve 

transitive consciousness of anything, since the A-conscious representation might not be veridical. 

It is a bit unclear how we might tie A-consciousness to self-consciousness, but perhaps we could 

say that to be a self-conscious creature, certain representations of the self must be in principle A-

conscious states—that is, those representations must be such that they could be available for free 

use in reasoning and direct control of action/speech.  

Furthermore, A-consciousness cannot be identified with any sort of transitive 

consciousness, as Block argues that we may be conscious of a particular content without that 

content thereby being A-consciousness.  He suggests, for instance, that we are conscious of 

unattended perceptual phenomena, but maintains that this would not constitute access-

consciousness, since the unattended percepts cannot be used in reasoning (p. 387).     

Phenomenal Consciousness 

Phenomenal consciousness is a type of state consciousness.  It is rather difficult to 

precisely describe, but several locutions to characterize it (or perhaps simply ostend it) have 

become more-or-less well-entrenched in philosophical usage: “What it’s like,” as in “What it’s 
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like to be a bat,” is perhaps the most common (see Thomas Nagel (1974), but we also have “raw 

feels,” “seemings,” or “qualitative experience” (or, in Block’s terminology, “P-consciousness,” 

to be contrasted with A-consciousness).  We believe that it is like something to be a bat, but not 

like anything to be a doorknob or a coffee cup.  This “something it is like” constitutes 

phenomenal consciousness.  We can say, in these terms, that a state of some subject x is 

phenomenally conscious just in case there is something it is like to be in that state.  In terms of 

creature consciousness, a creature is phenomenally conscious just in case it is either in a 

phenomenally conscious state, or is a phenomenally conscious creature just in case it is or could 

be the subject of phenomenally conscious states.  States of transitive consciousness are often 

phenomenally conscious, as when we have a qualitatively rich visual experience of seeing an 

oncoming car, or the distinctive auditory experience of hearing someone speak.  Some 

philosophers (such as G. E. Moore [1922]) would maintain that any state of phenomenal 

consciousness is necessarily a state of transitive consciousness, such that if one is in a state as of 

(for example) seeing a patch of blue, there must be something blue of which one is transitively 

conscious (a sense-datum). However, contemporary philosophers overwhelmingly back away 

from this extreme view. Modern representationalists (e.g., Dretske [1995], Tye [1995], Harman 

[1990]) do however want to maintain that any phenomenally conscious state is at least as of 

some state of transitive consciousness, in the sense that any conscious state is just like a certain 

state of transitive consciousness. Even if there is no blue patch in one’s environment, an 

experience of the sort we might characterize as “seeing a patch of blue” is always a 

representation as of a patch of blue.  Staunch representationalists extend this observation to all 

phenomenally conscious experience, including even such prima facie non-representational states 

as pains, itches and tickles. However, the majority view seems to be that phenomenal states may 
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be states of transitive consciousness, but need not be. We will address this issue in more depth in 

the next chapter. 

Is “Consciousness” Ambiguous?  

I noted at the outset of this chapter that many philosophers have maintained that the term 

“consciousness” is ambiguous (perhaps multiply so), or that there are several distinct types of 

consciousness that may have little to do with one another.  I suggest that these claims are quite 

extravagant. Consider first the claim that the word “consciousness” is simply ambiguous.  

Sometimes a term’s ambiguity is due to simple homonymy: the same lexeme/phoneme10 is used 

to stand for two or more concepts that are wholly unrelated. In such cases, it is simply a 

coincidence that the same lexeme term is used for picking out those distinct phenomena. This is 

obviously the case when we consider a word like “bank,” used to indicate riversides and 

financial institutions, or “bark,” used to indicate the outer tissue of tree trunks and the sound 

dogs make. But it is a stretch to say that the word “consciousness” is ambiguous in that sort of 

way. We have books, journals and conferences dedicated to the subject of consciousness, and 

there seems to be a general sense that there is some sort of unified subject matter, despite the 

variety of methodological approaches and theoretical commitments. Despite the widespread 

claim that “consciousness” is ambiguous or a “mongrel concept,” no one seems to find the notion 

of a journal of consciousness studies to be anywhere near as bizarre as the notion of a journal 

dedicated to riversides and financial institutions, or to dog vocalizations and the outer tissue of 

tree trunks.11

                                                
10 From now on I shall use the term “lexeme” to indicate the relevant shared feature of ambiguous terms, since it is 
lexical ambiguity that seems most relevant to this discussion. There are of course homophonous ambiguous terms, 
such as “ate” and “eight,” but in writing these are clearly different, and they do not generate the sorts of problems 
that lexically ambiguous terms do.  

  

11 This point is emphasized by Antony (2001).  
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So the evidence is strongly against the notion that the lexeme “consciousness” is 

accidentally connected with a variety of wholly unrelated meanings. But clearly the term does 

admit of different usages in different contexts; there are manifestly different commitments 

involved in saying “Bob was under general anesthesia, but now he’s conscious” and saying “Bob 

is conscious of the problem.” So what else might be going on, besides mere homonymy?  

Many terms are such that they have different but related meanings, a phenomenon linguists 

call “polysemy.” Consider the following examples:   

a. The bank has foreclosed on the loan. 
b. The bank has a beautiful façade.  

 
a. My book is on the table. 
b. I have two copies of that book. 
 

a. He is a healthy man. 
b. He eats a healthy diet. 
 

Obviously, this list could be extended indefinitely. The important point is that we do not 

believe that the shared lexeme in each pair is merely homonymous. Let us contrast the above 

examples with the following pairs of expressions:  

a. He went to the bank to withdraw some money 
b. He went to the bank to go fishing 
 
a. I’ll write you a check 
b. That move put his king in check 

a. I saw a bear in the woods 
b. The right to bear arms shall not be infringed 
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In each of these cases, either the words have no relation whatever (the first and third), or 

the etymological relation is so distant as to be irrelevant (the second).12

                                                
12 According to the Oxford English Dictionary, the word “check” as used in both chess and banking is ultimately 
derived from the Persian word “shah,” meaning primarily “king,” but also ultimately “to control” or “ to restrict.” 
The use in chess is obvious; the use in banking comes from the fact that some instructions for payment from an 
account had accompanying counterfoils, or “checks” (restrictions on how much could be taken and by whom). There 
is then a very distant etymological connection, but it would seem too distant to render these different meanings a 
case of polysemy.  

 So armed with this 

distinction, are we to think of the multiple meanings associated with “consciousness” as 

indicative of homonymy, or of polysemy? Intuitively, it is a case of polysemy. The various 

senses, as I have spelled out in each part of the taxonomy, do relate to one another in important 

ways. To take one simple example, if a creature is conscious of something (transitively 

conscious), it is therefore a conscious creature (creature consciousness). It is at least arguable 

(though denied by HOR theorists) that any case of transitive consciousness implies the existence 

of a state that is intransitively conscious. There are interesting distinctions among the various 

uses of the term and its cognates, but it is highly plausible that we are simply discussing a single 

complex phenomenon, and our use of our terms is modulated in various ways by pragmatic 

factors. For instance, a patient under anesthetic might be too dazed to rationally interact with 

other people, and yet still feel pain if he is cut. A surgeon contemplating an operation would 

insist that the patient is conscious, while a visiting relative might insist that he is not. This does 

not necessarily show that there is any ambiguity due to homonymy. All it shows is that the 

concept is complex, and different people in different contexts may be interested in different 

components of the concept. That concept would seem ultimately to have something to do with 

knowledge, as the etymology of the word “conscious” indicates. The word is ultimately derived 

from the Latin prefix con-, meaning “with” added to the verbal stem “scire” meaning “to know.” 

Something done “consciously” is then something done “with knowledge.” But what exactly we 
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have knowledge of, or what it is important to have knowledge of, is obviously a matter that shifts 

from context to context. The surgeon is emphasizing the point that the patient would experience 

or be aware of the pain of being cut, while the relative is emphasizing the fact that the patient 

would not be aware of the presence of other people, or would not be sufficiently attentive to 

someone else’s words to carry on a conversation.  

So “consciousness” need not be ambiguous, despite its different meanings in different 

contexts.  Of course, for anything we have said it still could be ambiguous; however, before 

deciding that a term is ambiguous, considerations of parsimony suggest that we should have a 

compelling case set before us. For one thing, the ubiquity of polysemy shows us that it is in 

principle unwise to start positing ambiguities anytime we notice different applications in 

different contexts. For another, positing multiple senses for a word is not an alternative to 

supposing that the word is polysemous. For instance, the lexeme “bank” is clearly ambiguous, 

but in addition, both senses of the lexeme are subject to polysemy. For instance, in the financial 

sense the word “bank” could apply to the institution, or it could apply to the physical building 

itself.  In the “river” sense, the word could refer to some particular bit of land, or it could refer to 

whatever bit of land comes to constitute the edge of the river. For instance, if we say that “the 

river has shifted its banks over the years,” we do not necessarily mean that some particular bit of 

land has been shifted; it is the water that has shifted. So when we posit an ambiguity, we are not 

doing so in lieu of admitting that the word is polysemous; we are positing something in addition 

to polysemy. Since we ought not to multiply entities needlessly, we need a concrete reason to 

think that there is ambiguity as well as polysemy. To my knowledge, no one has presented such a 

reason. Usually, writers simply maintain that the term “consciousness” is ambiguous and then 
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provide a list of supposed senses. But the considerations offered here show that this is not 

sufficient to demonstrate genuine ambiguity.  

A positive suggestion would be to treat the word “consciousness” as indicating a 

determinable concept that has a variety of determinables. It is very much then like the word 

“color.” The word “color” applies to red, blue, green, and so forth, but these are merely 

determinate instances of the broader concept of color. Likewise, we could treat the term 

“consciousness” as a determinable, and self-consciousness, transitive consciousness, A-

consciousness, and so forth are all determinate forms differentiated by what sort of object the 

subject is conscious of, and what behavioral impact this awareness might have. Ultimately, I 

shall argue that it is phenomenal consciousness that is the most fundamental notion; for a state to 

be conscious is for there to be something it is like to be in that state, and then further facts about 

the state (e.g. is there an intentional object of the state? If so, what is it?) determine some 

particular determinate form of consciousness. However, a detailed defense of this sort of move is 

impossible here. I shall therefore leave this as a future project for myself, and leave off here with 

the weaker claim that it seems implausible that all these various sorts of consciousness are 

related as mere homonyms, but even if they are so related, my intention is to defend the 

conceptual priority of phenomenal consciousness to intentionality. Of course, if my thesis is 

correct, then any intentional conception of “consciousness” will require some tacit appeal to 

phenomenal consciousness, which would go a long way toward demonstrating that we have a 

much more interesting relation than mere homonymy among the various uses of the word 

“consciousness.”    
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CHAPTER 4 
PHENOMENAL CONSCIOUSNESS 

Introduction 

I am interested in arguing for a conceptual connection between phenomenal consciousness 

and intentionality. In this chapter, I shall say more about the distinctive features of phenomenal 

consciousness. A great deal has been written on the subject, but my project will not require me to 

hold substantive positions on many of the central issues. I will now explore several important 

issues that a theory of consciousness must ultimately come to terms with, and explain why I can 

largely ignore these issues in pursuing my project.   

Some Central Problems of Consciousness 

Phenomenal consciousness is one of the most difficult topics in metaphysics. For much of 

the twentieth century most of the Anglo-American philosophical tradition, as well as mainstream 

psychology, largely ignored the subject. Even after the decline of behaviorism, when it became 

respectable to inquire into unobservable internal mechanisms to explain behavior, cognitive 

psychologists had little to say about consciousness.1,2 However, since about the mid-1980s a 

great deal of philosophical work has been done on the subject.3

                                                
1 One notable exception is Shallice (1972, 1978).  

  For the sake of convenience, we 

can divide the central questions about phenomenal consciousness into three broad classes. 

Following Van Gulick (2008), we can call these descriptive, explanatory, and functional 

questions.           

2 Since in this chapter I mean to be speaking only of phenomenal consciousness, I shall omit the “phenomenal” 
qualifier.  

3 To mention just a few book-length treatments: Jackendoff (1987); Lycan (1987, 1996); Baars (1988); Dennett 
(1991); McGinn (1991); Flanagan (1992); Searle (1992); Dretske (1995); Tye (1995); Chalmers (1996a); Siewart 
(1998); Carruthers (2000); Robinson (2004).   
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Descriptive questions ask what conscious states are like, what their distinctive features are. 

Ideally we would like an adequate characterization of what it is to be a conscious state, so we can 

say how conscious states are like or unlike other phenomena. Then we can begin to build up 

theory of consciousness that will be true to the facts. Explanatory questions ask for an 

explanation of just how conscious states come to be. There is obviously some sort of intimate 

relation between mind and brain, but just how brain activity results in conscious mental states is 

far from clear. In fact, many have argued that it is not at all clear how it could even be possible 

for mere brain activity to result in anything as remarkable as consciousness.4

Having laid out the three sorts of question, I shall now say more about each.  

 Functional 

questions ask after the place of consciousness in the natural order. What does consciousness do? 

What natural function does it serve? It seems remarkable that anything so striking as 

consciousness could be merely epiphenomenal. If we think that consciousness must do 

something for the organism that is conscious, we need to explain just what it does, and ideally 

how it could have been produced by the blind forces of natural selection.  

Description 

Consciousness is characterized in a variety of ways. Writers have spoken of “raw feel,” 

“what-it’s-like” to undergo a certain state, “qualitative experience,” as well as variants of these 

locutions. In the history of contemporary philosophy, it was Thomas Nagel (1974) who first 

drew wide attention to the fact that there are features of a creature’s mental life that do not seem 

susceptible to description in physical or functional language.5

                                                
4 See e.g. McGinn (1989), Chalmers (1996).  

 Thus, even if we had an exhaustive 

physical and functional account of how bats navigate by echolocation, there would still be 

5 Of course this fact was not first noticed by Nagel. We can construe Leibniz’s famous “mill” analogy as an 
argument for essentially the same point.  
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something our account would seem to have missed. In Nagel’s terms, we would not know what it 

is like to be a bat (or at least a bat navigating by echolocation). The bat (presumably) undergoes 

mental states of certain sorts, but those states are (presumably) quite unlike anything we are 

familiar with. So we can first point out that there appears to be some fact about the bat such that 

even the most exhaustive physical/functional account of that bat’s psychological capacities will 

not capture that fact, then characterize that fact by saying that it is the “something it is like” to be 

a bat engaging in echolocations, and finally stipulate that a state is a phenomenally conscious 

state just in case there is something it is like to undergo it.  

Another very important feature of conscious states is that for any conscious state C, there 

is a kind of epistemic access such that it is a conceptual matter that at least one subject and at 

most one subject can have a certain kind of immediate epistemic access to C. We can call this 

sort of access “direct access.” To illustrate the difference between direct access and other sorts of 

epistemic access, consider the sort of knowledge we have of other people’s phenomenal states. 

When another person looks at a patch of red paint, he is undergoing some sort of qualitative 

experience. I presume his experience is similar to the experience I have when I look at the same 

patch of red paint, and I believe I have good grounds for thinking that it is. But intuitively it is 

clear that he has a kind of access to that state that neither I nor anyone else can in principle have.   

The fact that qualitative mental states cannot be exhaustively described in physical/ 

functional terms, coupled with the fact that only one subject can have direct epistemic access to 

any token conscious state, has some interesting results. It seems conceptually possible that a 

physical or functional duplicate of some particular human being S might have qualitative states 

different from S’s. For instance, it seems prima facie conceivable that a person’s perceptual 

experience of color might be systematically inverted relative to our own, so that he would have 
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the sort of color-experience we have when looking at ripe tomatoes while he is looking at grass, 

and vice-versa. He would “see red things as green,” and green things as red. This is the classic 

problem of the inverted spectrum. A more extreme form of the problem is the zombie problem. It 

seems prima facie conceivable that a physical/functional duplicate of a person might lack 

qualitative mental states entirely. He would behave exactly like one of us, but something 

important would be missing. While we have a rich experience of the world, including perceptual 

experiences, various sensations such as pains, itches and tickles, and phenomenally imbued 

moods such as elation and anguish, our zombie duplicates would undergo none of this. They 

would be, as it were, “dark inside.”   

Another important descriptive question concerns intentionality. It seems as if conscious 

states can have intentional content; the experience we have when looking at a ripe tomato 

evidently represents the tomato as being a certain way, viz., as having a certain color, shape, etc. 

If we are error-theorists about color, we must conclude that the representation of the tomato is 

inaccurate, but it seems hard to deny that the tomato is represented as being a red object of a 

certain shape, size, etc., in virtue of the fact that it is presented to us in a certain 

phenomenologically distinctive way. So plausibly some—indeed, a great many— conscious 

states are representational. The question that then arises is whether all conscious states are 

representational. Some philosophers have defended this view,6

                                                
6 Prominent recent examples include Tye (1995) and Dretske (1995) .  

 but it seems intuitively plausible 

that certain conscious states do not have content. If we consider an undirected feeling of anxiety, 

we certainly seem to be imagining a qualitative state that lacks any particular representational 

content. Also, basic bodily sensations like pains, itches and tickles seem to have qualitative 

features that are not intentional. One might object that such sensations do appear to be located in 
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various regions of the body (e.g., we can feel a sharp pain in our foot, as opposed to a general 

ache in the lower back), which would appear to be a representational feature. But even if we 

grant this point, and concede that sensations seem to have locations in the body, the question 

then arises just what is it that seems to be so located. It would seem to be simply a non-

intentional sensation. That is, even if one grants that all conscious states have representational 

content, we would need a further argument to show that all the phenomenal features of conscious 

states are representational. If one does want to maintain that conscious states are entirely 

characterizable in terms of their representational content, we are owed some sort of account that 

deals with the apparent counterexamples.  

A related question has to do with the transparency of consciousness. G. E. Moore (1922) 

argues that when we have a visual experience of a blue flower, there are two components to the 

experience. First, there is the intentional object of which we are (transitively) conscious (a blue 

flower in this case), but secondly there is the consciousness itself. If we try to pay attention to 

our sensation of blue, we simply find ourselves paying attention to the surface of the flower. 

Moore observes that the consciousness seems “diaphanous” (p. 25). Others have made similar 

observations,7

                                                
7 Besides Tye and Dretske, Harman (1990) has defended such a view. See Amy Kind (2003) for a helpful discussion 
of the difference between “strong” and “weak” transparency.   

 and argued that this fact show that the nature of consciousness can be 

exhaustively characterized in terms of qualities represented in a conscious experience. Such a 

view is often intended to be part of a reductive explanation of consciousness; if we already have 

an adequate theory of intentionality, and we believe that conscious states can be exhaustively 

characterized in terms of their intentional contents, it looks as though we can have a fairly robust 

theory of consciousness. However, the view need not be reductive, since it is possible that the 

only way to characterize the content of an intentional state is by appeal to some irreducibly 
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qualitative features. This might be most plausible for the case of bodily sensations; every token 

instance of feeling pain might be exhaustively characterized as a representational state with a 

certain intentional content, but plausibly to say what that content actually is we must rely on a 

primitive notion of a certain kind of phenomenal experience. That is, we might have no way of 

specifying the content of a pain without appealing to a “hurtful sensation” being represented 

somewhere in the body.  

In terms of my own project, all I require is that there be a distinctive sort of state we can 

characterize as a qualitative state. I do not need to commit on the question of whether conscious 

states can be exhaustively characterized in terms of their intentional content, since such a view 

need not be reductive. I am however committed to denying any sort of reductive representational 

thesis, and I will argue in the following chapters that these sorts of theory are incorrect.  

Explanation 

These considerations lead us directly to explanatory questions. Since conscious states do 

not seem as if they could be adequately characterized in physical/functional/relational terms, it  is 

hard to see what relation they could have to the brain or nervous system. A variety of questions 

arise here. One of the fundamental metaphysical questions in philosophy of mind is whether 

mental states could be physical states, in particular states of the brain. If conscious states just are 

brain states, then we need not try to figure out how to relate two fundamentally different sorts of 

state—we need merely explain why qualitative states seem to us subjectively to be different in 

kind from other sorts of physical state. Some of the more striking arguments for the view that 

conscious states and physical states must be different types of state involve appeals to just the 

sort of fact we noted above. If consciousness cannot be adequately characterized in 

physical/functional/relational terms, it seems we could never get an entailment relation from any 

physical/functional/relational description of an organism to a description of the creature’s 
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conscious states. In fact, as the zombie scenario reveals, it seems that we could not even establish 

an entailment to a claim that the organism in question has any conscious states at all. This 

problem is known as the “explanatory gap,” after Levine (1983). 

While the explanatory gap itself is generally recognized (I am not aware of anyone who 

simply denies it wholesale), there is widespread disagreement on the nature and significance of 

the gap. Some philosophers (e.g. Dennett [1991], Searle [1984]) maintain that the gap is merely 

the result of our ignorance of the details of how the brain works. As we know more, we will 

presumably be able to fill in enough detail to understand how biological processes could result in 

consciousness.8

Besides disagreeing on what the epistemic nature of the gap is (remediable, irremediable 

by us, irremediable in principle), a further question concerns what conclusions we ought to draw 

 Other philosophers maintain that the gap is not the accidental result of our 

current state of scientific ignorance, but is rather somehow inevitable. Either the claim is that we 

human beings are not cognitively up to the task of explaining how consciousness can be the 

result of brain activity (McGinn [1989] is a prime example), in which case the possibility 

remains that some other sort of intellect could understand how to fill in the gap, or the claim is 

that no possible creature could understand how to fill in the gap (see Chalmers [1996]).  

                                                
8 Dennett takes seriously the possibility that Frank Jackson’s hypothetical color-vision expert Mary, in her black and 
white room, might in principle be able to determine on neurological and physical data alone what it would be like to 
see a particular color, even before she has seen an instance of it (pp. 399-401). He also argues that there is in 
principle no deep mystery involved in determining what it is like to be a bat on the basis of its physical and 
functional structure (441-448). Searle on the other hand seems prepared to grant that certain gaps in our knowledge 
may remain even when the neuroscience has been completed. In his (1992) he observes that “It is inconsistent with 
what we in fact know about the universe and our place in it to suppose that everything is knowable by us,” (p. 23), 
and that “we know that many beings on our earth have neurophysiological structures that are different enough from 
ours so that it may be literally unknowable to us what the experiences of those beings are really like” (p. 24). But 
that worry seems mostly about our knowing precisely what it is like to be some very different sort of creature. He 
emphatically rejects the notion that there is any deep mystery involved in understanding how certain physical 
structures could cause (to use his term) consciousness. He writes, “It should seem no more mysterious, in principle, 
that this hunk of matter, this grey and white oatmeal-textured substance of the brain should be conscious than it 
seems mysterious that this other hunk of matter, this collection of nucleo-protein molecules stuck onto a calcium 
frame, should be alive. The way, in short, to dispel the mystery is to understand the processes” (pp. 23-24).  
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from the gap. Those thinkers who believe the gap is merely the result of our current ignorance of 

brain function and is in principle soluble do not see that any deep metaphysical conclusions 

should be drawn from the existence of the gap. For them, conscious mental states are nothing but 

brain activity (or “realized in” the brain in virtue of its activity, to use Searle’s language), and as 

we learn more we will come to see how this remarkable feature is the result of lower-level, 

unconscious brain activity. Even those philosophers who believe that we (or perhaps any 

creature) are permanently prevented from seeing any way to fill in the gap need not suppose that 

any strong metaphysical conclusions can be drawn from the existence of the gap. McGinn, for 

instance, does not deny that consciousness could result from brain activity in some perfectly 

respectable naturalistic fashion. The problem for us is simply the fact that we won’t ever be able 

to understand how it is possible.9 Others, however, have drawn stronger conclusions. Chalmers, 

for instance, argues that the impossibility of deriving statements about consciousness from 

statements of physical/functional/relational facts demonstrates that consciousness is simply a 

fundamental feature of the world metaphysically different from physical/functional facts.10

The “Why” Questions 

  

Since consciousness is at least contingently correlated with brain activity, we must wonder 

what could explain that correlation. This is a worry particularly because the zombie thought 

experiment seems to show us that conscious mental states are explanatorily irrelevant. Since 

                                                
9 He writes, “What I want to suggest is that the nature of the psychophysical connection has a full and non-
mysterious explanation in a certain science, but that this science is inaccessible to us as a matter of principle.” Our 
sense of a profoundly mysterious metaphysical gap results because “We confuse our own cognitive limitations with 
objective eeriness” (p. 537).  

10 He writes in his (1996), “No explanation given wholly in physical terms can ever account for the emergence of 
conscious experience” (p. 93). He is skeptical that this is merely a matter of our contingent cognitive limitation, 
largely because of the apparent conceivability of a zombie world, a world physically and functionally just like our 
own, but containing no consciousness whatsoever. Considering the possibility that we might simply fail to 
understand how the zombie world is conceptually incoherent, he writes, “it must be conceded that any philosophical 
argument could go wrong because of cognitive impairment, in the absence of any substantial reason to believe this, 
this sort of objection seems quite ad hoc” (pp. 139-140, emphasis in original).  
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there is a physiological explanation for any behavior a person exhibits (including such 

sophisticated behaviors as speaking or writing books), it would seem necessary that a 

physiological duplicate of a person would be behaviorally indistinguishable from him. If the 

zombie scenario is possible, we could have a physiologically (and therefore behaviorally) 

indistinguishable duplicate of a person, while that duplicate lacks any phenomenal 

consciousness. But that would seem to indicate that even in the actual world consciousness 

seems causally irrelevant. If God were to turn me into a zombie, presumably those around me 

would never notice, as my bodily activity would proceed just as it had before.  

But if all this is correct, the emergence of consciousness in living things is quite 

mysterious. We might believe that the capacity to have qualitatively dissimilar states when 

presented with green fruit and red fruit would be evolutionarily adaptive—it would enable us to 

discriminate ripe from unripe fruit, so saving our arboreal ancestors many an upset stomach. But 

if conscious experiences make no behavioral difference, this cannot be correct. At best, it would 

seem that consciousness is a mere concomitant phenomenon, an epiphenomenon that happens to 

be contingently correlated with certain sorts of physical activity. This is puzzling; it is prima 

facie hard to accept epiphenomenalism at all, and the view becomes even stranger when we 

consider that the richness and variety of phenomenal experience is simply “along for the ride,” as 

it were.  

There have been several proposals for what roles consciousness might serve, but here the 

distinctions drawn in the previous chapter are relevant. Different scientists and philosophers have 

very different notions about what the prospects are for explaining the emergence and function of 

consciousness. A common sort of view is that we already have, or are at least close to having, a 

theoretical grasp of intentionality. We can then devise purely functional accounts of a wide 



 

65 

variety of psychological states, such as belief, perception and desire. We might then be able to 

develop functionalist accounts of certain types of consciousness, for instance of Block’s A-

consciousness, or self-consciousness. But this still seems to leave some residue, namely 

phenomenal consciousness. Chalmers’ answer is to simply suppose that there are psychophysical 

laws correlating, as a matter of brute nomological necessity, certain kinds of intentional states 

with certain kinds of phenomenological states (see chapter 7 of his [1996]). Block (1995) seems 

to hold a similar view; furthermore, he argues in his (1978) that “Psychofunctionalism”—the 

thesis that functionalist accounts of the mind are substantive empirical hypotheses about how our 

brains actually process information, that may be confirmed or disconfirmed by psychological 

research—may be a viable theory for most psychological phenomena, such the propositional 

attitudes, but not phenomenal consciousness (p. 286).  It is worth noting that such views are in 

violation of CP, supposing as they do that an adequate theory of intentionality and cognition is to 

be had independently of any appeal to phenomenal consciousness. But I can set this point aside 

for now, as I am interested in this chapter only in phenomenal consciousness, and there is a 

widespread sense that it is difficult to see how phenomenal consciousness could play an adaptive 

role in the evolution of organisms.11

But supposing that phenomenal consciousness actually does or at least could play an 

adaptive causal role in the life of an organism, what roles might it play? There are several views 

that seem plausible. The most basic is that consciousness allows the organism to have flexible 

control over its behavioral responses. Unlike a reflex or a tropism, which either cannot be altered 

or is altered only over a (perhaps lengthy) process of conditioning, a conscious mental state 

allows for easy and rapid changes in behavior. There is of course a trade-off; tropisms and 

  

                                                
11 See Jackson (1982) for some arguments to the effect that epiphenomenalism about phenomenal consciousness is 
not unreasonable.  
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reflexes allow for very rapid responses, while performing an action consciously is time-

consuming. By way of example, consider the smooth, nearly thoughtless, performance of a 

pianist who has been playing a piece for many decades with the clumsy and slow performance of 

a novice. It would seem that when we first begin to learn a new skill, we are relying on conscious 

mental states, and so the neophyte is slow and awkward, and must expend great energy. With 

practice, the skills no longer require conscious attention (or at least not nearly so much). So 

consciousness comes with a price. But the sheer versatility of behavior that it seems to be, for 

many organisms, well worth the trade-off.12

Another adaptive benefit consciousness may bring is the capacity to integrate a great deal 

of sensory information in an efficient manner. Consider for instance the simple act of scanning a 

room looking for a particular object. The visual experience of the room is quite rich; we have a 

fairly clear idea of the overall layout of the room, and the general distribution of objects in it, as 

well as some idea of the size and color of the objects in our visual field. The information is also 

quite well-organized, in that we do not seem to have a jarring experience as of random images 

coming to us in a disjointed “slide-show” series, but have a coherent sense of being in a location 

of a certain type while running our gaze over surfaces and objects of various types. If we tried to 

represent this content using some other sort of representational system, perhaps by writing it out 

in English, we could not begin to capture the depth and unity of the information. The old adage 

seems appropriate—a picture is indeed worth (at least) a thousand words, and conscious 

experience seems capable of providing an organism with something like a picture of the world. 

 

                                                
12 But see Block (1995) for an argument that phenomenal consciousness is not the relevant sort of consciousness to 
play the adaptive role. Many psychological theories that characterize consciousness as playing some key adaptive 
role—such as Bernard Baars’ influential 1988 account—leave it unclear whether the author means to be speaking of 
phenomenal consciousness. But they at least could be so interpreted, so many of them are not obviously at odds with 
CP. Granted, accounts that speak of deeply unconscious representational or mental states are at odds with CP, but I 
would argue that we can re-construe many of these theories in ways that are not clearly at odds with CP (see Chapter 
10 for some examples of this).   
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On the plausible supposition that having a detailed and unified picture of the world would be 

adaptive, we see a suggestion for another possible natural function of consciousness.  

Besides these possible adaptive benefits in terms of information-processing, consciousness 

may also be beneficial in that certain phenomenological states appear to be intrinsically 

motivational. Pleasures and pains, for instance, seem to be directly motivational. If pleasure can 

be associated with beneficial stimuli and pain with harmful stimuli, the organism in question will 

not need any additional prodding to look out for its own self-interest.  This would mean the 

organism would not necessarily need to be able to think carefully about what is or is not harmful 

or beneficial, which would be cognitively less expensive. There is though the potential for 

shifting environmental or hereditary factors to associate harmful things with pleasure or 

beneficial things with pain, so once again there is a potential cost.13

When thinking about the issues of the natural function of consciousness, we ought to keep 

in mind an important distinction, that between constitutive realization and contingent realization. 

The question is whether some property is simply constituted by its playing a certain functional 

role or not. For instance, if we consider a property such as being a lung, we see that any organ 

that plays a certain role in the physiology of an organism is ipso facto a lung. Roughly, a lung is 

an organ that extracts oxygen from the air in the organism’s environment and provides it to the 

organism to use. It would make no sense to say of some organism that it had an organ that 

 But the benefits seem 

considerable, and so it should not surprise us to see organisms with highly developed 

experiences of pain and pleasure.  

                                                
13 To take a perhaps hackneyed example, the pleasant gustatory phenomenal qualities we experience upon eating 
rich, fatty foods may have been very beneficial to us when rich, fatty foods were a rare source of calories. But when 
we live in an environment filled with fast-food restaurants, we may very well end up eating ourselves to death.  
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extracted oxygen from the air in its environment for it to use, but it had no lungs.14

Applying these considerations to consciousness, we may decide that consciousness in fact 

plays certain crucial role in the life of conscious organisms—but are we speaking of constitutive 

or contingent realization? If constitutive, the fact that consciousness plays a certain role in (for 

instance) organizing a mass of information about the environment for the sake of the organism’s 

capacity to navigate is no accident; rather, it is a matter of constitutive realization. To be a 

conscious state is to be the sort of state that plays that role. On the other hand, it could be that 

many different properties could in principle have done the same job for the organism, so it is a 

merely contingent fact that consciousness realizes that role. The issue is ultimately whether we 

wish to say that consciousness can be reduced to some functional property, or whether it is 

merely a contingent realizer of some functional property.  

 Being a lung 

is therefore constituted by the organ’s playing a certain role in the organism’s physiology, and 

any organ that plays that role is therefore a lung. But obviously many properties are not 

constituted by the roles they happen to play. For instance, being a piece of copper is not 

constituted by the role it may happen to play.  We can put this point by saying that being a piece 

of copper is not a functional property, while being a lung is. So some object o’s being a lung is a 

matter of constitutive realization— playing that role is constitutive of being a lung. On the other 

hand, a functional role may be realized contingently. Given some functional role f, many 

different properties might be such that their instances could play that role.  

These are interesting questions, but I need not answer any of them. No matter what natural 

functions consciousness may fulfill, and whether it is a constitutive matter that it plays those 

                                                
14 Unless of course we simply stipulate that the word “lung” shall only apply to such organs as have come about in a 
certain historical way, or even such organs as have a certain structure. We are free to do so, and may indeed have 
good reason to do so in certain contexts, but it seems evident that there is a use of the term that is purely functional.  
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roles or merely a contingent matter, I need only the existence of the phenomenon, which nearly 

everyone will grant me. Consciousness exists, and even if epiphenomenalism is true, CP can still 

be true. If CP is consistent with epiphenomenalism, it is consistent with any particular 

substantive theory about the function of consciousness.  

The Metaphysics of Consciousness 

Finally, an adequate theory of consciousness will eventually need to come to grips with 

certain fundamental questions about the ontological status of consciousness. Traditionally we 

have understood the basic metaphysical question to be whether consciousness could be a 

physical property. Dualism is the theory that consciousness is not a physical property. One 

traditional dualist theory has been substance dualism, the theory that minds constitute some sort 

of distinct non-physical object that is merely contingently related to some physical body. 

Substance dualism has a distinguished history, but it has fallen considerably out of favor today, 

and a far more commonly held dualist theory is property dualism, the theory that consciousness 

is a non-physical property of certain physical objects (brains) or physical processes (certain sorts 

of brain activity). The contrary view is physicalism, the theory that mental states are merely a 

sort of physical process, not distinct in any profound metaphysical way from such processes as 

growth or digestion.  

Other views are possible, but for my purposes I can avoid any of these difficult and often 

frustrating discussions. Whether consciousness is a non-physical processor a physical process, all 

that I require is that it be in some interesting way conceptually distinguishable from non-

conscious physical processes, and this nearly everyone is prepared to grant me. 
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CHAPTER 5 
REDUCTION 

Introduction 

Since intentionality and consciousness are at least apparently distinct phenomena, we 

should ask ourselves what, if any, relationship holds between them. One tempting possibility is 

to reduce one phenomenon to the other. Many authors have attempted to show that phenomenal 

consciousness just is a special case of the more general phenomenon of representation.  If this is 

so, then we are spared the task of relating two distinct phenomena—we have only one 

phenomenon, representation, and our task is simply to explain a particular variant of it.  

This kind of theory, if correct, could be taken to rule out a strong form of CP. If 

consciousness can be reduced to more basic representational capacities, it would seem that 

representational capacities are more fundamental, logically and probably temporally prior to 

consciousness. The emergence of consciousness—ontogenetically or phylogenetically—would 

be a matter of pre-existent representational capacities developing in a certain direction. But I 

hold that the more fundamental notion is phenomenal consciousness; hence, if my version of CP 

is to be defended, this sort of view must be shown to be implausible.1

How might one try to show that consciousness is merely a special case of representation? 

Most participants in the debate would agree that consciousness is somehow distinct from more 

general representational capacities.  How then might we try to account for the distinctive nature 

of consciousness by appealing solely to representation?  

  

There are two sorts of answer extant in the literature. The first is to say that phenomenal 

consciousness is merely very detailed representation, i.e., an exceptionally informationally rich 
                                                
1 But some weaker forms of CP might still be correct. For instance, it could be the case that any creature capable of 
tokening representational states must be such that it is capable of tokening the peculiar sort of representational states 
that constitute consciousness. While there is room in logical space for such a view, I’m not aware that anyone 
actually holds it.  
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sort of representation. The other is to say that there is a distinctive type of representational 

content involved in phenomenally conscious representations. I shall outline each sort of answer, 

and show why these accounts are inadequate.  

Informational Richness 

We might explain phenomenal consciousness by first assuming or arguing that non-

conscious representation of some form or other occurs, and then going on to argue that conscious 

experience is simply exceptionally informationally rich representation. This sort of view is 

defended by Daniel Dennett (1991). If we think of phenomenal consciousness as “seeming,” so 

that we are phenomenally conscious if and only if it seems to us some way or other, Dennett 

argues that “There is no such phenomenon as really seeming—over and above the phenomenon 

of judging in one way or another that something is the case” (p. 364). That is, for Dennett, 

qualitative experiences just are judgments, which are in turn a form of representation. But if so 

conscious experience seems quite unlike other forms of judgment, a point that Dennett concedes. 

But he argues that the difference is due simply to the fact that we are unable to discriminate all 

the details that go into making qualitative judgments.  He describes a simple robotic system 

called CADBLIND, which is able to discriminate colors at a rather rudimentary level. 

CADBLIND transduces “perceived” colors as numerical values, and is capable of forming 

judgments about colors by the simple expedient of comparing the numerical values. For instance, 

if a certain shade of red is transduced as “red # 162,” and another shade of red is transduced as 

“red # 172,” CADBLIND would form the judgment that the first shade of red is darker than the 

second because the lower the numerical value, the deeper and richer the color. Dennett writes of 

this case,  

The CADBLIND Mark I has—I will allow—a rather simple, impoverished color space 
with few of the associations or built-in biases of a human being’s personal color space, but 
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aside from this vast difference in dispositional complexity, there is no important difference. 
(p. 374, emphasis in original) 

That is, the only real difference2

There are some fundamental points that we are meant to take away from such a view. First 

of all, the distinction between conscious states and unconscious ones is simply a matter of 

degree. Presumably we could build a CADBLIND Mark II that would marginally surpass the 

original in terms of the complexity of its judgmental capacities, and then a Mark III that would 

be slightly more sophisticated still, and so forth, until we finally arrive at a machine that has our 

judgmental capacities and dispositional complexity. Since we are supposing that being a 

conscious creature just is matter of a subject’s having certain judgmental capacities and 

dispositional complexity, this machine would in fact be a conscious subject. But just where is the 

tipping point, the level of judgmental and dispositional complexity that marks the difference 

between an unconscious machine like CADBLIND Mark I and a conscious one like CADBLIND 

Mark 1,000? Dennett would undoubtedly maintain that there is no such tipping point. He has 

repeatedly criticized contemporary philosophy of mind and psychology for “Cartesian 

materialism,” the idea that there is some magic circle within the mind/brain (the “Cartesian 

theater”) such that mental activity that takes place in it is conscious and mental activity that takes 

place outside of it is not.

 between the robot’s judgments and our qualitative 

experience is simply a difference in the complexity of information involved in rendering the 

judgment (and dispositions acquired as a result of the judgment).  

3

                                                
2 Or “important” difference, to use Dennett’s term. This term strikes me as suspiciously weaselly, for what 
determines what is “important”? Important for what, or for whom? If Dennett means important for a certain sort of 
theorist, or for developing a certain sort of theory, he might be right—but that would not necessarily be to deny a 
genuine phenomenon that might be worthy of study in its own right. Likewise relativity theorists have no need for 
the concept of absolute length. It plays no role in their physical theory—but that’s not to say that things don’t 
actually have an absolute length.   

  I take it that Dennett would regard the thought that there might be 

3 See his 1991, for an extended critique of Cartesian materialism, especially chapter 5.  
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some special level of judgmental complexity that would suddenly make the difference between 

phenomenal consciousness and the lack thereof as merely a special case of appealing to the 

Cartesian theater. Besides this point, it looks as though the process of gradually increasing a 

system’s dispositional capacity results in a Sorites series, and it is widely acknowledged that 

Sorites series do not permit us to draw clear cutoff points for the feature in question. We would 

have a more prima facie plausible justification for believing there to be a critical level of 

judgmental complexity if we were to suppose that the critical level gives the system the capacity 

to make a certain sort of judgment—such as the judgment that the system is in some particular 

representational state.4

The second point we are meant to take from Dennett’s account is that intentional states, 

including judgments, can occur in a creature that is in no sense a conscious creature. At the very 

least, there seems to be no reason for ruling this possibility out. If being in a phenomenal state is 

simply a matter of our forming certain judgments and acquiring certain dispositions, then it 

would seem at least in principle possible for some creature to make judgments without making 

judgments complex enough to count as phenomenal seemings. I believe that Dennett thinks such 

creatures are not only possible, but actual. Despite his obliging use of scare-quotes when he 

speaks of CADBLIND’s “judgments,” I do not see that he is eager to offer a principled 

distinction between what CADBLIND does when it “judges” that one color is darker than 

another, and what we do when we form such judgments. Indeed, Dennett would probably hold 

this to be an advantage of his theory. He does not have to tell a different story about the cognitive 

 But this does not seem to be what Dennett has in mind; at least, it is hard 

to interpret the expression “vast difference in dispositional complexity” as meaning to imply that 

any special sort of representational state makes the difference between CADBLIND and us.   

                                                
4 A discussion of higher-order representation theories of consciousness will take place in the following chapter.  
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capacities of humans and machines like CADBLIND; the same basic story will do, it’s just that 

we are so much more sophisticated.5

The final point Dennett wants us to take from his account is that there is nothing in 

principle ineffable about conscious experience; while it may be extraordinarily difficult to put 

the content of conscious experience into words, it is still in principle possible. Judgments, of 

whatever degree of sophistication, are always going to be judgments with some particular 

propositional content, and it is plausible that we could explicitly spell out the propositional 

content in a natural language such as English. If it should happen that English is too 

impoverished in certain respects, we could remedy the difficulty by supplementing the language, 

devising new nouns or adjectives. For instance, we found the word “red” too restrictive, and so 

we developed words like “scarlet,” “crimson,” and “burgundy.” When these proved too 

restrictive for certain purposes, we supplied numerical subscripts, so we can talk about “red25” or 

“red35.” Presumably, the content of any conscious experience could be spelled out in a suitably 

enriched English. At least, we would need a concrete reason to think otherwise.

  

6  And once we 

have our suitably enriched language, there is no principled barrier to our getting someone to 

understand precisely what a certain sort of phenomenal experience is like without that person 

having to actually undergo that experience; we need merely tell him what it is like.7

                                                
5 See also the discussion in Chapter 2 on Dennett’s denial of original intentionality. I take it that he would insist that, 
complexity aside, what an artifact like CADBLIND does when it “judges” is exactly like what we do when we form 
judgments. Any inclination to deny this fact would be due to a residual belief in original intentionality.  

  

6 And we may have a concrete reason if it should turn out that certain concepts are inexpressible, that is, impossible 
to capture in any language. It has been suggested, for instance, that the concept of “truth” cannot be expressed in any 
language, which is just what runs us into problems like the Liar Paradox when we try to talk about it (see Badici 
[2007] for an argument to this effect).  For Dennett’s account (or rather denial) of the ineffability of conscious 
experience, see pp. 49-50, 382-83, and 388.   

7 See pp. 398-401 for Dennett’s discussion of Frank Jackson’s “Knowledge Argument.”  
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I would maintain that all three of these points are incorrect, but the most serious problem is 

the first point. The difference between consciousness and unconsciousness is surely not a matter 

of degree.  We do speak of a subject’s being more or less conscious, of course. Upon first 

opening our eyes in the morning we may be in a very groggy state, perhaps having some vague 

and confused thoughts or perceptions. We are not “fully conscious,” and we might even call such 

a state “semiconscious.” With time, our confusion (typically) clears up, and we enter into what 

we might describe as a state of “full consciousness.” But the thing to notice is that even 

semiconsciousness is a form of consciousness; it is a muddled state of consciousness, but it is 

fully phenomenally conscious. There is unquestionably something-it-is-like to be semiconscious. 

I think the best way to understand the notion of “semiconsciousness” is to think of it as a matter 

of being less than fully self-conscious. While fully phenomenally conscious, we are nevertheless 

a bit confused as to where we are or what we are doing. This sort of cognitive impairment is 

plausibly to be had in degrees, but phenomenal consciousness seems not to be.   

We may also speak of some intentional state’s being more or less conscious. We may say, 

for instance, that some particular belief is not fully conscious; a worry may be vague and nag at 

the back of our mind. However, in such cases “consciousness” is best construed as something 

like Ned Block’s access consciousness, not phenomenal consciousness. It is plausible that 

whether a state is available to us for free use in verbal reporting and rational control of our action 

is a matter of degree, but once again this notion of being “more-or-less conscious” is irrelevant to 

the claim that phenomenal consciousness is not a matter of degree.  

Dennett would undoubtedly disagree with the claim that phenomenal consciousness is an 

all-or-nothing matter, but I submit that the claim is prima facie highly plausible, a point that I 

think even he would have to concede.  I make no claim to infallibility: We may eventually come 



 

76 

to accept the claim that states can be “sort of” phenomenally conscious, or phenomenally 

conscious “to a degree,” but only as a result of extensive and highly persuasive argumentation. 

Dennett certainly has not provided such argumentation. His methodological program is largely 

restricted to what he calls “heterophenomenology”—the attempt to make sense of the 

phenomenological reports of others—rather than focusing on our own conscious experiences.8 

Without allowing ourselves the data of introspection, we might very well come to believe that 

phenomenal consciousness is simply a matter of our coming to have a very rich body of beliefs.9

                                                
8 See his chapter 4 for  an outline of his heterophenomenological methodology.  

 

However, we will not here reject the testimony of introspection, and the testimony speaks 

strongly against the claim that phenomenal consciousness is simply a matter of our undergoing 

informationally rich states, or forming particularly complex judgments.  Granted, phenomenally 

conscious states do tend to be informationally rich, but it would take extensive argumentation to 

lead us to conclude that it is this informational richness alone that makes them phenomenally 

conscious. This is particularly so if we accept the plausible claim that phenomenal content itself 

can convey information to the subject of a phenomenal state. For instance, a phenomenal 

experience as-of seeing something red and shiny, if veridical, conveys a great deal of complex 

information to us about the apparent surface characteristics of the object in question. But on the 

surface this perfectly plausible claim seems to imply that it is the phenomenal character of the 

state that grants it informational richness—not vice-versa. That is, if we wish to speak of 

9 Dennett does try to assuage our concerns. He notes that we might after all have epistemic access to some genuine 
empirical realities via introspection, though in all likelihood these will be distortions of the real phenomena in the 
brain. Furthermore, heterophenomenologists are a bit like literary theorists, and “Literary theorists do valuable, 
honest intellectual work describing fictional entities, and so do anthropologists who study the gods and witches of 
various cultures . . . . Heterophenomenological objects are, like centers of gravity or the Equator, abstracta, not 
concreta. They are not idle fantasies but hardworking theorists’ fictions. Moreover, unlike centers of gravity, the 
way is left open to them to trade them in for concreta if progress in empirical science warrants it” (p. 95-96).  I leave 
it to the reader to decide whether he feels his aches and pains are comparable to the Equator, or the gods and witches 
of various cultures.  
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information-bearing states, it looks as if phenomenal character is a very powerful way of 

encoding information.   

Consciousness as Non-Conceptual Content 

A number of theorists have suggested that phenomenal consciousness is simply a matter of 

a subject’s having intentional states with non-conceptual content.10

                                                
10 For instance, Fred Dretske (1995), Michael Tye (1995), Christopher Peacocke (1992), and Tim Crane (1992).  

 That is, it is supposed that we 

can develop a notion of representation independently of a theory of consciousness, and then 

analyze phenomenal consciousness as representation with non-conceptual content. I shall call 

this sort of view “representationalism.” If representationalism is correct, then the version of CP I 

would like to defend is false, because representationalism gets the conceptual order backwards to 

CP—the notion of representation is treated as logically prior to consciousness, not vice-versa. I 

will therefore need to show that such a view is not plausible. We might go about this by 

attacking the notion of non-conceptual content, or attacking the notion that phenomenal states are 

representational. However, I am prepared to grant the notion of non-conceptual content, at least 

for the sake of argument, and it would seem undeniable that many phenomenal states are 

representational. So, what I will do is show that certain fundamental features that a number of 

prominent representationalist theories share end up committing their proponents to an extremely 

implausible, if not simply incoherent, position, namely that intentionality can be a vague matter. 

Because of this, these prominent representationalist theories are not plausible candidates for 

explaining consciousness. The way will then be clear for CP, unless and until someone comes up 

with a theory of intentionality that avoids the pitfalls in question.  
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Against Representationalism  

The key premise for my challenge to representationalism is that whether or not a state is 

intentional is not a vague matter. Before developing this thought further, we will need to be clear 

on how we are to test predicates to determine whether they are vague. The traditional test for 

vagueness is the possibility of running a Sorites series on a term or predicate, where we begin 

with what would appear to be a case where the predicate clearly applies, and gradually vary 

some relevant factor along a continuum until we are unsure whether the predicate still applies. 

We proceed further along the continuum until we get to a point where we are sure that it does not 

apply, but we are unable to point to any principled boundary in the series between the predicate’s 

applying and its not applying. If we can construct such a continuum, the predicate or term is 

vague.  

Importantly, the possibility of developing a Sorites series is a matter of the predicate or 

term being in a relevant way sensitive to degree. To spell this out, we need to be clear what it is 

for a predicate to be a degree predicate. A predicate D is a degree predicate just in case it is 

conceptually coherent to suppose that two things that unquestionably fall under D may 

nevertheless exhibit D-ness to a greater or lesser extent. A simple example is “is spatially 

extended.” A gnat and an elephant both have spatial extension, but obviously the elephant is 

more spatially extended than the gnat. Other examples of degree predicates include “has a 

temperature” (once something has a temperature, it can have greater or lesser temperature), “has 

density,” “is curved,” (something is either curved or it is not—but curved things can be more or 

less curved), and “has a probability” (events can be assigned greater or lesser degrees of 

probability).  

Many degree predicates are such that we can develop a Sorites series on them. To take the 

traditional example, consider “is bald.” A man can be more or less bald, depending on just how 
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much hair he has, so baldness is a degree predicate. But if we gradually decrease the degree of 

baldness (perhaps by implanting one hair at a time), we eventually get to a point where we are 

not sure whether the man is still bald. As we proceed past that point, we eventually get to a point 

where we would unhesitatingly affirm that the man is no longer bald. It seems as though he has 

been changed from bald to not-bald one hair at a time, but we cannot say just where the 

transition occurred; indeed, it seems quite implausible to suppose that there was any particular 

point where the transition occurred. This is then a Sorites series, the possibility of which has 

been the traditional test for vagueness, so the predicate “is bald” is vague.  

But not all degree concepts can be used to generate Sorites series. For instance, the initial 

examples I offered of degree concepts—spatial extension, temperature, density, curvature, 

probability— cannot produce Sorites series. While one could continuously add to or detract from 

the spatial extension of an object or a region of space, it would seem that we would never get to a 

point where we would be uncertain whether the object or region of space was really extended. 

Extension can be vanishingly small or mind- bogglingly great, but any object or region that is 

extended is simply extended, tout court. Therefore, while “is extended” is a degree predicate, it 

is not a vague predicate.   

Equally importantly, not all vague predicates are themselves degree predicates. To 

consider one traditional example of a vague predicate, consider “is a heap.” It seems infelicitous 

to speak of something’s being “more of a heap” than something else; linguistically at least 

something is either a heap or not a heap tout court. However, whether the predicate “is a heap” 

applies is relevantly sensitive to an underlying factor that is a matter of degree, namely the 

number of, e.g., grains of sand or whatever else the heap is a heap of. A pileup of a million 

grains of sand we may unhesitatingly call a heap, but as we remove one grain of sand at a time, 
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we get to a point where we are unsure whether or not we still have a heap. Finally we get down 

to one or two grains of sand, and we are sure we do not have a heap anymore. But plausibly, 

there is no clear cutoff point at which we passed from “heapness” to “non-heapness.” Thus, 

while “is a heap” is not a degree predicate, it is relevantly sensitive to an underlying factor that 

can vary along a continuum in such a way that it is a vague predicate.  

Plausibly, any vague predicate will either itself be a degree predicate (though as we saw 

this was not a sufficient condition for vagueness) or it will be relevantly sensitive to some 

underlying factor that can vary along a continuum. Consider for instance numerical evenness. 

We certainly cannot say that some number is “more even” than another, and there appears to be 

no underlying factor that can vary along a continuum that would show how it could be a vague 

matter whether a given number is even. Therefore the predicate “is an even number” is not 

vague. We will say then that any vague predicate must either be a degree predicate or, to 

introduce a bit of technical terminology, a degree-sensitive predicate.  

Before proceeding, one further preliminary needs to be taken care of. As I have 

characterized it, representationalism is the view that consciousness can be explained in terms of 

some more basic intentional features. But just how are we to understand these more basic 

intentional features? The most prominent and influential accounts rely on “naturalized” theories 

of intentionality. The details of such theories vary, but certain basic commitments and strategies 

seem constant, so it does seem as though naturalized theories of intentionality constitute a natural 

kind, variations on a certain conceptual theme, and once the details are laid out it becomes clear 

why representationalists would collectively settle on such theories. The attempts to naturalize 

intentionality are then crucial to the representationalist project, at least as it has been carried out 

to date. Of course the term “naturalized” is hardly neutral, and I doubt it is meant to be. The 
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implication is that one who would reject a naturalized theory of intentionality must be after some 

non-naturalist, perhaps even supernaturalist, theory of intentionality. This is a powerful rhetorical 

tactic, but we must resist the urge to be taken in by it. Rejecting naturalized theories of 

intentionality does not mean rejecting the idea that intentionality is part of the natural world. 

Thus it is important in what follows to keep in mind that I am using the term “naturalized” in a 

technical way, to refer to a certain class of theory.  

Having set forth these clarifications, my argument against representationalism is simple: 

 

1. If naturalized theories of intentionality are correct, the predicate “is an intentional state” 

is vague. 

2. The predicate “is an intentional state” is not vague.  

Therefore,  

3. Naturalized theories of intentionality are not correct.  

From this conclusion we can draw the further conclusion:  

4. Theories of consciousness that rely on some naturalized notion of intentionality to 

reduce consciousness to a kind of representation are not correct. Since representationalism is 

such a theory,  

5. Representationalism is not correct.  

 

Now I shall proceed by first demonstrating (1). In particular, I shall consider the theories of 

Fred Dretske (1995), Michael Tye (1995) and Ruth Garrett Millikan (2004). Since they are 

committed to the vagueness of intentionality, they must fail as theories of intentionality, and 

therefore as reductions of consciousness to intentionality.   
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Dretske 

Dretske (1995) has developed a sophisticated account of how we could naturalize 

intentionality.  In a nutshell, he argues that we already have a fairly good theoretical grasp of 

what it means for a state to be an information-bearing state, and we also have (or at least are 

close to having) a good theoretical grasp on what it means for some system to have a natural 

function. He then offers the “Representational Thesis,” which has two components: (1) All 

mental facts are representational facts, and (2) all representational facts are facts about 

informational functions (p. xiii).  

Putting all this together, his ultimate thesis is that mental states are simply states that 

provide information to an organism, and do so as part of their natural function. In other words, 

original intentionality is what we get when an information-bearing system (and these are 

ubiquitous in nature) acquires the natural function of having information-bearing states. So for 

instance the human visual system has as its natural function the job of conveying certain kinds of 

information about our immediate environment, which explains why some of our visual system’s 

states are originally intentional states.  Dretske then dedicates the bulk of his book to an attempt 

to show that phenomenal consciousness is merely a special case of natural information-

processing. Our phenomenally conscious experience of, for example, a patch of red is nothing 

but a state of our visual system that has as its natural function the task of representing the color 

red to us.   

This whole account hinges crucially on the notion of natural function. Dretske does not 

spell out in much detail the notion of a natural function,11

                                                
11In footnote 4 of Chapter 1, Dretske explains his reluctance to link his theory too strongly with any particular 
account of natural function, though he does mention that he happens “to favor the account of biological functions 
described by Godfrey-Smith” (1994) (p. 169).  

 but he does want to link it to certain 
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historical processes, chiefly natural selection, but perhaps also maturational processes or some 

other historical process.12

This theory has some interesting (and highly counterintuitive) consequences. Suppose a 

bolt of lightning strikes a swamp, and as a result of the molecular scrambling that ensues, a 

molecule-for-molecule duplicate of a particular Toyota Tercel appears in the swamp. Just like the 

manufactured Tercel, the duplicate (Dretske names it “Swamp Tercel”) has on its dash a little 

dial-like object, indistinguishable from the Tercel’s fuel gauge. Dretske claims (and I would not 

disagree) that it is intuitive to say that Swamp Tercel’s “fuel gauge” is not a real fuel gauge at all, 

and that its states do not represent or misrepresent anything about the amount of fuel in Swamp 

Tercel’s tank. Let us suppose that the gauge on the original Tercel has a broken wire so that it 

always points to “E,” even when the car is fully fuelled. By hypothesis, Swamp Tercel’s “fuel 

gauge” also has a disconnected wire. The two cars are qualitatively indiscernable, but in the 

original Tercel, the state of the fuel gauge misrepresents the amount of fuel, always representing 

the tank as empty even when it is filled, while Swamp Tercel’s “fuel gauge” does not 

misrepresent anything. Being a fluke of the cosmos and not the product of design, there is 

nothing its gauge is supposed to do, so a fortiori the gauge is not supposed to indicate the 

amount of fuel in the tank. It does not have the function of representing anything, so it cannot 

possibly misrepresent anything.  

  

So much Dretske says, and I am fully in agreement with him. He then goes on to say that 

exactly similar considerations apply to natural information-bearing systems and their states. Our 

sense organs have as their natural function the task of representing certain phenomena, and they 

                                                
12 He writes, “The senses, I assume, have information-providing functions, biological functions, they derive from 
their evolutionary history” (p. 7). He mentions that maturational processes might also suffice, but is insistent that 
however natural functions are acquired, he “will assume in this work that natural functions are always acquired 
through some historical process like natural selection” (p. 570, n. 4).     
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have acquired this function as a result of natural selection or some other historical process. Ergo, 

a creature with no evolutionary or maturational history properly speaking has no sense organs. If 

lightning struck the swamp and a molecular duplicate of a human being (let us unoriginally call 

him “Swampman”) emerged, his sensory apparatus would be just like Swamp Tercel’s “fuel 

gauge.” They would have no function, that is, they would not be for anything. Thus, they would 

have no representational content at all.   If we find this counterintuitive, says Dretske, it is merely 

our “internalist intuition” that is running interference (p. 149-50).  

Whatever else we make of Dretske’s theory, we must notice a much more dire 

consequence than a mere clash with our internalist intuitions. None of Swampman’s organs have 

a natural function, so a fortiori none of them have the function of representing anything. So how 

is natural function acquired? Apparently, it happens either through a period of natural selection 

or through some other historical process such as maturation. But such historical processes would 

clearly involve degree predicates or degree-sensitive predicates, and in such a way that they 

admit of vagueness. For instance, we have merely to vary the number of generations, if we are 

talking about a history of natural selection. If we are speaking of maturation, plausibly 

maturational process invariably involve a “learning curve,” a time-period of adjustment as some 

capacity begins to take hold and become refined. And sure enough, the concept of natural 

function, as it functions in contemporary biology, is sensitive to variation along a continuum, 

with the result that whether a given trait has a natural function can be a vague matter. I do not 

have room to go into a detailed survey of contemporary theories, but in broad outline, modern 

theories of natural function involve an appeal to some property that a trait has that explains how 

it came to be, or how it continues to be maintained in the population. That is, all modern theories 
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of natural function13

Some might wonder how recent the selective episodes relevant to functional status have to 
be. The answer is not in terms of a fixed time—a week or a thousand years. Relevance 
fades. Episodes of selection become increasingly irrelevant to an assignment of functions 
at some time, the further away we get. (356) 

 involve an appeal to causal factors, and historical factors. Since Dretske 

mentions that he finds the view attractive, let us consider for an example Godfrey-Smith’s (1994) 

account of the “modern history view” of natural function. Godfrey-Smith maintains that 

“Functions are dispositions and powers which explain the recent maintenance of a trait in a 

selective context” (p. 356), where obviously the “explanation” in question is a causal 

explanation. However, what about the notion of the recentness of the natural history? He writes,  

The only sense we can make of the claim that “relevance fades” is that a crucial factor in 

the establishment of natural function—relevance—can vary along a continuum. Presumably as 

the relevance fades, so does the presence of natural function. On Godfrey-Smith’s account then, 

the predicate “is a natural function” is sensitive to factors that can obtain in degrees; that is to 

say, it is a degree-sensitive predicate.   

Natural functions also evidently shift over time as certain traits become “exapted” (this 

term was coined by Gould and Vrba [1982]). That is, certain traits evolve and are maintained in a 

population because they fulfill function F, but environmental conditions might shift so that the 

                                                
13 All modern theories that recognize observer-independent truths about natural functions, that is. Not everyone who 
writes about natural function would acknowledge that there really are such observer-independent truths. For 
instance, Searle (1995c) claims that natural functions simply do not exist independently of our assigning a goal to 
some system, and our assignment of a goal will be dependent on our interests. For instance, we want to say that the 
natural function of the heart is to pump blood, but this is no more the true function of the heart than, say, the 
production of a rhythmic thumping sound. The reason we want to say the natural function of the heart really is to 
pump blood, and not produce a rhythmic thumping sound, is because it is the former and not the latter that explains 
the heart’s role in keeping us alive—and obviously our interest in the heart is in its role in keeping us alive (pp. 17-
18). Two points are essential to note: first, even this watered-down notion of natural function appeals to predicates 
that are sensitive to underlying factors that admit of degree—we may have more or less interest in certain roles the 
trait or organ plays, and a trait or organ may play a role to a greater or lesser extent; second, this anti-realist theory 
of natural functions would obviously be inappropriate as an explanation for the development of representational 
capacities in organisms, since it presupposes representational capacities (the assignment of goals obviously requiring 
the ability to represent the organ or trait in question). Thus, I shall not further discuss these sorts of anti-realist 
theories of natural function.   
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traits begin to be maintained because they fulfill some other purpose F′, and perhaps ultimately 

F′ will become much more important. For instance, our hands have a variety of natural functions, 

including grasping; but primate hands developed from the feet of more primitive animals, and 

the natural function of feet is primarily locomotion. There must have been a time when our 

ancestors’ forefeet were undergoing re-shaping by natural selection. The shift must have taken 

some time, however brief. Intuitively, there was no instant when the natural function changed; 

rather, new functions began to be acquired and older functions become less and less relevant, 

until finally the organism ceased to have forelimbs with such functions. Since the process 

involves a gradual shift in the relevance of certain powers or dispositions of the limbs, this shows 

that “having natural function F” is a degree-sensitive predicate. Some capacity may be “more 

relevant” or “less relevant,” depending upon the extent of the role that capacity plays in 

maintaining the trait in the population.   

So the predicate “is a natural function,” as a degree-sensitive predicate. But is it a vague 

predicate? That is, could we develop a Sorites series using the predicate “is a natural function”? 

Given the considerations offered about how natural functions are acquired and change over time, 

it seems clear that we can. All we need do is make the “disposition or power” less and less 

relevant to explaining either the development or the “recent” maintenance of a trait, or vary the 

recentness of the relevant episodes of natural selection. Whether or not the concept of natural 

function clearly applies in a particular case—and what natural function, if any, is actually 

served—may not admit of a definite yes-or-no answer. There will be cases in which it will be 

appropriate to say that there is no fact of the matter whether there really is or is not a natural 

function, or just what the natural function is. The same would seem to go for any other process 

that is grounded in certain historical processes, such as learning or maturation. Thus, the 
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predicate “is a natural function” is a vague predicate, and doubly so: whether there it applies at 

all is vague, and exactly what function is served is vague.  

This brings us back to Dretske’s attempt to naturalize intentionality. If he is appealing to 

natural selection as grounding the idea of a natural function, in appealing to natural function he is 

appealing to a vague predicate. He has therefore run afoul of the very basic point we noted 

above: he is committed to saying that the predicate “is an originally intentional state” is a vague 

predicate, contrary to what I take to be the case.  

Dretske realizes he is committed to this. He ends his book by asking a question about 

consciousness—and the point of the book is to show that consciousness just is a particular sort of 

intentional state. He writes, “But if I am conscious and my very distant ancestors were not, when 

did my less-distant ancestors start being conscious? At the same time a poor man becomes rich 

as you keep giving him pennies” (p. 168, emphasis in original).  Give credit to Dretske for 

realizing he is committed to this view; but if I am right he has articulated a conceptual absurdity. 

While it seems plausible to say that there is no point at which a poor man becomes rich if you 

keep giving him pennies, there must be a point at which the states of an organism become 

originally intentional. There has to be an exact answer, and it looks as though Dretske has no 

way of providing one. Of course he might try to provide an ad hoc precisification (e.g., it takes 

exactly one thousand generations for a system to acquire a natural function), or he might try to 

offer a trivial answer (e.g., a system acquires a natural function at just that point at which it has 

enough evolutionary history). However, the former sort of answer is obviously ad hoc and 

arbitrary, while the second sort of answer is vacuous.  

Dretske might try to defend himself by appealing to epistemic considerations: we know 

that some of our organs have the natural function of representing content, so there must have 
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been a point at which they acquired the function. Perhaps it is unfair of me to demand to know 

just when it was, just as it is unfair to demand of me that I say just where in the phylogenetic 

scale we get creatures that have originally intentional states.   But the important difference is that 

I am prepared to say that there is a point at which intentionality simply starts to exist, though I 

am not sure where it is. It sounds as though Dretske is committed to the claim that there is no 

such point in time—or so the comparison to the Sorites problem about the poor man becoming 

rich would seem to indicate. 

Tye  

I offer Dretske’s account as a particularly clear and well-developed example of a 

representationalist theory; the essential features of his account are shared by a wide variety of 

such theories—and that means that the essential flaw is as well. Consider Michael Tye’s (1995) 

representationalist theory. According to Tye, representation is a matter of causal co-variation. Of 

course, causal co-variations are ubiquitous in nature while representation is not, so what makes 

the difference between mere covariation and representation? Tye appeals to “optimal 

conditions,” saying that “representation is a matter of causal covariation or correlation… under 

optimal conditions” (p. 101). We see then an appeal to two important features: covariation or 

correlation, and optimal conditions. But covariation or correlation can obtain to greater or lesser 

degrees, as we speak of the varying “strength of correlation.” So the predicates “covaries with x” 

or “correlates with x” are both degree predicates. So already we see that Tye will have a difficult 

time in avoiding a commitment to some state’s being intentional as a matter of degree.  

How about “optimal conditions”? Just when do they obtain? Tye says that “for biological 

creatures, it is natural to suppose that the pertinent optimal conditions are ones in which the 

sensory mechanisms are discharging their biological functions” (p. 153). This is rather vague, but 

if Tye is to avoid circularity, he must be thinking of the “biological functions” of sensory organs 
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in some way other than as simply representational functions; otherwise he is affirming that the 

“optimal conditions” for sensory organs are just those under which they are undergoing 

representational states, which would obviously be an unhelpful account of how representational 

states arise. So how is he thinking of the “biological functions” of sensory organs? He appeals to 

the notion of “tracking” (p. 101), where some biological system S “tracks” a feature F iff the 

states of S covary regularly with instances of F under optimal conditions.14

But leave this particular worry aside, and let us suppose we have some rough and ready 

notion of “biological function.” What sense can we make of the notion of “optimal conditions”? 

Even without any detailed story, the notion of being “optimal” clearly implies degree. Things can 

be better or worse, more or less ideal, and when they are maximally good or ideal, they are 

optimal.  

  The optimal 

conditions would seem to include at least those conditions under which the system is fulfilling its 

biological functions, but of course if the notion of biological function includes the notion of 

tracking, the account is viciously circular—optimal conditions are explained in terms of tracking, 

which is in turn explained in terms of optimal conditions.  

Perhaps despite the seeming implication, Tye is thinking of the predicate “is under optimal 

conditions” is not in fact a degree predicate? It is difficult to say without a detailed account, 

which he does not provide. He does appeal to the accounts provided by Stampe (1977) and 

Stalnaker (1984), but those accounts do seem to commit the authors to conditions varying on a 

spectrum of optimality —that is, they seem committed to the fact that whether conditions are 

optimal is a matter of degree. Indeed, it seems quite prima facie plausible that whatever one 

wants to include in the notion of optimal conditions will not admit of such (non-arbitrary) 

                                                
14 Thus Tye avoids Dretske’s awkward commitment to the claim that Swampman would have no representational 
states—the states of his visual system would “track” environmental features just as well as our visual states do.  
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precisification—whether conditions are optimal is almost certainly a matter of degree, and 

furthermore seem to be such that we could run a Sorites series on them. We would simply start 

with intuitively “optimal” conditions, and gradually vary whatever parameters might be relevant 

until we come to conditions that are intuitively not optimal, never running into a clear cutoff 

point.  

Since Tye’s account of what it is for a state to be intentional makes crucial appeal to 

factors that can vary along a continuum, it looks as though for Tye whether a state is intentional 

can be a matter of degree, and in fact would seem to be a vague matter. Thus neither Tye nor 

Dretske can account for the difference between intentional and non-intentional states in a manner 

that is not either trivial or ad hoc. This means in turn that neither can plausibly argue that 

whether or not a state is intentional is a clear-cut matter. Not only are they committed to the 

claim that “is an originally intentional state” is a degree predicate, it is very difficult to see how 

they can avoid being committed to the claim that it is a vague predicate, except by some ad hoc 

stipulation, which would obviously be out of place in a theory of intentionality.   

Millikan 

Finally let us consider the theory developed by Ruth Garrett Millikan in her (2004). She 

puts the point in terms of “purposes,” using as a basic starting point the fact that we speak of 

someone’s intentionally trying to do something as being a purposive or purposeful action, or that 

the agent in question “has a purpose.” She then argues that the purposes of a person—those 

things most plausibly called “purposes” in ordinary language—are simply built up out of more 

basic natural purposes. She writes,  

When you have an intention to do something it is your purpose to do it.15

                                                
15 I would maintain this is a very unnatural thing to say. I may have an intention to go to the dentist, and I might 
report such an intention by saying “I intend to go to the dentist,” or “My intention is to go to the dentist,” or perhaps 

 So, you may 
suppose, it is not merely a purpose of some part or aspect of your self. Yet looked at 



 

91 

another way, to talk about your explicit purposes, your intentions, is merely another way of 
talking about the natural purposes of your represented intentions themselves. (p. 9-10, 
emphasis in original) 

So what exactly are “natural purposes”? Millikan is a little unclear, but she generally offers 

examples of natural functions, such as the reflexive blinking of the eye when something 

approaches it. She then attempts to show how our “purposes” are built up out of more basic 

natural purposes, and these natural purposes include cognitive activity, language use, and 

perceptual processes. Thus it seems as though Millikan, like Dretske and Tye, is engaged in a 

kind of reductive process: all intentional activity reduces ultimately to various kinds of 

fundamental natural purpose. So what are natural purposes? Her description and examples sound 

much like the sort of natural function that Dretske appeals to, and she explicitly notes that 

“Dretske’s ‘functions’ are what I have been calling ‘purposes,’ at least close enough for my 

purposes” (p. 71). Indeed, it would seem that her overall view is rather like the sort of view 

offered by Dretske, that is, she borrows an account of natural function similar to that offered by 

Godfrey-Smith, and then extends it in ways so that a single concept can apply to learning over a 

single lifetime as well as evolutionary processes. She writes that “…all levels of purpose have 

their origin in adaptation by some form of selection… there is a univocal sense of ‘purposes’ in 

which they are all exactly the same” (p. 13). The process of “selection” simply seems to be any 

of various processes by which the causal effects of some activity, structure or disposition insure 

                                                                                                                                                       
(though this sounds odd to my ear) “I mean to go to the dentist.” I would never say, nor do I believe anyone would 
say, “My purpose is to go to the dentist.” This phrasing invites some very peculiar metaphysical interpretations, as 
though I were somehow put on this earth in order to go to the dentist, perhaps as a part of some divine plan. Is this 
purely a verbal quibble? Perhaps; but notice how much stranger Millikan’s claim sounds when we use the more 
usual sort of locution: “When you have an intention to do something it is your intention to do it. So, you may 
suppose, it is not merely an intention of some part or aspect of your self. Yet looked at another way, to talk about 
your explicit intentions is merely another way of talking about the natural purposes of your represented intentions 
themselves.” This sounds much more contentious because the word “purpose” is not being used to describe both the 
intentions of the agent and the sub-personal components. Millikan is thus forced to either speak oddly of our “having 
the purpose” of going to the dentist, or of sub-personal components of us having “intentions” to do things. Since the 
latter sounds exceedingly contentious, perhaps it was wiser of her to go with the former.  
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that the activity, structure or disposition in question continues to exist, whether we are speaking 

of the continued existence of a particular token or a type. As noted, this sounds much like the 

sort of account of natural functions offered by Godfrey-Smith, extended in much the ways 

Dretske intends. So it would seem that Millikan too is basically in Godfrey-Smith’s camp. This 

means that any vagueness to which Godfrey-Smith is committed would most likely carry over to 

Millikan’s theory. And indeed, it seems clear that the process of adaptation by selection, 

however exactly this is understood, will always involve a temporally extended process, at any 

point in which there may be no clear fact as to whether the system in question actually has the 

function its descendents would unquestionably seem to have. We might reasonably say the 

system in that case is “in the process” of acquiring a function. Since Millikan wishes to 

understand intentional states such as perceptual states, beliefs, desires and so forth as forms of 

natural purpose, and natural purposes are reductively explained in terms that admit of vagueness, 

her account, like Dretske’s or Tye’s, is inadequate.  

A different sort of problem arises for a view such as Millikan’s however, when we 

consider the fact that she regards the most basic form of representation to be a fusion of 

representation and direction, what she calls a “pushmi-pullyu”(p. 78). Consider for instance a 

mother hen’s distinctive clucking when she discovers some food. Her distinctive clucking 

attracts her chicks, guiding them to the food. Her clucking both represents that there is food in 

the hen’s location and directs her chicks to approach. Millikan argues that this sort of compound 

representation is the most basic form of representation, from which all more complex 

representations ultimately develop. But her theory of the pushmi-pullyu leads her to posit two 

subjects in these most basic intentional relations, the producer of the representation and the 

consumer of the representation. In the example of the hen and her chicks, the hen is the producer, 



 

93 

the chicks the consumers, the ones who actually use the representation for some particular 

purpose. This is how Millikan attempts to distinguish the fact that something may be of use to an 

organism and having a natural meaning to boot from the fact that something can be of use to an 

organism precisely because of its natural meaning.  To clarify the contrast, let us consider her 

example of calluses (p. 72). Calluses on the skin are certainly useful to an organism, since they 

protect its skin from further damage. They are also however a natural sign of wear. But this 

natural meaning of the calluses is surely irrelevant to the benefit the organism derives from them. 

Their use to the organism is intuitively not a matter of their being a natural sign of anything. In 

contrast, the experience of pain is useful to an organism precisely because it is a natural sign of 

tissue damage. Having noted this distinction, Millikan explicates it by observing that the basic 

pushmi-pullyu representations are produced by some system, the “producer,” specifically for the 

use by some other system, the “interpreter” or “consumer.” While calluses are natural signs of 

wear, they are not produced for any consumer. The capacity to develop calluses has been 

selected for simply because they protect the skin. In contrast beliefs, desires and other intentional 

states have been selected for because they are representational. She writes,  

The teleologist who claims that intentional representations are produced by systems whose 
function is to produce natural signs must also claim that intentional representations are 
designed to have the effect of correctly representing something to some other organism or 
interpreting system. (p. 73) 

So the most basic intentional representations involve natural signs being produced for a 

consumer. But Millikan is committed to the idea that “The notion of a natural sign is at root an 

epistemic notion” (p. 37). This is difficult to interpret; either Millikan is suggesting that 

epistemic notions themselves can be ultimately reduced to non-epistemic causal notions such as 

the notion of the causal feedback loop, or she is suggesting that there is some fundamental 

irreducible epistemic concept, a concept that is not implied by any naturalistic description of the 
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world in purely causal language. The former seems rather implausible, and the latter seems quite 

at odds with the kind of project she appears to be engaged upon. Certainly it seems as if Millikan 

is attempting to reductively account for purposes and meaning, but if doing so requires her to 

ultimately appeal to epistemic notions—themselves understood in terms of purpose and 

meaning—her project is viciously circular. But as I have noted, it is very difficult to even get a 

handle on just what her project is. She explains that she has “tried to describe the common 

underlying pattern beneath the surface features that we recognize as marks of purposiveness 

across a variety of domains” (p. 14), and that her interest “lies only in revealing what (she takes) 

to be an important sort of commonality among the various phenomena that we think of as 

purposive”(p. 14). It may well be that there is some basic notion of “selection” such that things 

produced and maintained by it count in some technical sense as “purposive,” but it is unclear 

what this technical term has to do with the concept of intentionality as it has been understood 

since (at least) Brentano (1874). And Millikan herself concedes that “If you feel that I am using 

the term ‘purpose’ not in its usual but in some technical sense, I have no interest I arguing the 

point” (p. 14). I do feel that she is using the term “purpose” in some technical sense that bears 

little resemblance to the way it has been used since Brentano, a use that itself I take it reflects 

deep common-sense principles about the nature of the world.  

Fodor and functionalism 

Let us finally turn to the view of Jerry Fodor (1987). Fodor is attracted to two views: 1. 

The representational view of the mind, and 2. Some sort of causal theory of content. Let us grant 

him (1), and turn our attention to his handling of (2). He is attracted to the view that mental 

symbols refer to their causes, so that symbols of type ‘A’ (hereafter “‘A’”s) refer to the token 

instances of property A that cause them (hereafter “A”s). But this immediately runs us into the 

“disjunction problem.” Let us suppose that there is some type of mental symbol C such that I am 
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caused to token an instance of it in my “belief box” when I see a cat. On a simple causal theory 

of meaning, it would be tempting to say that the symbol C means “cat.” However, on occasion I 

see a small dog or a ferret from a distance and mistake it for a cat, i.e., my seeing a dog or a 

ferret causes the C symbol to be tokened in my belief box. So, instances of the symbol-type C are 

caused by cats, dogs, and ferrets. On a simple causal theory of meaning, C would then appear to 

mean, not “cat,” but “cat or dog or ferret.” Fodor attempts to handle the disjunction problem by 

appealing to a certain asymmetry between instances of C caused by cats and instances caused by 

non-cats. Tokens of type C are caused by cats, and it is precisely because of this fact that we 

have occasional instance of C caused by non-cats. The converse is not true: instances of the 

mental symbol-type C are not caused by cats because they are occasionally caused by dogs or 

ferrets. As Fodor puts the point, using ‘A’ to refer to instances of the symbol-type and A to refer 

to concrete instances of the property,  

‘A’ means A iff all A’s cause ‘A’s and ‘A’ tokenings that are caused by non-A’s are wild. 
Wildness then gets defined by reference to asymmetric dependence: B-caused ‘A’ 
tokenings are wild only if B-caused ‘A’-tokenings are asymmetrically dependent on the 
causation of ‘A’ tokenings by non-B’s (p. 110, emphasis in original).  

Whether this solves the disjunction problem is a moot point. What is of interest to me here 

is that Fodor is aiming for a reductive account of intentionality, that is, a reduction of intentional 

properties to non-intentional properties: “I want a naturalized theory of meaning; a theory that 

articulates, in nonsemantic and nonintentional terms, sufficient conditions for one bit of the 

world to be about (to express, represent, or be true of) another bit” (p. 98, emphases in original). 

But notice that in his attempt to explain how mental states come to have the particular contents 

they do, he casually helps himself to the idea of a symbol, restricting his attention entirely to 

what makes it the case that a given symbol or symbol-type has one content rather than another. 

The deeper question is surely how we get mental symbols in the first place. Fodor’s asymmetric 
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dependency account cannot by itself adequately distinguish between a given physical state being 

simply caused by an external object and its meaning that object. He does try to supplement his 

account by an appeal to psychophysics, which can supposedly specify psychophysical laws that 

can explain just how it is that certain mental contents get attached to mental symbols, but once 

again, if his aim is to specify in non-intentional terms how physical states get to be intentional 

states, the appeal to psychophysics clearly will not do, for, as he says, “psychophysics is the 

science that tells us how the content of an organism’s belief box varies with the value of certain 

physical parameters in its local environment. And it does so in nonintentional, nonsemantical 

vocabulary” (p. 113). But explicitly talking about “content” and “belief boxes” certainly sounds 

as if we are making use of intentional vocabulary. The deeper question is in virtue of which facts 

an organism has a “belief box,” or how certain of its internal states come to count as “symbols” 

at all, as opposed to non-intentional physical states. In other words, what makes the physical 

laws that psychophysics seeks psychophysical rather than merely physical laws?  

The answer, I take it, is that Fodor believes that some form or other of functionalism is 

adequate for explaining how intentional states come to be. He argues that 

there must be mental symbols because, in a nutshell, only symbols have syntax, and our 
best available theory of mental processes—indeed, the only available theory of mental 
processes that isn’t known to be false—needs the picture of the mind as a syntax-driven 
machine. (p. 19-20, emphases in original) 

 So it is crucial for theorists to locate these objects that have property of “syntax.” But how could 

a physical state come to have the property of “syntax”? Fodor writes that  

The syntax of a symbol is one of its higher-order physical properties. To a metaphorical 
first approximation, we can think of the syntactic structure of a symbol as an abstract 
feature of its shape… to all intents and purposes, syntax reduces to shape. (p. 18) 

Once again, Fodor seems to be assuming we can identify “symbols,” and then specify the syntax 

of these symbols, which once again raises the question how states come to count as symbols in 



 

97 

the first place. But perhaps we can best understand this claim as a claim about constitution: 

symbols are constituted by the fact that they have syntax, which just is to say that they have 

certain causal powers (metaphorically referred to as “shape”). So to sum up: certain systems 

have discrete states that stand in particular distinctive causal relationships to other discrete states. 

If these causal relationships meet some further criterion C, then the states stand in syntactic 

relations to one another, hence they “have syntax,” which just is to say that they are symbols. But 

what is criterion C? I believe that Fodor means that the further requirement a causally connected 

system of discrete states must meet is that the states and their causal connections be isomorphic 

to the states and connections between some abstractly specifiable system of deduction; at least, 

this is what I gather from his brief remark that “within certain famous limits, the semantic 

relation that holds between two symbols…can be mimicked by syntactic relations in virtue of 

which one of the symbols is derivable from the other” (p. 19). Presumably the word “derived” is 

being used here in the logical sense, rather than some purely physical sense. Thus, certain 

physical states are symbols in virtue of the fact that their causal relationships are somehow 

isomorphic to the deductive relationships between abstract states of a deductive system— 

something like a machine table or Turing machine. In other words, symbols are symbols because 

they realize a computer program of some sort. That Fodor has this view in mind is strongly 

suggested by his eagerly pointing out all the happy consequences that arise if we think of the 

mind as a computer:  

So if the mind is a sort of computer, we begin to see how you can have a theory of mental 
processes that succeeds where—literally—all previous attempts had abjectly failed; a 
theory which explains how there could be nonarbitrary content relations among causally 
related thoughts. (p. 19, emphasis in original) 

But now vagueness clearly surfaces, not at the level of the abstract specification of the 

computer (I presume we can specify the requisite states and state-transitions of a machine-table 
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with complete precision), but at the level of implementation. No real-world physical system will 

realize an abstractly specified machine-table perfectly (unless perhaps the machine-table is so 

trivial as to be entirely uninteresting). Suppose the abstract functional system dictates that given 

input states I1, I2…In, the output O be produced. There are any number of reasons why a system 

implementing the functional system might fail to output O given the inputs.16

So we see that Fodor’s asymmetrical-dependence account of content presupposes 

intentionality, and does not itself explain it. Ultimately, Fodor wants to appeal to a form of 

functionalism to explain how intentional states come to be, but if functionalism is supposed to 

explain (rather than make use of) the fact that certain states are intentional, it is plausible that any 

 For one thing, the 

physical laws causally linking the collection of states that realize I1, I2…In with O might be 

stochastic rather than strictly deterministic, in which case on occasion O will not be produced 

even if all else is normal. But even if the laws in question are strictly deterministic, other factors, 

such as disease or other forms of stress on the physical structure implementing the functional 

system, may interfere with the causal transition from the realizers of I1, I2…In to O. One might 

protest that what matters for realization is that the laws be in place to provide the relevant causal 

linkages between inputs and outputs, and thus interfering factors can and must be ignored. 

Perhaps we can often ignore such interfering factors, but it certainly does look as though at some 

point the extraneous factors count as simply destroying the system, rather than merely interfering 

with its proper functioning.  But where is this point? Where is the difference between an 

imperfect realization of an abstractly-specified functional system and the complete failure to 

realize a given abstractly-specified functional system? Plausibly, there is no clear cutoff point, 

and at some point we must simply make a judgment call. That is to say, it is a vague matter.  

                                                
16 Or, if the causal laws linking the states are stochastic laws, there are any number of reasons why the probability of 
the system’s outputting O given inputs realizing I1, I2…In is less than the probability the abstract system prescribes.  
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functionalist theory will end up committed to states that are only vaguely intentional. Since 

intentionality cannot be a vague matter, this means that functionalism is not adequate to explain 

the existence of intentionality. 

Can Original Intentionality Be a Matter of Degree?   

So we have looked at three prominent and prima facie promising attempts to naturalize 

intentionality, and found them committed to an absurd result. This does not mean that any 

attempt to naturalize intentionality will inevitably fail, but the concerns raised here should give 

us pause. It seems that whatever we want to appeal to in order to account for the binary 

distinction between intentional states and non-intentional states, we had better avoid appealing to 

something merely quantitative. We cannot reasonably appeal to more evolutionary history or 

stricter patterns of causal covariation, or more optimal conditions, or any other concept that is 

expressed by either a degree predicate or a degree-sensitive predicate. This is because it is 

extremely difficult to see how to avoid either committing ourselves to the existence of states that 

are “sort-of” intentional, or arbitrarily selecting a limit beyond which states are intentional and 

before which they are not.17

But one might object that this fact is not a problem, because there is no problem with a 

state’s being “sort-of” intentional. That is, one might reject my criticisms by rejecting the crucial 

premise: original intentionality can be a vague matter.  

   

It seems to me intuitively obvious that original intentionality cannot be a vague matter; a 

given subject is either in an intentional state or it is not. And unlike the case of heaps, there does 

not seem to be any underlying factor that can vary along a continuum in such a way that it can be 

                                                
17 Or rejecting the common-sense notion that some states are intentional and others are not. If every state is 
intentional, we avoid the problem of vaguely intentional states, and we also avoid the need for an arbitrary cut-off 
point. But no naturalist I am aware of would be happy with this move, so I will presume it is off the table.  
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a vague matter whether or not the predicate “is an intentional state” applies. However, I hesitate 

to rest my case on an intuitive notion, especially as my opponents will come back with what they 

take to be powerfully motivated theories that show how it can be a vague matter whether or not 

the predicate “is an originally intentional state” applies. I will now present some arguments for 

the claim that intentionality cannot be a vague matter.  

Against the vagueness of intentionality 

As observed, the test for vagueness is typically simply to see whether or not we can 

generate a Sorites series using the concept in question. We start by providing a paradigm case 

where the concept seems unquestionably to apply, and then proceed by gradually altering some 

relevant parameter until we find a case where the concept seems unquestionably not to apply. 

Dretske’s remark about the poor man becoming rich suggests that he believes we can generate a 

Sorites series using the concept of intentionality, by starting with our own intentional states, and 

then going back generation by generation, looking at increasingly simple organisms, until we 

arrive at a level in the phylogenetic scale where it seems unquestionable that representational 

states are lacking.    

But this alleged Sorites case is not relevantly similar to the traditional cases (involving 

such predicates as “is bald,” “is a heap,” or “is wealthy”). In the case of original intentionality, 

but not in the case of baldness or richness, there seems to be an epistemic question. If we start 

with a man with a million dollars, and erode his bank account a cent at a time until he is down to 

one single cent, it seems very compelling to say that the question of when he became poor (or at 

least not-rich) is not fundamentally an epistemic question. That is, it is very plausible to suppose 

that the reason we cannot say at what point he passed from wealthy to not-wealthy is not to be 

explained in terms of our lacking a certain sort of information. When all the facts about his bank 

account are in our hands, it would seem that we have all the relevant facts, and it is up to us to 
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simply make a judgment call as to whether he is rich or not-rich. Given the ends of the spectrum 

(he has a billion dollars, he has one cent), our answer seems clear. But once we start considering 

the intermediate cases, it would seem plausible that at a certain point one answer is as good as 

another, by which I mean that in the intermediate cases there would seem to be no fact of the 

matter about which we might be mistaken.   

The supposed Sorites series generated by intentional states, on the other hand, does seem 

to raise epistemic issues. Consider how the Sorites series is supposed to work in the case of 

intentionality. We start with some particular individual organism—for instance, a human 

being—and decide that it unquestionably has originally representational states. Then we proceed 

to look at the organism’s parents, and ask whether they have originally representational states, 

and again the answer we want to give is yes. And so it goes, back through early hominid lineage, 

back to our primitive mammalian ancestors, until we arrive at some primitive life form L. Now 

the question is put to us: Does L have originally intentional states? We may or may not be 

inclined to judge that L does, but is it plausible that our task is merely to make a judgment call? 

This would seem to be a highly implausible view of the matter. Whether the predicate “has 

originally intentional states” applies to a given creature, or whether the predicate “is originally 

intentional” applies to any one of its states, does not appear to be simply something to be settled, 

if at all, by making an arbitrary judgment call. Of course, if for some reason the question matters, 

we will need to make a judgment call. However, unlike the case of wealth or baldness, we have a 

very keen sense that we might literally have gotten the answer wrong.  

Consider how we deal with dissenting opinions in questions of vagueness. If I happen to 

mention that Harry is bald, and someone else says, “Well, I wouldn’t say Harry is quite bald—

balding, perhaps, but not really bald,” it is perfectly rational of me to shrug and just accept that 
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different people will make different judgments, and nobody is right or wrong. If we were to get 

into a heated and protracted dispute over the question of Harry’s baldness, it would be a very 

peculiar thing. All the facts seem to be in our possession, they simply cannot decisively settle the 

issue, and if we need to come to a decision all that really matters is that we agree to adopt some 

convention. On the other hand, if some biologist were to maintain that L had originally 

intentional perceptual systems, while some other biologist denied this, it would make sense for 

them to disagree. It would be very odd indeed for them to simply shrug and accept that different 

people will make different judgments, and nobody is really right or wrong. There is a sense that 

not all the facts are in, even if we have all the physiological and evolutionary facts before us. The 

remaining fact, I submit, is whether L really has originally intentional states, a matter that cannot 

be settled decisively by observations of behavior, physiology, or records of evolutionary 

history.18

So it looks as though naturalist attempts to construct a Sorites series of originally 

intentional states will involve importantly different issues from attempts to construct the more 

typical Sorites series. Our intuition that this is so is strongly suggestive that the predicate “has 

originally intentional states” is, unlike “is bald,” “is rich,” or “is a heap,” is not a vague 

predicate.      

  

Intuitions on such matters are of course not necessarily decisive. But when attempting to 

determine whether a term or predicate is vague, the default assumption should surely be that it is 

not, provided that we cannot come up with a clear Sorites series. Vagueness introduces many 

complications, not least of which is determining the semantics for sentences containing vague 

terms. Given the difficulties that vagueness brings with it, we should say that a term or predicate 

                                                
18 Or if it can be so settled, we have as yet no idea how. Certainly the sorts of facts Dretske and Tye appeal to are 
insufficient.  
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is “innocent until proven guilty,” which is just to say that in the absence of an intuitively clear 

Sorites series, we should presume a term or predicate is not vague. 

I have argued that there is a sense that the “Sorites series” Dretske gestures at for 

intentionality is intuitively different from obvious Sorites series, so we should agree that we have 

as yet no intuitively clear Sorites series for intentionality. Thus, either we should either agree that 

“originally intentional” is not a vague term, or at the very least that it has not been shown not to 

be and we should therefore provisionally maintain that it is not .19

Against original intentionality’s being a degree concept  

  

But if original intentionality is not obviously a vague concept, might it not be at least a degree 

concept? If we can show that it is, there is at least the possibility that it is a vague concept, and 

even if we do not quite go that far we might want to say that naturalized accounts are not 

necessarily to be faulted for their commitments to states that are “sort of” or “more or less” 

intentional.    

As with vagueness, I would argue that as a methodological principle, parsimony suggests 

that the presumption should be that a term or predicate is not a degree term or predicate, at least 

until we can come up with an intuitively clear explanation for how it might apply to a greater or 

                                                
19 Commenting on an earlier draft, Gene Witmer suggested that we might try to explain away our hesitancy to 
acknowledge the possibility of vaguely intentional states by appealing to the fact that typically, we only 
acknowledge that a predicate or term is vague if we believe we have a clear grasp of at least some of the various 
factors that would make it the case that the predicate applies (or, presumably, fails to apply). Thus we might dismiss 
our hesitancy to acknowledge that intentionality is a vague matter as an artifact of our ignorance about what 
conditions would be sufficient for something’s having original intentionality. But I do not believe that this is the 
source of our hesitancy. I believe that our conception of representation is sufficiently robust that we do in fact have a 
fairly good idea what sorts of conditions would be conceptually adequate for counting as a representation, and this 
conception rules out the possibility that intentional states are vague. Further support for this claim comes from our 
hesitancy to treat problematic cases of intentionality as we do problematic cases of vague predicates. It seems on the 
face of it absurd to say that the question whether, e.g., ants have intentional states is to be settled, if at all, by a 
collective decision to adopt an arbitrary precisification, any such precisification being as adequate as any other. 
There is a lingering sense that there is some fact we might literally get wrong if we adopt such an arbitrary 
precisification. 
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lesser degree. So how could one argue that the predicate “is an intentional state” can apply to a 

degree?  

Conditions of satisfaction. We might first appeal to the conditions of satisfaction. A 

representational state may have content that determines more or less general conditions of 

satisfaction. For instance, the belief that two is a number has less specific conditions of 

satisfaction than the belief that two is an even number, which in turn has less specific conditions 

of satisfaction than the belief that two is the only even prime number, and so on. Since a 

representation’s conditions of satisfaction can be varied along a continuum of generality, we 

might take this to show that the content can be varied along a continuum, which in turn would 

show that some intentional states are more contentful than others. The belief that two is a number 

is less representational than the belief that two is the only even prime number.  

But this will not do. While conditions of satisfaction, and hence content, can indeed 

become increasingly general, even at the extreme we still have a state that is entirely 

representational. If a representation would be satisfied by such open-ended conditions as 

“something-or-other exists,” or “something has some property,” which look to be about as 

general a representation as could be, it still is entirely representational. A richer representation 

would as it were say more, but it would not be more a matter of saying.  

Vague contents.  Another possibility might be to appeal to the fact that many 

representational states have vague contents. Let us suppose that a state is representational to just 

the extent that it has determinate content, and that to the extent that a state’s content is vague, it 

is not determinate. Now it might seem we could imagine some states being literally “more 

contentful” than others, because less vague. For instance, the belief that “Harry is bald and tall” 

contains two vague terms, “bald” and “tall.” If we precisify and come to believe that “Harry is 
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bald and exactly six foot four,” we have less vague content, and so the belief, as it were, “says 

more.”  

But this is really no different than the argument from conditions of satisfaction, and is 

therefore vulnerable to the same objections. However we want to understand what it is for a 

representation to have content, vague contents are surely still contents full-stop. What’s peculiar 

about them is that they do not determine precise conditions of satisfaction. But they still place 

some restrictions on the conditions that would satisfy them, and that is all that is required for a 

state to be fully intentional.   

The erosion of cognitive capacities.  Another possible way of showing that intentionality 

might obtain as a matter of degree is due to Stephen Stich (1983). He describes a (hypothetical) 

Mrs. T., a woman with some sort of degenerative brain disease, who at one point clearly believed 

that McKinley was assassinated. However, the disease has gradually eroded her abilities to form 

the standard sorts of inferences that appear at least partially constitutive of such a belief. She still 

will unhesitatingly affirm that “McKinley was assassinated” if asked, and she might even 

volunteer the information, but if we follow up with such questions as, “Is McKinley dead?”, 

“What is an assassination?”, or “Are you dead?”, she will not know what to say. She will affirm 

the sentence, or even volunteer it, but does not give the sorts of responses we would expect from 

someone who actually understands it (p. 54-56) It is then tempting to say that Mrs. T. no longer 

believes that McKinley was assassinated. However, supposing that the erosion of her inferential 

capacities was gradual enough, perhaps we could say that there were earlier times at which she 

believed McKinley was assassinated to a lesser degree than she did when she was fully compos 

mentis. Indeed, since the erosion of her inferential capacities could presumably be very gradual 



 

106 

indeed, we might even take the case of Mrs. T. to show that intentionality is not only a degree 

concept, but is in fact vague.  

But once again, this sort of case provides no clear support for the thesis that intentionality 

can obtain in degrees. For one thing, it is very difficult to figure just what is going on in the mind 

of Mrs. T. Stich is careful to describe her in third-person terms, so unless we want to identify a 

belief with a cluster of behavioral dispositions there seems to be an epistemic issue that would 

need to be resolved before pronouncing decisively on just what Mrs. T. demonstrates. But even if 

we want to accept that she may illustrate a gradual shift from believing that-p to not-believing 

that-p, this would at best show that just what psychological mode a subject undergoes may be a 

matter of degree (or even be vague). There is no reason, based on Stich’s description, to think 

that Mrs. T. is undergoing a series of states that are increasingly less intentional. Presumably by 

the end, when she unhesitatingly affirms that “McKinley was assassinated,” she is still 

undergoing a state that is exactly as intentional as her original belief-state. We may not be sure 

how to characterize the content, and we may not be sure when she ceased to believe that 

McKinley was assassinated, but it is not at all clear we could describe her as being in less of an 

intentional state. She is still in some sense “entertaining” the sentence “McKinley was 

assassinated,” and however difficult it is to describe this “entertaining,” it seems as if it could 

easily be a fully intentional state.20

                                                
20 To indulge in a little speculation: It is sometimes emphasized that to believe that-p is in part to be capable of 
drawing certain inferences. But we must be careful how to interpret this prima facie plausible claim. Suppose 
someone were wired up to a brain-scanner and a bomb, and asked to entertain the proposition that (p and q). If our 
subject were to attempt to perform conjunctive elimination and deduce that-p, the scanner would detect it and set off 
the bomb. Thus, our subject could unquestionably believe that (p and q), but not be able to draw certain obvious 
inferences. Clearly a dispositional account of beliefs is not thwarted by such a simple example, but the general 
principle can be extended. I believe we can make sense of someone who actually believes some complex 
proposition, but who is unfortunately such that should he try to draw any inferences he immediately becomes 
confused and unsure of himself. Perhaps such is the lot of Mrs. T.  She does believe that McKinley was assassinated, 
even at the end—but her attempts to decode certain questions or draw certain inferences causes massive confusion in 
her damaged brain, and she simply loses her train of thought.  
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Partial competence. Similar considerations apply if we turn to cases in which a subject 

has only a partial grasp of some complex concept. If concept-possession is at least in part a 

matter of being disposed to draw certain inferences in certain contexts, what are we to say if a 

subject is in some circumstances disposed to draw out the relevant inferences, but not in others? 

It might be tempting to say that there really is no fact of the matter as to whether the subject 

actually possesses the concept. But if there’s no fact of the matter as to whether the subject 

actually possesses the concept, then it might seem that thinking that involves the deployment of 

the concept in question really has no determinate content—and hence, no original intentionality.  

 But this line of reasoning does not clearly show that a thought could lack determinate 

content. There are several points one could make here, but the simplest is this: if the possession 

of a concept is in fact a matter of being disposed to draw a certain range of inferences, then if a 

subject is disposed to draw a different range of inferences in different circumstances, then we 

have no reason to believe that in each case we still have the same concept. The subject simply 

has two distinct concepts at two distinct times. The vagueness comes in at the level of public 

language: what word or words do we have that best fit the concept the subject is employing at a 

given moment? Here there is undoubtedly room for vagueness and slippage, but as for what 

concept the subject actually deploys at a given moment (or is disposed to deploy) can still be a 

perfectly precise matter.21

The sorts of cases I have described would seem to be representative of any strategy to 

show that intentionality can obtain to a degree. Broadly speaking, we could point to some feature 

of the content or some conditions of the psychological mode. But however much we may try to 

make the content sensitive to variation along a continuum, the fact that the state has content is 

  

                                                
21 My thanks to Gene Witmer for pointing out the need to address this sort of case.  
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not itself a matter of degree. And while perhaps we can make sense of there being degrees of 

belief, or there being broadly similar psychological modes such that the difference between them 

is somehow a matter of degree, the fact that these modes all have content shows that their 

intentionality is not a matter of degree. Tinkering with both the content and the mode would 

appear to accomplish nothing that tinkering with either alone would—as we move from 

believing firmly that the tomato is cherry red to accepting tentatively that the tomato is sort of 

reddish, we still move from fully intentional state to fully intentional state. So it looks as though 

any attempt to show that “intentionality” is a degree term must fail to find a clear degree-series.  

So, these sorts of cases do not show that intentionality is a degree concept. Therefore, 

given the methodological consideration that we should not suppose a concept is a degree concept 

unless we have an intuitively clear example of its obtaining to a greater degree in one case than 

another, we ought to conclude that it is not a degree concept, and any theory that is committed to 

its being one is mistaken.  

The naturalists’ rejoinder 

The rejoinder from the theorists of naturalized intentionality will undoubtedly be that they 

have provided us with apparently powerful and well-motivated theories of intentionality that 

show how it can be a matter of degree, and perhaps even a vague matter, as to whether a state is 

originally intentional. In the face of a powerful, well-motivated theory, mere intuitions count for 

little.  

But this rejoinder is itself hardly decisive. If the claim is that the naturalist theories are 

themselves compelling, and therefore they cast serious doubt on the claim that intentionality 

cannot be a vague matter, I would reply that the naturalized theories are dubious precisely 

because they run afoul of such a basic intuition. If this were the only problem, of course, then we 

might have a mere clash of intuitions, and plausibly a well-motivated and powerful theory could 
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trump intuition. But there are many reasons to be skeptical of these sorts of theories. Consider 

first of all that they make our mental lives depend crucially on our standing in certain external 

relations. Recall that Dretske is committed to saying that a molecule-for-molecule duplicate of a 

person, such that the duplicate lacks any evolutionary or maturational history, will have no 

mental states at all, intentional or qua litative. He dismisses our incredulity at this possibility as 

the result of our “internalist intuitions,” but never says why these intuitions do not constitute 

good reason to reject his theory. Others, like Tye, back away from claims as bold as Dretske’s, 

but these awkward clashes with our internalist intuitions are still there. Consider, for instance, 

Tye’s discussion of the possibility of zombies. He concedes that a creature that has phenomenal 

states could have a zombie replica, at least if we are speaking of creatures of a very simple 

construction. But how is this possible? He has us imagine two organisms that are complete 

physical duplicates of one another. One of these organisms lives in a fairly stable environment, 

where the local stimuli are quite regular. Meanwhile the other lives in a very dissimilar habitat, 

where the environmental stimuli are much less regular. He writes,  

Whereas in the first creature, those brain states that realize its sensations covary with 
variations in a single external physical feature . . . for the second creature, the same brain 
states each standardly have several very different external causes, occurring on different 
occasions with equal regularity. (p 194)  

I believe that pre-philosophically we should be very inclined to suppose that if the only 

variation across these two cases is environmental (i.e., we are keeping the laws of nature the 

same across the two cases), the two physically indiscernable creatures should have exactly 

similar sensory experiences. Or at the very least, they could have exactly similar sensory 

experiences. It should seem to each of them as if it is experiencing a world of a certain sort, and 

plausibly of an exactly similar sort. But, says Tye,  

For the second creature, the brain states so caused do not sensorily represent anything… 
Ex hypothesi, the second creature, like the first, is in optimal conditions: it lives in the 
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given environment with other members of its species and . . . no external agent is deceiving 
it in any way. So the relevant brain states, on the naturalized PANIC theory,22

This is extremely counterintuitive. Surely the environment alone cannot make that kind of 

difference.  It is a remarkably bold conclusion to come to from one’s armchair that a creature in 

an environment of the second sort could have no sensory experiences,. Just as with the supposed 

Sorites series generated by retreating back through a chain of ancestors, we have the distinct 

sense here that there is some empirical fact to which we are not privy. But Tye believes that we 

have all the facts, and they determine that the creature cannot have representational states 

(sensory qualia being but a special sort of these). This is quite at odds with the common-sense 

view that it is our neurophysiology alone, or at least the intrinsic facts about the organism alone 

(plus the laws of nature), that determines the nature of our conscious experiences, which surely 

includes their seeming to represent an environment to us. Is this merely our “internalist 

intuition,” as Dretske insists? Perhaps—but this is to recognize that we do have powerful 

internalist intuitions, and nothing either Dretske or Tye has said casts any doubt on the intuition.   

 are not 
sensory representations. So the second creature has no sensations, despite its 
microphysical identity with the first: it is a zombie replica. (p. 194-95, emphases in 
original) 

There are also conceivability worries about these reductionist accounts. While it may turn 

out that anything that meets the various theoretical requirements set out by the naturalists is in 

fact a representational state, it would seem that it would have to be a contingent empirical fact 

that this is so, a fact that could not be known from the armchair. We could certainly seem to 

conceive of a state that has the natural function of co-varying reliably with feature F under 

normal circumstances, but that still fails to represent feature F (or anything at all). So we had 

best not regard the naturalized theories of intentionality as reductive accounts, in the sense that 

                                                
22 “PANIC” theory is the theory that a state’s phenomenal character just is its Poised Abstract Nonconceptual 
Intentional Content (p. 137).  
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they have provided a conceptual analysis of intentionality. They clearly have not (and in all 

fairness the authors in question do not seem to have been aiming for such an analysis). But then 

they are not best construed as empirical hypotheses, either. Certainly no philosopher is claiming 

to have an empirical hypothesis that we could test in the field, subject to refutation by 

countervailing empirical evidence, unless the claim is simply that the results of the philosophical 

theory will accord with our intuitive judgments about the presence or absence of intentional 

states, which is beginning to sound once again as though we’re after conceptual analysis.  

So what exactly are these naturalist theories, if they aren’t conceptual analyses or empirical 

hypotheses? It seems to me that they are best construed as attempts to replace our pre-theoretical 

notions of “representation” and “intentionality” with more empirically rigorous technical 

notions.  It looks as if a thoroughly de-intentionalized notion of “information” (roughly, regular 

co-variation, or regular causally-mediated co-variation) is being taken as the basis for 

constructing an ersatz notion of “representation.” It does certainly seem as if the naturalists are 

taking “x bears information about y” as the fundamental intentional notion, where the relevant 

sense of “bearing information” is not plausibly construed as an essentially intentional notion at 

all. It simply amounts to regular causal co-variation.   

None of these criticisms of the naturalized intentionality theorists are meant to be decisive, 

nor are they meant to be even if taken en masse, but I think they do show that the theories 

offered by Dretske, Millikan and Tye are far from unproblematic. So, the fact that they entail that 

“original intentionality” is a vague term should not be taken as a clear reason to abandon our pre-

philosophical commitment to the contrary.  

But perhaps the rejoinder will be that our pre-philosophical intuitions are hardly so 

committed. After all, aren’t there clear instances of vague intentionality? Suppose some primitive 
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villagers notice that the shadow of the ceremonial pole in the center of the village follows certain 

predictable patterns of change. They find this fact handy when attempting to co-ordinate group 

activity, since they can make a mark near the pole and say, “When the shadow hits this mark, we 

will depart for the next village.” Eventually they may come to regard the pole as a sort of 

sundial, and the marks around the pole become symbols for particular times of day. But isn’t it 

plausible that there is no precise point at which this happens?  

Or, to take another example, suppose a sentence is written on some paper that gets left out 

in the sun. The paper is slowly bleached pure white, the inscription fading entirely away. It is 

plausible to suppose that as long as the collection of ink molecules originally put on the paper 

constitutes a sentence inscription, it has intentionality. But there seems to be no fact of the matter 

as to exactly when the collection of molecules ceases to constitute a sentence inscription. So 

there will be a time at which it is simply unclear whether or not the collection of ink molecules 

still has intentionality.23

These examples seem immune to the criticism that the Sorites series appears to depend 

essentially on some epistemic notion. There really doesn’t seem to be anything further to know 

about the case besides the distribution of the ink molecules, or the ways in which the villagers 

are prone to think of the pole, shadows, and marks. These facts do not appear to determine 

whether or not intentionality is present at any given time (except possibly at the uncontroversial 

ends of the spectrum). So we seem to have clear cases of vague intentionality.  

  

The obvious response is that these are cases of derived intentionality, not original 

intentionality, so these cases are irrelevant. We were after vague original intentionality, and have 

not yet found it. But this is too hasty—these cases seem to show that there is some way of 

                                                
23 I owe this example to Jon Tresan (in conversation).  
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making sense of a state or object being “sort-of” intentional, so the concept is not utterly 

incoherent. And if it is not an utterly incoherent concept, why couldn’t it apply to originally 

intentional states, unless we simply build in by fiat that originally intentional states are just those 

states that cannot be vaguely intentional?  

But there is something we can say about these cases of vagueness that shows how the 

derived nature of the intentionality is crucial to making sense of them. Just how would we go 

about explaining the vagueness of the intentionality in each case? In the case of the villagers, the 

marks by the pole end up being representations of the time of the day because the villagers 

collectively adopt a convention for reading them as such. The vagueness comes in when we 

consider just how committed the villagers are to the interpretational convention for reading the 

marks. It might be the case that only a few of them adopt the convention, or that the villagers are 

inconsistent in how they apply the convention. These facts would appear to explain just how it is 

that the marks could be vaguely intentional. That is to say, the vagueness is explained by the fact 

that there is a time when the villagers disagree on whether and how to interpret the symbols. But 

this is the hallmark of derived intentionality, this need for interpretation and convention. It makes 

no sense to apply these considerations to originally representational states, which do not require 

interpretation or convention to represent. An organism could not interpret its perceptual 

experiences inconsistently, because it does not interpret its perceptual experiences at all, at least 

under normal conditions. Things just get presented to it in a certain way.   

Similar considerations apply to the fading sentence.  It seems that the ink on the paper has 

intentionality just so long as it constitutes a sentence, but it appears a vague matter just when it 

ceases to be a sentence. But why should this be so? An obvious answer is that whether it 

constitutes a sentence is a function of our ability to interpret the sentence, and this will be a 
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matter of degree. For instance, if the ink has faded to the point where the naked eye cannot see it, 

we might be tempted to say the sentence “no longer exists,” but what if the pattern becomes 

visible if we shine a certain kind of light on it, or if we rub the paper with a pencil to reveal the 

traces of pen-pressure? In that case, it might be sensible to say that the sentence still exists, 

though it is very difficult to read. But at some point “difficult to read” becomes “impossible to 

read,” and at that point it is very tempting to say it no longer constitutes a sentence. But what if 

the sentence simply becomes very blurry? We might say the sentence still exists, but we cannot 

read it. But just when does the blurriness get to the point where we would be sure that the ink no 

longer constitutes a sentence? That is, at some point we want to go from saying it is a sentence to 

saying it is an unreadable sentence, and from there to saying of some ink molecules that they 

used to constitute a token sentence, but currently do not. All this depends upon our conventions 

for interpreting the sentence, and this seems to admit of all kinds of vagueness.  

But again, we see that the vagueness is explained by our conventions for interpreting the 

text, which could not apply in the case of original intentionality. It makes no sense to suggest 

that whether my mental states are intentional is a matter of someone else’s (or my) being able to 

decode them, or interpret them.  

I submit then that we really have no clear way of making sense of the notion of an 

originally intentional state’s being vaguely, or “sort-of” or “to a degree” intentional. The only 

sort of Sorites cases we can generate using intentionality are intuitively different from standard 

Sorites cases, as they seem to involve epistemic considerations; the naturalized accounts that are 

committed to vaguely intentional states are not in themselves plausible enough to overrule our 

basic intuitions; finally we have no common-sense examples of vaguely originally intentional 
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states besides appealing to the suspect ‘Sorites’ cases or to cases where the derived nature of the 

intentionality is crucial to explaining the vagueness.  

These considerations suggest that the attempts to reduce consciousness to a special case of 

a broader notion of intentionality are doomed to failure. At the very least, I believe it’s clear that 

some of the most carefully considered and sophisticated theories extant are completely 

inadequate, and the faults do not appear to be mere technical details, but deep problems endemic 

to the enterprise. 
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CHAPTER 6 
HIGHER-ORDER THEORIES OF REPRESENTATION 

Introduction 

Before going further, I will need to say something about higher-order representation 

(HOR) theories of consciousness. A number of influential theorists have argued that we ought to 

think of consciousness as a matter of a mental state’s standing in certain relations to other mental 

states, and not as a matter of the intrinsic features of the state. The question is whether such a 

theory is automatically to be rejected if we accept the version of CP that I would like to defend. I 

would regard this result as unfortunate, as I would not like to wed CP too closely to any 

particular theory of consciousness. I shall argue in this chapter that HOR theory is compatible 

with CP, though there is some tension.  

Higher-Order Representation 

According to HOR theorists, token mental states are not conscious in virtue of any of their 

intrinsic features. Consciousness is instead a relational matter. In particular, HOR theorists argue 

that for a mental state s to be a conscious mental state, s must be represented by some other 

mental state s′.  In other words, we are to think of consciousness in terms of transitive 

consciousness: a mental state is (intransitively) conscious just in case we are transitively 

conscious of it. A view of this sort is held by Armstrong (1981b), Rosenthal (1993, 1997), 

Carruthers (2000) and Gennaro (2004), to name a few contemporary figures.1

                                                
1 HOR theorists maintain that some such view is held by some major historical figures. For instance, Rosenthal 
(1997) points out Descartes’ observation that “there can be nothing in the mind . . . of which it is not aware” (Fourth 
Set of Replies, AT246). Likewise we have Locke’s famous declaration that “Consciousness is the perception of 
what passes in a Man’s own mind” (Essay Bk. II, ch. 1, sec. 19). Rosenthal also points out certain remarks of 
Aristotle in De Anima to the effect that it is by sight that we see (DAIII, 2, 424b12-20). Also, it has been argued that 
Sartre’s theory of consciousness is a type of HOR theory (Gennaro 2002). I am uncertain to what extent any of these 
remarks support the claim that these figures held HOR theories, though Locke’s remark is certainly suggestive. In 
general these authors seem to be concerned to defend the  epistemic claim that we must be aware of any conscious 
state we are in, which is not quite to say that the consciousness of a token state just is a matter of our being aware of 
it.  

 HOR theory is 
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attractive in that it can easily make sense of some potentially puzzling cases in which we seem to 

accomplish singular feats while apparently unconscious. Take for instance the phenomenon of 

long-distance driving. Many of us have had the rather eerie experience of suddenly “coming to” 

after driving for many miles, as though we were waking from some sort of sleep. But of course 

we were not asleep; we were driving competently, steering to stay on the road, perhaps stopping 

for lights or stop signs, turning when necessary, and so forth. We are tempted to say that we were 

conscious the whole time—we certainly were not asleep or in a coma, or we would have ended 

up in the ditch. But something peculiar is still going on, since we cannot remember anything 

about the drive.  

The HOR theorists’ explanation of the phenomenon is that we were transitively conscious 

of the road the whole time, but we were not transitively conscious of our transitive consciousness 

of the road. What happened when we “came to” was simply that we became conscious of our 

consciousness of the road. A token state s then passed from unconsciousness to consciousness in 

virtue of its being represented by a higher-order mental state s′.  

Importantly, HOR theorists maintain that s′ need not be itself a conscious state, since it 

need not be in turn represented by any higher-order state s′′. Of course it could be so represented, 

should we decide to introspect. Introspection is to be understood as our tokening third-order 

mental states that represent second-order mental states. We can then become conscious of our 

being conscious of our being conscious of the road. Perhaps further iteration is possible (though 

it seems that we are approaching the limits of human cognitive capacity already), but it seems 

very plausible, given our limitations as finite beings, that acts of introspection will always 

terminate in a highest-order mental representation, which is not itself conscious. This po int is 

important since it rules out an obvious potential problem for HOR theories in general, namely 
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that it is highly implausible that we have the capacity to undergo infinitely many mental 

representations at once. Once we grasp that an HOR can make a lower-order mental state 

conscious without being itself conscious, we can see that this particular worry is misguided.  

Many questions still remain for HOR theory, however. One substantial dispute among 

HOR theorists concerns what sort of mental state HOR’s must be. In particular, some, like 

Rosenthal, argue that HOR’s must be occurrent thoughts, so that consciousness is a matter of our 

occurrently thinking about lower-order mental processes.2 Others, such as Lycan (1996, 2004) 

argue that they must be more like perceptual states (sometimes this is called the “inner sense” 

theory). We can then contrast higher-order thought (HOT) theories with higher-order perception 

(HOP) theories. I do not see that anything I need address hinges on this particular debate, so I 

shall simply set it aside and continue using the neutral term “representation.”3

Another important issue is whether to do the required theoretical work the HOR’s must 

actually be tokened. Many HOR theorists, such as Rosenthal, argue that for a state to be 

conscious there must be another actual state representing it. Others, such as Carruthers (2004, pp. 

221-222), have argued that a mere disposition to have an HOR is sufficient. However, this point 

will not be significant for my overall project, so I shall set the issue aside.  

   

Perhaps the most serious task facing any HOR theorist is to say exactly what sort of 

representational relationship must obtain between lower- and higher-order mental representations 

in order for the lower-order states to be conscious mental states. Obviously not just any 

representational relationship will do; if I were to observe the long-distance driver and infer that 

he is in an unconscious mental state (unconsciously conscious of the road), I would thereby come 
                                                
2 See his 2004, pp. 20-23 for a succinct presentation of his objections to HOP theory.  

3 It is worth noting that not everyone regards the distinction as clear or meaningful. Güzeldere (1995) argues that 
HOP theories collapse into HOT theories; Gennaro (1996) argues that the difference between the two sorts of theory 
is not well-defined, and is not ultimately important (p. 95-101).  
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to have a mental representation of his unconscious awareness of the road, but obviously this 

would not make his awareness of the road a conscious mental state. Even in our own case, we 

may become conscious of our mental states in the wrong sort of way to make them conscious. A 

psychiatrist might point out to us that our verbal behavior strongly indicates a certain animosity 

towards one of our parents. It seems possible that the animosity might not be conscious, but we 

could come to form a mental representation of it on the basis of the psychiatrist’s say-so. In that 

case, we would be representing a lower-order mental state with a higher-order one, but clearly 

the lower-order mental state would not necessarily become conscious as a result.  

These considerations show that not just any form of higher-order representation is 

sufficient for rendering the lower-order state conscious. Intuitively we should want to say that 

the formation of the higher-order state must be a non-inferential process. But that is clearly not a 

sufficient condition, since it could happen that there is some accidental non-inferential 

relationship between the higher- and lower-order mental states that would intuitively fail to make 

the lower-order state conscious. A person might have some peculiar neurological condition such 

that whenever he thinks of a particular logical theorem he is thereby caused to believe that he 

dislikes his father. If we suppose that he really does harbor an unconscious dislike of his father, 

and he thinks about the logical theorem, he would come to have a mental representation of a 

lower-order mental representation, brought about non-inferentially, which even happens to be 

accurate, but intuitively his dislike of his father is not conscious. It is simply a stroke of luck that 

the content of the higher-order state accurately describes the content of the lower-order state. 

Intuitively it would seem that some sort of direct causal relationship must obtain between the 

lower- and higher-order mental states, but spelling out exactly what that relationship is presents 

challenges.  
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These facts can be summed up in a general observation offered by Fred Dretske (1995, pp. 

110-111): generally speaking, it is false to say that when we are conscious of an x, the x is 

thereby a transitively conscious x. We may be conscious of a stone, but this does not make it a 

conscious stone. We may even be conscious of many brain-states, and this does not necessarily 

make them conscious brain-states; the states of a person’s hippocampus are presumably never 

conscious (though states of the hippocampus may play a vital role in the production of conscious 

mental states), though a person could presumably become aware of the states of her 

hippocampus, for instance by reading a brain-scanning device.  HOR theory will ultimately need 

to explain why and how transitive consciousness in this particular instance does render the object 

intransitively conscious.  

These concerns will ultimately need to be addressed in an HOR theory of consciousness, 

but for now I can set them aside. I will presume for the sake of argument that these problems are 

not insoluble, and that HOR theory is at least a prima facie plausible account of consciousness. 

The question facing us then is whether an HOR theorist can accept CP, or whether the two 

positions are irreconcilable.  

What is the Explanandum? 

The first point with which we need concern ourselves is just what HOR theories are 

supposed to be theories of; that is, what exactly is it that the theory is supposed to account for? 

The obvious answer is consciousness, but as we saw in chapter three, the word “consciousness” 

and its cognates are used in a variety of ways in the literature. Some of the concepts of 

consciousness are best described as cognitive concepts, since consciousness is understood in 

terms of the subject’s ability to reason or rationally modify its behavior. But there is also the 

(apparently) non-cognitive notion of phenomenal consciousness. Our question then is whether 
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the HOR theorist means to be explaining phenomenal consciousness, or some more cognitive 

notion of consciousness.  

If the HOR theorist intends to provide a perfectly general account of consciousness, then it 

is clear that he must address the question of phenomenal consciousness. But some HOR theorists 

draw a distinction between phenomenal properties and phenomenal consciousness. For those 

who think of consciousness as an intrinsic feature of mental states, it seems puzzling to think of 

states having phenomenal or qualitative properties while unconscious, but on the HOR relational 

theory, there may be a way of making sense of this notion. For instance, David Rosenthal (1991, 

2004) has developed an independent account of phenomenal properties, such that on his account 

it makes sense to describe phenomenal states as “unconscious.”4

William Lycan (1987, 1996, 2001) likewise argues that an account of phenomenal or 

qualitative properties can be had independently of an account of consciousness. He remarks that  

 His HOR theory is then in part 

an attempt to explain the difference between conscious phenomenal states and unconscious 

phenomenal states, on the understanding that it is indeed in virtue of the phenomenal properties 

that there is something it is like to be in them—but only when we are conscious of such states 

(2005, p. 139). He is intending then to provide an account of phenomenal consciousness, but 

only in tandem with an independent account of phenomenal properties.  

There may be inner-sense theorists who believe that their views solve problems of qualia; I 
make no such claim, for I think that qualia problems and the nature of conscious awareness 
are mutually independent and indeed have little to do with one another. (1996, p. 15)  

He goes on to maintain that while “One might go on to argue a connection between qualia 

in the present sense and some version of subjectivity or ‘what it’s like’… one would have to 

                                                
4 He says for instance that “It’s generally agreed that thoughts, doubts, wonderings, and other intentional states 
sometimes occur without being conscious. But there is ample reason to hold that the same is true of qualitative states 
as well . . . subliminal perceiving and peripheral vision, which aren’t conscious, plainly involve mental qualities… 
Qualitative mental states do sometimes occur without being conscious” (2005, p. 2).  
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argue it” (p. 8-9, emphasis in original). For Lycan, as for Rosenthal, “what it’s like” to undergo a 

certain kind of state is a matter of being aware of a mental quality, and an account of such mental 

qualities can be had independently of HOR theory. The challenge for these theorists will be to 

come up with an account of phenomenal qualities that is not itself in violation of CP. For 

instance, Lycan is firmly committed to “intentionalism” about qualia. He maintains that qualia 

just are representations of certain sorts of property, such as color, where colors “are roughly the 

properties that would, indeed do, constitute their owner’s dispositions to produce the 

corresponding sensations in sentient observers under normal viewing conditions” (p. 72-73). 

This theory would violate CP, if Lycan means to presume that we can have an account of 

representational states without any appeal to phenomenal qualities, which my version of CP 

would deny. Meanwhile Rosenthal’s account of mental qualities might pass muster, as he offers 

the view that mental qualities are whatever the properties are that certain mental states have that 

enable us to discriminate them as we do.5

Other HOR theorists clearly do mean their theories to be accounts of phenomenal 

consciousness, and do not seem to have in mind such a division of theoretical labor, such as 

Carruthers (2000) and Gennaro (1996).

 This leaves a great deal open as to the precise nature of 

those properties, and it might be that those qualities are simply intrinsic, non-intentional features, 

so there need be no supposition that we can have phenomenal states in the complete absence of 

consciousness.   

6

                                                
5 See his (1999) for an exposition of this view.  

 Furthermore, many HOR theorists seem not to be 

particularly interested in the distinction, making it hard to see what they intend to be explaining. 

For instance, Armstrong (1981a) distinguishes “minimal” consciousness from “perceptual” 

6 Gennaro in the introduction to his (2004) writes, “Moreover, to be clear, the sense of ‘conscious state’ that I have 
in mind is the same as Nagel’s (1974) sense, i.e. there is ‘something it is like to be in that state’ from the first-person 
or subjective point of view” (p. 2).  
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consciousness and “introspective” consciousness. The latter two involve certain cognitive 

capacities, the ability to pay attention to either environmental features or our own mental states, 

respectively. Meanwhile, “minimal” consciousness simply involves the occurrence of some sort 

of mental activity, no matter how impoverished. He writes,  

If there is mental activity occurring in the mind, then that mind is not totally unconscious. 
It is therefore conscious. A single faint sensation is not much, but if it occurs, to that extent 
there is consciousness…I call consciousness in this sense “minimal” consciousness. (1981, 
p. 722) 

This could be construed as consistent with a view such as Rosenthal’s or Lycan’s, where 

we have an independent account of what it is to have a sensation or to be a phenomenal property, 

and then explain consciousness proper in terms of HOR theory. But this is not perfectly clear.  

Let us suppose however that an HOR theorist has developed (or at least assumes we could 

develop) an independent account of phenomenal properties, and this account is not itself in 

violation of CP. I shall call this sort of HOR theory a “cognitivist” HOR theory, since the 

explanandum is arguably a cognitive concept of consciousness, not the apparently non-cognitive 

concept of the phenomenal properties of mental states. So could the cognitivist HOR theorist 

have a theory compatible with CP? It would seem so. CP simply requires that any mental state 

either has phenomenal properties or be a disposition to have a state with phenomenal properties, 

and this would seem to be compatible with a cognitivist HOR theory. The sense of 

“consciousness” under consideration is simply the transitive sense, so that phenomenal properties 

are conscious just in case we are aware of them by way of an HOR. A long-distance driver’s 

mental representation of the road could still have phenomenal properties (in accordance with 

CP). When he “comes to” and becomes aware of his driving by having an HOR, the HOR itself 

may either have phenomenal properties or be in part a disposition to have further phenomenal 

states, again in accordance with CP.  
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As for non-sensory representations, a non-occurrent belief may not have phenomenal 

properties, but it consists in part of a disposition to have an occurrent belief, which would if 

manifested have phenomenal properties. So these sorts of mental states too can be accounted for 

by HOR, still in accordance with CP.   

This does require that the HOR theorist acknowledge that cognitive states like occurrent 

propositional attitudes have phenomenal qualities, a point not all would be willing to grant. For 

instance, Rosenthal in his argument for the superiority of HOT to HOP theory writes, “No 

mental quality need occur if I merely think that there is a red object in front of me, whereas 

perceiving a red object involves some distinctive mental quality” (2004, p. 20). So we see that 

not only does he deny that thinking necessarily involves mental (i.e., phenomenal) qualities, this 

premise serves as an important part of his argument against HOP theory. Such a view will be 

inconsistent with CP, but I do not see that there is anything about a cognitivist HOR theory that 

would hinge crucially on the denial of phenomenal properties to propositional attitudes. 

Whatever Rosenthal’s particular commitments, it would seem that he could abandon them and 

still hold a cognitivist HOR theory. Meanwhile Lycan may be more open to such a suggestion, as 

he is committed to saying that introspection is more like perceiving external objects than it is like 

thinking about something in the abstract, which strongly suggests something phenomenal is 

shared by both sorts of mental activity. He maintains that phenomenologically introspection 

renders our mental states “phenomenologically present to our minds and not (or not just) 

represented by them, much as in external vision, physical objects are present to us without 

seeming to be represented by us” (2004, p. 102, emphasis in original). This notion of a mental 

state’s being “phenomenologically present” to our minds certainly sounds phenomenal. This 

shows that there is nothing inherent to HOR theory that requires us to deny that propositional 
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attitude-states may have phenomenal properties, but that whether CP is true may have a 

significant impact on certain disputes internal to HOR theory.  

Since a cognitivist HOR theory would seem to be prima facie compatible with some 

version of CP, I will instead focus on the attempt to construe HOR as a theory of phenomenal 

consciousness. A state is phenomenally conscious just in case it is the object of a higher-order 

mental representation. Is this consistent with CP?  

Broadly speaking, yes. My preferred formulation of CP has two components:   

1. Any mental state is either a phenomenally conscious state, or a disposition to have a 

phenomenally conscious state; 

2. All originally intentional states are mental states.  

If the HOR theorist believes that states become phenomenally conscious in virtue of their 

being represented by higher-order states, we can reformulate CP as follows:  

CP-HOR 

 1. All mental states are either actually represented by higher-order mental states, or are in 

part dispositions to have higher-order mental states 

 2. All originally intentional states are mental states 

 

That is, if to be a conscious state is to be represented, and if to be a mental state is to be an 

actually or potentially conscious state, then to be a mental state is to be actually or possibly 

represented. We can accommodate the possibility of unconscious mental states by supposing that 

an unconscious mental state is potentially the object of a higher-order mental state. The most 

plausible way to account for the relationship between higher- and lower-order states is to 

suppose that the higher-order state is the manifestation of some dispositional component of the 
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lower-order state. This will guarantee the appropriate causal relationship between higher- and 

lower-order states.  

So in summary, there would not appear to be any overt conceptual incoherence between a 

cognitivist HOR theory and CP. However, if one accepts HOR as an account of phenomenal 

consciousness and CP, some interesting implications emerge. For one thing, it would not be 

possible for a creature that was incapable of representing its own mental states to have mental 

states at all, and therefore it could not have any intentional states. If to be mental is to be 

represented or at least potentially represented, then a creature could not in principle be such that 

it can only token first-order mental states. If all originally intentional states are mental states, it 

would follow that such a creature could not have any intentional states. A HOR theorist would 

therefore either have to concede that creatures incapable of higher-order representational states 

(which presumably includes much if not all of the animal kingdom besides us) simply have no 

mentality and are not subjects of intentional states at all, or he would have to suppose that even 

such presumably unreflective creatures as dogs are in fact capable of representing their own 

mental states.  The other interesting consequence is that it could not be possible for there to be a 

conscious creature capable of producing only some finite number of higher-order 

representations. For instance, there could not be an animal that was capable only of first- and 

second-order mental states. This is because according to (2), only mental states can be originally 

intentional states, and by (1) mental states must either be represented by a higher-order state or 

be in part dispositions to have a higher-order mental state that represents them. But in a creature 

that could undergo at the most second-order states, by hypothesis the second-order states aren’t 

actually represented, and by hypothesis they are not dispositions to produce third-order mental 

states. Thus, they are not conscious mental states, or dispositions to have conscious mental states, 
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so they are not mental states at all, and thus not intentional states. But they were presumed to be 

second-order representations, so it looks as though we have a reductio ad absurdum—the second-

order representations cannot be representations. This would indicate that there could not be a 

creature capable only of some finite number of iterations of mental representation. No matter 

how high an order of mental state the creature is in, it must in principle be capable of a further 

iteration. If this seems implausible, HOR is thus rendered suspect if CP is true. 

So versions of CP can be held consistent with some form of HOR theory, whether HOR is 

intended to be an explanation of phenomenal consciousness or some more cognitive notion of 

consciousness. However, there is a certain tension. If we have developed (or believe we have 

good prospects for developing) an adequate account of phenomenal properties, then what exactly 

is our task as theorists of consciousness? Presumably to explain how it is that certain 

phenomenal states are poised for the subject to engage in free and flexible activity, including 

perhaps speech or reasoning—in other words, something quite like Block’s A-consciousness. 

This is explained by appealing to the notion that the states are poised for use in reasoning and 

rational control of action in virtue of being represented by higher-order intentional states. This is 

a prima facie plausible account, though it is not immediately clear whether states are so poised 

because they are represented, or whether they are represented because they are so poised, or 

whether there is indeed any significant difference between those positions. The serious challenge 

however will be for the HOR theorist to develop an account of phenomenal properties that is not 

in conflict with CP. If on the other hand our aim is to explain what it is for a state to be 

phenomenally conscious, the tension between HOR and CP is rather serious. If to be a conscious 

state is to be represented by another state, and to be a representation is to be either a represented 

state or potentially a represented state, it rather looks as though the HOR theory hands us an 
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infinite series of promissory notes, explaining the phenomenal nature of any particular state by 

appealing to the actual or potential phenomenal nature of another state, which is just to say by 

appealing to the possibility of further actually or potentially represented states. This is 

unsatisfying because the question “In virtue of what is state s a representational state?” is 

answered in part by noting that s is or is potentially a conscious mental state, which on HOR 

theory is to say that s is potentially the object of a further representational state. It seems that we 

never quite get an explanation of what it is in virtue of which s is an intentional state, because the 

explanation itself involves an appeal to further actual or potential intentional states.  

This chapter was intended to investigate the question whether CP is compatible with some 

form or other of a popular type of theory of consciousness. I have argued that it is, though there 

may be some tension. However, I believe that CP actually offers something positive to HOR 

theory, such that an HOR theorist might find it of some theoretical use, provided that the tensions 

are not ultimately more worrisome than the benefits. Consider the serious challenge faced by all 

HOR theorists: It is generally speaking false to say that being conscious of an x makes it a 

conscious x. As explained above, simple appeals to causal connections or non-inferential 

connections will not do for explaining why mental states are special in this respect. Lycan 

considers this problem, and offers the following thought:  

To count in the analysis of my consciousness in particular, the monitor must do its 
monitoring for me. A monitor might have been implanted in me somewhere that sends its 
outputs straight to the news media, so that the whole world may learn of my first-order 
mental states. Such a device would be functioning as a monitor, but as the media’s monitor 
rather than mine. More importantly, a monitor functioning within one of my subordinate 
homunculi might be doing its distinctive job for that homunculus rather than for me; e.g., it 
might be serving the homunculus’ proprietary event memory rather than my own event 
memory. This distinction blocks what would otherwise be obvious counterexamples to 
HOP as stated so far. (2004, p. 100, emphasis in original)  

His observation certainly seems correct, and indeed an appeal to the notion of doing a job 

“for me” does seem helpful for defusing obvious counterexamples to HOR theory. But how are 
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we to cash out this crucial notion of doing a job “for me,” as opposed to doing that very same job 

for some sub-personal homunculus (or the news media)? An obvious suggestion is an appeal to 

phenomenal consciousness. If performing a representational task for a given subject requires 

causing the subject to have a phenomenal experience as-of certain intentional content, we have a 

clear account of the notion that the task is done “for” one subject rather than another. But this 

view just is CP: original representation requires that the representational state either have or be a 

disposition to have certain phenomenal states. Thus we see that a HOR theorist might have 

strong independent motivation for accepting a form of CP. 
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CHAPTER 7 
THE PHENOMENOLOGY OF COGNITION 

Introduction 

I have maintained that all originally intentional states are either phenomenally conscious 

mental states, or dispositions to have phenomenally conscious mental states. However, one might 

object that the propositional attitudes—believing that-p, fearing-that p, hoping that-p, and so 

forth—do not have any phenomenal quality, even when occurrent. That is, one might claim that 

there is nothing it is like to occurrently believe that it will rain, or fear that it will snow. 

Furthermore, such states are not plausibly construed as dispositions to have phenomenal states. 

Hence, CP is at least suspect, if not obviously false, since there are all sorts of mental states that 

are not phenomenally conscious even when occurrent.   

Before delving into this issue, some important clarifications need to be made. Most 

propositional attitudes are such that a subject can have them even while wholly unconscious. 

Beliefs provide an obvious example: I believe that Washington was the first president, even 

when I am deep in a dreamless sleep.1 So I would not deny that one can have a propositional 

attitude that happens to be unconscious. I do want to maintain, however, that there is something 

it is like to occurrently entertain a propositional attitude. If I cannot establish this, CP looks to be 

in trouble.2

Another important point to clarify is that I mean to maintain that there is a type of 

phenomenology that is distinctive to occurrent propositional attitudes. This is important, because 

one might argue that any apparent phenomenology to an occurrent propositional attitude is 

    

                                                
1 I am hesitant to insist that all propositional attitudes are such that a subject could have them even while wholly 
unconscious, since it seems obvious that we could not entertain beliefs about our current phenomenal states while in 
a dreamless sleep.    

2 I will address the issue of unconscious propositional attitudes later.  
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merely an accompaniment, not something properly attributed to the propositional-attitude state 

itself. For instance, when the thought occurs to me that I have left an important book at home, I 

might become the subject of a variety of phenomenally conscious states—perhaps a kinesthetic 

experience as of a tightening of my stomach, a feeling of annoyance, or a mental image of my 

book back home on the table where I left it this morning. One might maintain that these sorts of 

phenomenal experiences are the only ones I have, and it seems clear that they are not part of the 

phenomenology of the thought itself. They are merely incidental accompaniments, though 

perhaps caused by the thought, and perhaps causing further thoughts.  

At any rate, having made the distinction, let us characterize it by saying that if 

propositional attitudes have their own peculiar phenomenology, they have a proprietary 

phenomenology (to borrow a term from David Pitt [2004]). I would like to argue that the 

propositional attitudes do in fact have a proprietary phenomenology, such that there is something 

it is like to undergo a propositional attitude that is not a merely accompanying phenomenon, nor 

is it simply a phenomenology of a familiar sensory sort.  

Furthermore, I would also like to say that the various propositional attitudes have a 

characteristic phenomenology such that no two propositional attitudes—individuated narrowly— 

have just the same phenomenology. In Pitt’s terminology, the propositional attitudes have a 

distinctive phenomenology, and in two senses. In the first sense, the various attitudes themselves 

have distinctive phenomenal properties; there is a phenomenological difference between 

occurrently believing that-p and occurrently hoping that-p, and so forth for any other attitude one 

might have towards p. The second sense is that there is something it is like to entertain a 

propositional attitude toward some particular content. That is, there is a distinctive 
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phenomenological difference between believing that-p as opposed to believing that-q, or p-or-q, 

and so forth.  

But the claim that there is a distinctive phenomenology for any possible content of a 

propositional attitude needs clarification. It seems obvious that phenomenal duplicates might 

nevertheless entertain different contents. To borrow an example from Putnam (1975), we could 

imagine a pair of worlds, Earth and Twin Earth, such that they are qualitatively indistinguishable 

to casual observation. However, while the chemical H2O fills Earth’s lakes, rivers and oceans, 

the chemical XYZ fills Twin Earth’s lakes, rivers and oceans. Intuitively, when (the chemically 

illiterate) Earthian Oscar thinks to himself that “water quenches thirst,” he is thinking about H2O, 

while when the equally chemically illiterate Twin Earthian Twin-Oscar thinks to himself that 

“water quenches thirst,” he is thinking about XYZ. But we can easily suppose that the two men 

are phenomenologically indiscernable. Since their belief-states have different contents it would 

seem that content does not supervene on phenomenology. Thus, it looks as though 

phenomenology cannot be distinctive to particular contents.  

These observations are correct as far as they go; there is a kind of content that does not 

supervene on phenomenology alone, the sort of content that is typically called broad content. But 

broad content is not the only sort of content. Intuitively, Oscar and Twin-Oscar do share some 

way of representing the world; certainly if we were to switch them one night while they slept, 

each would be able to function in his new environment just as well as he could function in his 

original environment, a fact that intuitively suggests that they must share a wide variety of true 

beliefs. This shared content is narrow content. A great deal has been written on narrow content in 

recent years, but there seems to be little consensus on just what it is supposed to be, or how to 
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precisely characterize it.3 The most general way of characterizing is that it is the content of a 

belief that is entirely determined by the subject’s intrinsic features (Brown, 2008). I will not here 

develop an account of narrow content, as my project does not depend on any particular way of 

understanding it; rather I will assume that there is some shared content when Oscar and Twin 

Oscar each entertain a propositional attitude about “water.”4 Certainly this would seem to be the 

common-sense view, and few theorists go so far as to entirely deny that there is some sort of 

shared content.5

But now having made the claim that propositional attitudes have a proprietary and 

distinctive phenomenology, I will need to defend it. The best way of doing so is simply to try to 

provide some characterization of the phenomenology of an occurrent propositional attitude; this 

process will both clarify the claim and be an essential part of its defense.  

 Now my claim about the distinctive phenomenological properties of occurrent 

propositional attitudes can be made clear: there is something it is like to have the narrow belief 

that “water is necessary for life,” such that it is different from what it is like to have the narrow 

belief that “hydrogen is necessary for life,” or the narrow belief that “water is poisonous,” and so 

forth.  

 

                                                
3 For attempts to spell out what narrow content might be, see Putnam (1975), Block (1986), White (1982), and Fodor 
(1987).  

4 One potential problem however is the fact that some ways of understanding narrow mental content are rather thin. 
For instance, some authors think of them as simply functions from contexts to broad contents, and functions are 
defined purely extensionally, such that there is no room for anything qualitative to enter into the individuation of 
different functions (Putnam, 1975, pp. 229-30; White, 1982). But I believe that I can accommodate even such 
minimalist notions of narrow content. If the function just is the narrow content, there is nothing it is like to be in a 
state with narrow content, but some mechanism or other must explain why the subject’s mental economy features an 
instance of one function rather than another. In my view, that mechanism is at least in part a certain kind of 
phenomenal experience. That is, the particular function that is the narrow content that-p is a feature of the subject’s 
mental economy precisely because he is undergoing a particular type of phenomenological state. Change the 
phenomenology, and you necessarily change the particular function.  

5 One prominent theorist who does is Tyler Burge. See his (1979, 1986).  
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Auralization 

Before attempting a positive characterization of the phenomenology of cognition, let us 

first clear some ground by rejecting a certain account of it. Our thoughts are often accompanied 

by an inner “voice,” a quasi-auditory experience as of seeming to hear words in some natural 

language, a phenomenon that Charles Siewart (1998) has dubbed auralizing (p.68). Here we 

obviously have a distinctive phenomenological experience: there is something it is like to 

auralize a thought or a belief. One might then take auralizing to be a constituent part of any 

occurrent propositional attitude, and so take oneself to have shown that all occurrent 

propositional attitudes have a proprietary, distinctive phenomenology.  

One would, however, be mistaken. I think it is clear that auralizing—even very 

fragmentary auralizing—does not invariably accompany thinking. As Siewart notes, we simply 

think too fast to be able to auralize all or even a good portion of the mental content that runs 

through our minds as we go about the world (p. 362, note 4).  Given the rather severe time 

constraints on our real-time thinking, it seems that most of our occurrent thoughts must fail to be 

auralized. Indeed, I submit that anyone who auralized all his thoughts while in a mad dash to get 

across town to send off a package before the post office closed, and then get to the grocery store 

to pick up all the groceries his wife told him to pick up, while trying to remember to pick up 

flowers and a card for his mother-in-law while at the grocery store, would find it exceedingly 

difficult to accomplish anything. The auralization would be a maddening distraction, an incessant 

internal yammering. Thankfully we do not auralize all our thoughts. 

If further support for this thesis is needed, we could note that auralizing requires 

competency in a language, and throughout history there have been deaf-mutes who had no 

language, whether written, spoken, or signed. While these unfortunate individuals were (and are, 

where they still exist) severely conceptually impoverished, it is a stretch to maintain that they 
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could not entertain any propositional attitudes whatsoever. Besides the historically famous 

example of Helen Keller, consider Steven Pinker’s report of Susan Schaller’s discovery of 

Ildefonso, an illegal immigrant from a small village in Mexico who was deaf from birth, and had 

never learned to sign or lip-read: “He soon showed her that he had a full grasp of number: he 

learned to do addition on paper in three minutes and had little trouble understanding the base-ten 

logic behind two-digit numbers” (p. 68).  Once she began to show him signs, he immediately 

seemed to grasp the principle of naming and began demanding to be shown the signs for all sorts 

of objects. As Pinker describes Ildefonso’s progress: 

Soon he was able to convey to Schaller parts of his life story: how as a child he had begged 
his desperately poor parents to send him to school, the kinds of crops he had picked in 
different states, his evasions of immigration authorities. He led Schaller to other 
languageless adults in forgotten corners of society. Despite their isolation from the verbal 
world, they displayed many abstract forms of thinking, like rebuilding broken locks, 
handling money, playing card games, and entertaining each other with long pantomimed 
narratives. (p. 68)   

Presumably, such individuals as Helen Keller and Ildefonso (to say nothing of pre-

linguistic children in general) can think, even though they could not engage in any sort of 

auralizing. So, we will rule out the phenomenology of auralizing as a candidate for the 

phenomenology of occurrent propositional attitudes. In what follows, I shall assume that 

auralization is an accompanying phenomenon, not proprietary to the occurrent attitudes 

themselves.6

My argument will proceed by first considering various introspective remarks offered by 

philosophers and psychologists who have claimed to have found a proprietary and distinctive 

 So, is there some way we can show that non-auralized thoughts have a proprietary, 

distinctive phenomenology?  

                                                
6 Though I take it that auralizing must accomplish something for us. That is, it may not be essential to having an 
occurrent propositional attitude, but I take it that there is some reason why we auralize certain attitudes. It strikes me 
as unlikely that the tendency to auralize thoughts is a mere side-effect of some other adaptive capacity. But just what 
auralizing does for us is unclear.  
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phenomenology of cognition. I will then proceed to look at two arguments against there being a 

phenomenology of cognition, and note that they are not adequate. Finally, I will describe the 

theoretical work that a constitutive and distinctive phenomenology of cognition can do, work that 

cannot plausibly be done by other sorts of account.  

Introspective Reports 

The answer to the question whether there is a phenomenology of cognition will ultimately 

be up to careful attention to our own mental life. Speaking for myself, it seems obvious that there 

is a proprietary and distinctive phenomenology associated with entertaining a particular 

propositional attitude in a particular psychological mode.  There seems to be a clear difference in 

the totality of my phenomenological experience as I shift from thinking that p to thinking that q, 

and there also seems to be a very obvious phenomenological shift as I proceed from doubting 

that-p to believing that-p.  If I am asked what exactly this phenomenology is like—what is it like 

to think that-p?—the only answer I can give is simply that it is like thinking that-p, a sui generis 

sort of experience that is in many respects very dissimilar to having a pain, feeling an undirected 

nervousness, or smelling fresh coffee. But it is relevantly similar to these other examples in that 

it is a constituent part of the overall way in which the world (which includes my own mental life) 

seems to me at a given time.  

So much for my own introspection. One might not find my reflections persuasive, but it is 

important to realize that I am not alone in this matter. Consider for instance what Terence 

Horgan and John Tienson (2002) have to say about the phenomenology of intentionality:  

Intentional states have a phenomenal character, and this phenomenal character is precisely 
the what-it-is-like of experiencing a specific propositional-attitude type vis-à-vis a specific 
intentional content. Change either the attitude-type (believing, desiring, wondering, 
hoping, etc.) or the particular intentional content, and the phenomenal character thereby 
changes to. Eliminate the intentional states, and the phenomenal character is thereby 
eliminated too. (p. 522) 
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And they go on to say more about the phenomenon. They ask us to consider a thought, 

perhaps the thought that rabbits have tails. They contend, 

Quine notwithstanding, it seems plainly false—and false for phenomenological reasons—
that there is indeterminacy as to whether one is having a thought that rabbits have tails or 
whether one is instead having a thought that (say) collections of undetached rabbit parts 
have tail-subsets. It is false because there is something that it is like to have the occurrent 
thought that rabbits have tails, and what it is like is different from what it would be like to 
have the occurrent thought that collections of undetached rabbit parts have tail-subsets. (p. 
522) 

If correct, this would establish that there is a distinctive phenomenology of entertaining a 

particular content, but what about the psychological mode? They maintain that 

In addition, there is also a specific what-it’s-likeness that goes with the attitude type as 
such. There is a phenomenological difference between wondering whether rabbits have 
tails on one hand and thinking that rabbits have tails on the other. This aspect is the 
phenomenology of attitude type. (p. 522-23, emphases in original) 

They go on to argue that the differences in phenomenology are not due to differences in the 

auralization of the thoughts (for much the same reasons as I rejected the notion that auralization 

must invariably accompany our thoughts). They ultimately argue that there is a kind of narrow 

content that is entirely constituted by the subject’s phenomenological experience, a content they 

call “phenomenal intentional content” (p. 524). So Horgan and Tienson believe that there is a 

proprietary and distinct phenomenology of cognition, a phenomenology that is even in some way 

constitutive of the cognition, and they believe this simply because careful introspection seems to 

reveal it. They say, “Virtually everything we have been saying is really just attentive 

phenomenological description, just saying what the what-it’s-like of experience is like” (p. 526, 

emphasis in original). So, contrary to what many authors have maintained or at least implied, 

simple introspection will reveal that there is something it is like to entertain occurrent 

propositional attitudes.  
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For another supporting voice, consider some of Pitt’s remarks in his (2004). I have already 

noted that he argues for a proprietary and constitutive phenomenology of cognition, but 

furthermore he argues that this phenomenology is readily accessible to introspection, if we pay 

attention. In particular, he argues that having a thought involves a kind of phenomenological 

experience that is quite different from auralizing or visualizing a sentence, and this shows that 

there is a kind of unique phenomenology constitutive of occurrently entertaining particular 

contents in particular psychological modes. This is genuine phenomenology, though different 

from the sensory sort that qualiaphiles tend to focus on. He writes,  

If one were to ask, “Well, what is it like to think that the weather is changing?”, I could 
only answer in the way I would if asked what it is like to see orange by someone who had 
never seen it. I might say that seeing orange is like seeing red, and like seeing yellow, but 
definitely different from each. So, I might reply that thinking that the weather is changing 
is kind of like thinking that the weather is pleasant, and kind of like thinking that the 
weather is the same as it was yesterday, but definitely different from each. (p. 31, emphasis 
in original) 

We can also look to the work of Charles Siewart (1998), who remarks that “noniconic” 

thinking—thinking that is not accompanied by any kind of visualization or auralization—

involves a kind of phenomenology. He says,  

I think you will, if you try, be able to recognize examples from your own daily life… of 
unverbalized noniconic thought. These are sometimes fairly primitive or simple, and 
sometimes remarkably complicated . . . If you agree that you have such unverbalized 
noniconic thoughts, and the way it seems to you to have them differs from the way it 
seems to have imagery and sensory experience, then you will agree that noniconic thinking 
has a phenomenal character distinct from that proper to iconic thinking and perception.(p. 
278) 

Siewart says this after having gone through several examples in which he takes it to be 

quite plausible that there is a sort of noniconic thinking that is nevertheless phenomenologically 

imbued.   

Finally, I will turn to David Chalmers (1996), who is particularly important because I do 

not believe that he would accept CP. Chalmers argues that psychological terms have a “double 
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life,” that there are in fact “two concepts of mind,” one of which (in his terminology, the 

“psychological” concept) can be understood entirely independently of phenomenal 

consciousness (p. 16-20). However, even he is prepared to concede that  

there is often conscious experience in the vicinity of belief: there is something it is like 
when one has an occurrent (i.e., conscious) belief, and most nonoccurrent beliefs can at 
least bring about a conscious belief. The crucial questions . . . are whether this conscious 
quality is what makes the state a belief, and whether it is what gives it the content it has. 
This might be more plausible for some beliefs than others . . . . For example, when I think 
that Don Bradman is the greatest cricketer of all time, it seems plausible to say that I would 
have had the same belief even if I had had a very different conscious experience associated 
with it. The phenomenology of the belief is relatively faint, and it is hard to see how it 
could be this phenomenal quality that makes the belief a belief about Bradman. (p. 20, 
emphasis in original) 

This passage is rather unclear (I can’t say that I understand what he means by the “vicinity 

of belief”), but I take it that Chalmers is prepared to concede that there at least could be a 

distinctive phenomenology that belongs to occurrent cognitive states like beliefs. Whatever his 

worries about the significance of the phenomenal experience of occurrent cognition, he seems 

prepared to admit that there is such a phenomenon, however “faint.” 

Finally, we can turn to William James (1890), whose phenomenological insight is surely to 

be ranked among the very best the world of philosophy and psychology has ever known. His 

writing on the “stream of consciousness” makes abundantly clear his opinion that there is indeed 

something it is like to undergo cognitive states, something that is not merely accompaniment, but 

an intrinsic feature of the cognition itself. For instance the first of his “characters in thought” is 

that “Every thought tends to be a part of a personal consciousness” (p. 225). But what does this 

peculiar locution mean? Simply that any genuine thought appears to be part of some unified 

mental whole, not simply as a disjoint object somehow floating on its own, independent of any 

other mental states. He acknowledges that this notion is quite difficult to explicate, but he speaks 

of the fact that our thoughts “belong together.” In his chapter on the consciousness of the self, he 
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goes on to say that “Each thought… is able to distinguish those which belong to its own Ego 

from those which do not. The former have a warmth and intimacy about them of which the latter 

are completely devoid” (p. 331). So thoughts have a “warmth and intimacy,” which certainly 

sounds like a phenomenal characterization (and indeed sounds like an accurate phenomenal 

characterization). Speaking of thinking, he claims that “If the thinking be our thinking, it must be 

suffused through all its parts with that peculiar warmth and intimacy that make it come as ours” 

(p. 242, emphasis in original). Once again we have a reference to the “warmth and intimacy” of 

occurrent thought, which certainly does not sound like a purely cognitive notion, but rather a 

claim about how the thoughts feel to us. Finally, speaking of our apprehension of extra-mental 

relationships that might obtain between or among objects in the world, he avers that 

If there be such things as feelings at all, then so surely as relations between objects exist in 
rerum natura, so surely, and more surely, do feelings exist to which these relations are 
known. There is not a conjunction, or a proposition, and hardly an adverbial phrase, 
syntactic form, or inflection of voice, in human speech, that does not express some shading 
or other or relation which we at some moment actually feel to exist between the larger 
objects of our thought . . . . We ought to say a feeling of and, a feeling of if, a feeling of 
but, and a feeling of by, quite as readily as we say a feeling of blue or a feeling of cold.” 
(p. 245-46, emphases in original)  

James’ introspective results then would seem to mesh quite well with my own. It seems 

like something to think, and this is not mere accompaniment, but something somehow intrinsic to 

the cognition itself.7

                                                
7 Though it is unclear whether James (1890) would maintain that all occurrent cognition must have a 
phenomenological feel. He acknowledges that there are “secondary selves,” sub-conscious centers of thought that 
explain such phenomena as automatic writing, hysteria or post-hypnotic suggestion (p.227). He does not think these 
sub-personal thoughts violate his claim that all thought is personal, as they are parts of “secondary personal selves,” 
that is, the sub-conscious thoughts are the thoughts of very mentally impoverished persons. His evidence for this is 
simply that there are various relationships among the utterances of these secondary personal selves—they have 
memories, for instance, and can write or speak coherently. But this is more of a functional characterization, a 
description of the relationships among the states of the secondary selves quite compatible with a complete denial of 
any phenomenology of cognition. Is there also a “warmth and intimacy” sensed by the secondary self in its (and 
only its) thoughts? Obviously this warmth and intimacy is not felt by the person whose secondary self it is. It is 
simply unclear whether James intends to claim that the secondary selves do experience their limited thoughts as we 
experience our own.  
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So we see that many authors—including one very celebrated psychologist—have been 

inclined to think that there is an introspectively available phenomenology of cognition, even 

some who are skeptical of the significance of the phenomenology.8

Arguments against a Phenomenology of Cognition 

   

Despite many authors finding it introspectively evident that there is a phenomenology of 

cognition, some have denied that there is such a thing, and some have actually offered arguments 

against the notion. Here I will look at two such arguments, that of Norton Nelkin and Nicholas 

Georgalis. Nelkin’s work is often cited by those who would deny a phenomenology of occurrent 

propositional attitudes, as he is one of the few who have actually tried to argue against it (as 

opposed to simply denying it). I find Georgalis’ work important to address because he has the 

rare distinction of both providing an argument against a phenomenology of cognition as well as 

embracing a form of CP, to the effect that there is no such thing as unconscious representation.9

Georgalis 

 I 

will begin by looking at Georgalis.   

Georgalis is an interesting opponent to engage because he does believe that consciousness 

is essential for intentionality. However, he argues that the relevant sense of “consciousness” is 

not phenomenal consciousness. Exactly what he has in mind is a bit unclear, but it seems to be 

something like Ned Block’s A-consciousness (p. 64). He argues that the basis of intentionality is 

a primitive notion of “minimal content,” a kind of content that is determined wholly by 

internalist factors, which can then serve as the basis for a wider sort of content (“objective 

content”) that could be subject to externalist constraints (p. 61). But this minimal content need 

                                                
8 For further examples, see Goldman (1993), p. 25; Jackendoff (1987), pp. 12-15; Strawson (2004), pp. 289-90.  

9 A bolder clam than I would maintain. It seems to me obvious that there are unconscious intentional states, namely 
non-occurrent propositional attitudes. I will say more about this later.  
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not have any phenomenology.  He writes, “when consciousness is implicated in intentionality, it 

is not in a phenomenal guise” (p. 61). While separating consciousness from intentionality is a 

serious philosophical mistake, “Attempting to show that consciousness is related to intentionality 

by arguing that there is a phenomenal aspect to intentionality is a different but related mistake, 

one that is also serious” (p. 62).  But why does Georgalis think that it is a mistake to maintain 

that there is a phenomenal aspect to intentionality? He offers several reasons, but the most 

fundamental seems to be that intentionality does not seem to involve a distinctive sort of 

experiential quality that uniquely picks out some class of state. If we look at several instances of 

our occurrently believing that p, for instance, we will not find some phenomenal quality shared 

by each of those instances. While we undoubtedly will be in various phenomenal states in each 

instance, they seem to be mere accompaniments, not features of the propositional-attitude states 

themselves. So unlike a clear case of a phenomenal quality, such as having a sensation of red, or 

a stab of pain, the hypothesized phenomenology of cognition fails to pick out a uniform feature 

in the class of states to which it applies—casting the very notion of a phenomenology of 

intentionality into serious doubt.  

His other chief worry is that there is so much disagreement about the existence of a 

phenomenology of cognition. While there is wide intersubjective agreement on the existence of a 

phenomenology of pain or color vision, “Things are quite otherwise when the [what it’s like] 

phenomenon is turned toward occurrent intentional states; here there is disagreement both as to 

its occurrence and regarding the relevance of it to our understanding or analysis of intentional 

states” (p. 71). Not only is there disagreement, but it seems that there is no principled way of 

settling the disagreements. If we ask someone to introspect, and he sincerely affirms that he 
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doesn’t notice any proprietary phenomenology associated with cognition, what exactly are we to 

say?  

It will not do, he says, to train people to think about their phenomenal states differently, 

because this would essentially involve training people to have different phenomenal states. This 

lack of intersubjective agreement among apparently sincere introspectors is quite worrisome, and 

seems not to admit of any clear resolution.  

So much Georgalis says by way of arguing against a proprietary phenomenology of 

cognition (or “phenomenal intentionality,” a term he borrows from Horgan and Tienson [2002]).  

Are his worries sound? I think not. He notes that we might use the “what it’s like” locution in a 

restricted sense, such that we mean it to apply only to what we might call “sensations,” such as 

visual experiences as of colored things, afterimages, aches and pains, feelings of exhilaration or 

nausea, and so forth. It is this sort of thing that contemporary philosophers like Frank Jackson, 

Thomas Nagel, or David Chalmers seem to be concerned with when they speak of there being 

“something it is like” to undergo a certain sort of experience. However, we might also opt for a 

less restricted use of the “what it’s like” locution, such that we can apply it to other sorts of 

mental activity such as occurrent cognition. It would clearly be a mistake to claim that there is 

something it is like to occurrently entertain a propositional attitude if we mean to be using the 

restricted sense. But we mean here to be asking about the unrestricted sense. Georgalis 

acknowledges the restricted and unrestricted uses of the “what it’s like” locution, but maintains 

that the unrestricted use is too vague to be of much use to us (p. 68). But I do not see that the 

notion of a proprietary and distinctive phenomenology of cognition is worryingly vague. There is 

a certain sort of experience that occurs when a subject occurrently believes that-p, which is in 

some ways similar to having an occurrent belief that-q, and in other ways similar to having an 
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occurrent hope that-p. If one demands more by way of characterizing the type of experience in 

question, I do not see that we can do much more. If this is a problem it seems to be a very 

general problem with characterizing what it is like to have any sort of experience. Having visual 

experiences is different from having auditory or tactile experiences, which in turn differ from 

feeling elated or depressed, which in turn differ from experiencing a dull headache or a stab of 

pain, which in turn differ from the experience of tickles, nausea, or orgasm. One could imagine 

someone complaining that these phenomena are so diverse that there is no sense supposing that 

they all have some interesting feature in common. And indeed, I do not know that we could say 

anything more than just saying that there is something it is like to undergo each of them. If we 

can sensibly class together phenomena as diverse as sensations of green and tickles, why is it 

incredible to suppose that occurrent thoughts also belong in the class?  

But what of Georgalis’ claim that there is no common feature that picks out all instances of 

occurrently thinking that-p? Let us consider what he says: 

When I turn my attention to my occurrent intentional states, I fail to find a uniform feature 
type-identified by “what they are like” to me. That is a sincere report from my first-person 
perspective. What it is like to entertain the beliefs that P, Q, R,… on different occasions, 
though all instances of believings do not seem to me to share some uniformly identifiable 
phenomenal or qualitative feature, at least not when I attend to my own “inner life.” (p. 72, 
emphasis in original)  

The question we should ask is just what Georgalis is looking for. If he is looking for some 

quality that invariably accompanies thinking, we can concede that he is correct to note that there 

is not. But we aren’t asking after some quality that invariably accompanies thinking, we are 

asking after the very quality that thinking itself has. Georgalis’ complaint is analogous to 

someone insisting that he does not see that there is any quality that invariably accompanies all 

instances of experiencing color. We have sensations of blue, of green, of red… but is there any 

distinctive experience that invariably accompanies all experiences as-of seeing colors? There 
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may not be, but that is not to say that there isn’t a kind of phenomenology that is distinctive to 

having experiences as-of seeing color. This mistake is subtle, but it is a mistake, and it infects 

Georgalis’ discussion of the question. We can put the point succinctly by saying that we are not 

looking for phenomenal features that accompany episodes of intentionality, but rather we are 

looking for the phenomenology of episodes of intentionality.     

So what are we to make of Georgalis’ other chief complaint, the worry about the kind of 

disagreement we see as to the phenomenology of intentionality? He is certainly correct to point 

out that we see much more widespread agreement about the phenomenology of sensations than 

we do about the phenomenology of cognition. But I believe that this is due in large part to two 

mistakes. The first is that people misinterpret the question as a question about something like a 

bodily sensation that invariably accompanies occurrent cognition. If that is what we are asking 

after, it seems clear there is no such thing—and if there were, it would be a mere coincidence. 

But as I have argued, this is not what we are asking after when we ask after a phenomenology of 

cognition.  

The second mistake is a little more subtle, but is still a mistake. If we ask someone to 

introspect as she thinks, she will certainly auralize her thoughts. While it is not clear why that 

should be so, it seems to be a fact about us that when we pay careful attention to occurrent 

thoughts, we auralize those thoughts. But it seems clear that the auralizing really is an inessential 

accompaniment, so a careful introspector will disregard it. But what does that then leave to the 

introspector? If we cannot introspect our occurrent propositional attitudes without auralizing, and 

we see that the auralizing is inessential, we might very well come to think that there is no 

proprietary phenomenology of cognition. Really, the introspector must reflect on what was going 

on just before she was asked to introspect, which is a bit of a challenge. There is however a way 
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of characterizing the introspected experience such that it reveals (or at least strongly suggests) 

the presence of a prior phenomenological field of cognition. William James famously observed 

that when we hear a clap of thunder,  

Into the awareness of the thunder itself the awareness of the previous silence creeps and 
continues; for what we hear when the thunder crashes is not thunder pure, but thunder-
breaking-upon-silence-and-contrasting-with-it . . . The feeling of the thunder is also a 
feeling of the silence as just gone; and it would be difficult to find in the actual concrete 
consciousness of man a feeling so limited to the present as not to have an inkling of 
anything that went before. (p. 240-41, emphases in original) 

This certainly seems to be an accurate description of our experiences of thunder, or any 

other sudden phenomenon. I would maintain that similar considerations apply to our experience 

of active introspection. When asked to introspect, our phenomenal field certainly undergoes a 

shift, but we have a clear sense that some unreflective activity has been interrupted, and a sense 

of that activity still lingers as we introspect and auralize our current thoughts. Deliberate 

introspection does not present itself to us phenomenologically as our emerging into an 

illuminated, waking state from a kind of sleepwalking, but rather as our suddenly paying 

attention to a passing stream of mental activity that was, however murkily, present to us in a way 

that can only be called phenomenological.   

Another factor that might play into the denial by sincere introspectors involves paying 

attention only to the logical or functional features of cognition. To go back to the example with 

which Chalmers concerned himself, a belief about the cricketer Donald Bradman gets to be about 

Bradman in part because the belief is generated by a causal process in which Bradman himself 

ultimately features in some way (or so a standard Kripkean/Putnamian theory of reference would 

maintain). But that is obviously not a phenomenal feature of the belief. Also, for a state to count 

as a belief that-p, it seems that it must dispose the person having the belief to affirm that-p, 

ceteris paribus (e.g., to assert that-p would not be rude or otherwise socially unacceptable, the 
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agent is not being tortured into confessing that not-p, and so forth). Again, these functional 

features are clearly not phenomenal features of the belief. If one is paying attention to these 

matters alone (as Chalmers seems to be in the passage quoted above), then it is indeed hard to 

see how phenomenology of any kind could be in any way distinctive of or proprietary to 

cognition. But I believe that this is also a misunderstanding of the question, and thus it 

constitutes a mistake. The question is whether there is a distinctive something it is like to token 

occurrent propositional attitudes, not whether occurrent propositional attitudes have properties 

other than their phenomenal ones (everyone acknowledges that). It will therefore not do to pay 

attention only to those features that seem genuinely not to be phenomenologically endowed.  

So I believe that Georgalis’ worries are misguided. He appears to be thinking that his 

opponent means to be speaking of some sort of accompaniment to intentionality, not something 

that is proprietary to the phenomenon. If it is worrisome that we cannot say what phenomenal 

features all and only occurrent propositional attitudes have, then one would think it should be 

equally worrisome that we cannot say just what phenomenal feature all and only visual 

experiences have in common, or what feature visual experiences, orgasms and drowsiness have 

in common. Georgalis does not seem to think there is a special problem here, so it is unclear why 

he thinks matters are suddenly unacceptably vague when we speak of there being something it is 

like to have occurrent propositional attitudes. As for the disagreements from sincere 

introspectors, I have offered suggestions for directions that further introspection should take into 

account, and it would be premature to think that matters are as hopeless as Georgalis suggests 

without carefully considering these suggestions.   

Nelkin 

I now turn my attention to arguments presented by Nelkin (1996). The first important point 

to notice is that Nelkin seems prepared to grant that it is prima facie plausible that there is a 
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phenomenology of occurrent cognition. He writes, “What is it like to have a thought? We are all 

tempted to say we know exactly what it is like to have a particular thought, say, the thought of 

needing to get the pistons in our car checked” (p. 140, emphasis in original). I would agree—it is 

indeed very tempting to say there is something it is like to have a particular thought (provided 

that we bear in mind that we are speaking of thoughts as narrowly individuated). If I am correct, 

it is so tempting because there really is something it is like to have a particular thought. But 

Nelkin denies this. He goes on,  

what is it that we know? We can usually report at the time that we have the thought, can 
draw inferences from it, and act on the basis of it. But what phenomenal state makes it that 
thought? Even if we experience similar phenomena when thinking similar thoughts, what 
converts those phenomena into that thought? (p. 140, emphases in original) 

But what is it that Nelkin is asking after? I am maintaining that occurrent thoughts have a 

certain proprietary and distinctive phenomenology. Since this is my claim, and the claim Nelkin 

is supposedly considering, I am not sure what he is driving after when he asks “what phenomenal 

state makes it that thought?” He appears to have shifted the discussion from the question whether 

occurrent thoughts have a distinctive phenomenology to the question whether they are somehow 

constituted by their phenomenology. At this stage, I am merely interested in the former question. 

The latter part of Nelkin’s challenge is difficult to interpret, but he seems to be acknowledging 

that there might be some dimension of similarity across the thoughts that-p, that-q, that-r, and so 

forth; his challenge is how to explain how the phenomenology determines that we are thinking 

that-p rather than one of the other contents. If we are speaking of broad contents, I concede that 

phenomenology is not up to the task of individuating thoughts, as Twin Earth Scenarios 

demonstrate. But if all we are speaking of is narrow contents, the phenomenological fact that 

makes the difference between its being as-if we are thinking that-p and as-if we are thinking that-
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q is the fact that the subject has an experience as-of the content p and in the latter the content that 

q.  

So the first point to note by way of response is that Nelkin appears to be changing he 

subject, perhaps due to his misunderstanding the question. Furthermore, he appears to be 

acknowledging that we might “experience similar phenomena when thinking similar thoughts,” 

but then seems to be (like Georgalis) be thinking in terms of an accompanying phenomenology, 

not a distinctive phenomenology of the occurrent thoughts.  

But Nelkin has further arguments to the effect that phenomenal states simply cannot do the 

sort of work intentional states are supposed to do. He first correctly points out that mere mental 

images alone could not constitute a thought, since identical mental images could go along with 

entirely different thoughts, and a thought might not be accompanied by any mental image 

whatsoever. I would not disagree with those claims, provided we understand “mental image” to 

mean something like a sensation or a quasi-visual sort of experience (what Chalmers [2002] calls 

“perceptual imagining”).  He then has us imagine a cave man that had never seen any tool more 

sophisticated than could be found in the basic Paleolithic toolkit.  Nelkin challenges us to explain 

what sort of phenomenal state we could induce in the caveman to get him to have the thought “I 

need to get my pistons checked.” He writes,  

The correct answer is pretty obvious: no (phenomenal) experience would suffice. No 
images, not even images of English or Cavemanese words running through his mind, nor 
any other (phenomenal) experience is relevant to his success. He cannot have that thought 
simply by our inducing an occurrent phenomenal state in him. (p. 140) 

What to make of this claim? I take it that Nelkin’s point is that the caveman could not 

think any thoughts about pistons because to think about pistons is to have a host of sophisticated 

concepts the caveman by hypothesis lacks. He must know what a car is, for instance, and what it 

would mean to “have the pistons checked,” which would involve knowing something about what 
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a mechanic is, and each of these concepts would involve a host of other concepts. We can, and 

indeed must, grant Nelkin this point, as well as the obvious fact that merely inducing an 

auralization in English or even Cavemanese.10

But perhaps there is a more serious challenge being offered. Perhaps the thought is that if 

there is a distinctive phenomenology to a particular narrow thought, then inducing that 

phenomenology in a subject should get him to have the experience as-of having that narrow 

thought. But a caveman simply couldn’t have the narrow thought that his pistons need to get 

checked, even if we were able to induce the appropriate phenomenology. Ergo, there can’t be a 

distinctive phenomenology of thought, unless we’re prepared to commit ourselves to the rather 

odd notion that it could seem to a subject just as it does to think that-p, while he is not actually 

thinking that-p.  

 But what exactly does this show? It would show 

that if we could get the caveman to have the thought “I need to get my pistons checked,” we 

would necessarily have given him a host of concepts he did not previously have. It does not show 

that an occurrent thought does not have its own phenomenology. Nelkin’s observations do show 

that an occurrent thought cannot be identified with imagery or auralization, but no one wants to 

maintain that it can be. Nelkin’s point seems to be that for some reason phenomenal states just 

cannot play the sort of role that occurrent cognitive states must, but his arguments seem to be 

directed entirely at showing that certain sorts of phenomenal states cannot, which is 

uncontroversial.  

So, how could we address this challenge? Let us consider what we have on the table: I 

have argued (and Nelkin accepts) that intuitively it would seem that there is something it is like 

to think that-p. The challenge would seem to be that if there is, it must be in principle separable 

                                                
10 Not least because there would be no word for “piston” in Cavemanese, so presumably we would have to simply 
have him auralize the unfamiliar English word “piston.”  
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from actually thinking that-p, which would give us the highly implausible result that it might 

seem to us phenomenally that we are thinking that-p but actually be thinking something quite 

different. Nelkin evidently takes this to be the reductio ad absurdum of the claim that there is 

something it is like to think that-p, but given the phenomenological considerations, it would 

seem we might instead reject the crucial premise that the phenomenology and the reality can be 

separated. The only way it can seem to us that we are occurrently thinking that-p is if we in fact 

are thinking that-p. Thus, the only way we could get a caveman to have the phenomenal 

experience as-of thinking “I need to get my pistons checked” is to actually give him the various 

conceptual resources required to literally think that he needs to get his pistons checked. Indeed, if 

we suppose that there really is something it is like to think that we need to get our pistons 

checked, and that this is not merely some sensational accompaniment but rather quite literally 

something it is like to token that content in that psychological mode, then it seems quite obvious 

that to have the experience just would be to have the thought, along with whatever conceptual 

requirements were constitutive of having that thought. To deny this point would be in effect to 

deny the prima facie point that there does seem to be something it is like to think a particular 

thought. Nelkin, like Georgalis, does not take seriously enough the claim that the 

phenomenology in question is the phenomenology of the thought, as opposed to something that 

simply invariably accompanies the thought.  

But what is that phenomenal experience like? What is it like to think that one needs to get 

one’s pistons checked? Obviously, it is in some ways it is like it is to think that one must get 

one’s alternator checked, and in other ways it is like it is to doubt that one must get one’s pistons 

checked.   
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It is worth noting that Nelkin himself goes on to say something that could reasonably be 

construed as an appeal to a phenomenal component for occurrent thoughts, a component that 

may in fact be essential to having an occurrent mental representation:  

Thinking involves more than experiencing [phenomenal] states. The consciousness 
relevant to being a Lockean person involves more than [phenomenal consciousness]. At 
the least… it involves an aspectualizing of the information contained in a phenomenal 
image… these questions are even more salient if we concentrate fully on the phenomenal 
properties of the images, rather than on their representational properties. (pp. 140-141). 

The last two clauses reveal a question-begging move on Nelkin’s part: phenomenal 

properties are contrasted with representational properties, as though no property could be both 

phenomenal and representational. But besides that complaint, what exactly is this 

“aspectualizing” of an image? He has borrowed the term from Searle (1989), but he does not say 

much by way of explication the notion. He notes that there is a difference between viewing a 

photograph of Abraham Lincoln as a photograph of a tall man in a hat and viewing it as a 

photograph of Lincoln (p. 111). The difference is a difference in our aspectualization of the 

representation. Beyond that, Nelkin says little, and believes he need say little. He writes, 

“Although I lean heavily on the notion of aspectual representation in later chapters, I can 

legitimately do so at an intuitive level of understanding, leaving it to future research to unpack 

the notion” (p. 112). He does not say much further, beyond the rather obscure claim that 

differences in aspectual representation are a matter of “will” (112), that is, of a subject’s meaning 

one thing by a representation rather than another. This certainly sounds quite confused, as we 

manifestly do not mean anything by, e.g., our visual representations. We simply undergo them, 

and we experience them as fully intentional, aspectualized representations; no willing seems to 

be involved.11

                                                
11 Indeed, we typically do not “experience” the representation at all, or so I would argue. We simply experience a 
world, presented to us visually. It takes effort to pay attention to the representation itself. 

 Even if it is, this does not affect the sort of claim I would like to defend. A subject 
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may be able to choose to interpret a representation one way rather than another, but my claim is 

that in doing so he will cause a distinctive shift in how his mental representations seem to him 

phenomenally, unless that is one is construing the term “phenomenally” in a very restricted way. 

One is free to do so, but I intend to be working with the unrestricted notion of “phenomenally” 

and its cognates, respecting the etymological fact that something “phenomenological” is 

something that “appears” a certain way to the subject. Sensations are phenomenal, as are tickles, 

itches, aches, certain aspects of mood, and occurrent propositional attitudes. Or so I would 

maintain, and Nelkin acknowledges the prima facie plausibility of the claim. I do not believe his 

arguments have rendered the claim any less plausible.   

Some Theoretical Work 

Finally, I would like to note that the hypothesis that there is such a thing as a 

phenomenology of cognition allows us to make sense of certain difficult issues. For instance, as 

David Pitt notes, we are aware of what we are thinking (at least the narrow contents, a subtlety 

Pitt does not mention) in a way that is distinctive in its immediacy. While we need not claim 

Cartesian infallibility with regard to our own occurrent mental states, it seems clear that we do 

know what we are thinking in a way that in principle no one else can. Each subject has some sort 

of special access to his own thoughts; if we acknowledge that occurrent thoughts have a 

phenomenology, then this special unique access is but one more form of phenomenal 

subjectivity. Absent such a phenomenology, we would need to suppose that in addition to 

phenomenal subjectivity (a widely-recognized phenomenon) there is cognitive subjectivity as 

well, an entirely unrelated phenomenon that just happens to closely resemble the phenomenal 

notion. Georgalis bites the bullet and maintains that our access to our own occurrent thoughts is 

simply a brute fact, while maintaining that our access to our phenomenal states is simply another 

brute fact. But on the principle that one ought not to multiply brute facts without necessity, we 
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can simply suppose that there is one notion of subjectivity: the phenomenal, the fact that it is like 

something to be in certain states, including sensational states and cognitive states. Indeed, we 

might well argue that the notion of the phenomenal is constituted by this sort of unique epistemic 

access, and so the unity of sensational and cognitive phenomenology can be derived from more 

fundamental epistemic considerations. 
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CHAPTER 8  
DISPOSITIONS 

Introduction 

In my presentation and defense of CP, I shall be making heavy use of the notion of a 

disposition. Specifically, I argue that unconscious intentional states are to be understood as (in 

part) dispositions to have conscious mental states. In this chapter, I shall say a bit about what I 

take dispositions to be.  The topic is worth a book-length study in its own right, and I am not 

going to be able to offer anything like a complete theory. Nevertheless, I shall need to say 

something about what I take dispositions to be if I am going to appeal to them in my formulation 

of CP, so I will provide a basic outline that will not be overly controversial.  Certain details I will 

leave open, in the hope that at least one plausible account of dispositions will fill in those details 

in ways compatible with CP.  

The Dispositional and the Categorical 

I take it that when we say that some object has a disposition, we are attributing to the 

object a certain property—a dispositional property.  Dispositional properties are to be contrasted 

with categorical properties. The first difficulty we face in coming up with an account of 

dispositions is to state just what the difference is between these two sorts of property. While 

there is wide agreement that there is a difference, and wide agreement on what properties go in 

what class, it is surprisingly difficult to state the distinction in a way that is both substantive and 

not vulnerable to obvious counterexamples. We will call this first question the question of 

distinction. The next puzzle has to do with the relationship the two sorts of properties have to one 

another. It seems plausible that in a large range of cases, an object will have a disposition in 

virtue of its having certain categorical properties. But we must say more about what this “in 

virtue of” relationship comes to. We will call this issue the question of relationship. The question 
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of relationship leads directly into a difficult problem about the explanatory power of 

dispositional properties.  If the existence of a disposition is explained in terms of categorical 

properties, then it looks as though any explanatory work can ultimately be done by a direct 

appeal to categorical properties. Dispositions seem epiphenomenal or [in Nelson Goodman’s 

words (1954)] “ethereal.” We can call this issue the question of explanatory power. I will now 

look at each of these questions in detail, and develop an outline of an account of dispositions that 

is both substantive and relatively uncontroversial.  

Distinction 

It is easy to provide uncontroversial examples of dispositional and categorical properties. 

In the class of dispositional properties we have fragility, flammability, elasticity, and 

conductivity. In the class of categorical properties we have triangularity, being made of steel, 

being three feet tall, and solidity. But can we provide a principled difference between these two 

types of property?  

One approach we might take is to try to provide an analysis of attributions of dispositional 

properties. What sorts of commitments do we undertake when we say of some object o that it has 

disposition d? Many authors have found attractive the idea that we are committing ourselves to 

the truth of a certain subjunctive conditional. The conditional will involve an appeal to a 

manifestation and triggering conditions.  So to say that o has d is to commit ourselves to the truth 

of S:  

 

S: If o were in conditions C, it would M 

 

C is a specification of the triggering conditions, and M is a specification of the 

manifestation itself. So when we say of a glass that it is fragile, for example, we are committing 
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ourselves to the truth of the claim that if the glass were to be struck sharply (the triggering 

condition), it would shatter (the manifestation of the disposition).  

But S is certainly too crude as it stands. One obvious point is that the attribution of 

categorical properties to objects also commits us to the truth of subjunctive conditionals. For 

instance, if we attribute to o the categorical property of being triangular, we would be committed 

to the truth of the claim that if the object should be pressed into wet clay, it will produce a 

triangular impression, ceteris paribus.1  This fact would either seem to either show that even 

supposedly categorical properties are really dispositional (or somehow both simultaneously) or 

that the commitment to the truth of subjunctive conditionals is an inadequate criterion for 

drawing the categorical/dispositional distinction.2

But there is a rejoinder available to this sort of objection. While it is certainly true that 

when we attribute triangularity to an object we are committing ourselves to the truth of a 

subjunctive conditional to the effect that if the object were to be pressed into wet clay, it would 

produce a triangular impression, nevertheless the truth of this conditional can only be known a 

posteriori. God could have so ordered the world that pressing triangular objects into wet clay 

routinely produced circular impressions, and we had to do some experimenting to find out that he 

did not.  In contrast, the truth of the subjunctive conditionals involved in the attribution of 

dispositions can be known a priori. We do not need to do any research to know that if an object 

is fragile, it would break if struck sharply.  This sort of a priori knowledge would seem to 

   

                                                
1 The ceteris paribus clause will include such things as the glass being hard enough to make an impression in the 
clay, not being prone to deform upon being pressed into the clay, and any other property that would falsify the 
conditional. Notice that these ceteris paribus conditions themselves are by and large specifications of dispositional 
properties.  

2 John Heil and C. B. Martin are two prominent thinkers who take these considerations to show that all properties 
are both categorical (or “qualitative,” to use their expression) and dispositional. See Heil (2003, 2005), Martin 
(1994, 1997), Martin and Heil (1999).   
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indicate that the commitment to the truth of the conditionals in the case of disposition-attribution 

is a conceptual matter. It is a matter of conceptual necessity that attributing a disposition to an 

object is to commit oneself to the truth of a subjunctive conditional to the effect that, if the 

manifestation conditions obtain, the object will manifest a further property.  

This rejoinder might seem hasty, since there is always the possibility that the disposition’s 

manifestation is governed by a probabilistic law, which does not absolutely guarantee that the 

object in question will break if struck sharply. But this concern can be easily accommodated. We 

can say that there is a conceptual connection between our attributing d to o and our committing 

ourselves to the subjunctive conditional that the obtaining of conditions C will increase the 

probability of the object’s M-ing. Of course we would need to say more about the probabilistic 

reading of the conditional, since it seems odd to suppose that a tiny increase in the probability of 

o’s M-ing would be sufficient to warrant the attribution of a disposition to M to o. If for instance 

we knew that striking an object very forcefully with a sledgehammer would increase the 

probability of its shattering by .000000001, it would nevertheless seem very odd to call the 

object in question fragile. But we have more serious worries before us about the conditional, 

namely that it looks as though o could have d in spite of the fact that the relevant conditional is 

false, and vice-versa. Specifically, a disposition that is present may be masked, or its 

manifestation thwarted through some kind of finkish process, and a non-existent disposition may 

be mimicked. I will now say something about each of these.  

Masking 

If we take a fragile glass and wrap it heavily in thick layers of cotton, the glass might 

survive being dropped. It would then be false to say that if the glass were struck sharply, it would 

break. But intuitively the glass is still fragile. This is a case of masking a disposition. We might 

not be impressed by this particular example, because plausibly in attributing fragility to the glass 
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we are saying that if the glass were to be struck sharply it would break (or would be very likely 

to break), and in the imagined case the glass is not being struck sharply. We might well strike the 

bundle sharply, but not the glass itself. However, we can suppose that God happens to be 

particularly fond of the glass, and will immediately repair any micro-fractures that occur in it. If 

we hit it with a sledgehammer, micro-fractures will rapidly propagate through the glass, but they 

will be just as rapidly repaired, and the glass would not shatter. Intuitively, the glass is still 

fragile—but its disposition to break is being masked by outside interference. Thus, the 

subjunctive conditional “If the glass were to be struck sharply, it would (very likely) shatter” is 

false, but it is still intuitively a fragile object.   

Mimicking 

Another sort of problem case involves some factor’s making the subjunctive conditional 

true, even though we would not want to say that o has d. For instance, instead of supposing that 

God is fond of some object, let us suppose that he wants to see it destroyed. Let the object be 

golden goblet—an object we would not typically think of as fragile. But should the goblet be 

struck sharply, God will insure that it would shatter. The conditional “If the goblet were to be 

struck sharply, it would shatter” (we can even omit the worries about probability in this case) is 

true, but the goblet is not fragile. The disposition of being fragile is not present, but is being 

effectively mimicked.  

Finkish Dispositions 

Still another sort of case is suggested by C. B. Martin (1994). Suppose we have a live wire 

in a machine. The property of being live is a dispositional property, the triggering conditions 

being that it be touched by a conductor, and the manifestation being the transmission of electric 

current. But suppose that as a safety measure we have rigged the live wire up to a device called 

an electrofink. If a conductor (such as the hand of a careless electrician) touches the wire, the 
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electrofink will detect this fact and immediately cut off the current running through the wire. 

Thus, it is false to say that “If the wire were to be touched by a conductor, it would transmit 

electric current,” but nevertheless it seems the wire is still live, i.e., it still has a certain 

disposition. After Martin’s work, these sorts of dispositions are called finkish dispositions, 

meaning that the disposition’s presence is contingent upon the manifestation conditions’ not 

obtaining.   

Together, masking, mimicking, and finkish dispositions seem to show that a conditional 

analysis of disposition attributions is implausible. Perhaps we might think that the problem has to 

do merely with our attempt at formulating the relevant conditionals. Perhaps there might be some 

better formulation that avoids worries about masking, mimicking and finkish dispositions. 

However, attempts to save the conditional analysis have not so far proven to be particularly 

successful. For instance, Stephen Mumford (1998) suggests that we need to add a ceteris paribus 

clause to the relevant conditionals to the effect that o will M in C if ideal conditions obtain (88-

89). However, this appeal to ideal conditions is uncomfortably vague. It seems to come 

dangerously close to saying that the conditional must obtain unless there are conditions that 

mean it does not, which is true but vacuously so. 

A more substantive proposal for saving the conditional analysis is proposed by David 

Lewis (1997). To use Michael Fara’s (2006) formulation of Lewis’ suggestion,  

 

S2: An object is disposed to M when C iff it has an intrinsic property B such that, if it were 

that C, and if the object were to retain B, then the object would M because C and because it has B 
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But even this formulation seems inadequate for capturing what we want to say when we 

attribute a disposition to an object. Suppose for instance that we are considering a poison. The 

poison is disposed to kill its consumer when digested, because it has an intrinsic property (some 

molecular structure) such that, it if were digested, and the poison were to retain that intrinsic 

property, it would kill its consumer because it was digested and because it has that intrinsic 

property. But if we slipped the subject an antidote, he would survive the digestion of the poison. 

The conditional is false, but intuitively the poison still has the disposition to kill its consumer.  

 Since even very sophisticated attempts to analyze the attribution of dispositions in terms 

of an a priori commitment to certain subjunctive conditionals are vulnerable to rather 

straightforward counterexamples, I think our best bet would be to accept that attributions of 

dispositions cannot be fully analyzed in terms of our commitments to subjunctive conditionals. 

So what other options do we have? Michael Fara (2005) suggests that we treat dispositional 

attributions as involving a commitment to a habitual, a kind of statement that expresses a 

regularity, but that tolerates exceptions. Examples of habituals are “John sings in the shower” or 

“Bill walks to work.” These statements are statements of regularities, but would not be falsified 

if Bill drove one day or John did not sing in the shower one morning. Since habituals tolerate 

exceptions, they are in better shape than subjunctive conditionals for analyzing the attribution of 

dispositions. However, habituals clearly do not go far enough by themselves, since some 

habituals are true merely by accident, and the attribution of a disposition is clearly meant to 

affirm more than a merely accidental correlation. To provide a more robust characterization of an 

analysis of dispositional attributions in terms of habituals, Fara offers the following:  
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Habitual: An object is disposed to M when C iff it has an intrinsic property in virtue of 

which it  Ms when C. 

   

This claim does not entail that the object in question will necessarily M when C, so many 

of the objections to a conditional analysis will not be troublesome for it. But it involves more 

than a mere affirmation of regular correlation, since if the object M’s when C, it does so in virtue 

of an intrinsic property. That is to say, if the object M’s when C, it does so partially because it 

has certain intrinsic properties. A fuller analysis would need to say more about the “in virtue of” 

relationship, but it will presumably involve some appeal to laws of nature, which may very well 

be exceptionless.  

Since Fara’s habitual analysis seems promising, and seems to capture in large part what we 

want to say about the attributions of dispositions, I will tentatively endorse his proposal. Then we 

may say that dispositions are intrinsic properties that explain the truth of certain habituals. This 

then provides us with a rough way of characterizing the distinction between categorical and 

dispositional properties. Dispositional properties are such that, as a matter of conceptual 

necessity, their attribution commits us to the truth of certain habituals that obtain in virtue of 

some intrinsic properties of the object in question. Categorical properties also commit us to the 

truth of certain habituals, but not as a matter of conceptual necessity.   

This formulation however presupposes that a disposition will necessarily obtain in virtue 

of some further intrinsic properties, and we might not want to rule out the possibility of “bare 

dispositions” that do not obtain in virtue of any more basic intrinsic properties. We will address 

the issue of bare dispositions below, but for now the characterization can be amended by simply 

making it disjunctive: the habituals in question either obtain in virtue of some intrinsic properties 
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of the object in question, or else the disposition is a bare disposition. If we can then develop a 

good account of bare dispositions, this formulation will do for our purposes.  

Relation 

The next question then is how dispositional and categorical properties relate to one 

another. It looks as though for a great many dispositional properties, their presence or absence is 

to be explained in terms of the object’s having certain categorical properties. For instance, we 

can explain why some objects are fragile (and why others are not) by appealing to their 

molecular structure. But certain worries now appear. If an object has disposition d, and this 

disposition is had in virtue of a certain molecular structure m, then how are we to characterize the 

relationship between d and m?  

One tempting possibility, endorsed by Quine (1960, sec. 46), is simply to identify d and m. 

We shall call this the identity thesis, or IT. I shall argue that IT is false, and that we need to 

appeal instead to a functionalist account of dispositional properties.  

“Identity” 

My glass is fragile, and it is fragile in virtue of the fact that it has a certain molecular 

structure. Pre-philosophically, we might think that the molecular structure and the fragility are 

distinct things. But deeper reflection might lead us to think that we ought simply to identify the 

two properties. We might worry for instance about what explanatory work the fragility is doing. 

If the behavior of my glass in actual or counterfactual situations can be explained entirely in 

terms of the glass’s molecular structure, the fragility itself seems to be an explanatory fifth 

wheel. At best, it might be, as Quine suggested, a promissory note. Having observed certain 

regularities had by glass objects, we offer a dispositional statement to the effect that glass things 

tend to be fragile. The term fragile is meant to be nothing more than an indirect way of gesturing 

at some unknown categorical property. Once physics tells us what categorical properties we have 
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been gesturing at, the term “fragile” could in principle be retired, or simply said to be another 

name for that categorical property. If objects are fragile in virtue of having an irregular molecular 

structure, then we might say that fragility just is having an irregular molecular structure. The 

suggestion is to treat dispositional terms like natural kind terms, at least as treated by the 

standard Kripke-Putnam theory. Given that water has turned out to be H2O, the theory goes, 

water just is H2O, in all possible worlds.  

But this sort of account seems implausible, precisely because the attribution of dispositions 

seems to commit us as a matter of conceptual necessity to certain habituals, and the truth of 

certain habituals may in many cases commit us to the truth of a disposition attribution. These 

habituals are more important conceptually than the underlying intrinsic feature that explains the 

attribution. If fragility just is a certain irregular molecular structure, then in all possible worlds 

things with that molecular structure are fragile. But we can easily imagine possible worlds in 

which things with irregular molecular structures could survive powerful impacts. If we identify 

fragility with the molecular structure, we are in the awkward position of saying that an object 

that would survive being dynamited might nevertheless be fragile, even though the disposition is 

not being masked or finked. But this claim seems conceptually incoherent. Conversely, it would 

seem that in some possible worlds the atomic theory of matter is false, and objects in those 

worlds do not have molecular structures at all. If they have no molecular structure, a fortiori they 

do not have an irregular molecular structure, and according to IT would not be fragile. However, 

some of these objects could surely be such that they tended to shatter when struck sharply. If we 

stick to IT, we are forced to conclude that objects of a type that invariably shatter when struck 

sharply need not be fragile, which is conceptually incoherent (leaving aside the possibility of 

mimicking). To sum up these observations in more general terms, IT falls short of the fact that it 
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must account for the possibility that dispositions might be multiply realizable; let us then call this 

line of argumentation the multiple realizability argument.    

But we formulated IT as a type-type identity theory, to the effect that a certain type of 

disposition is identical to some type of categorical property. Perhaps we could save it by 

reformulating it as a token-token identity theory. While we cannot identify a certain type of 

molecular structure with fragility, we could identify my glass’s fragility with its molecular 

structure. But this move is still vulnerable to counterexample. It seems plausible that there is a 

possible world in which this very glass before me would survive impacts of any degree of 

severity. One might object that to say this is simply to beg the question—we were proposing an 

identity, and the thought-experiment is predicated upon the assumption that the proposed identity 

is false. But we can easily avoid this worry by imagining a complete physical duplicate of my 

glass that would survive impacts of any degree of severity. Now we are not presupposing that the 

identity is false. If the IT theorist wants to insist that a perfect physical duplicate would 

necessarily be fragile, it sounds as though he is actually affirming a type-type identity theory, 

and is therefore vulnerable to the multiple-realizability argument. If he concedes that there is 

nothing necessarily wrong with the supposition that two categorical duplicates might differ in 

their dispositional properties he has made dispositions very mysterious indeed—which was 

precisely the worry that was supposed to motivate IT in the first place. This is not a 

straightforward refutation of token-token IT, but there is certainly a tension between this result 

and the sort of intuition that lead metaphysicians to hold versions of IT.  

Functionalism  

So let us abandon IT, and consider a functionalist account. Dispositional properties are 

second-order properties. Certain categorical properties have the property of realizing 

dispositions.  Exactly what categorical properties realize what dispositional properties will vary 
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across possible worlds, and different categorical properties may realize the same dispositional 

property even in the same world.  

But how are we to understand what it is for a categorical property to realize a dispositional 

property? It seems that some sort of essential appeal to laws of nature will be needed. Laws of 

nature determine what categorical properties realize what dispositional properties. Since laws of 

nature are supposedly exceptionless, we can see why it would be puzzling (though, I would 

argue, not conceptually incoherent) for two objects indistinguishable in terms of their categorical 

properties to have different dispositional properties within a single possible world. For my 

purposes, I do not need any more explicit treatment of the realization relationship than this. I 

trust that I can proceed on the supposition that the reader has at least a rough-and-ready intuitive 

idea of what it means to say that a property P is realized by another property P’ as a matter of 

nomological necessity.  

A final point on this matter: can we make sense of “bare dispositions,” that is a disposition 

that is not realized in any categorical property? I believe that we can. I believe we can make 

sense of a world in which the atomic theory of matter is false, such that all matter is simply 

homogeneous gunk. Furthermore, this world could appear to casual inspection much like our 

own, if not exactly like our own. In particular, this world could contain vessels very much like 

glass in appearance and behavior,3

                                                
3 If we respect the mainstream Putnam/Kripke views about the naming of natural kinds, and if we presume that glass 
is in part defined by reference to a natural kind (it is composed largely of silicon), then it would not actually be 
glass. On the other hand if one believes glass to be a purely functional concept, then atomless glass could still be 
glass.  

 to the point where they shatter into fragments if struck 

sharply. We could imagine that there is simply no further explanation for why they shatter—it 

has nothing to do with an irregular molecular structure, because they lack a molecular structure. 

It is simply a brute fact that objects made from this glass-like material shatter when struck 
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sharply. I believe this scenario is conceptually coherent, and I believe it describes a situation in 

which the disposition fragility is not realized by any categorical properties.4

But besides this, it seems plausible that there could not be an infinite regress of categorical 

properties realizing dispositions; at some point, we come down to basic physical particles (such 

as electrons) and basic physical dispositional properties (like the disposition to repel particles of 

like charge). It seems once we get to that level of description, we have simply run out of further 

categorical properties to realize the dispositions. So plausibly we simply must have bare 

dispositions once we get down to the most basic physical objects. But what account can we give 

of bare dispositions? Again it looks as though an appeal to laws of nature will be needed, but 

instead of being captured by claims about what types of categorical property realize what 

dispositional properties, the laws in question will make direct reference to types of object. For 

instance, it is a law of nature that any charged particle will repel like-charged particles.  

 

Explanatory Relevance 

This brings us to our final challenge: What explanatory relevance do dispositional 

properties have? The challenge derives from two considerations. First, it seems that being told 

that an object m-ed because it had a disposition to m is not informative—we seem to be saying 

nothing more than that the object shattered when struck sharply because it was such that it would 

shatter if struck sharply, which is true but vacuous. Secondly, supposing that we are not talking 

about bare dispositions, it would seem that there is a categorical basis for any dispositional 

property we could be interested in. But to say that there is a categorical basis for the disposition 

                                                
4 Perhaps one could object that fragility is realized in the property of being atomless glass, i.e. the property of being 
atomless glass as a matter of nomic necessity realizes the disposition fragility. Perhaps we could say this, but it 
seems rather at odds with how we typically thing about the realization relationship, which seems in part explanatory. 
That is, a description of how the realized property is realized somehow tells us something about why that particular 
property is realized, as opposed to some other property. But being told that the property of being atomless glass 
realizes the property fragility as a matter of nomological necessity seems to say nothing more explanatory than that 
it is nomologically necessary that atomless glass is fragile, which seems vacuous as an explanation.  
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just is to say that there is some collection of categorical properties that explains why the object in 

question is disposed to behave as it does—but then what is there left for the disposition itself to 

explain? To take a concrete example, if an object’s irregular molecular structure explains why it  

is disposed to break upon being sharply struck, what else is there for the fragility to explain? 5

These issues matter for my project because someone might take these considerations to 

show that dispositions are causally impotent (see Prior, Pargetter and Jackson [1982]) or that 

they are token-identical to their categorical bases (see Mackie [1973, 1977]). However, I will be 

identifying unconscious mental states as dispositions to have conscious mental states, and I 

would not want to accept the claim that unconscious mental states are mere epiphenomena or 

token-identical to some brain states. We do appeal to unconscious mental states in our causal 

explanations of subject’s behavior, and our explanations seem on the whole good. For instance, 

if we ask someone (who happens not to be occurrently thinking about U.S. history) who the first 

president was, he will (hopefully) immediately reply “Washington.” How to explain his 

immediate production of that phoneme? By appealing to his non-occurrent prior belief that 

Washington was the first president. As for the identity thesis, if dispositions just are their 

categorical bases, and if unconscious mental states just are dispositions, then unconscious mental 

states just are certain (unconscious) categorical properties of the brain. But presumably beings 

entirely incapable of having phenomenally conscious states (zombies) could have brains with 

those unconscious categorical properties—and by the thesis of identity, this would necessarily 

mean that zombies could have intentional mental states, which would entail that CP is false.  

  

                                                
5 This line of argumentation has obvious parallels in philosophy of mind. If there is a complete explanation for why 
a person behaves as he does that can be couched entirely in neurological, non-mental terms, what is left for a 
psychological explanation to explain? See Jaegwon Kim (1998, 2001).  
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The first point to make is to remind the reader that we rejected the type-identity thesis 

because of an intuition that dispositions are multiply realizable. This led us to suppose that 

categorical properties realize dispositions only relative to contingent laws of nature. So if we are 

explaining why a window broke upon being struck with a speeding baseball, we could appeal to 

the molecular structure of the window—but then to complete the explanation we would also need 

to mention that that molecular structure (or that type of molecular structure) happens in our 

world to realize the dispositional property of fragility. One still might balk, however. It seems as 

though we have said nothing more than that the window broke when struck sharply because it 

had a categorical feature that realized the property of being prone to break when struck sharply—

and that is arguably vacuous.6

We need to look at just where we would actually appeal to dispositions to explain some 

observed phenomenon. The standard example—the shattering of a window upon being struck 

with a ball—is rather unrealistic. If someone were to witness a ball breaking a window, and was 

genuinely puzzled why the window broke, I think he would not accept the explanation “Because 

it was fragile.” I take it that he would be wondering what categorical features of the glass render 

it fragile, or perhaps he was under the mistaken impression that the pane was of bullet-proof 

glass, which should not have broken upon being hit by a baseball. The explanation he would be 

seeking then would be an explanation for the window’s fragility—and noting that the window is 

fragile is clearly beside the point. I think it more instructive to consider psychological 

explanations, for here dispositional explanations are legion. Some behaviorists argue that it is 

vacuous to explain behavior by appealing to mental states, because the mental states are defined 

  

                                                
6 Such an explanation would rule out the possibility that the window’s fragility was a bare disposition, so it is not a 
wholly vacuous explanation. But supposing that our questioner did not believe that it was a bare disposition, the 
explanation looks vacuous.  
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in terms of their propensity to cause certain behaviors). So when we see a man take a drink of 

water, it is no explanation to be told that he drank because he was thirsty, since to be thirsty just 

is to be prone to drink. But this complaint is misguided—a person might drink a glass of water 

for any number of reasons, only one of which is that he is actually thirsty. He might for instance 

have been in a play where the script calls for the character to take a drink of water, or he might 

have been offered a drink and it would have been impolite to refuse, or perhaps there was some 

ritual significance to the sip of water. Contrary to what the behaviorists say, it is highly 

informative to be told that someone drank because he was thirsty. Applying this reasoning to 

dispositions generally, we can see that an explanatory appeal to a disposition is intended to rule 

out other explanations for the observed event. In our discussion of mimicking, we noted that God 

could presumably miraculously shatter a malleable golden cup. The cup would not actually be 

fragile, but it would have shattered upon being sharply struck. But knowing that God is prone to 

do such things, it would be informative to be told that a glass shattered because it was fragile—

since a non-fragile object might be shattered if it were sharply struck. Another case in which it  

would be informative to appeal to a disposition is a case in which a disposition involves a 

complex set of manifestation conditions. Suppose we have several panes of transparent material, 

and I decide to hurl a series of balls at them to shatter them all. To my surprise, while most of 

them shatter, one or two resist shattering no matter how hard I hurl the ball at them. I am told 

that some of the panes were genuinely fragile, but some of them will shatter only if struck with a 

very precise degree of force—anything more or less and the pane would be unharmed. That 

degree of force is easily within my power to produce by hurling a ball from close range. If we 

suppose that an object that would only shatter under very precise conditions is not genuinely 

fragile,7

                                                
7 Perhaps we could call this property “fragile-only-if-struck-with-force-f.” But I think this is best understood as a 

 not in the way that ordinary glass is, then it is indeed informative to be told that one of 
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the panes I managed to break shattered because it was fragile. In particular, I am informed that it 

would also have shattered if I had hit it a bit harder, or a bit softer, which would not be the case if 

it were merely fragile only under certain narrowly-defined conditions.  

So we see that attributions of dispositions can be explanatorily informative, and the 

explanations in question seem to go beyond a priori logical explanations. It would seem 

plausible then that the explanations are in fact causal. Specifically, the categorical bases only 

succeed in explaining the manifestation of the disposition if we suppose that a contingent law of 

nature holds to the effect that the particular categorical bases realize the property of being that 

particular disposition.  

Similar considerations apply to the question of identity; since a categorical base b will 

realize a disposition d just in case there is some natural law to the effect that bases of type b 

realize dispositions of type d, we cannot simply identify b with d across all possible worlds. For 

our purposes, the practical upshot of this consideration is that even a categorically indiscernible 

zombie-world would not contain beings that have dispositions of the appropriate sort to count as 

mental states. Their brains do indeed instantiate the relevant categorical properties, but since the 

laws of nature are different in the zombie world, we cannot thereby conclude that they have 

(unconscious) mental representations.  

Conclusion 

I did not set out to give a full-blown theory of dispositions, but by appealing to Fara’s 

account, I have shown that at least one prima facie plausible theory of dispositions is compatible 

                                                                                                                                                       
monadic predicate, to the effect that the object behaves as if it were fragile under certain narrowly defined 
conditions. It seems odd to call an object we could pound on with a sledgehammer “fragile,” and I do not believe 
anyone in a real-life situation would ever call it “fragile,” but he might caution people handling the material that it is 
“fragile if struck with just the right force.”  
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with CP, preserving our sense that unconscious mental states have casual powers without having 

to simply identify them wholesale with their categorical bases. 
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CHAPTER 9  
EXTANT ARGUMENTS FOR THE CONNECTION PRINCIPLE 

We have looked at what exactly CP is, and what it does and doesn’t entail.  But why 

should we think that CP is true? In the extant literature, several philosophers have offered 

arguments that could be taken as obliquely supporting CP, including Charles Siewart (1998), 

Terence Horgan and John Tienson (2002), Brain Loar (2002), and David Pitt (2004). Meanwhile 

John Searle, Kirk Ludwig and Nicholas Georgalis have offered arguments aimed directly at 

proving versions of CP.  In this chapter I shall provide a review of their arguments, noting 

inadequacies where they are to be found. 

Indirect Arguments 

Siewart 

Charles Siewart argues that there is a distinctive something-it-is-like to occurrently 

entertain a propositional attitude, and that the intentionality of sensory fields is a distinctive 

phenomenological feature of them. Speaking of visual phenomenal states, he says,  

First, consider some instance of its seeming to you as it does for it to look as if something 
is shaped and situated in a certain way, such as its seeming to you just as it does on a given 
occasion for it to look as if there is something X-shaped in a certain position. If it seems 
this way to you, then it appears to follow that it does look to you as if there is something 
X-shaped in a certain position. If this is right then its seeming this way to you is a feature 
in virtue of which you are assessable for accuracy—that is to say, it is an intentional 
feature. (p. 221) 

He also considers what it is like to view a certain object as one thing rather than another, 

such as seeing an “M” shape as either the Roman letter M or the Greek letter sigma: 

The way it seems to one changes when one looks at the figure and recognizes it now as 
one, now as the other of these letters. The way it seems to me for it to look as if something 
is recognizable as M-shaped differs from the way it seems to me for it to look as if 
something is recognizable as sigma-shaped. And this difference need not involve my 
seeing the figure in different orientations. (p. 257) 
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We have already looked (in Chapter 7) at his arguments for there being a distinctive 

phenomenology of cognition. I will therefore merely note one particularly interesting point he 

raises, the fact that we can hear the very same string of phonemes as meaning different things. 

Consider the following sentence: “Before she had a chance to pass the bar, she decided to change 

direction, but she was not so pleasantly surprised with where she wound up.” As Siewart 

observes, “This might be taken as a story about an aborted legal career, or as a story about 

someone getting lost near a drinking establishment” (p. 279).  

So we see that Siewart argues at length for the fact that sensory experiences have 

intentionality as a result of their phenomenal qualities, as do occurrent thoughts. We may put this 

point as a supervenience thesis: for Siewart, certain intentional facts supervene on certain 

phenomenal facts. However, it is not clear that Siewart intends to defend the thesis that only the 

phenomenal facts can explain how a state gets to be intentional. In describing the case of 

blindsight, Siewart addresses the apparent oxymoron of saying that someone can both be blind 

and have sight. He says,  

I… want to concede for the sake of discussion that one might have some notion of the 
visual, applicable to blindsight capacities, that makes being suitably causally related to 
light-sensitive organs sufficient for rendering some judgment or other a discriminative 
state or some response a visual one…. I want to allow that, possessed of some such notion 
of what counts as visual, one may sensibly speak of blindsighters as literally seeing the 
items of which they lack conscious sight. (p. 82, emphasis in original) 

This is very cautious, with the “for the sake of discussion” and “possessed of some such 

notion of what counts as visual” qualifiers, so I would not include Siewart as either a 

wholehearted opponent or endorser of CP. Simply acknowledging that phenomenal character is 

in many cases sufficient for intentionality does not establish that it is a necessary condition for 

intentionality. Still, it is not a stretch to suppose that Siewart would be friendly to CP. Certainly 

if a variety of mental states, cognitive or purely perceptual, have content and have the content 
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they do in part because of their phenomenal properties, it is at least tempting to make the further 

claim that absent those properties (or an appropriate connection to states that have those 

properties) the states in question would simply lack intentionality. Certainly Siewart’s extreme 

caution in describing the blindsight cases suggests he is at least quite wary of describing wholly 

unconscious states as intentional, perhaps for the reason that in the absence of consciousness it 

just isn’t clear what could make the state about anything in particular.  

Horgan and Tienson 

I have discussed Horgan and Tienson in Chapter 7 as well. They argue for three theses: 

The intentionality of phenomenology, the phenomenology of intentionality, and the existence of 

phenomenal intentionality. As for the intentionality of phenomenology, they maintain that  

Mental states of the sort commonly cited to be paradigmatically phenomenal (e.g., sensory-
experiential states such as color-experiences, itches, and smells, have intentional content 
that is inseparable from their phenomenal character. (p. 520) 

That is, even supposedly non-intentional states such as sensations of color, or smell, or 

itches, pains, and tickles, all have an intrinsic intentional character. In brief, their argument is 

that even things like itches or pains have felt locations, and things like smells or color sensations 

are presented to us as experiences of things “out there” in the world, as qualities of surfaces or 

otherwise located in certain environments. Even if we indulge in a Husserlian phenomenological 

epoche, we still experience sensations as mind-dependent objects, that extend for certain periods 

of time, and are found in certain determinate spatiotemporal patterns, etc.  

Meanwhile, the intentionality of phenomenology is the thesis that “Mental states of the sort 

commonly cited as paradigmatically intentional (e.g., cognitive states such as beliefs, and 

conative states such as desires), when conscious, have phenomenal character that is inseparable 

from their intentional content.” (p. 520).   
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They clarify, “Intentional states have a phenomenal character, and this phenomenal 

character is precisely the what-it-is-like of experiencing a specific propositional-attitude type vis-

à-vis a specific intentional content” (p. 522). This is just what I have been calling the 

“phenomenology of cognition.” Finally, they defend the thesis of phenomenal intentionality, the 

thesis that “There is a kind of intentionality, pervasive in human mental life, that is constitutively 

determined by phenomenology alone” (p. 520).  

It certainly sounds as if Horgan and Tienson are committed to CP, and even have a fairly 

sophisticated argument (with some excellent phenomenological reflection) for it. However, there 

are a few concerns: we might grant everything that Horgan and Tienson have to say, but is what 

they are saying strong enough for our purposes? Perhaps not. Let us consider their introductory 

remarks. They start off with a very broad question: “What is the relationship between 

phenomenology and intentionality?” (p. 520). They immediately go on to specify that “A 

common picture in recent philosophy of mind has been that the phenomenal aspects and the 

intentional aspects of mentality are independent of one another.” Here they have began speaking 

solely of the aspects of mentality. While plausibly phenomenal aspects are quintessentially 

mental (no one I’m aware of speaks of non-mental phenomenology), the claim that intentionality 

is also quintessentially mental is quite controversial; indeed, many theorists would probably 

reject the claim out of hand as obviously false, as non-mental representations (like the rings in a 

tree trunk) are legion. Since plenty of people are prepared to acknowledge the existence of non-

mental intentionality, we see that Horgan and Tienson’s restriction might not be so innocuous as 

it might at first glance seem. That is, someone might grant what they want to say about mental 

intentionality, while pointing out that there are other forms of intentionality. This possibility is 

further invited by their characterization of phenomenal intentionality: “There is a kind of 
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intentionality… that is constitutively determined by phenomenology alone.” But this obviously 

seems to imply that there might be other kinds of intentionality, not so constituted. It is unclear 

what other sort of intentionality Horgan and Tienson might have in mind; perhaps they are 

thinking of derived intentionality, or perhaps the intentionality of non-occurrent mental states. At 

any rate, while their claims and arguments would seem to strongly suggest their support of CP, it 

does seem possible to grant everything they say while denying that intentionality is a 

fundamentally mental notion, and hence fundamentally a phenomenal notion.  

Brian Loar 

Like Horgan and Tienson, Loar argues for a certain kind of phenomenal intentionality 

shared by thoughts and perceptual experiences. He maintains that even a brain in a vat could 

undergo mental states that as a phenomenological matter “purport” to refer, even if as it happens 

they do not succeed in securing any reference. But like Horgan and Tienson, he speaks entirely 

of “mental” content, which leaves open the possibility that intentionality is not fundamentally a 

mental concept. Also, he does not quite draw the conclusion (or at least he does not defend the 

conclusion) that the only directed mental states are phenomenal ones. He merely argues that 

there is a kind of phenomenology that is the basis for the intentionality of states with those 

properties. This leaves open the possibility that there might be other mental states that lack 

phenomenal properties entirely, but nevertheless are fully intentional, e.g., unconscious 

inferences or perceptions. That is, we cannot deduce from the claim that a certain 

phenomenology is sufficient for a mental state to be intentional, and necessary for mental states 

of that particular type to be intentional, that it is therefore necessary for any mental state to be 

representational, which is of course the form of CP that I would like to defend.  

David Pitt 

Pitt argues that  
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what it is like to think a conscious thought is distinct from what it is like to be in any other 
kind of conscious mental state, that what it is like to think the conscious thought that p is 
distinct from what it is like to think any other conscious thought, and that the 
phenomenology of a conscious thought is constitutive of its content. (p. 2) 

He distinguishes these features by saying that the phenomenology of thinking is 

proprietary (in that thinking is phenomenally unlike such other phenomenal mental states as 

pains or sensations), distinctive (in that thinking that-p is phenomenally unlike thinking any other 

thought) and constitutive (the thought that-p is the thought that-p precisely in virtue of its 

phenomenal properties).1

1. If a mental state is conscious, then it has phenomenal properties 

 Pitt provides two arguments for his thesis, one “rather obvious 

argument” and one a bit more sophisticated. The “rather obvious” one is simply that:  

2. Conscious thoughts are conscious mental states; therefore,  

3. Conscious thoughts have phenomenal properties 

The more sophisticated argument is the “argument from immediate knowledge of content.” 

That is, Pitt maintains that there is a kind of unique and direct epistemic access to our own 

thoughts that is just like the kind of unique and direct epistemic access we have to our own 

phenomenal states. This argument is then basically an inference to the best explanation: the type 

of access is similar across phenomenal and cognitive states precisely because there is a shared 

way of experiencing each, namely there is something it is like to undergo a phenomenal (i.e., 

sensational) state and a cognitive state.  

                                                
1 He notes that he will “not defend here” the claim that there is a distinctive phenomenology for each particular 
attitude we might take toward a proposition. That is, Pitt, in this paper at least, is unprepared to try to argue that it is 
distinctively like something to believe that-p as opposed to wondering whether-p. We see then that the operative 
sense of “thinking” is quite watered-down, something akin simply to considering or entertaining. That he says he 
will not defend “here” the claim that there is something it is like to take different attitudes toward a particular 
content strongly suggests that he does hold this thesis, but evidently thinks that different sorts of argument are called 
for.  
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Pitt is concerned then to show that occurrent mental states have phenomenal properties, 

and are in fact (in part at least) constituted by their phenomenal properties. This is a strong 

thesis, which at least suggests a form of CP. However, like the other theorists I have looked at, 

he does not explicitly make the stronger claim that intentionality in general is ultimately to be 

understood as in part constituted by phenomenal properties. His discussion is always in terms of 

what it is like to think, which leaves entirely open the possibility that there might be other kinds 

of originally representational state that are not mental. For that matter, nothing he says would 

seem to definitively rule out the possibility that there might be deeply unconscious mental states. 

He argues that conscious (that is, occurrent) thoughts are partially constituted by their 

phenomenology, but this leaves open the possibility that there might be unconscious occurrent 

thoughts that lack phenomenology. That is, he is restricting his attention entirely to occurrent 

thoughts that-p, leaving it unclear that there cannot be non-occurrent thoughts that-p that have no 

essential connection to the subject’s conscious mental states. Granted, he argues that the 

phenomenology of the occurrent thought that-p is constitutive, which entails that in the absence 

of that distinctive phenomenology it could not be the thought that-p. But this leaves open the 

possibility that deeply unconscious thoughts that-p might have their contents uniquely 

determined in some other way. So while I would count Pitt as an ally, it is not clear that he is 

fully committed to CP, or if he is that he has successfully defended it.  

Direct Arguments 

Having considered these indirect arguments, I shall now proceed to consider three prima 

facie promising attempts at a direct proof of CP.  

Searle 

Searle has offered (1989, 1990, 1992) an argument for CP that relies on the notion of 

“aspectual shape.”  This is a term of Searle’s own devising. He explains it by noting that 
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“Whenever we perceive anything or think about anything, we always do so under some aspects 

and not others” (1992, p. 156-7). There is a difference between thinking of the clear potable 

liquid in the glass before me as water and thinking of it as H2O. Searle’s “aspectual shape” refers 

to the feature of the mental state that makes the difference. It looks, then, as though aspectual 

shape amounts simply to the mode of presentation of an object of thought or perception, a feature 

also sometimes called “aspect.”  

Searle claims that differences in aspectual shape need not be revealed by anything 

behavioral, including verbal behavior. This means that two behaviorally indiscernible subjects 

who spend their entire lives drinking, bathing and swimming in water, as well as talking about 

water in a variety of contexts might think of or perceive water under distinct aspectual shapes. 

For anything anyone can tell by observation (including microdetailed observation of the 

respective subjects’ brains) there is no difference between the subjects, but there is in fact a 

difference in how water appears to each of them. This claim is of course controversial. For 

instance, Quine’s whole “gavagai” argument for the indeterminacy of translation relies on the 

assumption that there is no such radically subjective feature of thought that could definitively 

distinguish between alternative ways of interpreting behavior.  For Quine, if behavioral data 

underdetermines an interpreter’s choice between two logically incompatible attributions of 

content to a subject’s utterance, there is simply no fact of the matter as to what the utterance 

“really means.” We may adopt either interpretation, secure in the knowledge that we are not 

running the risk of error, since there is nothing we might be in error about.2

Searle provides no argument for his claim about aspectual shape; rather, he takes it as 

something that will be obvious to us if we simply reflect on our own experiences of intentional 

  

                                                
2 For details, see Quine (1960), Chapter 2, especially sections 15 and 16.  
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states. A great deal could be said about this issue, but since we are interested in an exegesis of 

Searle’s argument, let us simply grant him his claims. Let us say that there is such a thing as 

aspectual shape, and it is not revealed by behavioral or neurophysiological data. Having 

explained his notion of aspectual shape (at least as much of it as is needed at the moment), we 

can now consider his argument for CP, as laid out in The Rediscovery of the Mind. 

i. There is a distinction between intrinsic intentionality and as-if intentionality; only 
intrinsic intentionality is genuinely mental.  

ii. Unconscious intentional states are intrinsic    

iii. Intrinsic intentional states, whether conscious or unconscious, always have aspectual 
shapes.  

iv. The aspectual feature cannot be exhaustively or completely characterized solely in 
terms of third-person, behavioral, or even neurophysiological predicates.  None of these is 
sufficient to give an exhaustive account of aspectual shape.  

v. But the ontology of unconscious mental states, at the time they are unconscious, consists 
entirely in the existence of purely neurophysiological phenomena.  

The above assumptions generate a paradox, or at least a puzzle: The unconscious 

intentional states have aspectual shape (else they would not be intentional states at all); aspectual 

shape cannot be characterized in any “third-person” terms; but being unconscious, the only 

existence the intentional states have is one that could be exhaustively characterized in third-

person terms.  Searle resolves the apparent paradox by maintaining that:  

vi. The notion of an unconscious intentional state is the notion of a state that is a possible 
conscious thought or experience.   

He then draws a further conclusion, entailed by (vi):  

vii. The ontology of the unconscious consists in objective features of the brain capable of 
causing subjective conscious thoughts.  

(pp. 156-160) 

The argument is certainly an interesting one, but it suffers from some problems.  For one 

thing, there is a certain difficulty with the statement that “only intrinsic intentionality is 



 

182 

genuinely mental.” This claim does not go far enough, to my mind. It is essential for CP (as I 

understand it, at least) that the converse thesis also obtain: only mental phenomena are 

intrinsically (read “originally”) intentional.3

Besides this worry, we might well have worries about “aspectual shape.” As noted, many 

philosophers (such as Quine) would have no truck with such a notion. But even if we were to 

simply accept Searle’s claim that  all conscious intentional states have an aspectual shape, it is 

not clear that we would have to accept the further claim that all unconscious intentional states 

must also have an aspectual shape. That is, even if we are suspicious of Quinian arguments to the 

effect that there is nothing in consciousness that could decisively determine the aspectual shape 

of mental content, we might very well be willing to concede that unconscious beliefs or desires 

really have no determinate aspectual shape.

  

4

However, even supposing we were to accept all of Searle’s premises, there is a deeper 

problem—the argument is in fact invalid. Kirk Ludwig (1993) points out that Searle’s fourth 

premise is simply that the aspectual shape of an intentional state cannot be exhaustively or 

completely characterized solely in terms of third-person, behavioral, or even neurophysiological 

predicates.  But this alone does not show that the third-person facts (i.e., the unconscious 

neurophysiological facts) do not guarantee a particular aspectual shape on their own.  That I 

cannot characterize aspectual shape in neurophysiological terms simply does not prove that 

neurophysiological goings-on cannot insure a particular aspectual shape is in fact had by the 

state.   

  There might be a reason to accept Searle’s premise, 

but the fact remains that it requires argumentation, and he has not provided any.     

                                                
3 See chapter 2, note 12 for my reasons for glossing Searle’s “intrinsically” intentional as “originally” intentional.  

4 If I understand him correctly, this is precisely the reason Georgalis entirely rejects the notion of an unconscious 
intentional state.  
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There is a bit of irony here, in that Ludwig’s response to Searle is very similar to Searle’s 

own response to the “zombie” argument for the falsity of physicalism. Some dualists have 

argued that physicalism must be false because it is possible that there be zombies, molecule-for-

molecule duplicates of human beings that lack phenomenal qualities. But Searle is unimpressed 

by such arguments. He concedes that  

it is certainly logically possible, in the sense of being not self-contradictory, to suppose 
that there could be a world where all the physical particles were exactly like ours, with a 
zombie doppelganger for each of us, in which there was no consciousness at all. (1997, p. 
147) 

However, he thinks this point is irrelevant to the truth or falsity of physicalism, because the 

fact that we can imagine such “science fiction scenarios” does not show that in fact 

consciousness is not caused by physical processes. In other words, it does not matter that 

statements describing neurological structure and activity do not logically entail statements about 

conscious phenomena; what matters is that neurological structure and activity in fact does 

produce conscious phenomena. Whatever we make of this particular response to the zombie 

argument, it is interesting to note that it is essentially Ludwig’s objection to Searle’s fourth 

premise in his argument for CP. Simply because statements of neurological detail do not 

logically entail any claims about a mental state’s aspectual shape, we may not therefore conclude 

that the neurological facts do not guarantee that there is some particular aspectual shape. It looks 

as though Ludwig has managed to turn Searle’s own argument against him.  

Ludwig  

Searle then has not established his point. But Ludwig (1996) is not satisfied merely with 

showing that Searle’s particular argument doesn’t work; he is concerned to offer his own defense 

of CP. Here is his argument:  

1. Mental states (conscious or not) as a matter of conceptual necessity are had by exactly 
one subject, no more and no fewer.    
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2. In the case of a conscious mental state, we can account for the unique subjective 
ownership of the state by appealing to certain epistemic considerations: phenomenal 
consciousness guarantees that a certain epistemic relationship is had by exactly one subject 
to the state in question.   

3. This answer is not available for accounting for the unique subjective ownership of an 
unconscious mental state.   

4. “Since the only states a person has essentially are his mental states, no appeal to 
anything other than his mental states could explain what makes some unconscious mental 
state his” (p. 33).  This means (I take it) that the only way we can explain the unique 
ownership of unconscious mental states is by appealing to some relationship those states 
have to the subject’s conscious mental states.  

5. No contingent relationship could guarantee the unique ownership condition—the 
connection must be such that it is impossible in principle for anyone else to bear that 
relationship to the subject’s unconscious mental states.  

6. “It must be then that our conception of an unconscious mental state is that it is a 
disposition of a person to… have certain conscious mental states.  Such dispositions are 
then individuated in terms of the conscious mental states they manifest themselves as.” (p. 
33)  

Ludwig’s conclusion then is that any mental state is either a conscious mental state, or a 

disposition to produce a conscious mental state. I have already noted that I would like to add a 

corollary to the effect that only mental states can be originally intentional states.  This addition 

raises certain worries for Ludwig’s argument; the first premise sounds plausible enough if we are 

speaking explicitly of mental states, but if we insist on speaking of originally intentional states 

(as something possibly distinct from mental states), we have something that sounds much more 

contentious.  Intentional states do not seem to have the obvious conceptual link to a single 

subject that mental states do, and their conceptual link to the mental is less obvious than the 

connection between phenomenal experience and the mental.   

Another objection to Ludwig’s argument is suggested by Carruthers (1986). He is 

considering arguments for mind-body dualism, and one of the arguments he considers is an 

argument from the essential privacy of mental states. The argument runs as follows:  
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1. Conscious states are private to the person who has them.  

2. Brain-states are not private: like any other physical state, they form part of the public 
realm.  

3. So (by Leibniz’s Law) conscious states are not in fact identical with brain-states. (139-
40) 

But Carruthers objects that the word “private” as used in this argument is ambiguous. 

Something can be “private” in the sense that only the subject in question can know about it 

(consider a “private joke”), or something can be “private” in the sense that only the subject in 

question can own it.  If the objection is intended to make use of the former sense, then the term 

generates an intensional context, and Carruthers argues that Leibniz’s Law only applies in non-

intensional contexts. Therefore the argument is (allegedly) invalid.5

It is true that only I can “own” my conscious states: no one else can feel my pain, or think 
my thought. But it is equally true in this sense that only I can own my own brain-states. 
For no one else can possess my brain-state either. Any brain-state which they have will be, 
necessarily, their own brain state, not mine. Conscious states are certainly not unique in 
respect of privacy of ownership. The same is true of blushes and sneezes as well as brain-
states: no one else can blush my blush or sneeze my sneeze. Indeed it seems that in general 
the identity-conditions for states and events are tied to the identities of the subjects who 
possess them. (p. 140) 

  But the second sense of 

“private” is that only one subject may possess the state in question. Carruthers says of this,  

If this reasoning is sound, Ludwig’s argument fails, since an appeal to conscious mental 

states is not required to secure the unique ownership of a mental state. That is, his premise (4) is 

false.  

                                                
5 I say “allegedly” invalid because it is not clear that the relevant sense of “know” here does generate an intensional 
context. It seems undeniable that a conscious subject knows the contents of his mental states in a way that no one 
else in principle could. We could characterize this point as saying that conscious subjects stand in a unique 
relationship to certain mental states, and ascriptions of relationships do not generate intensional contexts (If Mark 
Twain is the author of Huckleberry Finn, we may validly infer via an application of Leibniz’s Law that Samuel 
Clemens is the author of Huckleberry Finn). So construed, premise (1) in Carruthers’ proposed argument is that 
conscious states stand in a unique relationship to exactly one person, but brain states in principle cannot. This could 
conceivably be question-begging, but not invalid.  
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But the reasoning is not sound.  For one thing, let us consider the fact that mereology 

affords us many cases in which it seems perfectly sensible to attribute a token state to two or 

more objects. Consider the state of “having a dent,” or the event of being dented. Suppose that 

someone’s car door is dented in an accident. The door is dented, but so is the car, the latter in 

virtue of the former. So we can construct the following argument:  

1. The car is not identical to its door 

2. The event of the door’s being dented is identical to the event of the car’s being dented 

Therefore,  

3. There are two objects that underwent the same event.  

If we wish to speak in terms of states,  

1. The car is not identical to its door 

2. The state of the door’s being dented is identical to the state of the car’s being dented.  

Therefore,  

3. The very same state can be the state of two distinct subjects. 

It would seem then false that different objects cannot undergo numerically identical states. 

But perhaps Carruthers intends only to be speaking of the relationship between certain bodily 

states and events and persons or conscious subjects. His examples are blushes and sneezes, 

which is suggestive.6

                                                
6 Michael Tye (1995) makes a similar point. Having assimilated phenomenal experiences to events, he notes that the 
very logic of events requires that every event have a subject that undergoes it. Thus, “The fact that you cannot 
undergo my pains and the fact that there cannot be a pain without a creature that has it, are no more mysterious or 
supernatural than the act that you cannot undergo my death” (p. 92). We may easily grant his first point, but the 
example of the door and the car both being subjects of the same denting-event indicates that more must be said by 
way of explaining—or perhaps denying-- the unique ownership of mental states (of which phenomenal states are but 
one example).  

 But even if we restrict our attention to persons and their bodies, his claim is 

still false. Consider a commissurotomy patient. Under certain conditions, he will behave in 

peculiar ways, as though there were two independent streams of thought or consciousness. For 
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instance, if we present a picture of a coffee cup to his left visual field (thus presenting the picture 

to the right hemisphere), and a picture of a pencil to the right visual field (thus presenting the 

picture to the left hemisphere), the subject will behave strangely if we ask him to say what he 

saw. The right hemisphere (in right-handed subjects) is responsible for visual pattern recognition, 

while the left hemisphere is responsible for the production of language. So if we present the 

subject with a tray full of objects, including a pencil and a coffee cup, and ask him to tell us what 

he saw, he may say “a pencil,” but his left hand may point to the coffee cup.  

One way of making sense of this peculiar syndrome is to suppose that there are two 

distinct persons in one skull, one located in each hemisphere.7

                                                
7 Roland Puccetti (1973) remarks that the only way to explain the persistence of personality traits postoperatively “is 
to say the same ‘person’ did not survive hemispherectormy at all. Because this ‘former’ person was never a unitary 
person to begin with. He or she was a compound of two persons who functioned in concert by transcommissural 
exchange” (p. 352). For a rejoinder, see Daniel M. Robinson (1976). 

 If this is conceptually coherent 

(and it certainly seems to be), let us call the person located in the right hemisphere Righty, and 

the person located in the left hemisphere Lefty, and let us speak of the body as a whole as “the 

patient.” Now, let us imagine that the patient sneezes or blushes. Whose sneeze or blush was it? 

Carruthers is assuming that as a conceptual matter sneezes or blushes can only belong to one 

subject, but in a case like this that assumption seems unmotivated. Righty and Lefty both 

sneezed or blushed, and unless we want to count sneezes or blushes in some very strange way, 

they sneezed or blushed the very same sneeze or blush. They shared a sneeze or a blush. As for 

brain-states, even in extreme commissurotomies, the subject’s basal brain-regions are left intact. 

Therefore there are portions of the brain that play just the same sort of physiological role in the 

life of both Righty and Lefty—the cerebellum, for instance. So when we consider a basal brain-

state of the patient, perhaps a state of the cerebellum, whose brain-state is it? It would seem we 

have no reason at all for thinking it must be the brain-state of either Righty or Lefty. They share 
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a cerebellum, and they therefore share all the states of the cerebellum. That is, contrary to what 

Carruthers assumes, they share certain brain-states. But if it is conceptually (and perhaps 

nomologically) possible for two subjects to share certain sorts of brain-state, we need to say 

more by way of explaining the unique privacy of ownership of conscious mental states, whether 

we think of them as a certain special type of brain-state or as non-physical states. We may then 

appeal to Ludwig’s argument that consciousness is what makes the unique ownership possible 

and readily comprehensible.   

But we could look critically at the formulation Ludwig has offered, which is in a few 

places obscure. For instance, consider his premise (4): Since the only states a person has 

essentially are his mental states, no appeal to anything other than his mental states could explain 

what makes some unconscious mental state his.  

This is a bit puzzling. The claim that a person has his mental states “essentially” seems 

obviously false; if this claim were true, acquiring new or losing existing mental states such as 

beliefs or desires would seem to imply that we would therefore produce new persons, but this is 

highly implausible. Probably the best way to understand this is as the claim that it is only a 

person’s conscious mental states that are his in a primitive way—there is no further explanation 

required or possible to explain what makes a particular subject’s conscious mental states that 

subject’s conscious mental states. These conscious states then provide the explanatory leverage 

for demonstrating how any further states can belong to that particular subject. So an appeal to 

them will ultimately be necessary to explain how it is that unconscious mental states can be the 

mental states of a particular subject (and that subject alone).  

Taking Stock 

The work of several theorists at least suggests support for a version of CP, and at least two 

have offered direct arguments for forms of it. However, the version of CP I would like to defend, 
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positing a conceptual connection between intentionality and consciousness, has not been 

adequately articulated and defended. One recurrent problem is that authors are concerned to 

show that occurrent mental states, including propositional attitudes, are partially constituted by 

their phenomenal qualities, which leaves open the question of whether any and all mental states, 

including propositional attitudes, must be so constituted. Another recurrent problem is that 

authors seem to be assuming without argument that intentionality is fundamentally a mental 

phenomenon. But this point cannot be taken for granted in an intellectual climate bent on 

naturalizing intentionality reductively, as frequent appeals are made in the literature to genuinely 

intentional states that are clearly not mental states. An adequate defense of CP will explicitly 

show that the very notion of content is essentially connected to the concept of consciousness, 

showing that intentionality is fundamentally a mental notion. Once we can establish this point, it 

is relatively easy to show that the mental is to be understood in terms of its relationship to 

phenomenal consciousness. This is because the mental is thought to be exhaustively 

characterized as either phenomenal or intentional. Once we show that intentionality is itself a 

fundamentally phenomenal notion, we have conclusively linked all mental phenomena to 

consciousness. The only way to get around such a link is to posit mental states that are neither 

intentional nor phenomenal, which is difficult to comprehend, and manifestly ad hoc. 
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CHAPTER 10 
CONSIDERATIONS OF PARSIMONY 

Introduction 

I want to defend the thesis that any originally intentional state is either a conscious mental 

state, or a disposition to have a conscious mental state.  I have reviewed some extant arguments; 

here I shall begin directly arguing for the claim.  

Occam’s Razor 

When devising theories, ontological simplicity is to be preferred, ceteris paribus. This 

general methodological principle is well-established and uncontroversial (though exactly why we 

find it so attractive is a bit controversial). So, I would like to appeal to it in order to show that 

any psychological theory that involves a denial of CP is, even if conceptually coherent, 

explanatorily extravagant.  

This claim might strike the reader as puzzling: if CP is a conceptual truth, why appeal to 

methodological constraints on the science of psychology to defend it? There are two reasons, 

closely related but distinct:  

I realize that not everyone in my audience will find my arguments persuasive. The falsity 

of CP is more or less taken for granted in a great deal of contemporary psychology and 

philosophy. A reader steeped in the literature of contemporary cognitive science might believe 

that I simply must be wrong, even if he cannot quite put his finger on the fault in my reasoning. 

And of course many readers will be confident that they can in fact put their fingers on the fault in 

my reasoning. This will surely lead to future disputes, to be handled as they arise. But right now, 

even in complete ignorance of future objections, I can confidently assert that we simply do not 

need to appeal to deeply unconscious originally intentional states in order to do any serious 

explanatory work in psychology. This truth has the happy result that the onus of the debate is 



 

191 

shifted to my opponents. Whatever flaws (real or imagined) one may find in my argumentation, 

the burden is surely on the person who wants to adopt the more ontologically expansive thesis. 

So even if I fail in my efforts to defend CP, my opponent does not automatically carry the day. 

Quite the contrary, the burden is still on him to provide compelling reasons to accept his 

theoretical posits; should he fail to do so, we are justified in rejecting them.  

One possible way to defend the thesis that there are deeply unconscious representational 

states is simply to appeal to their theoretical fruitfulness. That is, someone might say, “The 

falsity of CP is more-or-less taken for granted in a great deal of contemporary psychology, and 

just look at how well we have gotten along without it.” Surely this strongly suggests that CP is 

incorrect, and that if my argument appears persuasive or plausible, this appearance counts for 

little in the face of the massive successes of contemporary psychology.1

This is where the appeal to theoretical simplicity can again come to my assistance. In fact, 

those successes in cognitive psychology in no way depend upon the assumption that there really 

are any deeply unconscious intentional states. Such posits may be heuristically helpful, just as it 

is heuristically helpful to say that electricity “seeks” the path of least resistance, or that 

ecosystems “seek” or “aim for” equilibrium, or that there is an “invisible hand” that stabilizes 

  Empirical science has 

taken no notice of CP, and has done remarkably well for itself.  This puts the onus squarely on 

me to show that CP is correct, and if there are any flaws in my argumentation, my opponents are 

justified in rejecting it.   

                                                
1 Consider some remarks of Fodor and Lepore (1994), commenting on Searle’s argument for CP: “Cognitivists have 
generally found this argument underwhelming considering the empirical successes recently enjoyed by linguistic 
and psychological theories with which, according to Searle, CP is not reconcilable” (p. 837). Later in the paper, they 
offer as a counterexample to Searle a “standard etiological story” about the tip-of-the-tongue phenomenon, an 
account that appeals to unconscious mental representations called ‘logogens’ (p. 842). The logogens that explain the 
tip-of-the-tongue phenomenon can only do their job if they are unconscious, so we have a theory that makes appeal 
to an intrinsically unconscious mental representation.  The theory is “standard,” so I take it that Fodor and Lepore 
mean to be offering just the “Look how well we get along without it” sort of argument I describe above.  
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marketplaces. These claims are not to be taken literally, but a great many truths are still packed 

into them, which makes such claims invaluable for teaching purposes, and for generating new 

hypotheses about the behavior of the phenomena in question.  However, it is obviously 

unnecessary to take those claims literally, and few people (if any) do.    

Likewise, the very real growth in explanatory and predictive power made in contemporary 

psychology by positing unconscious representational states does not depend essentially upon 

those posits. Since the posits can be eliminated without substantially complicating the theories, 

they should be eliminated, ceteris paribus, where “eliminated” does not mean that we shall never 

make use of them, but rather that we should not regard ourselves as ontologically committed to 

anything more than heuristic devices.  So once again, even if my arguments for CP are flawed, 

this in no way allows my opponent to carry the day. Deeply unconscious intentional states are 

still explanatorily irrelevant, even if conceptually coherent, so my opponent must still provide 

strong arguments for his metaphysical thesis that they are more than mere heuristic devices.   

Having made clear my motivation for an appeal to Occam’s Razor, how can I show that 

my appeal is correct? We need merely consider that for any object that is not a conscious subject, 

there is ultimately no need to appeal to intentional explanations for its activity.  We do not need 

to say that my liver “monitors” or “represents” my blood sugar levels in order to for us to explain 

what it does; instead, we can merely affirm that there is a regular causal co-variance between my 

blood sugar levels and certain states of my liver. The existence of the co-variance in creatures 

like us can be explained by appealing to the brute, blind processes of natural selection, which in 

turn can be explained in terms of brute, blind causal processes. Casual explanations of this sort 

are just as available for accounting for the activity of sub-personal brain-processes as it is for 
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liver processes, bone growth, or any other biological process, so exactly similar considerations 

apply even if we are talking about brains and nervous systems.   

If a non-intentional explanation is available for a given phenomenon, we need to be 

presented with a concrete reason to attribute originally intentional states to the object in question.  

If a particular putatively representational state of the subject is a conscious mental state, or a 

disposition to have a conscious mental state, then we do have a perfectly good reason to attribute 

intentionality to that state, namely the fact that the subject will have a conscious experience of 

some particular content, or a disposition that can only be individuated by an appeal to such an 

experience as its manifestation. Given these facts, it seems we are compelled to regard the state 

in question as an intentional state. However, if the state in question is neither a conscious mental 

state nor a disposition for a conscious mental state, we need some other reason.  Unless and until 

someone provides us with such a reason, we simply have no cause to attribute original 

intentionality to the subject. 

That this is a well-motivated general principle becomes obvious if we consider the fate of 

the various ways in which people attempted to account for natural phenomena by appealing to 

intentional notions. Consider Plutarch’s account of some ancient proto-botanists: 

Plato and Empedocles believe, that plants are animals, and are informed with a soul; of this 
there are clear arguments, for they have tossing and shaking, and their branches are 
extended; when the woodmen bend them they yield, but they return to their former 
straightness and strength again when they are let loose, and even carry up weights that are 
laid upon them. (Concerning Nature, Bk 26) 

The word “soul” (psyche in Greek) was used in various ways by the ancients; it seems only 

tentatively related to anything essentially mental. However, it seems to have been widely 

understood that anything with a soul had some sort of aim or goal (telos). We can plausibly 

construe the sort of explanation Plato and Empedocles offer as an appeal to the intentional states 

of a plant (or its soul). But what are the “clear arguments”? First, there is the empirical 
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observation that when the branches of plants are moved out of place, they move back into place, 

even if weights are placed upon them (presumably this latter claim pertains to trees, shrubs and 

other hardier specimens). Then the move seems to be to claim that the only plausible explanation 

of this tendency is that the plant “wants” or “aims” to stretch its branches upwards. But modern 

botanists are unimpressed; the movement of the branches, whether sudden (as when branches are 

yanked back and released) or gradual is explicable entirely in non-intentional physiological 

terms. As for the remark about the branches being extended, this seems to be a reference to the 

fact that plants continuously “reach” outward as they grow. But of course the growth of plants 

can also be understood in entirely non-intentional terms. We do not have a “clear argument” (if 

“clear” is taken to mean anything like “valid,” “sound,” or “inductively strong”) that plants have 

any intentional (or mental) states at all, and the mentalistic explanation strikes us as amusingly 

naïve.2

To take a more recent example, consider the remarkable fact that several species of plants 

track the sun throughout the day, twisting so that their leaves or flowers continually face the sun. 

We can imagine Empedocles or Plato pointing to this fact as evidence that plants have some sort 

of perceptual capacity, as well as a desire to track the sun. How else could we explain such 

apparently purposive behavior? But now we do have non-intentional explanations for what the 

plants do. Specifically, there is a class of hormones called “auxins” that play a vital role in the 

growth of the plant. Direct sunlight destroys auxins, so as the direct sunlight shines on different 

  

                                                
2 Evidently not everyone concurs. Dennett (1978) maintains that “If . . . I predict that a particular plant—say a potted 
ivy—will grow around a corner and up into the light because it ‘seeks’ the light and ‘wants’ to get out of the shade it 
now finds itself in, and ‘expects’ or ‘hopes’ there is light around the corner, I have adopted the intentional stance 
toward the plant, and lo and behold, within very narrow limits it words. Since it works, some plants are very low-
grade intentional systems” (p. 272). While I confess I do not have a decisive proof that no plants are “very low-
grade intentional systems,” I think it obvious enough that the usefulness of the “intentional stance” in this and 
similar cases is no more impressive a consideration in favor of the thesis than the considerations attributed by 
Plutarch to Empedocles and Plato.   
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regions of the plant, the illuminated side undergoes a drastic drop in auxin concentration. 

Meanwhile on the shaded side, the auxin continues to cause the plant’s cells to elongate. The 

result is that the plant continuously twists toward the direct source of light. It looks as though the 

plant is doing something intentional or purposive, perhaps even undergoing perceptual 

experiences, but it is not. It does not see the sun, or in any way represent the sun to itself. It is 

simply casually affected by the sun. Or so we presume; nothing in the previous explanation rules 

out the possibility that plants literally perceive things or want things, but in the presence of a 

fully non-intentional explanation for the behavior of plants, we simply do not need an intentional 

explanation and we would demand a powerful argument to show that one is appropriate. 

Consider also the widespread ancient view that the heavenly bodies were intelligences. The 

ancients were faced with the apparent fact that the heavenly spheres rotate in regular eternal 

cycles of motion. What keeps the whole process going eternally? Aristotle in the Metaphysics 

claims that the eternal motion of the heavens had to be explained by a supremely perfect being 

that “produces motion by being loved” (Bk. 12, ch.7, 1072b4). That is, the heavenly spheres 

perceive a good and want to move themselves for the sake of that good. It does not seem to have 

entered Aristotle’s mind that the heavenly spheres might not be intelligences that were capable of 

perception and desire. He evidently took his task simply to be to explain what sort of thing was 

perceived and desired that could possibly explain the behavior we observe. But today even 

thoroughgoing theists would not accept that the stars and planets are in motion in virtue of their 

perceiving and desiring God. Once we grasped the idea of inertia, and once it could be proven 

that in the frictionless void of space an object could go into an eternal orbit, the need to think of 

the heavenly bodies as perceiving or desiring anything vanished.  The intentional explanation no 

longer strikes us as necessary or remotely plausible.  
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For a final and very important example of the dissolving of appeals to teleological factors, 

consider the fate of vitalism. The ultimate challenge from vitalists was to account for the 

development of the embryo in mechanistic terms. It seemed that however successful mechanistic 

explanations might be in other areas of biology, the development of an embryo from an 

apparently undifferentiated fertilized egg was a profound mystery. Not only was the process 

extraordinarily complex, it depended crucially on the various structures appearing in a certain 

spatiotemporal order. The parts of the mature embryo could not develop independently from one 

another in some willy-nilly fashion and then somehow merge to form a functional organism. It 

was essential that parts showed up when and where—and only when and where—they were 

needed. It seemed to vitalists that this called for some kind of organizing principle or entelechy, 

something that could not be reduced to blind chemical and mechanical effects. Consider for 

instance one of the last serious defenders of vitalism, Hans Driesch. He offers three “empirical 

proofs” for vitalism, which he views as the thesis that life is an autonomous, non-mechanical 

process. His proofs are: 

1. There are embryonic organs, and even entire animals, that will develop normally from 

the embryo even if a significant quantity of tissue is removed. For instance, “take from the 

blastula of a sea-urchin whatever you like (but not more than three-quarters) and the rest will 

always develop into a very small but complete ‘Pluteus’”(p. 209, emphasis in original) 

2. Some organisms are such that parts of them have the capacity to form a complete 

duplicate of the original. For instance, the ovary develops from the primordium, the original 

mass of cells that forms the most primitive embryo, and it develops from a vast multiplicity of 

divisions; “the last products of this long process of divisions are the eggs” (p. 211).  
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3. The fact of human action. The argument is sketchy, but apparently Driesch believes the 

essential uniqueness of each human action—shaped by the individual subject’s memory and 

current experiences—shows that our actions cannot be accounted for according to strictly 

mechanical principles, but at the same time are not merely random outbursts, but carefully 

orchestrated responses to stimuli (p. 212-214).  

Let us leave aside the third proof, as action is very plausibly construed as necessarily 

involving genuine intentionality. The first two proofs Driesch took to show that organisms could 

not be “machines,” that is, their development and activity could not be explained entirely in non-

biological terms. There had to be some other power at work, which Driesch identified with the 

organism itself, as a whole, a peculiar kind of “non-mechanical causation,” a “unifying 

causality,” which means that “a sum (of possibilities of happening) is transformed into a unity (of 

real results of happening) without any spatial or material preformation of this unity” (p. 215, 

emphases in original).  

Dreisch acknowledges that his proofs are “indirect,” in the sense that they do not so much 

prove vitalism as disprove mechanism. He is actually quite careful, in presenting his own 

arguments for vitalism, not to say too much by way of positively characterizing vitalism. He 

speaks of “unities,” and of the organism as a “unifying casuality,” but plausibly to do the work 

Dreisch requires of it the “entelechy” must somehow represent in itself the complete organism or 

organ. He notes, “We have avoided in this sketch the concept of teleology almost completely, 

having put the concept of unity or individuality in its place and having spoken of unifying instead 

of teleological becoming” (p. 215, emphasis in original). But plausibly, somehow or other the 

end-result of development, the complete organism or organ, must be represented, if not in a 

spatial or material way, then in a non-spatial and non-material way. Whatever sense “teleology” 
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has, it must mean purposiveness. As Driesch put the point, “the life-machine does appear to be 

something different from technical machines whose origin we know, even if the kind of 

purposiveness is the same in both cases” (p. 5). If indeed the “purposiveness” of biological 

structures is the same as the purposiveness of our instruments (shovels, air conditioners, pens), 

then Driesch is clearly appealing to intentional explanations.  

But modern mechanists are unimpressed by these “empirical proofs.” Detailed knowledge 

of the molecular structure of cells has revealed that there is indeed a “spatial or material 

preformation” of the organism in the genetic material, and we now are developing a fairly clear 

idea just how this “preformation” gets worked out according to strictly physio-chemical laws. 

We do not need to appeal to any non-mechanistic causes to explain embryonic development or 

the subsequent regeneration of the organism, so we ought not to. Vitalism has faded from the 

intellectual scene simply because we have been able to explain in “mechanistic” physio-chemical 

terms the very sorts of things vitalists insisted we could not explain in mechanistic physio-

chemical terms. The intentional, purposive explanations vitalists insisted were necessary for 

understanding biological systems are now regarded as at best heuristics or convenient shorthand.  

The cognitive scientist might protest that, unlike these cases, we still do have reasons for 

attributing unconscious intentional states to various physical systems, namely that such 

attributions have considerable explanatory and predictive power. But if one looks carefully at 

exactly how experiments in the cognitive sciences are taken to verify or support claims about 

unconscious inferences, one will see that there is no need to interpret the data as supporting any 

such claims.  

Consider, for instance, a peculiar feature of human recognitional performance. To cite one 

classic study, Saul Sternberg (1966) observes that  
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When subjects judge whether a test symbol is contained in a short memorized sequence of 
symbols, their mean reaction-time increases linearly with the length of the sequence. The 
linearity and slope of the function imply the existence of an internal serial-comparison 
process whose average rate is between 25 and 30 symbols per second. (p. 652)  

Here we have a particular behavioral phenomenon— the time it takes to determine whether 

a symbol is one of a memorized list increases in a linear fashion as more symbols are 

memorized. Sternberg’s explanation for this fact involves an appeal to an “internal serial-

comparison process.”  He states,    

The linearity of the latency functions suggests that the time between test stimulus and 
response is occupied, in part, by a serial-comparison (scanning) process. An internal 
representation of the test stimulus is compared successively to the symbols in memory, 
each comparison resulting in either a match or a mismatch. (p. 653)  

Even if we grant for the sake of argument that Sternberg’s explanation for his data is 

conceptually coherent, we must notice that none of his data requires us to accept such an 

explanation. Instead of posing an internal unconscious “serial-comparison/scanning” process, we 

could simply point to the neural hardware involved in recognition. After all, even the cognitive 

psychologist who would recognize unconscious representations must still acknowledge that there 

is a hardware-level explanation, an explanation in terms of neuronal activity that makes no 

reference to such things as serial scanning processes or any internal comparing of stored 

representations. So in attempting to explain the phenomenon, Sternberg and I both recognize:  

1. An explanation for the phenomenon that can be given in wholly non-intentional 
neurological terms  

2. The subject’s conscious recognition of the fact that the symbol he is looking at is or is 
not on his list 

The difference between us is that Sternberg recognizes a third level, a level intermediate 

between the two we both recognize—a level of unconscious image manipulation and 

comparison. But it should be evident that all we really need to explain the data is the neural level, 

along with the harmless assumption that there are lawlike connections between the lower-level 
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neural activity and the subject’s conscious experiences.3

To look at a more recent example, consider the work by Laloyaux, Devue, Doyen, David 

and Cleeremans (2008). They are interested in the fact that people’s decisions in forced-choice 

situations may be influenced by stimuli of which the subject was not consciously aware. They 

are looking specifically at change blindness, the phenomenon that we may while attending to a 

changing scenario be quite unaware of the changing stimuli, even if alerted ahead of time to be 

watchful for changes in the scenario. Change blindness studies have involved two types of 

experiment. In one type, the so-called “flicker” experiments (p. 647), subjects are shown two 

alternating images for 240 milliseconds each, and these images are identical but for some one 

feature. The two images are separated by an 80 millisecond exposure to a blank screen that 

generates a masking effect. It is extremely difficult for most subjects to spot the changing 

feature, even when alerted that there will be a change. The other type of experiment is the 

“gradual change” (647) experiment, where there are not two alternating images separated by a 

blank screen, but rather a very gradual shift in the image.

 Anything else is an explanatory fifth 

wheel and can be painlessly dispensed with. Granted, we can certainly describe Sternberg’s 

findings as if there were an unconscious process of exhaustive scanning and comparison, but we 

can also describe electrical currents as if they were “seeking the path of least resistance” or ivies 

as “seeking the light.” We are not tempted to take the latter attributions literally. I submit that we 

have no reason to take the former literally either.   

4

                                                
3 Notice that this very meager assumption could be true on almost any plausible account of the mind-brain relation. 
Identity theorists can read it as meaning, e.g., that lawlike connections obtain between states of lower-level neural 
activity and whatever higher-level neural activity constitutes consciousness. Interactionist dualists can maintain that 
there is a simple one-way causal relationship between brain-activity and the type of conscious experience the subject 
undergoes. Certainly every contemporary party to the debate must acknowledge some such lawlike connection 
between lower-level brain activity and conscious mental states.  

 Many gradual change experiments 

4 See Simons (2000) for a review of change blindness literature; see Simons et al (2000) for a discussion specifically 
of gradual change blindness. 
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have involved slowly changing the color of some part of the image, but other interesting 

parameters have been used, such as the facial expressions of an actor.5

Laloyaux et al. studied the fact that subjects’ decisions in forced-choice experiments were 

demonstrably affected by the changing stimuli that they had not consciously noted. Their 

experiment proceeded by first showing a group of subjects eight images of actor’s faces and 

instructing them to memorize the faces. The subjects were informed that they would be asked to 

identify the faces later. Four of the images were static photos, but the other four were gradually 

morphing images, half of them morphing from an emotional facial expression to a neutral, and 

half from a neutral to an emotional expression. Only those subjects who maintained that they 

detected no changes at all were selected for the next part of the experiment. The selected subjects 

were then shown five images and asked to pick out which one they had seen before, and to rate 

how confident they were in their judgment.  As expected, if one of the images was one of the 

static faces seen earlier, subjects were highly accurate (more so if the face had an emotional 

expression rather than a neutral expression), and rated their confidence as very high. However, in 

other cases they were shown five images that were varying stages of a previously viewed 

morphed image, and thus technically they had seen all five before. The distribution of choices 

was not the random distribution that pure guesswork would produce. Subjects tended to select 

images more like the final stage of the morphing image (though interestingly fewer chose the 

actual final image). Furthermore, they rated their confidence in their judgment much lower than 

they did in identifying a static image. Again it must be recalled that these subjects denied that 

they had seen any changes in the image, or otherwise noticed anything strange about them, even 

  Once again, subjects 

have profound difficulty detecting the change.  

                                                
5 See David, E., et al. (2006). 
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after repeated prompts from researchers.  We have then a case where the subject’s attitudes and 

choices are clearly impacted by a stimulus of which he was entirely unaware.  

So much for the bare experimental facts. Laloyaux et al. conclude that their work supports 

the work of Hollingworth and Henderson (2004) on threshold activation. In particular, they 

conclude that  

Gradual change stimuli fool the visual system into attributing threshold changes to internal 
error rather than to external events. This model thus suggests that the visual system 
actually detects small changes, but that such changes fail to be consciously represented as 
external changes and are hence dismissed. (p. 654) 

Furthermore, they believe that their work has an important bearing on a controversy about 

change blindness. When a subject is unaware of the changes in the scenario he is viewing, what 

is the subject mentally representing to himself? One suggestion offered by O’Regan and Noë 

(2001) is that there is no representation at all; nothing is represented either before or after the 

change. They conceive of perceptual experiences as kinds of activity, in that perceiving is a 

matter of the subject’s engaging his world in certain ways, not a matter of his being the subject 

of any particular sort of representational state. If this view is correct, change blindness is 

explained quite easily: there is no question of the subject’s mentally comparing a “before” and an 

“after” representation, because there are no such representations. If the subject is passively 

observing a scene, no information about the scene before him is encoded, and hence he has no 

basis for comparing an earlier and a later stage of the same scene.  

Another possibility is that everything is stored—each stage of a morphing image is 

represented by the subject, such that the end result is an amalgamated representation that has 

features of all intermediate stages, distributed evenly.6

                                                
6 This sort of view is described by Simon (2000). He offers no particular author who maintains it, but is a possibility 
in logical space.  
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Laloyaux et al. do not maintain that their work is sufficient to decisively settle the question 

of what is represented in change blindness, but they do maintain that “It is important to realize 

that finding a distribution of choices that differs from a flat distribution rules out both the 

‘nothing is represented’ hypothesis and the ‘everything is equally represented’ hypothesis” (p. 

649). This is because if nothing is represented, the subjects looking at five stages of a single 

morphing image they had viewed earlier would simply be guessing in a forced-choice situation. 

Chance would predict an even distribution of guesses across the five images, but, as they have 

shown, this is not what we observe. And if everything is represented equally (as some sort of 

amalgamated image that is somehow equal parts of all stages of the morph), we should similarly 

see an even distribution of guesses across the five images, as each would resemble the single 

representation equally. But again, this is not the distribution we see. In fact, though they do not 

draw the conclusion explicitly, their experimental results would seem to rule out the possibility 

that only the first or final stages of a morphing image are represented, as this would predict an 

overwhelming bias for the earliest image (for the former) or the latest (for the latter). While there 

clearly was a recency bias (later images were more often selected), subjects tended not to select 

the most recent image (the final image), which would seem to rule out the view that the last stage 

seen is the only stage the subjects represent to themselves.  

But notice once again that none of the data requires us to suppose that there are any deeply 

unconscious representations, if we presume that the stored representations are deeply 

unconscious (i.e., neither themselves phenomenal states nor dispositions to have phenomenal 

states). For whether or not O’Regan and Noë are correct in their claim that perception is not 

essentially representational, the mere fact that subjects have acquired dispositions to guess in 

certain ways does not show that there must be representations of the earlier stages. It merely 
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shows that subjects have been conditioned to have certain response patterns because of their 

exposure to patterns of environmental stimulation. To see this, we need merely imagine some all-

powerful neuroscientist taking a subject who had been exposed only to a static stimulus, and 

altering the subject’s neurophysiology in such a way that he now has the same response-

dispositions as a subject who had seen a morphing image. If we suppose that the term 

“represents” is a success term, such that “x represents y” commits us to the existence of y, it  

would certainly be incorrect to say that the subject represents earlier stages of the image, for 

there were no earlier stages to which he was exposed. But it would also seem to be incorrect to 

say that he represents—even unconsciously—the static image as having earlier stages. By way of 

contrast, having a conscious visual impression as-of a horde of pink rats is a representation of the 

environment as containing a horde of pink rats—despite the fact that there are no pink rats 

around to cause the representation. But our neurally manipulated subject would neither represent 

earlier stages of the image, nor would he represent the image as having earlier stages. However, 

his dispositions to guess what image he had seen would be indistinguishable from those of one of 

Laloyaux et al.’s subjects. Of course, the dispositions would have a different cause, but this 

cause need not be described as a representation in either case.  

Certainly there is no call to conclude that “This model thus suggests that the visual system 

actually detects small changes, but that such changes fail to be consciously represented as 

external changes and are hence dismissed,” that is, if “detects” is taken to be the intentional term 

it certainly seems to be. This view, if taken at face value, would seem to involve a change first 

being “detected,” then either “consciously represented” as an external change or represented, 

presumably unconsciously, as an internal change, the former being available to the subject, the 

latter “dismissed.” By “dismissed,” they evidently mean the detected change is not represented to 
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the subject, but this is puzzling: it seems as though their model had posited an unconscious 

representation that is then either classified as a representation of an internal change or an external 

change, and if the former the representation is “dismissed” (i.e., not consciously presented to the 

subject), but if the latter it is rendered as a conscious representation as-of external change. But 

notice that they speak of the small changes “failing to be consciously represented,” and thus 

dismissed, even though it is apparently the dismissal that leads to their failing to be consciously 

represented in the first place.  

This is a very confusing way of describing and accounting for the data. Surely we can 

recast this explanation as follows: The visual system is causally impacted (stimulated) by various 

small environmental changes, but the particular patterns of stimulation are insufficient to 

produce a conscious experience as-of seeing a change in the picture. We may even say that 

portions of the visual system have the natural function of responding only to changes drastic 

enough to be likely to be environmental changes as opposed to internal and irrelevant changes, 

where we could in principle spell out “natural function” in etiological and thoroughly non-

intentional terms. And so we have managed to explain the data, without any appeal to 

unconscious representations, or any metaphorical talk about “fooling” the visual system, or the 

“dismissal” of stimulation that is insufficient to induce a conscious representation. If we want 

further details, we may descend to the level of neurological hardware and explain how smaller 

and smaller relays of neurons are activated by various sorts of stimuli, ultimately getting down to 

the behavior of particular neurons. At the highest level of explanation we have conscious 

experiences (or the lack thereof), and we have neurological explanations. Any “third realm” of 

representation is in principle dispensable, and so barring some compelling reason for positing it 

we should deny it ontological status.  
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 To take a more recent example, consider the work of Aytekin, Moss and Simon (2008). 

They are interested in the fact that many animals, including humans, are capable of learning to 

locate objects in space on the basis of sound. One interesting fact about this capacity is that in 

many animals, including humans, it appears to be innate, present at birth. However, the ability is 

plastic, and can be shaped considerably by learning. So the explanandum is our ability to locate 

sounds in space, an ability that is partially innate, but that is also subject to modification through 

learning. How might we explain this fact? It has been accepted for some time among perceptual 

researchers that certain cues we pick up on involve binaural acoustics (for instance, if a sound 

registers more loudly in the right ear than the left, it probably originates somewhere to the right 

of the animal), as well as intrinsic features of the sounds themselves (for instance, the intensity of 

the sound gives a clue as to the distance of the source). However, Aytekin, Moss and Simon 

argue that their research indicates that sensorimotor activity is also a highly significant factor in 

learning to localize sounds. They adapt an example of Poincaré’s concerning visual location. 

Suppose we have two different sound sources, heard by a subject at different times. The sound 

sources are in different locations relative to the head of the subject. Now imagine each being 

displaced thirty degrees to the right as the subject listens.  It turns out that subjects are quite 

consistent in hearing these two qualitatively different sounds, located in different regions relative 

to the head, as moving a similar distance. Practically this means that subjects are pretty good at 

tracking moving sources of sound. So the psychological data are that the subject will have a 

phenomenological experience as of a shifting sound source, and the high degree of accuracy 

despite considerable variations in sound quality and location relative to the head. Aytekin, Moss 

and Simon suggest that the explanation must have something to do with the organism’s capacity 
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to change the position of its head to track sounds—each sound, however different, is heard as 

changing in a way that would require the head to be turned about thirty degrees to the right.  

This suggestion seems prima facie plausible. But how are we to explain this capacity? 

They write: 

We envision the problem of learning auditory spaces as the organism’s acquisition of the 
spatial relations between the points that can be occupied by sound sources in space. Our 
goal here is to show that using movements of the listener . . . it is possible to identify 
points in space and represent them with coordinates, and hence their geometric relations in 
auditory space. The learning of the auditory space could then allow the system to 
determine acoustic or audio-motor features associated with a particular point in space. 
(607) 

In saying that “it is possible to identify points in space and represent them with 

coordinates,” it would seem that they mean to say that the organism itself somehow does this 

(not merely that it is in principle possible to do this, a thesis I take it no one would doubt). But 

this would mean that the organism (which could be a human baby) has the capacity to represent 

coordinate systems to itself. These must however be deeply unconscious representations, since 

we are incapable of introspective awareness of their existence or their nature (hence the need for 

careful experimental procedures).  

They ultimately conclude that  

a computational theory of sound localization should be able to explain the experience-
dependent nature of the computation as well as its dependence on other sensory inputs. 
This computational method provides a framework under which integration of experience-
dependent plasticity and multisensory information processing aspects of sound localization 
can be achieved. By way of examples from humans and bats, we have shown that a naïve 
organism can learn to localize sound based solely on dynamic acoustic inputs and their 
relation to a motor state. (p. 630) 

But this is rather ambiguous. What do they mean when they say that their “computational 

method provides a framework under which integration of experience-dependent plasticity and 

multisensory information processing aspects of sound localization can be achieved”? 

Specifically, who or what is doing the achieving? We may take the claim as meaning no more 
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than that they have devised a computational routine that models the actual capacities of certain 

organisms to locate sounds in auditory space. Computer scientists can successfully model the 

“integration of experience-dependent plasticity and multisensory information processing aspects 

of sound localization” using the mathematical model that Aytekin, Moss and Simon have 

devised. But then the last sentence seems to imply that a naïve organism could use this 

computational routine to learn how to localize sound. The former is consistent with all the data 

they mention, the latter is attributing a very sophisticated form of mathematical reasoning to the 

organism, a claim that is patently false for most human subjects and all bats. The simple fact is 

that we do not need to interpret any of their data as supporting the latter presumption. Organisms 

have certain psychological capacities and limitations, revealed experimentally, and the 

computational routine they have devised allows us to simulate these capacities on a computer. 

Throughout their discussion, Aytekin, Moss and Simon offer such remarks as “an organism can 

capture a set of global parameters that represents the spatial location of sound sources” (p. 627), 

“spatial displacements of sound sources can be compensated by the same physical displacements 

of the sensors, regardless of the shape of the ear, head, or body or the way the information is 

represented in the central nervous system” (p. 606), and  “the relative position change of a sound 

source caused by head movements can be represented with two parameters” (p.607).  None of 

these remarks essentially commit us to the presence of genuine unconscious representations. 

They merely establish that there are certain patterns of co-variation that can be mathematically 

modeled on a computer.  

Is This Simply the Problem of Other Intentional Agents?  

One might not be impressed by the appeals to parsimony I have just offered. Specifically, 

one might simply dismiss this kind of argument as being akin to an appeal to the problem of 

other minds. If we say that the existence of non-intentional explanations for some phenomenon P 
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rules out any need to advert to intentional states to explain P, we have surely gone too far. 

Presumably, it would be possible to exhaustively describe human activity in entirely 

neurophysiological and gross anatomical terms, making no appeal to the human subject’s 

perceiving or wanting anything. If we take this fact to mean that we have no need to attribute 

intentional states to human subjects, we have erred wildly. Thus, the appeal to parsimony is 

much too strong.  

But I mean only to say that the existence of non-intentional explanations means that the 

burden is on the person who would appeal to intentional explanations. I do not mean to be 

maintaining the stronger view that non-intentional explanations mean we cannot in principle 

have good reason to think that the phenomenon in question really does have an intentional 

explanation. In the case of human subjects, each of us knows from our own experience that we 

are subjects of intentional states, and we attribute intentional states to others both because such 

attributions allow us to make sense of the extremely complex behaviors we engage in (arguably a 

much wider range of complex behaviors than any brain-region engages in), behaviors we know 

in our own case have intentional explanations. Since we recognize one another as conspecifics, 

and hence we presume that internally we are much the same, it follows that we have good 

independent reasons for believing that the activities of other human beings are caused by the 

same sorts of state as cause our own activities: intentional states.  

In the case of non-human animals, we may not recognize conspecifics, but we do recognize 

a range of behaviors similar to our own, and the brains of even such creatures as birds and 

rodents are similar enough to our own to justify the assumption that these creatures also are the 

subjects of intentional states.  
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But might we not use similar appeals to similar causes to justify the attribution of intentional 

states to sub-personal brain regions? After all, we know that brain activity results in intentional 

states. So, why not think that we have equally good reason to believe that the activity of sub-

personal brain regions results in intentional states? I take it that the answer is precisely the fact 

that the phenomena we are interested in explaining bear little resemblance to the kinds of 

behavior for which we typically offer intentional explanations. On the contrary, patterns of 

neural firing bear a close resemblance to the sort of phenomena we are most tempted to explain 

by appealing to blind, brute, physiological facts. Electrochemical interactions among 

(presumably) wholly unintelligent cells would seem to be a paradigmatic example of the sort of 

thing for which intentional explanations would be methodologically out of place.      

Are the Representations Really Unconscious?   

It is also worth noting that even if the cognitive psychologist is right, and there are 

representations involved in explaining these phenomena, nothing he has said shows that these are 

unconscious representations. It is generally assumed that the posited representational and 

inferential states are not conscious because they are not conscious experiences of the subject, but 

for anything that has been said, they could very well be the conscious mental representations and 

inferences of some other subject.  While this hypothesis is implausible, the mere possibility is 

important for understanding the logical space of the debate. Simply showing that there are 

representations at work in a given situation does not yet establish whether or not those 

representations are conscious. This fact is quite pertinent when considering arguments against 

CP that appeal to the practice of psychology. Even if we suppose that the successes of cognitive 

psychological theories in explaining and predicting behavior strongly suggest that there must be 

representations of which the subject is not conscious, we have not yet said anything about 

whether such representations have phenomenal character. Of course if we believe that the subject 
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must have introspective access to his phenomenal states, we would have a good reason to deny 

that those representations are representations of the conscious subject. But cognitive 

psychologists often resort to talk of sub-personal brain states. When Sternberg speaks of a “serial 

comparison process” he certainly seems not to be speaking of anything the subject does, but 

rather something the subject’s brain or some part of the subject’s brain does. There is so far no 

reason to think that there is not something it is like to be a subsystem of a brain undergoing a 

serial comparison process. The explanatory success alone does not show that.   

This point reveals a fundamental concern that is often blithely ignored in these kinds of 

discussion, namely that that there is something extraordinarily odd about explaining the nature of 

conscious mental states by appealing to unconscious mental or representational processes. To 

take a simple example, consider the fact that we see a distant jet on the horizon as a large, distant 

and very fast-moving object, while see an insect buzzing by as a nearby, small and rather slow-

moving object. This can be the case even if each successively occludes just the same sized region 

of our visual field at just the same rate. Suppose we asked a cognitive scientist to explain this 

phenomenological fact, and he were to point to some other person and say “When that man 

performs certain calculations, it causes you to have certain phenomenological experiences.” We 

would surely find this explanation bizarre. Of course, this explanation would not seem to be 

necessarily false. Perhaps the world could be such that some psychophysical law connects the 

mathematician’s performance of certain computations with our phenomenological states, but this 

fact itself would certainly cry out for an explanation. If it were a brute nomological fact, our 

world would be a strange place indeed.  

But this is just the sort of explanation offered by certain cognitive psychologists. Sub-

personal regions of our brain perform certain computations, and as a result we have certain 
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experiences. But why should this be? Why is this any more prima facie explanatory than 

pointing to some other person and saying that his mental states are the explanans? Even if we 

shrunk the mathematician down to a miniscule size and stuck him in our skull so that he could 

manipulate our brain-cells at will, it would seem that his mental computations would be 

explanatorily irrelevant to explaining our phenomenological experience. While the miniaturized 

and internalized mathematician would activate the neurons he does in the order he does as a 

result of his computations, thus showing that they play some sort of causal role in producing our 

experience, it seems clear that the real explanatory work would be done by the neural activity he 

initiates; certainly if that particular sequence of neural firings were per mirabile to take place 

without his intervention, our experience would presumably be just the same.  

But perhaps the oddness of the explanatory style is simply due to our thinking we are 

appealing to someone else’s mental representations. The representations are not those of some 

miniaturized mathematician, but they are our own mental states. But this is no less puzzling. 

Computations and other sorts of symbolic manipulation have as their end result certain 

judgments. But phenomenal experiences are not judgments. That is what is phenomenologically 

salient about the kind of experience we were interested in explaining: we do not judge that the jet 

is a large, distant and fast-moving object; it simply appears to us as a large, distant and fast-

moving object. An eliminativist such as Dennett might maintain that all there is to phenomenal 

seemings is a certain judgment, but those of us who acknowledge that there is a difference 

between something’s seeming a certain way and actually judging that it is a certain way must be 

puzzled by the claim that judgments (whether our own unconscious judgments or those of some 

sub-personal brain-state) could eventuate in phenomenal experiences of certain sorts. Such a 

connection would not seem to be conceptually impossible, but it would seem to require some sort 
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of brute law of nature to bridge judgments and phenomenal states. Once we are clear about this, 

the appeal to unconscious inferences, representations or computation is no more prima facie 

explanatory than simply supposing that certain sorts of brain activity eventuate in certain sorts of 

phenomenal states. The latter however has the advantage of ontological simplicity, and is 

therefore to be preferred ceteris paribus. 
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CHAPTER 11 
THE MASTER ARGUMENT 

Introduction 

My appeal to Occam’s Razor was not meant to be a defense of CP as a conceptual truth. 

Rather, it was simply meant to be a method of putting anyone who would deny it on the 

defensive. Now I shall mount a direct argument for the conceptual link between original 

intentionality and phenomenal consciousness.   

Supposing that there is a principled difference between states that are intentional and states 

that are not, an important part of a theory of intentionality will be to state what that difference 

consists in. Of course there is the obvious answer: intentional states differ from non-intentional 

ones in that intentional states have content. But this trivial answer is unhelpful. Since plausibly 

the instantiation of intentional states is somehow dependent upon the instantiation of non-

intentional states or features (hereafter “NI” states or features), a satisfactory theory of 

intentionality will state the non-intentional features that explain why certain states are 

intentional.  

But we need to be clear about just what sort of explanation we are interested in. Plausibly 

the explanation cannot be an appeal to contingent nomological connections. Suppose for instance 

that it is an inexplicable brute fact that certain objects have intentional states, and others do not. 

Let us call this the “brute fact” thesis. If the brute fact thesis is correct, we could conceive of a 

world just like our own in every respect, except that it lacks intentionality. The brute fact thesis 

is rather difficult to take seriously, and I am aware of no theorist who would allow such a 

possibility, so let us set it aside for the moment (we will return to it later). Even if we tightened 

up the brute fact thesis a bit and said that there are contingent natural laws associating intentional 

states with non-intentional states, we run into some implausible consequences. For instance, it 
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could be that a natural law holds in our world to the effect that all and only physical objects 

containing water molecules have intentional states. This would be a bizarre fact about our world, 

but if intentionality is to be explained by appeals to contingent laws of nature, we could not rule 

out such an implausible possibility.  

Thus we must look past purely nomological relations between the NI features and the 

intentional features. But what else could we look to? Clearly we could look at relations of logical 

or conceptual entailment. The supposition that we are after some sort of entailment relation fits 

far better with the actual practice of theorists of intentionality, and it certainly avoids the bizarre 

commitments to which a purely nomological theory commits us. The task then is for us to list a 

set of NI features such that as a matter of logical or conceptual necessity, anything that 

instantiates those features will also instantiate an intentional state. 

The Problem of Determinate Content 

Quine and Davidson 

But what NI features could we appeal to? One suggestion might be along the lines 

suggested by Donald Davidson (1973, 1983). He argues that the concept of an intentional state is 

fundamentally a theoretical concept, a concept that gets what content it has from its use in 

making sense of the behavior of agents. It is conceivable that there be an ideally situated ideally 

rational interpreter, who from the standpoint of radical interpretation would attribute certain 

beliefs and desires to particular agents. Since intentional attributions are nothing more than the 

applications of theoretical terms for making sense of behavior, there would seem to be no sense 

asking whether the agents in question really have intentional states (or the very intentional states 

the ideal radical interpreter attributes to them). In this way, intentionality supervenes on behavior 

and dispositions to behave.  
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This picture has its appeal. For one thing, it rules out the possibility that a world just like 

ours in every other respect could lack intentionality. Since intentional attributions just are 

attempts to fit certain patterns of behavior into a rational picture, then a world that is by 

hypothesis behaviorally indiscernible from our own would of necessity be such that precisely the 

same intentional terms apply. That is, given that all the behavioral facts are indistinguishable 

from the behavioral facts in the actual world, there would simply be no sense in supposing that 

the world might be wholly devoid of intentionality. Another attractive point about the 

Davidsonian thesis is that the only facts that could possibly be relevant for the truth of intentional 

attributions would be precisely those facts we tend to think relevant for the truth of intentional 

attributions. We interpret on the basis of certain observable facts about how the organism 

behaves in its environment, and an ideally situated radical interpreter could do no more. Thus, 

since we are baffled by the thought that, e.g., the presence or absence of water molecules could 

be crucially relevant for the possibility of intentionality (supposing all other behavioral facts 

fixed), then an ideal radical interpreter would similarly have no need to advert to such facts as we 

would find to have the air of non-sequiturs.  

However, the Davidsonian picture does suffer from a rather serious flaw. From the 

standpoint of radical interpretation, it would seem that we could not decisively specify exactly 

what the content of the subject’s representational states is. This point was developed in detail by 

W. V. O. Quine, a major influence on Davidson’s thought.   

In Word and Object, Quine argues that no facts about behavior or dispositions for behavior 

could possibly allow us to determine a precise content for linguistic utterances. If we were in a 

situation of radical translation, attempting to determine the meanings of utterances in a language 

wholly new to us, the exact meaning of the native’s utterances would always be underdetermined 
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by even the totality of possible behavioral observations (and we are including even dispositions 

for behavior in our body of accessible data). This is because there are indefinitely many ways a 

language-user might be quantifying over things in the world. Suppose the natives utter the word 

“gavagai” while pointing at a passing rabbit. We, the linguists trying to decode the native’s 

language, could gloss “gavagai” as “rabbit,” but for anything our observations have determined, 

we could also gloss it as “rabbit time-slice” or “undetached rabbit part,” or anything else that 

would accord with the native’s behavior. One might think we could settle this issue in a fairly 

straightforward manner by indicating the same rabbit at different points in time, or by pointing to 

different bits of the animal (head, tail, foot), and asking whether we were in each case picking 

out the “same gavagai,” supposing we have already determined what words the natives use for 

“same” and “different.” But this method would be inadequate, precisely because our method 

would involve presuppositions about how the natives construe our use of the words “same” and 

“different.” Suppose the native agreed that it was indeed the “same gavagai” on each occasion; 

we could suppose that he meant it was the same rabbit, but he could also have meant that the two 

different time-slices were distinct stages in one rabbit-life-history. He could also mean that the 

different undetached rabbit parts we are pointing out are parts of the same collection of 

undetached rabbit parts, or that it is the same property (rabbithood) that is being instantiated each 

time, and so forth.  

So the totality of the natives’ behavior, verbal or otherwise, could not allow us to 

definitively determine exactly what the content of the natives’ utterances is. Appeals to 

dispositions for behavior would not help either. Supposing that actual behavior underdetermines 

choice of translation, dispositions seem to fare no better. If nothing about what the native says or 

does could clearly favor our glossing “gavagai” as “rabbit” rather than “rabbit time-slice,” then 
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simply pointing out that he is disposed to respond in the affirmative if we were to ask whether 

we have the same gavagai on two occasions will be of no help.    

Quine concludes that the totality of observable behavior and dispositions to behavior will 

always underdetermine a choice of translation. But he goes further: since he denies that any other 

facts could be relevant for determining meaning, he draws the startling conclusion that there is 

simply no fact of the matter as to what the natives really mean by their word “gavagai.” Not only 

are our hypotheses about the word’s meaning underdetermined by the available evidence, there is 

genuine indeterminacy out there in the world. Having drawn that conclusion, he then goes on to 

draw the even more startling conclusion that there cannot be any fact of the matter as to what we 

really mean by our word “rabbit.” We might mean “rabbit,” “rabbit time-slice,” “undetached 

rabbit part,” “rabbithood instantiated,” and so forth. Any of these could be correctly attributed to 

English speakers, provided we are willing to re-interpret their use of other words (such as “same” 

and “different”). There is simply no fact of the matter as to which of these things we really mean 

by our word “rabbit.”   

Quine is speaking explicitly of linguistic utterances, but it would seem that his 

fundamental point goes through equally well for any sort of representation. Given a purported 

representation r, and given a domain D of behavioral, functional and relational facts, it would 

seem that we could interpret r in endless ways—or at the very least several incompatible ways—

relative to D. The facts in D do not decisively rule out a wide variety of possible interpretations 

of r. Nothing about Quine’s argument for radical indeterminacy of meaning hinges crucially on 

the fact that he is speaking of linguistic utterances. Indeed, since he appears to be associating 

beliefs with the contents of sentences, the indeterminacy of the content of our beliefs follows 

from his arguments about the indeterminacy of our linguistic meanings. Our beliefs about what 
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things are out there in the world just are our beliefs about what sentences are true, and if there is 

no fact of the matter precisely what our sentences mean, then there can be no fact of the matter as 

to what we really believe about the world (and mutatis mutandis for desires or other 

propositional attitudes). Perhaps the clearest statement of Quine’s conclusions about mental 

representation in light of the indeterminacy of translation is to be found in “Speaking of 

Objects,” where he says 

It makes no real difference that the linguist will turn bilingual and come to think as the 
natives do—whatever that means. For the arbitrariness of reading our objectifications into 
the heathen speech reflects not so much the inscrutability of the heathen mind, as that there 
is nothing to scrute. Even we who grew up together . . . talk alike for no other reason than 
that society coached us alike in a pattern of verbal response to externally observable cue . . 
. . If I conclude that you share my sort of conceptual scheme, I am not adding a 
supplementary conjecture so much as spurning unfathomable distinctions; for, what further 
criterion of sameness of conceptual scheme can be imagined? (p. 5) 

We see his central point in the claim that the indeterminacy is not due to the inscrutability 

of the “heathen” mind, but that “there is nothing to scrute.” That is, there simply are no mental 

facts such that they could make a decisive difference to what the “heathen” means by his 

utterances. Of course the same observation applies to our own linguistic cohort, and of course 

our own case. Even in our own case, there is “nothing to scrute,” nothing that could make any 

real difference as to what we are really saying. The only way to interpret this startling claim is as 

indicating that there is no fact of the matter as to what we really believe. There is nothing 

essentially linguistic about the indeterminacy of meaning: no representation at all, mental or 

otherwise, can have determinate content. Any interpretation that makes sense of the 

representation and its observable functions is equally apt, equally correct. Davidson, “faithful 

student” of Quine, follows his teacher in these commitments. There are indefinitely many 

attributions of intentional states by which an ideally situated radical interpreter could make sense 

of any subject’s behavior, so there can be no fact as to what the subject really believes or desires. 
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Since the attribution of propositional attitudes is to be understood exhaustively as a method for 

explaining and predicting behavior, whatever facts there are about a subject’s propositional 

attitudes must be in principle accessible to a radical interpreter. Conversely, any facts 

inaccessible to a radical interpreter cannot in principle determine anything about propositional 

attitudes. Presumably, similar considerations apply to any sort of mental representation. 

Attributing perceptual experiences to someone must be understood as a theoretical practice for 

making optimal sense of linguistic and non-linguistic behavior. If one type of mental 

representation admits of indeterminacy, there would seem to be no principled reason to deny 

indeterminacy to any mental representation.    

Kripke 

Besides the Quinian/Davidsonian arguments for the indeterminacy of translation, we 

should also consider a related worry raised by Kripke (1982), offered in part as an attempt to 

explicate the later Wittgenstein.  If we observe a subject behaving in a certain way, we may find 

ourselves tempted to say that the subject is following a certain rule. Suppose for instance that 

every time we showed a test subject two numbers flanking a plus sign, he wrote down the sum of 

the two numbers. We would probably come to believe that he was following the addition rule. 

However, for anything our behavioral data shows us, he could also be following the “quaddition” 

rule, which specifies outcomes exactly similar to addition, until one of the quadded numbers is 

greater than 57. If one of the numbers is greater than 57, the answer must invariably be 5. So 

while 2 plus 2 and 2 quus two are both 4, 57 plus two is 59, and 57 quus 2 is 5.1

                                                
1 See Kripke (p. 7-11) for a discussion of ‘quus.’  

 Of course in 

such a simple case, we could eventually find some behavioral difference between an adder and a 

quadder. However, we could obviously figure out how to gerrymander any number of 
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alternatives to the addition rule consistent with all actual or possible behavioral data.2 Kripke 

presents these considerations as potentially providing an argument that nothing about the 

behavior or behavioral dispositions of any subject uniquely determines just what rule the subject 

is following. 3

We are tempted to say that this conclusion must be false. If we observe a subject 

performing some sort of operation over certain inputs, we think there must be some fact as to 

what operation it is performing. However, what exactly could make it the case that the system in 

question is summing vectors rather than quumming them? Here, as Kripke observes, it is not to 

the point to appeal to Occam’s Razor.

 If the argument works, it would mean that there is no fact of the matter as to what 

rules we follow when doing our math homework or balancing our checkbooks.  In my own case, 

while the answers I have always taken to be appropriate are indeed appropriate if I were 

attempting to add, they are also appropriate if I am attempting to quad, or schmad, or any other 

rule that happens to specify deviant outcomes given quantities larger or smaller than any I have 

so far worked with.  

4

                                                
2 One might believe the extreme claim is false; that is, given two subjects with identical behavioral dispositions, they 
must be following the same rule. But this is not correct. One could be adding, while the other could be following the 
double-sum-divide rule, which is to double each number in the equation, sum those numbers, then divide by the 
number of factors in the equation. That is, given 3 and 5, the subject will add 6 and 10, and divide that sum by two 
to get 8. Obviously this rule will prescribe identical answers to simple addition, but it is not simple addition.  

 We are not supposing that the system is as a matter of 

fact either summing or quumming, so that our task is simply to figure out which of those two 

things it is doing. If that were the case, then indeed we might have grounds to appeal to Occam’s 

Razor and decide in favor of the simpler hypothesis that it is summing. But our worry here is 

deeper than a mere epistemic point. Our question is not how we could rationally decide between 

3 It is unclear whether Kripke himself means to be sincerely offering an argument to this effect, or whether he’s 
simply taking Wittgenstein to be offering such an argument, or perhaps was simply inspired to worry about this 
problem by Wittgenstein’s work.  

4 See pp. 38-39.  
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two coherent alternatives. We are instead asking what exactly is it about the system that could 

make it true that it is summing rather than quumming. The answer Kripke seems to be advancing 

(either as a thesis or his own or as a claim about Wittgenstein) is that there are no such facts 

internal to the subject. The difference between summing and qumming is to be found in the 

attributions of a community of interpreters, which are in turn to be grounded simply on the brute 

fact that a community of interpreters generally find themselves in wide agreement in the 

application of various criteria for determining whether someone is following a certain rule. As 

Kripke puts the point,  

There is no objective fact—that we all mean addition by ‘+’, or even that a given 
individual does—that explains our agreement in particular cases. Rather our license to say 
of each other that we mean addition by ‘+’ is part of a ‘language game’ that sustains itself 
only because of the brute fact that we generally agree. (p. 97) 

This is, as Kripke stresses, a skeptical solution to a skeptical problem. The skeptical 

worry—how can we know whether a person apparently adding is really adding, as opposed to 

quadding?—is answered with a deflationary, skeptical response: there is simply nothing to his 

adding except the fact that we interpret him as adding. Considered in isolation, there is simply no 

fact about a single person that could make it true that he is following the addition rule, the 

quaddition rule, or any number of other rules compatible with the answers he gives when faced 

with certain problems. Kripke suggests an analogy with Hume’s deflationary stance on 

causation: considered in isolation, an event of type A cannot be said to cause an event of type B. 

All that’s really there, if we restrict our attention to the two events alone, is one event following 

another. Even God would observe nothing more. But when we subsume the two events under 

types of event, so that event a becomes an instance of event-type A, and event b becomes an 

instance of event-type B, then it makes sense to note that events of type B always follow events 

of type A, and so we come to expect events of type B to follow events of type A. And that’s all 
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there is to causation. Really, this account is not really a theory of causation, if this is thought of 

as something metaphysical. Rather it is a theory of appropriate attributions of the language of 

causes. If events of type B do not routinely follow events of type A (abstracting from certain 

complications that would be difficult to spell out explicitly), then we would have no business 

stating that a token event a caused a token event b. It is simply part of what we mean by causal 

language that certain regularities obtain. So a substantive metaphysical thesis about causes has in 

effect been reduced to a thesis about when certain judgments are warranted. According to 

Kripke, Wittgenstein means to make an analogous point about rule-following (which includes by 

extension any use of language, as language is essentially a matter of following rules).  A given 

subject finds it natural to reply with “7” when asked to “add” 2 and 5. Did he add or quad? Our 

practices license us to say that he added. We do not as it happens have a practice that would 

license us in labeling his reply a case of his following the quaddition rule, so we would not be 

licensed to say he quadded. If we are tempted to say there must be a matter, wholly internal to 

the subject in question, whether he added or quadded on this particular occasion, we are laboring 

under a false presumption. No fact about that particular subject on that particular occasion could 

make it the case that his natural, unthinking reply “7” was a matter of his adding or quadding. All 

this is to say that rule following in general is essentially a social matter.  

Further Reflections 

Let us consider these related trains of thought. The Quinian/Davidsonian picture is that 

nothing internal to a given subject could make it the case that a representation produced by the 

subject, whether a linguistic utterance or a “private” cognitive state, means one thing rather than 

another. Any way of making sense of the subject’s dispositional states is equally valid. The only 

constraints are methodological: we should aim for, e.g., the simplest way of making sense of the 

subject’s representations, which will necessarily involve appeals to the principle of charity, 
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which in this case essentially amounts to a commandment to find the subject in agreement with 

us to whatever extent possible consistent with maximal simplicity. The point to take home is that 

two interpreters may actually offer contradictory interpretations of a given subject, and both be 

correct, if “correct” has any real application here. The only constraint is that the two interpreters 

must be prepared to interpret the rest of the subject’s beliefs and desires accordingly. Thus for 

instance if one interpreter glosses an English speaker’s utterances of “I like x” as “I dislike x,” 

while the other interpreter offers the more straightforward translation (i.e., “like” means simply 

“like”), each interpretation is equally valid, provided only that the former interpreter be willing 

to construe the subject’s other utterances appropriately. Thus the first (perverse) interpreter will 

need to explain why the subject says that he “likes” things that he apparently does voluntarily, 

which is odd behavior if we suppose that the subject actually dislikes doing those things. But 

such a construal is perfectly possible: we need merely construe the subject as being very 

perverse, resolutely doing things he dislikes doing to prove some obscure Stoic point, or perhaps 

we could interpret his utterances of “I like x” as being invariably sarcastic or ironic.5

But this conclusion is difficult to make sense of. If we try to get a handle on just what the 

indeterminacy thesis means, we find ourselves struggling. The indeterminacy thesis is not simply 

the claim that a given representation has disjunctive content. That would be a perfectly coherent 

supposition: when the natives say “gavagai,” they are saying something we could translate as 

“That’s a rabbit or a rabbit time-slice or rabbithood instantiated or . . .” and so forth, where the 

disjunction could conceivably be infinite. It would certainly be very large. But Quine is not 

  

                                                
5 Searle (1987) provides a rather amusing real-life instance of this kind of case. He describes a friend who was under 
the impression that the expression hoi polloi meant the upper-class. Since the term (as used in English) actually 
refers to members of the lower class, his friend had to understand the people who used the term to refer to the lower 
class as using it with systematic irony, and when he himself used the term to refer to the lower class, he intended to 
be using a term for the upper-class to refer ironically to the lower class. As Searle notes, “Since he spoke ironically 
and interpreted other people as speaking ironically, there were no behavioral differences between his use and the 
standard use” (p. 142, n. 14).  
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suggesting that the content is disjunctive, for a disjunction is itself a perfectly determinate form 

of content. Nor is Quine suggesting that the object language may simply more impoverished than 

the metalanguage, with the result that any of several translations in the metalanguage would 

capture the content of the natives’ utterances equally well. This phenomenon is quite widespread, 

as languages differ greatly in the richness of vocabulary in various domains. For instance, French 

speakers traditionally distinguish between fleuves (rivers that flow into the sea) and riviéres 

(rivers that flow into other rivers). English of course does not have single terms that discriminate 

this finely, though we can easily specify the difference between “rivers that flow into the sea” 

and “rivers that flow into other rivers.” Suppose that a French speaker says, “Il y a un fleuve là.” 

We could translate his utterance as “There is a river over there,” but we could also translate it as 

“There is a river that flows into the sea over there.” The latter perhaps more fully captures all 

that is said in the French, but the former also seems a perfectly acceptable translation. The point 

is that either non-synonymous English expression captures equally well what the French speaker 

is saying. But this kind of indeterminacy of translation is not what Quine is describing, though he 

does offer such examples as ways of showing how translation might be indeterminate.6

                                                
6 See his discussion of the French double-negative and the Japanese numerical classifier particles on “Ontological 
Relativity.” He notes that we might translate the “rien” in French negations (e.g., Je ne regrette pas rien) as either 
“anything” or “nothing,” depending on whether we are prepared to translate “ne” as “not” or as a vacuous pleonasm. 
Thus Je ne regrette pas rien could be translated “I regret nothing” or “I do not regret anything.” Japanese 
classification particles get attached to numerals to indicate what sort of thing the numeral is being used to enumerate 
(consider the use of the word “glasses” in “I had two glasses of wine”). Quine notes that we might either translate 
the classifier particle as attaching to the numeral in the manner of a case, rendering the numeral suitable for counting 
(e.g.) oxen, as opposed to people or buildings, or as a way of quantifying over a mass noun. Thus we might translate 
the Japanese for “five oxen” as either “Five oxen” or “Five head of oxen,” the former simply numbering individual 
animals, the second quantifying over undivided meat on the hoof, as it were (p. 32-37). 

 This can 

be seen from the fact that Quine argues that even homophonous translation between the 

utterances of speakers of the same language are just as indeterminate. The problem then is not 

simply that the object and metalanguages might not have precisely the same linguistic resources, 



 

226 

and we must therefore as it were arbitrarily decide among equally sensible translations. Rather, 

the problem is that absolutely no facts could uniquely determine what any speaker means by his 

utterances. The indeterminacy of translation is simply a vivid way of bringing the point out. And 

as we noted, the indeterminacy of meaning infects any system of representations, including 

mental representations. There are no determinate facts, according to Quine and Davidson, about 

what any of us actually believes or wants.  

But this is implausible. Each of us in our own case certainly seems to be believing or 

desiring some particular thing, or meaning some particular thing by uttering a certain sentence. 

Despite the fact that an ingenious and perverse radical interpreter could interpret my actions as if 

I were convinced CP was false and I were writing this dissertation with the intention of 

dissuading my readers of its truth (and I do not dispute that such a radical re-interpretation is 

possible), he would nevertheless simply and flatly be mistaken. I believe CP to be true, and I 

intend to convince my readers of its truth. That is, each of us has in our own case an example, the 

clearest imaginable example, of how it is that a given representation might have some 

determinate content despite the possibility that a theorist studying us might find that our 

behavioral dispositions underdetermine the assignment of some determinate content. That is, it 

seems implausible, to put it mildly, that two interpreters could attribute contradictory beliefs to 

me (one attributes the belief that CP is true, another that it is false), and somehow both be 

correct, or at least not both incorrect.  

Besides this introspective consideration, it is unclear what sense there is in assigning the 

same representation contradictory truth values. That is, on a Quinian/Davidsonian account, a 

person with a given collection of behavioral dispositions could be said to believe that Socrates 

was wise, and that it is not the case that Socrates is wise. The principle of charity forbids us to 
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attribute both beliefs simultaneously, but two distinct interpreters could assign either of these two 

contradictory contents to his belief, provided each was prepared to revise attributions of the 

subject’s other beliefs and desires. But if it is sensible for two interpreters to attribute 

contradictory beliefs to a subject, it should be sensible for a third to simply deny that the subject 

has any beliefs at all. That is, if all the available evidence equally well supports the attribution of 

the belief that Socrates is wise and the belief that it is not the case that Socrates is wise, an 

interpreter might just throw his hands up and say “He neither believes that Socrates is wise nor 

disbelieves it.” After all, by hypothesis nothing in the subject’s behavior or dispositions to 

behavior would compel a rational interpreter to take one stance or the other, so a fortiori it would 

seem that nothing in the subject’s behavior or dispositions to behavior would compel a rational 

interpreter to accept that the subject really believed any of two contrary beliefs. The result is that 

from a Quinian/Davidsonian perspective, where the only facts (at least the only relevant facts) 

are those accessible to a radical interpreter, there is simply no fact of the matter as to whether the 

subject really believes anything at all, never mind whether he believes any particular content. 

This fact is quite devastating: the thesis is not the epistemic claim that “for all we know” there 

are no representations; the thesis is that nothing in the world could make it the case that there are 

any representations at all. On the supposition that interpretation, radical or otherwise, requires 

representations of some sort, there cannot be such a thing as interpretation either, radical or 

otherwise. The Quinian/Davidsonian theory then cannot even make sense of its own fundamental 

machinery, since to interpret a speaker as meaning “rabbit” rather than “rabbit time-slice” 

plausibly requires us to represent the speaker as meaning “rabbit” and not “rabbit time-slice.” 

But there can be no fact as to what we are representing.   
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We may put this conclusion as follows: Careful consideration reveals that there is no 

difference between saying that representational states have radically indeterminate content and 

saying that they are not representational states after all. If we are to acknowledge the existence of 

genuine representations at all, we must suppose that at least some representational states have 

determinate content—which simply amounts to saying that they have content.  

As for the Kripkean/Wittgensteinian arguments about rule-following, similar 

considerations apply. If we try to make sense of the thought that there is literally no fact of the 

matter as to what rule a person is following on a given occasion, we effectively deny the 

existence of rule-following of any kind. Since language is par excellence a rule-governed 

activity, the Kripkean/Wittgensteinian picture entails that there is no language, as languages are 

commonly understood (and it isn’t clear that there is any other way of understanding them that 

could reasonably be held to preserve the essential features of language at all).  Kripke suggests 

on Wittgenstein’s behalf that what rule we are following is in fact determined by the practices of 

our community (89-95), but this neglects the fact that in determining what rule individuals 

follow, the community itself is following a rule. Kripke supposes that Wittgenstein is suggesting 

we invert a certain conditional. We might pre-reflectively be inclined to say “If Jones means 

addition by ‘+’, then if he is asked for ‘68+57’, he will reply ‘125’” (p. 94), but Kripke’s 

Wittgenstein posits the inverse conditional: If Jones does not answer “125,” we are not licensed 

to say he is adding. But of course this is itself a rule followed by Jones’ community: if anyone 

does not give the sort of answers we are inclined to give when asked to “add,” we may not say he 

is “adding.” But what makes it the case that we are following the rule for attributing addition to 

the subject, rather than quaddition or schmaddition or some other such peculiar rule? That is, we 

test subjects in various ways to see whether we may justly attribute the grasp of a certain rule to 
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them, but in doing so we follow rules for attributing rules. So now the problem reappears: what 

could make it the case that we are testing the subject for addition as opposed to quaddition or 

schmaddition? It seems that the problem Kripke notes at the individual level simply reappears at 

the level of the community. Since there is no larger community to test our community, it really 

looks as though nothing could make it true that the community applies certain tests rather than 

certain other tests, and if passing or failing to pass those tests is all there is to adding or 

quadding, then it looks as though even at the individual level there can be no fact. The 

community’s practices fail to secure anything for the individuals, a rather more skeptical 

conclusion than Kripke’s Wittgenstein intended to defend.  

I take it that the Quinian/Davidsonian claim and the Kripkean/Wittgensteinan claims are 

too skeptical. It simply cannot be that there are no representations in the world, nor that there is 

no such thing as rule-following. We arrived at these drastically skeptical conclusions by starting 

with the thesis that no representation can have determinate content, and that there can be no fact 

intrinsic to a system that would determine which rules it is following. To avoid the skeptical 

conclusion, we must jettison these assumptions. But now we are back to our original question: 

just what is it about a representational system that could make it the case that it is following one 

rule rather than another, or that its representational states represent, e.g., numbers rather than 

sets?  

We always have the option of declaring that it is just a matter of brute fact; perhaps for 

instance my visual cortex sums vectors rather than quumming them, and there is no fact beyond 

that, nothing else in virtue of which this is the case. But I think we should find that claim 

dubious, especially when we have our own conscious experience to provide a comparison. It is 

very tempting to say that what makes it the case that I am adding rather than quadding is that I 
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have the conscious experience of following (or attempting to follow, intending to follow) one 

rule rather than another. Likewise, what makes it true that I am thinking of numbers rather than 

sets is simply that I am consciously presented with thoughts as-of numbers, and not as-of sets. 

This is not a behavioral matter, as Davidson, Quine and Kripke have argued. There need not be 

any differences in my behavior or behavioral dispositions that could constitute or otherwise 

explain the distinction. But the distinction is there, as each of us knows from our own case.  

However, the appeal to consciousness is (unless we are very mistaken) not available for 

sub-personal brain processes. When some part of my visual cortex responds to certain 

neurological stimulation, it is not the case that the subsystem is having an experience as-of 

adding as opposed to quadding, or as-of representing numbers rather than sets, or even numbers-

or-sets. Here the Quinian methodological restriction seems entirely appropriate: there really are 

no facts to appeal to besides behavior and dispositions to behavior. Since, as Quine has argued, 

these cannot determine a precise content, there simply is no precise content. But, as argued, that 

is just to say that there is no content at all.  Even content that involves indeterminacy, such as 

“either numbers-or-sets,” is perfectly precise content. It is therefore very puzzling to think what 

we might mean by attributing content to the putative representational states.  

Given these considerations, it seems as though without an appeal to consciousness, we 

cannot make good sense of the notion of content or rule-following. But the notion of content is 

central to the notion of representation, and the notion of rule-following is central to 

characterizing a system as performing an operation. We therefore cannot say of sub-personal 

brain-processes that they are really performing any operations, or that their various states really 

have any representational content.  



 

231 

 Let me now offer a paraphrase of the argument, which I shall call the Argument from 

Content.  

1. Intentional content must be understood as determinate content. 

2. If there are endless ways of assigning content, compatible with a certain domain of facts 

about a system, then those facts do not fix any determinate content for the system. 

3. There are endless ways of assigning content to a system compatibly with the 

behavioral/functional/relational facts about it. 

Therefore:  

4. Behavioral/functional/relational facts are insufficient to fix determinate content. 

5. Facts about conscious states are sufficient to fix determinate (narrow) content.7

6. The only possible candidates for fixing determinate content for a system are 

behavioral/functional/relational facts and facts about conscious states. 

 

Therefore:   

7. A system has states with determinate content only in virtue of the facts about its 

conscious states.  

To capture the point about Kripkean/Wittgensteinian rule-skepticism, we need merely note 

that the notion of a subject’s “following a rule,” if it is to be taken as meaning something besides 

the rather trivial notion of “being such that the subject could be described as if following a rule,” 

plausibly essentially involves representation. That is, the reason we naturally describe people as 

“following rules” while balking at the thought that water is “following a rule” when it “seeks its 

own level” is because human beings, unlike water, are cognitive subjects, which is plausibly to 

say that we undergo mental representations, and mental representations of a characteristic sort, 

                                                
7 And when we add a context to the narrow content we get a broad content, so broad content is also partially 
dependent on the phenomenal consciousness of the subject.  
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the sort that involves representing ourselves as agents, doing a certain action for a certain reason. 

In the absence of this, we rapidly lose track of the distinction between literally “following rules” 

and only figuratively doing so.   

Another objection might be to premise (3). Perhaps we could figure out some way to fully 

determine both the presence of intentional states and the contents of these states by appealing to 

some class of behavioral/functional/relational facts.  

The first point to make in response is that I am not aware of any attempts to resolve the 

Quinian/Kripkean challenges that do not fatally appeal to a predicates that are either vague or 

sensitive to the application of predicates that are vague, or is not itself subject to Quinian-

Kripkean challenges. For instance, one might adopt a Davidsonian interpretationist view, and 

suggest that all there is to a state’s having a certain content is the fact that interpreting it as if it 

had that content allows us to subsume the system’s overall behavior under rational laws. This 

move faces the immediate worry that more than one interpretation will be possible even for an 

ideal interpreter. But leaving this point aside, there is a further worry, namely that whether 

certain happy results follow from interpreting a system as if its states had certain contents is 

going to be a matter of degree. Suppose that a system S exhibits certain behavioral regularities, 

sufficiently so that we find it a simple matter to interpret it as if it were following certain rules 

for manipulating symbols with certain contents. Now we simply need suppose that the system’s 

behavior exhibited slightly less regularity. Perhaps states of type s follow states of type s′ only 99 

percent of the time, as opposed to 99.1. Presumably this tiny difference will not force us to 

abandon our interpretational scheme. But now suppose that states of type s were to follow states 

of type s′ only 98.99999 percent of the time . . . Clearly, we could erode a system’s behavioral 

regularities very gradually, eventually resulting in a chaotic system that we—or an ideal 
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interpreter—would find impossible to interpret. But this must mean that there was a point in the 

series at which there was simply no answer to the question of whether we had enough regularity 

for an interpreter (even a Davidsonian ideal interpreter) to assign content to the states, or to 

suppose that certain rules were being followed. But we cannot have vaguely intentional states, so 

we need to find something besides interpretability to account for the difference between 

contentful states and contentless ones, or between following rules or not following rules. 

Another objection could be that premise (5) is false. Even consciousness cannot guarantee 

the presence of intentional states or determinate contents. An eliminativist like Dennett or the 

Churchlands (see P.M. Churchland, 1986; P.S. Churchland, 1981) might argue like this.8

But why think that (5) is false? As I noted earlier earlier, it is extremely natural to suppose 

that the reason I am adding numbers rather than sets is simply because I am the subject of 

thoughts whose phenomenal character is as-of-numbers, and the reason I am adding rather than 

quadding is because my actions are presented to me as caused and guided by an intention whose 

phenomenal character is as-of-adding, and not as-of-quadding.  

   

So what is wrong with this natural answer? One objection might be that propositional 

attitudes, thoughts, intentions and the like, do not in fact have phenomenal character, or perhaps 

they do not have phenomenal character that is sufficient to determine particular contents. I have 

already argued for the former, so let us look at the latter. What exactly is the claim? Is it the 

Wittgensteinian point that a representation’s pictorial features could not determine how the 

representation is to be interpreted? That is certainly true, but it is not relevant here. We are not 

talking about pictorial representations that require interpretation. We are talking about conscious 

                                                
8 Dennett, for instance, includes “Kripke’s ruminations on rule-following” as among the “great labors wasted in 
trying to break down an unlocked door,” a non-problem that vanishes when we give up our commitment to a 
distinction between original and derived intentionality (1987, p. 294). 
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propositional attitudes or perceptual experiences, and these are not pictures.9

A Wittgensteinian would point out that no set of phenomenal qualities could guarantee that 

we are in fact following some particular rule. But this claim needs careful explication. We must 

be careful not to confuse successfully following a rule with intending to follow a rule. We might 

describe both as instances of our “following a rule,” but the meanings are quite different. 

Suppose we are adding by writing on a blackboard. We have the conscious experience of 

intending to follow the addition rule, and our bodily movements are presented to us as caused 

and guided by this intention. The sums that we write on the board seem appropriate to us. But 

this is no guarantee that we have successfully followed the addition rule; we can still make 

mistakes, and write down the wrong number. But there is a crucial sense in which we are still 

adding, which is just why the mistake was a mistake, and not a correct application of some other 

rule. Failure to successfully follow a rule does not show that there was not some perfectly precise 

rule one was attempting to follow. So these considerations certainly do not show that 

consciousness cannot determine what rule we were attempting to follow. There is an important 

sense in which we really were adding (it makes perfect sense to say someone “added 

incorrectly”), which is just what explains why the mistake was a mistake.  

 Nor do they require 

interpretation; we do not use our mental states for the sake of representing anything. They just 

are representations.  

Another sort of case of failure to follow rules properly involves someone’s 

misunderstanding what rule his community uses. Perhaps someone could mistakenly believe that 

multiplying numbers counts as “adding” them. So he is having conscious experiences of 

intending to add, but he is not following the addition rule. But this sort of case is irrelevant as 

                                                
9 A fact I earlier argued accounts for the otherwise rather puzzling insistence by some philosophers that occurrent 
propositional attitudes have no phenomenal character.  
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well. He knows perfectly well what rule he is following; he just has the mistaken belief that the 

rule he follows is the one other English-speakers call “addition.” He is in fact having the 

conscious experience as-of-multiplying, but mistakenly believes that the rule this experience 

presents to him is the rule his cohorts call “addition.”  

Leaving aside the concern over rule-following, let us turn our attention to the matter of 

particular representational contents. Someone might argue that our phenomenal experience of 

thinking about rabbits could be indistinguishable from our thinking about rabbit time-slices. But 

what does this claim mean? If it means that a similar visual image might come before our mind 

in each case, that is certainly true, but it is wholly irrelevant. Thinking about rabbits does not 

consist in my being presented with an image of a rabbitlike creature. Even if such an image 

invariably accompanies our thinking about rabbits, that image does not constitute the content of 

the thought (not even the narrow content). If it did, the Quinian point might hold, but the image 

is partially constituted by the fact that it comes to us as it were ready-interpreted. It is an image 

of a rabbit, not a rabbit time-slice, a fact that is as phenomenologically salient as anything else 

about the image.10

                                                
10 Recall Horgan and Tienson’s comment that “Quine notwithstanding, it seems plainly false—and false for 
phenomenological reasons—that there is indeterminacy as to whether one is having a thought that rabbits have tails 
or whether one is instead having a thought that (say) collections of undetached rabbit parts have tail-subsets” (p. 
522) 

 It seems that the Quinian/Wittgensteinian point involves a very basic 

philosophical confusion, namely, it confounds using a mental representation with simply having 

one. If we did use mental representations, as we do use conventional representations such as 

pictures or signs, then indeed there would be a worry about how to interpret what is presented to 

us. To use a representation means to have a grasp on what sort of projective rules we are to apply 

to it, a fact not given in the representation itself. But the mental representations come to us as 

interpreted, so this sort of worry is entirely misguided. It is not the case that we somehow get 



 

236 

mental content and then have to worry about how it is to be interpreted: mental representations 

simply come to us as interpreted.      

So we can rule out Quinian/Kripkean worries about our own mental states by appealing to 

conscious experience. The reason we mean to be speaking of or thinking about rabbits rather 

than rabbit time-slices or undetached rabbit parts is precisely because we have the 

phenomenological experience of thinking about (or intending to talk about) rabbits, and neither 

of those other options. Likewise, the reason we can be said to be adding rather than quadding is 

because we have the phenomenological experience of attempting to follow the addition rule and 

not the quaddition rule. But neither of these options is available for beings or systems that cannot 

be the subjects of conscious mental states. Our visual cortices cannot have the conscious 

experience of being presented with numbers rather than sets, or even numbers-or-sets, nor can 

they have the conscious experience of intending to follow the addition rule rather than the 

quaddition rule, or (if such a thing is conceptually possible) the addition-or-quaddition rule. For 

non-conscious subjects, the Quinian/Kripkean worries loom large.  

A final worry might be that phenomenology simply does not discriminate between 

following (or intending to follow) the addition rule as opposed to the quaddition rule, or between 

thinking of rabbits and rabbit time-slices. But I think simple introspection settles this worry. If 

we are asked to first think about rabbits, and then think about rabbit time-slices, isn’t there a shift 

in how our mental state feels? Besides this introspective experiment, a difference in 

phenomenological feel would easily explain the overwhelmingly skeptical response people tend 

to have to the suggestion that they might have been thinking of rabbit time-slices their whole 

lives, or that they may have been quadding instead of adding the whole time. The intuitive 

skeptical response may be rather difficult to account for if there is no difference in 
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phenomenological experience between thinking of rabbits and rabbit time-slices, or between the 

experience as-of adding as opposed to the experience as-of quadding. However, if we 

acknowledge a phenomenological difference, the skepticism becomes perfectly understandable. 

The reason people tend to balk at the suggestion that they might just as well have been thinking 

about rabbit time-slices the whole time is that it does not seem to them, phenomenologically, as 

though they have been.  

But now we must at last reconsider the “brute fact” thesis, the claim that it could be a 

contingent, inexplicable fact that certain states are intentional. If this is correct, it would be 

possible for a wholly unconscious system to have intentional states, and hence be the subject of 

states with determinate contents. Someone who would offer this objection would be pointing out 

a potential problem with premise (6). The premise states that consciousness and the 

behavioral/functional/relational facts are the only possible candidates for determining the 

presence of intentional states with specific contents. But all we have apparently established is 

that the brute fact thesis would be implausible, and implausibility is not the same as conceptual 

impossibility. Until I have ruled out this possibility, I cannot claim that CP is a conceptual truth.  

To approach this problem, let us consider how we apply our concept of original 

intentionality. Each of us knows from his or her own experience that certain phenomenal mental 

states are intentional. So, the concept of intentionality clearly applies to some conscious mental 

phenomena. We also have no qualms about applying the term to non-conscious mental states, 

such as non-occurrent propositional attitudes. So in the first place, the concept applies to certain 

mental states, conscious or unconscious. We also apply the concept when attempting to make 

sense of the behavior of other creatures (including our conspecifics). A Wittgensteinian might 

maintain that in applying intentional concepts to the behavior of others, we are characterizing the 
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behavior itself as somehow intentional. Others (myself included) would be a bit more restrictive, 

and maintain that behavioral/functional/relational facts provide evidence that the behavior in 

question is caused and guided by intentional mental states. Either way, we are directly or 

indirectly characterizing certain behaviors in such a way as to make sense of the behaviors. So 

we have two applications for the concept of intentionality: in the first place, the concept applies 

to certain of our mental states, conscious or unconscious; in the second place, the concept applies 

to behavior. In the case of conscious mental states, the criterion for applying the concept 

correctly is whether or not certain phenomenal facts are present, namely whether or not those 

states are as-of some representational content. In the case of unconscious mental states, or in the 

case of other subjects whose mental states we are not directly privy, the criteria for application 

have to do with behavioral/functional/relational facts.  

But someone who would find fault with premise (6) would suggest that there is some other 

appropriate application of the concept, an application that is entirely divorced from our concept 

of the mental and our behavioral/functional/relational concepts. But this further application 

seems to be an extension of our concept of intentionality, an extension involving a serious 

departure from the ordinary application of the concept. Even psychological theories that posit 

deeply unconscious intentional states, such as cognitive psychological theories and 

psychodynamic theories, posit them solely because of their theoretical fruitfulness in making 

sense of either phenomenal facts or behavioral/functional/relational facts, perfectly in keeping 

with the thesis that our only conception of original intentionality is as a way of characterizing 

mental states or as a way of characterizing or explaining behavior.   

But perhaps we could interpret the brute fact thesis as an appeal to deeply unconscious 

mental states. After all, many mental states are individuated by their intentional features, and so 
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we might argue that there could be wholly unconscious beings with intentional mental states. But 

I believe that Ludwig has argued convincingly that there is an essential connection between 

mentality and consciousness. Accordingly, the brute fact hypothesis requires us to imagine that 

in some possible world some state of my coffee cup has the content that Napoleon was defeated 

at Waterloo, despite the fact that no one has assigned any state of the cup this content, that it has 

no mental states, and that the attribution is not intended to make sense of or otherwise 

characterize the cup’s behavior. Such a suggestion would seem to be incomprehensible, entirely 

at odds with any criteria for appropriate usage of intentional idioms or the application of 

intentional concepts. So, since intentionality just is contentfulness, and since we cannot make 

sense of brute attributions of intentionality to subjects (i.e., attributions not based on any 

consideration of either mental facts nor of behavioral/functional/relational facts), a fortiori it 

makes no sense to suggest that there might be determinate contents fixed as a brute fact. That is, 

the “brute fact” thesis is simply incoherent.  

One final point is worth making. The connection between consciousness and intentionality 

guarantees that if a subject undergoes conscious states as-of representing certain content to itself, 

then that subject is indeed undergoing an intentional state with that particular content. To put the 

point more simply, if it seems to us that we are undergoing a certain intentional state, then we 

are. This is important, because when we turn our attention to sub-personal brain activity, the 

justification for attributing content to them is simply that such attributions are helpful in making 

sense of the patterns of activity observed. Thus when we observe certain patterns of activity in 

the brain, we may find it explanatorily useful to regard the brain as if it were undergoing certain 

representational states. But if we consider the possibility that the sub-personal brain region might 

itself be a conscious subject, we see that what representational states we attribute to it on the 
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basis of behavioral evidence could be mistaken. We might explain the neurological activity by 

supposing that the sub-personal brain region is summing certain vectors, but if the brain is in fact 

having an experience as-of contemplating proofs for God’s existence,  then it seems we cannot 

escape the conclusion that the brain region in question is undergoing representations of, e.g., God 

and infinite causal regresses, and not representations of numerical vectors after all. So conscious 

experiences of a certain sort guarantee that a given state is a representational state, and that the 

representation has a certain content. This is not merely a nomological fact, but a conceptual truth. 

This in turn lends further support to the claim that consciousness can guarantee the presence of 

representation in a way that no other feature in principle could.    

Summary 

In this chapter and the previous chapter, I have developed two arguments:  

1. Given the fact that we can always advert to non-intentional, causal explanations for 

psychological phenomena, it is clear that the cognitive scientist who would insist on a genuinely 

intentional explanation has the burden of proof.  

2. Some fact must explain the difference between states that are intentional and those that 

are not. The only plausible option is an appeal to phenomenal consciousness.  

From these considerations, it follows that we do not need to attribute intentional states to 

deeply unconscious systems such as subpersonal regions of the brain. Nor does it ultimately 

make much sense to do so, since in the absence of consciousness there cannot be content. Thus, 

there is a deep conceptual connection between intentionality and consciousness. Since 

consciousness is uncontroversially a fundamentally mental notion, it therefore follows that 

intentionality is a fundamentally mental notion. The study of intentionality must ultimately be 

understood as the study of the mind, which in turn means first and foremost the study of the 

conscious mind.  
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CHAPTER 12 
UNCONSCIOUS INTENTIONAL STATES 

Introduction 

I have argued that any originally intentional state is either a phenomenally conscious state, 

or a disposition to have a phenomenally conscious state. But if someone were to find my 

arguments particularly persuasive, he might be inclined to deny that there are any unconscious 

intentional states. For instance, as we have seen, Georgalis argues for a version of CP (though he 

maintains that the relevant sense of “consciousness” is not phenomenal consciousness), on the 

basis that any representation must meet the “particularity requirement.” In Georgalis’ 

terminology, the particularity requirement is the requirement that any intentional state must have 

some particular content, as opposed to some sort of indeterminate content.1

Likewise, Strawson (2004), after having declared that he will regard intentionality as 

“essentially experiential,” notes that “One obvious consequence of the decision to define 

intentionality as essentially experiential is that dispositional states like belief dispositions are not 

properly counted as intentional states” (287).  

  But having argued 

that: 1. any intentional state must meet the particularity requirement, and 2. only consciousness 

can guarantee that an intentional state meet the particularity requirement, Georgalis draws the 

obvious inference that “consciousness is necessary for representation” (p. 128), and then draws 

the seemingly inevitable conclusion that “There are no unconscious representations” (p. 152). 

So, having offered a defense of a version of CP rather similar to my own, he then goes on to 

draw a very strong and rather startling conclusion.  

                                                
1 Which is very similar to the sort of argument that I am offering; I became aware of Georgalis’ argument after 
developing my own. One fundamental difference, however, is that Georgalis insists that the “consciousness” 
essential for intentionality is not phenomenal consciousness. I believe this to be a significant difference, as Georgalis 
would evidently allow that a creature could be a full-blown psychological subject and yet there be nothing it is like 
to be that creature.  
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One need not have Georgalis’ or Strawson’s particular theoretic commitments to sense that 

there is at least a surface tension between the claim that consciousness plays some essential role 

in representation, and the claim that many intentional states are not conscious. I will therefore 

need to give an account of unconscious intentional states that dissolves the apparent tension. The 

most important point for me is that someone might intend such a conclusion to show that CP is 

false, or at least highly suspect. If CP entails that there are no unconscious intentional states, then 

CP has to be false because there are obviously unconscious intentional states, namely non-

occurrent propositional attitudes. At the very least CP is radically at odds with ordinary 

attributions of intentional states, which is surely a serious strike against it.  

A Purely Verbal Dispute 

One possible response to this challenge is to note that there is no deep disagreement about 

the facts of the matter. The dispute is a purely verbal one as to the best way to characterize the 

facts, not the facts themselves. All parties to the dispute will grant that:  

1. There are occurrent intentional states 

2. It is perfectly felicitous to attribute intentional states even to a person known to be 

unconscious 

Even Georgalis acknowledges that “There is an innocent and straightforward sense of 

‘unconscious beliefs’ such that no one, I take it, would deny that at any given moment each of us 

has a vast number of them” (p. 152-53). Thus, no one can be meaning to challenge (2). Likewise, 

no one could possibly be denying that there are significant differences between occurrent and 

non-occurrent intentional states, so as to deny that there is any difference whatever in the states 

attributed in (1) and (2). The only question is how to understand (2). If the attribution of 

unconscious intentional states is simply understood as another way of saying that the subject in 

question has dispositions for occurrent intentional states, then the dispute is entirely verbal. 
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Subjects have unconscious intentional states, which just is to say that they have dispositions for 

conscious intentional states. If this dispute can be reduced to a purely verbal one, I would have 

no objection: nothing of any philosophical import would ride on such a question of linguistic 

legislation.  

False Attributions 

Another point to keep in mind is that even if CP should mean that we cannot literally 

attribute unconscious intentional states to subjects, nothing terribly threatening results. Ordinary 

linguistic practice tolerates all kinds of attributions that are literally false, even necessarily 

literally false. For instance, when a waiter arrives with a tray full of orders, we often say 

something like “I’m the tempeh Reuben,” which is of course literally false.2

Real Unconscious Intentionality 

 But this obviously 

false statement nevertheless manages to convey an important truth, namely that the speaker is the 

one who ordered the tempeh Reuben. Such cases are far from rare. If attributions of non-

occurrent propositional attitudes to subjects must be understood as literally false, so be it; it is 

undeniable that these literally false attributions are a tremendously useful verbal shorthand.  

So we have established that the dispute may be purely verbal. We have also established 

that even if literally false, attributions of unconscious intentional states clearly have great 

heuristic value and offer us a compact formulation of what would otherwise be a rather tedious 

description of the subject. But now I would like to consider the possibility that the dispute is 

genuine, and that we can make sense of literal attributions of unconscious intentionality.  

There is one extremely simple but in my view very powerful consideration for there being 

unconscious intentional states, and that is just what is stated in (2): it is perfectly felicitous to 

                                                
2 I owe this kind of example to Jon Tresan (in conversation).  
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attribute intentional states to unconscious subjects. Of course, as the example about the tempeh 

Reuben reveals, the felicity of a type of utterance does not thereby show that the utterance is (or 

could be) literally true, but it is surely a consideration in favor of its being literally true. Truth is 

the default position, the position we must be argued out of, and I do not see that we have 

compelling reasons to deny that such attributions are literally true. So we can spell out the 

argument as follows:  

1. It is perfectly felicitous to say of an unconscious subject that he believes that-p 

2. The default assumption is that such attributions are to be taken as literally true, so  

3.  The subject literally believes that-p 

4. Beliefs are to be understood as mental representations, so a belief that-p is to be 

understood as a mental representation that-p 

Therefore,  

5. The subject is undergoing a mental representation that-p, which is by hypothesis 

unconscious.  

Why deny this seemingly obvious datum? Georgalis, as we have seen, maintains that 

“There is an innocent and straightforward sense of ‘unconscious beliefs’ such that no one, I take 

it, would deny that at any given moment each of us has a vast number of them” (p. 152-53). 

Well-spoken—but what then does Georgalis mean to be denying? What is the non-innocent, non-

straightforward sense of “unconscious beliefs,” such that there is no such thing? It is hard to see. 

Georgalis, as we saw, maintains that it is essential for a representation to pass the “particularity 

requirement,” but given that we may understand unconscious beliefs as dispositions to have 

conscious beliefs, and given that conscious beliefs pass the particularity requirement, it is unclear 

why the unconscious beliefs cannot also pass the particularity requirement. An unconscious 
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belief about numbers is indeed about numbers, and not sets, because that belief must be 

understood essentially as a disposition to have an occurrent belief about numbers, and not sets. 

Where then is the worry?  

Georgalis wants to argue that the conscious and unconscious belief (that is, the occurrent 

and non-occurrent belief) do indeed share something, but what is shared is not representational 

content. He writes that “What identity there is between a conscious belief and an unconscious 

one is secured by the sentence expressing the belief, which is just to say that the sentence 

expressing the belief is the same whether the belief is conscious or unconscious” (p. 153,  

emphases in original). But it is unclear what he could mean in saying that an unconscious belief 

could be “expressed” by a sentence. Usually such a locution would be used to indicate that the 

sentence and the belief share a content, but that cannot be what he means, since he wants to deny 

that the unconscious belief has a content. Whatever he means, he is affirming that an 

unconscious belief can be expressed by a sentence, but the unconscious belief has no intentional 

content. This appears blatantly contradictory. However, it makes perfect sense to suppose that 

the conscious and unconscious belief can both be expressed by the same sentence if we take 

seriously the common-sense thesis that there are unconscious beliefs, states that literally have 

content but are as it happens unconscious. CP cautions us to be clear about how such states are 

possible, but it does not, at least as I understand it, require us to deny that such states are 

possible.  

Consider also Strawson’s argument. Strawson confesses that the dispute is largely verbal 

(hence his careful way of putting the point: that there are no unconscious intentional states is “a 

consequence of the decision to define intentionality as essentially experiential”), but he does 
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point out that there is something odd about attributing to a disposition the properties it is a 

disposition for. He writes,  

it is an elementary point that a disposition—e.g., the disposition to answer Yes if intending 
to speak truly when asked if grass is green—is just not the kind of thing that can possibly 
be contentful in the way that it needs to be if it is to be an intentional thing; even if can be 
identified as the disposition it is only by reference to the content grass is green. To think 
that a disposition is, metaphysically, the kind of entity that can be contentful in itself is a 
bit like thinking that an object’s disposition to cause red-experience in human beings is 
itself something red, in the ordinary naïve understanding of the term ‘red’; or that if an 
object has a fragile disposition, then it already in some sense contains or involves actual 
breaking. (288) 

I do not see that there is an actual argument here, as opposed to a blunt assertion. Why 

cannot dispositions be contentful in themselves, or “contentful in the way they need to be if they 

are to be intentional things.”3

                                                
3A curiously hedging way of putting the point—is there non-intentional contentfulness? 

 I do not see any reason to think that dispositions cannot in 

principle be intentional in just the way occurrent states are. If a non-occurrent belief is a multi-

track disposition, such that one of its “tracks” is a disposition to produce a conscious experience 

as-of some particular content, I do not see why we cannot say that the disposition as a whole 

cannot have the property of intentionality in virtue of that particular “track.” Granted, a 

disposition to crack is not itself a cracked disposition, nor is a disposition to produce a red 

sensation in a human subject thereby a red disposition. But this is just because dispositions—

however we conceive of them—do not have surfaces or solidity, and so it would be a category 

mistake to attribute redness or crackedness to them. But dispositions can have intentionality, as 

this just is how we think of unconscious propositional attitudes. If Strawson complains that this 

is special pleading, that no other disposition can have any of the same properties as the state it is 

a disposition to produce, we must remind him that intentionality is a rather special property.  
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Another strand of argument begins with the thought that derived intentionality is perfectly 

robust intentionality. An inscription of a sentence has meaning just as surely as does a mental 

representation. But if we can impose intentionality of a certain sort on inscriptions, acoustic 

blasts, and various other features of the world, there would seem to be in principle no difficulty 

supposing that mental representations could produce certain dispositions that are themselves 

robustly intentional states.  

Conclusion  

I do not believe much of deep philosophical interest rides on any of these points. We may 

think of the dispute as purely verbal, or we may even confess that it is indeed literally false that 

unconscious propositional attitudes have the property of intentionality. I have offered some 

considerations in favor of the common-sense view that unconscious beliefs are literally 

representational, but as we have seen it is rather difficult to be certain that one is even engaging a 

substantive opponent on these issues. Perhaps we are best leaving off with a reaffirmation of the 

main point: Intentionality is first and foremost a property of certain conscious mental states. 

Absent a connection to such states, we can make no sense of the notion of intentionality. That 

much is certain, and that much is not merely a verbal dispute 
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CHAPTER 13  
CONCLUSIONS 

I have defended the view that any intentional state is either a conscious mental state, or a 

disposition to have a conscious mental state. This means that intentionality is fundamentally a 

mental concept. Since mentality is typically thought to be exhausted by the phenomenal and the 

intentional, it therefore follows that the mental in general is ultimately to be understood in terms 

of consciousness.  

In terms of cognitive science, I believe that this insight can be absorbed with little 

difficulty. As noted in Chapter 10, we can easily accept all the facts discovered by cognitive 

scientists, as they discover facts about such factors as reaction times, conscious recall, and brain 

structure and neurological activity. None of this data need be described as if there were deeply 

unconscious intentional activity, and indeed such ascriptions add nothing of any explanatory 

value. So cognitive scientists can keep discovering their various facts and modeling them in their 

various ways; there is a non-intentional vocabulary in which we can harmlessly state such 

findings.  

It is when we turn to bigger game that CP begins to make a serious theoretical difference. 

If we wish to explain, not just how the mind works, or how various factors affect various mental 

activities such as recall, but rather how the mind comes to be in the first place, we will clearly 

need to come up with explanations that do not presuppose deeply unconscious representations. 

We cannot begin with the presumption that we have representational systems and then try to 

explain how the rich representational system that is the mind comes to be cobbled out of them. 

We must begin with the assumption that representation and consciousness are inseparable, and 

then begin our theorizing. In practice this methodological restriction will mean focusing more on 

the actual neurological hardware rather than developing elaborate models of “information 
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processing,” though of course information processing models can give us invaluable insight into 

how neurological structures and processes might develop and function.  

Another direction suggested by CP has to do with the question of content. In debates over 

internalism and externalism about content, the connection between consciousness and 

intentionality has been largely ignored. Careful attention to the connection might lead 

researchers to find a strong form of internalism more plausible, as it is quite plausible that what 

it-is-like to be a particular subject supervenes on factors inside the organism, and if the most 

basic notion of intentionality is the notion of what-it-is-like to be a particular organism, then it 

looks as though the most basic way of making sense of content is by appeal to local, internal 

factors. Our task will then be to see what sense we can make of broader, externalist content.  

More generally, once the deep connection between intentionality and consciousness is 

appreciated, I believe that the Anglo-American tradition will learn to be more sensitive to 

matters of phenomenology. In the continental research tradition, where the connection between 

consciousness and intentionality has never been seriously doubted, sophisticated explorations of 

a wide variety of subjects, from ethics to epistemology, has taken place. While it is undoubtedly 

true that the continental tradition could benefit from a more logically rigorous treatment of such 

subjects, I take it to be equally true that the Anglo-American tradition could benefit from a more 

phenomenologically sophisticated approach. An appreciation of the fact that the phenomenal and 

the intentional are ultimately inseparable would go some way toward fostering such an approach.
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