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While the complexity of biological systems often appears intractable, living organisms 

possess an underlying correlation derived from their hierarchical association. This notion enables 

methods such as machine learning techniques, Bayesian statistics, nearest neighbor, and known 

sequence-to-structure exploration, to discover and predict biological patterns. 

As proteins are the direct expression of DNA, they are the center of all biological activity. 

Thousands of new protein sequences are discovered each year, and knowledge of their biological 

importance relies on the determination of their folded or tertiary structure. Secondary structure 

prediction plays an important role in protein tertiary prediction, as well as in the characterization 

of general protein structure and function.  

The protein secondary structure prediction problem is defined as a three-state classification 

problem. Given any linear sequence of one-letter coded amino acids, the goal is to predict the 

secondary structure membership of each amino acid. 

Machine-learning based techniques are commonly and increasingly used for secondary 

structure prediction. For the past few decades, several algorithms and their variations have been 

used to predict protein secondary structure, including multi-layered neural networks and 

ensembles of support vector machines.  
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DARWIN is new protein secondary structure prediction server that utilizes a novel two-

stage system that is unlike any current state-of-the-art method. DARWIN specifically responds 

to the issue of accuracy decline due to a lack of known homologous sequences, by balancing and 

maximizing PSI-BLAST information, by using a new method termed fixed-size fragment 

analysis (FFA), and by filling in gaps, ends, and missing information with an ensemble of 

support vector machines. DARWIN comprises a unique combination of homology consensus 

modeling, fragment consensus modeling, and support vector machine learning. DARWIN has 

been tested against several leading prediction servers and results show that DARWIN exceeds 

current state-of-the-art accuracy for all explored test sets. 
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CHAPTER 1 
INTRODUCTION 

Introduction 

While the complexity of biological systems often appears intractable, living organisms 

possess an underlying correlation derived from their hierarchical association. It is this notion that 

enables methods such as, machine learning techniques, Bayesian statistics, nearest neighbor, and 

known sequence-to-structure exploration, to discover and predict biological patterns.  

Proteins  

Living organisms are based on a morphological unit called a cell, where each cell contains 

a complete set of genetic information encoded in the base sequences of DNA molecules. For 

DNA to enact its function, it engages in a process known as transcription, during which RNA is 

used to make a copy of the section of DNA to be expressed. This assures the safety and 

encapsulation of the DNA, and allows the information contained in the DNA to be utilized in 

another area of the cell. Next, inside the endoplasmic reticulum, the RNA, through a process 

known as translation, takes part in the production of a linear chain of amino acids, each bound by 

a peptide bond (polypeptide). In the final stage of protein production, the polypeptide is released 

into the cytosol, where it quickly folds into a localized secondary structure, and then a tertiary, or 

biologically functional, protein structure. 

As proteins are the direct expression of DNA, they are the center of all biological activity. 

Proteins act as enzymes to assist with chemical reactions, as chemical messengers or hormones 

to maintain internal communication, and as transportation mechanisms such as oxygen transport 

in the blood. Further, proteins are involved in the storage and acquisition of information, such as 

that collected by the retina, the construction of complex structures, such as bone and collagen, 

and the maintenance of systems, such as the immune system.  
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Proteins are composed of unique monomeric units, or amino acids. There are 20 distinct 

amino acids that comprise all known proteins. Each amino acid consists of a central carbon atom 

(C• ), an attached carboxyl group (COOH), an attached amino group (NH2

Protein Secondary Structure 

), and a side-chain or 

R-group. It is the individual R-group that makes each amino acid unique, and in possession of 

different chemical properties. 

Thousands of new protein sequences are discovered each year, and knowledge of their 

biological importance relies on the determination of their folded or tertiary structure. Protein 

structures can be determined experimentally through nuclear magnetic resonance (NMR) 

spectroscopy as well as by x-ray crystallography. However, both methods have unique 

challenges and can be time and resource consuming. Therefore, the problem of predicting the full 

three-dimensional structure of a protein given its linear sequence of amino acids has remained 

both ubiquitous and unsolved. 

Secondary structure prediction plays an important role in protein tertiary prediction as well 

as in the characterization of general protein structure and function. Over the last several decades, 

protein secondary structure prediction has continued to advance while simultaneously benefiting 

from the growth and increased availability of protein databanks. From a linear sequence of 

amino acids, a protein sequence folds rapidly into secondary or local arrangements, and then into 

a tertiary or three-dimensional structure. Because the secondary structure of a protein provides a 

first step toward native or tertiary structure prediction, secondary structure information is utilized 

in the majority of protein folding prediction algorithms (Liu and Rost, 2001; McGuffin et al., 

2001; Meller and Baker, 2003; Hung and Samudrala, 2003). Similarly, protein secondary 

structure information is routinely used in a variety of scientific areas, including proteome and 

gene annotation (Myers and Oas, 2001; Gardy et al., 2003; VanDomselaar et al., 2005; Mewes et 
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al., 2006), the determination of protein flexibility (Wishart and Case, 2001), the subcloning of 

protein fragments for expression, and the assessment of evolutionary trends among organisms 

(Liu and Rost, 2001).  

The protein secondary structure prediction problem is defined as a three-state classification 

problem. Given any linear sequence of one-letter coded amino acids, the goal is to predict the 

secondary structure membership by labeling each amino acid as H (for helix type), E (for sheet 

type), or C (for loop, coil, and other). As each amino acid can be labeled as one of three states, 

there are 3n

Machine Learning and Protein Secondary Structure Prediction 

 possible solutions for a sequence of n amino acids. 

Machine-learning based techniques are commonly and increasingly used for secondary 

structure prediction. While unique in specifics, each follows a set of prediction steps that can be 

loosely summarized as the following. A machine learning algorithm is selected. This is usually a 

neural network ensemble, (Bondugula and Xu, 2007; Pollastri and McLysaght, 2004; Cuff and 

Barton,1999; Jones, 1999; Rost and Sander, 1993) or a support vector machine ensemble (Ward 

et al ., 2003; Kim and Park, 2003; Hu et al ., 2005; Wang et al ., 2004). Next, a mutually 

nonhomologous set of proteins, such as rs126 (Rost and Sander, 1993), cb513 (Cuff and Barton, 

1999), or EVA Common (Koh et al., 2003) is selected and used to construct training and testing 

vector sets. During input vector construction, both the training and testing sets are profiled using 

a multiple sequence alignment (MSA) method that can discover and align similar or homologous 

proteins. The most widely used algorithm for this purpose is PSI-BLAST, (Altschul et al ., 1997) 

which generates a position specific scoring matrix (PSSM), or profile, containing the log-

likelihood of the occurrence of each of the 20 amino acids at each position of the query protein 

sequence. The utilization of PSI-BLAST, MSA, and profiling falls under the category of 

prediction through the use of evolutionary information. 



 

16 

Protein Secondary Structure Prediction Methods 

For the past few decades, several algorithms and their variations have been used to predict 

protein secondary structure. Early techniques, including single residue statistics (Chou and 

Fasman, 1974), Baysian statistics, and information theory (Garnier et al., 1978, 1996) opened the 

door to more advanced methods. Following, and building on early ideas, an explosion of 

techniques using PSI-BLAST profiles, as pioneered in the method PHD (Rost and Sander, 1993) 

that broke the 70% prediction barrier, emerged. Current methods include machine learning 

constructs, such as multi-layered neural networks, as in SSpro (Pollastri and McLysaght, 2004), 

PROFsec (Rost and Eyrich, 2001), PHDpsi (Przybylski and Rost, 2001), and PSIPRED (Jones, 

1999), ensembles of support vector machines, such as SVMpsi (Kim and Park, 2003) and 

YASSPP (Karypis, 2006), nearest neighbor methods, such as PREDATOR (Frishman and Argos, 

1996), and a plethora of combined or meta methods (Cuff and Barton, 1999; Albrecht et al ., 

2003). All current machine learning techniques rely on homological and alignment data for 

training and testing, generally in the form of PSI-BLAST (Altschul et al., 1997) profiles, and can 

therefore be referred to as indirect homology based methods. Recently, modern techniques have 

more directly utilized homology and evolutionary information by including template and 

fragment modeling into the prediction process (Pollasti, 2007; Montgomerie et al , 2006; Cheng, 

2005). 

A commonality among all methods that exceed an average three-state prediction accuracy 

greater than 70% is the use of evolutionary information in the form of single and multiple 

sequence alignments (Pollastri and McLysaght, 2004; Bondugula and Xu, 2007; Przybylski and 

Rost, 2002; Cuff and Barton, 1999; Jones, 1999; Ward et al ., 2003; Kim and Park, 2003; Hu et 

al ., 2005; Wang et al ., 2004), most commonly through the use of PSI-BLAST (Altschul et al ., 

1997). As homologous protein sequences have a higher propensity for exhibiting similar 
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secondary structure, and proteins can exchange as many as 70% of their residues without altering 

their basic folding pattern (Przybylski and Rost, 2001; Benner and Gerloff, 1991), a common 

challenge of protein secondary structure prediction is the maintenance of high prediction 

accuracy in the absence of detectable known homologous sequences.  

Dynamic Alignment-Based Protein Window-SVM Integrated Prediction for Three State 
Protein Secondary Structure 

Dynamic Alignment-Based Protein Window-SVM Integrated Prediction for Three State 

Protein Secondary Structure (DARWIN), a new secondary structure prediction server which 

offers a novel and accurate two-stage prediction method, is presented. DARWIN incorporates a 

balance of PSI-BLAST derived homological data with a fragment based technique termed fixed-

size fragment analysis (FFA) to respond to query proteins for which no homologous proteins can 

be found. In both stages, an ensemble of Gaussian kernel-based support vector machines (SVM) 

are employed to compensate for any lack of alignment information, gaps in alignment 

information, or skewed or incomplete alignment information. DARWIN has been tested against 

several leading prediction servers, including PSIPRED, PROFsec, and PHDpsi, and on common 

and comparative data sets, including EVA Common 5 (EVA5), EVA Common 6 (EVA6), and 

rs126. Results show that DARWIN exceeds current state-of-the-art accuracy for all explored test 

sets and methods. 

Overview 

Chapter 2 will discuss protein biology and the process of how proteins are manufactured. 

The biology of amino acids, protein secondary structure, and protein folding will be explained, 

as well as the role of evolution is protein prediction. Chapter 3 will describe the protein 

secondary structure prediction problem and will offer an extensive literature review on the topic. 

Chapter 4 will offer a description of all materials and methods used by the majority of current 
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prediction methods as well as the novel method presented. Chapter 4 will include discussion of 

datasets, databanks, protein identity, similarity, and homology, multiple sequence alignment, 

similarity matrices, input vectors and sliding windows, accuracy measures, and machine-learning 

techniques including support vector machines, neural networks, and information theory. Chapter 

5 will introduce a novel method of protein secondary structure prediction, DARWIN, and a full 

description of the methods, algorithms, and results. Chapter 6 will include discussion the creation 

and use of the DARWIN web server as well an overview of the code-flow behind DARWIN. 

Chapter 7 will include a discussion, conclusions, and the consideration of future work in the area. 
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CHAPTER 2 
REVIEW OF THE BIOLOGY OF PROTEINS 

Brief Biology of Proteins 

All life is based on a morphological unit called a cell (Schleiden and Schwann, 1838). 

Cells are classified as either prokaryotes or eukaryotes, and both cell forms contain DNA 

(deoxyribonucleic acid). Unlike prokaryotes, eukaryotes encapsulate this DNA in a membrane-

enclosed nucleus, are considerably larger, and possess membrane-enclosed organelles, each with 

its own individual purpose. As such, eukaryotic cells have a more complex function and 

organization than do prokaryotic cells. For the remainder of the this paper, reference to a cell will 

imply reference to a eukaryotic cell, though in general, most attributes and processes are shared 

by both cell types.  

Each cell nucleus contains a complete set of genetic information, which is encoded in the 

base sequences of DNA molecules. These DNA molecules together form the discrete number of 

chromosomes characteristic to each species. As an example, each human cell has 46 

chromosomes and contains over 700 megabytes of information (Voet and Voet, 2005). 

Interestingly, the soybean has 40 chromosomes and the camel has 70. To control, utilize, and 

realize this mass of information, DNA is indirectly expressed as protein. As such, proteins carry 

out the tasks, and maintain the environment that DNA encodes. 

From DNA to Protein 

Both DNA and protein are considered macromolecules as they consist of small finite sets 

of monomeric units. DNA, for example, consists of four distinct nucleotides, and proteins are 

formed from a finite set of 20 amino acids. Thus, it is permutation that holds the vast information 

of life. 
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For DNA to enact its function, it engages in a process known as transcription (Figure 2-1). 

During the process of transcription, RNA is first used to make a copy of the section of DNA to 

be expressed, following which, the RNA exits the nucleus. This assures the safety and 

encapsulation of the DNA and allows the information contained in the DNA to be utilized in 

another area of the cell. Next, inside the endoplasmic reticulum, RNA, through a process known 

as translation, (Figure 2-1) takes part in the creation of a polypeptide chain. A polypeptide is a 

linear sequence of amino acids each connected by peptide bonds. In the final stage of protein 

production, the polypeptide is released into the cytosol, where it quickly folds into local 

secondary formations, and then a tertiary protein structure (Figure 2-2).  

Protein and Amino Acids 

As proteins are the direct expression of DNA, they are the center of all biological activity. 

Proteins act as enzymes, to assist with chemical reactions. They act as chemical messengers, or 

hormones, to maintain internal communication. They engage in transportation, including oxygen 

transport in the blood. They are involved in the storage and acquisition of information, such as 

that collected by the retina. They are involved in construction, such as collagen, and are actively 

involved in immune system function.  

Proteins are composed of their own unique monomeric units, or amino acids. There are 20 

distinct amino acids (Figure 2-3) that are used to build all proteins. The genetic information 

encoded in DNA and delivered by RNA is contained in the permutations of four DNA 

nucleotides. To represent DNA information, each of the 20 amino acids can be matched to a set 

of three RNA nucleotides. This triplet code, or codon (Figure 2-1), is known to be non-

overlapping and degenerate (Voet and Voet, 2005). As such, in many cases, two or more codons 

encode the same amino acid. This in itself has many implications including lessoning the 

cascading effect of a point mutation in the DNA code.  
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Each of the twenty amino acids consists of a central carbon atom (C• ), an attached 

carboxyl group (COOH), an attached amino group (NH2

Protein Folding 

), and a side-chain or R-group. It is the 

individual R-group that creates uniqueness among amino acids, and displays differing and 

unique chemical properties. The side chain of an amino acid (Figure 2-3) can affect 

characteristics such as mass, acidity, polarity, hydrophobicity, and electron charge. These 

characteristics, the sequence and order of the amino acids in the polypeptide, combined with the 

cellular environment directly determine the final folded structure of a protein. 

During the process of translation, a linear sequence of amino acids (polypeptide) is created. 

Upon completion, the polypeptide is released into the cell cytoplasm where it folds into 

secondary and then tertiary structure (Figure 2-2). The question of how secondary and tertiary 

structure can be predicted given a linear sequence of amino acids has been elusive and persistent. 

Therefore, investigation of the properties and prediction of protein folding, as well as related 

problems, such as secondary structure prediction, continues to engage fields of biology, physics, 

and computer science. 

While the peptide bonds that connect each amino acid of a protein polypeptide are known 

to have a planar and rigid structure (Voet and Voet, 2005), the torsion angles between C•  – N 

(• ) and C•  – C (• ) (Figure 2-4) each offer a set of combined conformational ranges, limited by 

steric constraints. It should be noted that while •  and •  represent major degrees of freedom, 

every R-group contains several atoms, each with internal and relative external variation. As a 

simple example case, consider the set of physically permissible values of •  and •  for a set of 

three amino acids (tripeptide). The sterically permissible •  and •  angles can be calculated by 

measuring the distance between all neighboring atoms for all possible angle values. The 

Ramachandran diagram, (Ramachandran and Sasisekharan, 1968) (Figure 2-5), reveals all 
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possible •  and •  permissible angle combinations for a sequence of three consecutive alanine 

amino acids. The diagram illustrates that all eight secondary structures fall within the permissible 

steric range, and conversely, the permissible steric ranges closely encompass the eight known 

secondary structures.  

To consider the intractable nature of protein folding prediction, consider a reduced 

example in which the 2n torsion angles contained in a protein sequence of size n each have only 

three stable relative conformations. This would yield 32n •  10n

Secondary Structure 

 combinations. Even for small 

values of n two conclusions can be noted. First, the biologically managed protein folding process 

does not have time to explore all possibilities, implying the existence of an underlying folding 

process. Similarly, prediction algorithms do not have the time or the resources to consider all 

possibilities. Therefore, the folding prediction problem and related problems such as secondary 

structure prediction depend on discovering propensities implied from known folded proteins. 

Protein secondary structure is defined as the local conformation of a polypeptide backbone 

(Voet and Voet, 2005), where a polypeptide is a linear sequence of amino acids each connected 

end to end by a rigid peptide bond. There are eight possible secondary structures that can occur 

in a given protein. These include • -helices (H), 310

While there are eight possible secondary structures that are known to form, these eight 

states are generally categorized into three basic groups. The first group, called helices (Figure 2-

-helices (G), • -helices (I), • -sheets (E), • -

bridges (B), bends (S), hydrogen bond turns (T), and either loops, coils, or no structure (C). The 

significance of secondary structure, with respect to protein structure and function, is that 

secondary structure is maintained even in the tertiary or biologically active state. Therefore, 

secondary structure offers a first step toward tertiary prediction, as well as information about 

protein relation of function. 
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6), includes the • -helix, the 310-helix and the • -helix. Helices are formed due to a twisting of the 

polypeptide chain, and are stabilized by hydrogen bonds that form between every p amino acid, 

where p is known as the pitch. The most stable and common helical structure has a pitch of four, 

and is known as the • -helix. The 310

Protein Evolution and Sequence Conservation 

-helix and • -helix are less stable and therefore rarer. The 

second group, called sheets (Figure 2-7), includes the • -sheet and the • -bridge. Sheet structures 

are also stabilized by hydrogen bonds. The third group includes the remaining structures, such as 

bends, turns, loops, coils, and regions that contain no order. It is hypothesized that regions of 

little or no order offer flexibility for external interaction.  

As proteins evolve and diverge over time, the conservation of sequence tends to be 

localized to specific functional regions. Evolutionarily conserved regions are generally both 

functionally and structurally more important (Sitbon and Pietrokovski, 2007), so that any amino 

acid mutation in such regions would result in nonviable proteins. Because only functionally 

viable proteins can persist through time, proteins with similar sequences tend to adopt similar 

structure (Chothia, 1986; Doolittle, 1981). This assertion supports and motivates the use of 

evolutionary information and multiple sequence alignment in protein prediction methods. 

While it has been shown that as many as 70% of amino acids in a protein can be altered or 

mutated without affecting the overall protein structure or the secondary structure integrity (Rost, 

1999), it is also important to note that changes that destabilized proteins are not conserved 

through evolution. Therefore, amino acid exchanges or mutations that result in conserved 

structure and function while statistically rare, are highly likely due to evolution (Rost, 2003). 

There are also cases in which a single amino acid mutation can severely alter protein 

structure and function, but still sustain through evolution. Sickle cell anemia, a genetic disorder 

that results in a sickle-shaped red blood cell, is caused by a single amino acid mutation. 
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However, the sickle cell mutation was able to survive evolution as it only partially impairs 

function, and is known to protect against malaria. 

 

 

Figure 2-1. Simplification of the processes of transcription and translation. Transcription takes 
place in the nucleus and makes a copy of the section of DNA to be expressed. 
Translation occurs in the endoplasmic reticulum and uses the sequence of RNA to 
create a polypeptide. Adapted from Voet,D., and Voet,J. (2005) Biochemistry, Third 
Addition, Wiley Higher Education. 
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Figure 2-2. Once a polypeptide is created through the process of translation, it is released into the 

cytosol and is known as the primary or linear sequence. The primary sequence then 
folds into local secondary structure and then collapses into tertiary structure. Adapted 
from Voet,D., and Voet,J. (2005) Biochemistry, Third Addition, Wiley Higher 
Education. 
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Figure 2-3.  The 20 known amino acids. Adapted from Voet,D., and Voet,J. (2005) Biochemistry, 

Third Addition, Wiley Higher Education. 
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Figure 2-4. Torsion angles phi and psi that offer rotational flexibility between amino acid peptide 

bonds. Adapted from Voet,D., and Voet,J. (2005) Biochemistry, Third Addition, 
Wiley Higher Education. 
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Figure 2-5. Ramachandran Plot for a set of three alanine amino acids joined as a tripeptide. 

Relatively permissible phi and psi angles are noted in light blue and the angles that 
occur in sheet and helical formation are noted in navy blue. Adapted from Voet,D., 
and Voet,J. (2005) Biochemistry, Third Addition, Wiley Higher Education.
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Figure 2-6. Example of a helical protein secondary structure. The hydrogen bonds are denoted 

with dashed lines and form between oxygen and hydrogen atoms of non-neighboring 
amino acids. Adapted from Voet,D., and Voet,J. (2005) Biochemistry, Third 
Addition, Wiley Higher Education. 
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Figure 2-7. Sheet protein secondary structure, with hydrogen bonds noted with dashed lines. 

Adapted from Voet,D., and Voet,J. (2005) Biochemistry, Third Addition, Wiley 
Higher Education. 
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CHAPTER 3 
LITERATURE REVIEW 

Problem of Secondary Structure Prediction 

The secondary structure of a protein provides a significant first step toward tertiary 

structure prediction, as well as offering information about protein activity, relationship, and 

function. Protein folding, or the prediction of tertiary structure from linear sequence, is an 

unsolved and ubiquitous problem that invites research from many fields of study, including 

computer science, molecular biology, biochemistry, and physics. Secondary structure 

information is utilized in the majority of protein folding prediction algorithms (Liu and Rost, 

2001; McGuffin et al., 2001; Meller and Baker, 2003; Hung and Samudrala, 2003). Protein 

secondary structure is also used in a variety of scientific areas, including proteome and gene 

annotation (Myers and Oas, 2001; Gardy et al., 2003; VanDomselaar et al., 2005; Mewes et al., 

2006), the determination of protein flexibility (Wishart and Case, 2001), the subcloning of 

protein fragments for expression, and the assessment of evolutionary trends among organisms 

(Liu and Rost, 2001). Therefore, protein secondary structure prediction remains an active area of 

research, and an integral part of protein analysis. 

Protein secondary structure prediction can be described as a three-state classification 

problem that begins with a linear sequence of amino acids, and results in the labeling of each 

amino acid as H, E, or C (Figure 3-1). The label H represents a helical secondary structure 

formation, the label E represents a sheet secondary structure formation, and the label C 

represents a coil or loop structure formation, or alternatively, no secondary structure. As noted, 

secondary structure prediction methods follow a reduced definition of secondary structure that 

consolidates the eight known secondary conformations into three basic states, namely:  H (helix) 
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= {H, G, (I)}, E (sheet) = {B, E}, C (other) = {C, S, T, (I)}. It should be noted that • -helices (I) 

are rare and unstable, and are often categorized in the “C” state.  

Literature Review of Secondary Structure Prediction 

Many algorithms and their variations have been investigated to predict protein secondary 

structure. Methods include early techniques such as single residue statistics and residue 

propensities (Chou and Fasman, 1974), as well as Bayesian statistics and information theory, 

seen in early GOR methods (Garnier et al., 1978, 1996). These pioneering methods were then 

followed by an explosion of techniques using PSI-BLAST profiles, as first proposed in the 

method PHD, (Rost and Sander, 1993) that broke the 70% prediction barrier. Current methods 

include machine learning constructs, such as multi-layered neural networks, as in SSpro 

(Pollastri and McLysaght, 2004), PROFsec (Rost and Eyrich, 2001), PHDpsi (Przybylski and 

Rost, 2001), and PSIPRED (Jones, 1999), ensembles of support vector machines, such as 

SVMpsi (Kim and Park, 2003) and YASSPP (Karypis, 2006), nearest neighbor methods such as 

PREDATOR (Frishman and Argos, 1996), and a plethora of combined or meta methods (Cuff 

and Barton, 1999; Albrecht et al ., 2003).  

Methods Preceding 1993 

One of the earliest protein secondary structure prediction methods was published in 1974, 

and is known as the Chou-Fasman method (Chou and Fasman, 1974). The Chou-Fasman method 

utilized a table of amino acid conformational propensities, and aimed at predicting the initiation 

and termination of helical and sheet regions. The conformational propensity table, generated 

using 19 available known proteins, offered the calculated probability that each amino acid would 

appear in a given secondary state (Equation 3-1). 

            (3-1) )(/)|( RPSRP
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The value P(R|S) is the probability of amino acid reside R occurring, given that the 

observed state is S. The value P(R) is the probability of amino acid residue R occurring, given a 

set of amino acids. Once the propensities were calculated for each amino acid, seven types of 

propensity measures were considered. These measures were categorized as helix-former, having 

a high relative probability of being found in a helix, helix-indifferent, having a neutral relative 

probability of being found in a helix, and helix-breaker, having a low relative probability of 

being found in a helix. These same three categories were also created for sheets, including sheet-

former, sheet-indifferent, and sheet-breaker. The seventh propensity measure was the probability 

of being in a coil, or rather not in a sheet or helix.  

Given propensities, an input sequence was first searched for nucleation sites, or areas of 

likely secondary structure formation. These areas would contain either high numbers of 

consecutive helix-formers or high numbers of consecutive sheet-formers. The heuristic to 

determine nucleation generally evaluated six consecutive amino acids at a time. Once a 

nucleation site was located, it was extended in both directions until breakers were discovered. 

While the overall prediction accuracy of the Chou-Fasman method was quoted between 70-80%, 

later research (Nishikawa, 1983) determined that accuracies were below 55%, due to the use of 

the same small protein set for both training and testing.  

Although prediction accuracies were low, several valuable ideas were introduced by the 

Chou-Fasman method that would later pave the way for more advanced algorithms. First, the 

notion of using local information in the prediction process was suggested, namely that short-

range and medium-range amino acid interactions play a predominant role in the prediction of 

secondary structure. While this suggestion is still the subject of some debate, the majority of 

current prediction methods use a local sliding window (discussed in Chapter 4) to create 
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prediction input. Next, the use of a conformational propensity table would be one of the first 

implications that known protein data, and later protein evolutionary information, could be 

utilized in the determination of structure.  

Published in 1978, the GOR method (Garnier et al., 1978) expanded on the ideas presented 

by the Chou-Fasman method. The GOR method used a variation of the conformational 

propensity table, an extension of residue probability evaluation through information theory, and 

the introduction of the sliding window. The GOR method measured information difference, or 

the difference between the likelihood of a conformational state as compared to all other 

conformational states for a given amino acid. Four information formulas were evaluated, one for 

each of the four GOR-defined states, namely helix(H), sheet(E), coil(C), and reverse turn (T). 

For each state, an information formula (Equation 3-2), was evaluated using approximation, 

where Sj is the state of the jth amino acid, S is one of four secondary states, and Rk is the amino 

acid in the kth

           (3-2) 

 position. 

To achieve an approximation, several assumptions were made, including the notion that 

information offered by distant amino acids is near zero and that a window of eight amino acids 

on either side of the query amino acid is sufficient. Therefore, the information formula was 

approximated (Equation 3-3) using the following reduction that both neglects multiple relative 

residue effects as well as information more distant than eight residues away in either direction.  

            (3-3) 

Given a set of four information scores, one for each possible state, the maximum was noted 

within a fixed window of size 17 to predict the final structure of each central amino acid. While 

results were reported at better than 64%, later research (Nishikawa, 1983) determined that results 
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were near 55% and that the inaccurate measurement was due to small datasets (25 proteins were 

used) and a non-disjoint training and testing set.  

Through the following years, the GOR method, now GORV (Sen et al ., 2005, 

Kloczkowski et al ., 2002) has continued to improve due to an increased number of known and 

available structures as well as the incorporation of evolutionary information in the form of PSI-

BLAST PSSM profiles. Accuracies have reached as high as 74.2%, depending on the dataset 

evaluated. The GOR methods are unique in their use of information theory and Bayesian 

statistics (discussed in detail in Chapter 4) and GORV has added the use of triplet statistics 

within each given window, by calculating the statistics of single, pair, and triplet joint probability 

to determine of a particular state. 

The mid-eighties brought the use of more complicated data evaluation methods, machine 

learning techniques that further utilized information from known protein sequences to learn and 

predict structure. The use of neural networks (NN) for protein structure prediction was in part 

due to the work of Sejnowski and Rosenberg (Sejnowski and Rosenberg, 1987) who utilized a 

back-propagation neural feedforward network (BFNN) to predict speech synthesis. This idea was 

followed independently by both Qian and Sejnowski (Qian and Sejnowski, 1988) and Holley and 

Karplus (Holley and Karplus, 1989).  

In the Qian-method, 106 proteins were used, and training and testing sets were separated. 

Efforts were made to create disjointness (mutual non-homology) between the training and testing 

sets by not placing homologous proteins in both training and testing groups. A back propagation 

feedforward neural network was trained and then tested on input vectors generated using both a 

sliding window and a binary amino acid representation. To train and test the NN, an input vector 

was created to represent each amino in a given query sequence. An input vector for a given 
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amino acid was created using a window of 13 amino acids, six on each side, where 21 binary 

values were used to uniquely describe the each amino acid. As the ends of each protein will 

produce spaces in the sliding window, 20 values are used to represent each of the 20 possible 

amino acids with the twenty-first value representing a space. Starting from the first amino acid in 

the query sequence, the sliding window (discussed further in Chapter 4) moves through the 

protein sequence one amino acid at a time, generating a vector of size 13 × 21.While prediction 

accuracy for the Qain method was reported below 65%, the ideas put forth by Qian and 

Sejnowski further encouraged the use of the sliding window, and the corresponding flattened 

input vector representation of each amino acid.   

The Holley method (Holley and Karplus, 1989) was very similar to the Qian method, and 

also used the 21 unit binary input to describe each amino acid. Small alterations included the use 

of a larger window of size 17, and a slightly different NN architecture. Results were similar, and 

under 65%. 

Methods Proceeding 1993 

In 1993, Rost and Sander created PHD, a secondary structure prediction algorithm that 

broke the 70% prediction barrier by incorporating evolutionary information in the form of 

multiple sequence alignments of similar (homologous) proteins into a two-layer feedforward 

neural network. Like preceding methods, PHD used a neural network, and a sliding window of 

size 13. However, a larger dataset of 126 mutually non-homologous proteins was used, and a 

novel improved input vector of size 21×13 was employed.  

The new input vector would be the first to shift from a binary representation of each amino 

acid to the inclusion of evolutionary or homologue information in the form of multiple sequence 

(described in Chapter 4) alignments. Each amino acid in the query sequence was described with 

21 values. The first 20 values were the relative frequency of each of the 20 amino acids 
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occurring at that specific position as calculated from a set of known discovered similar aligned 

proteins to the query protein. The twenty-first position was used to represent a space, and was set 

as either zero or one.  

The move away from a binary representation of each amino acid to a relative frequency 

representation delivered considerable additional information to the prediction process. Because 

frequencies were gathered using the alignment and comparison of similar proteins, a higher 

weight on positions that are particularly conserved was implicitly generated. The use of known 

protein information in the form of alignments was a first step in realizing the notion that similar 

sequence produces similar structure. 

The prediction was further filtered by recognizing that • -helices have a minimum length of 

4 consecutive residues in nature. Thus, all helix predictions of length fewer than three were 

converted back to the default (C). The steps taken in the PHD method to improve the prediction 

process and overall accuracy were followed by an explosion of techniques that considered better 

sequence alignment methods, different window sizes, and more elaborate machine-learning 

techniques and architectures. 

Neural network methods from 1993 – 2007 

In 1999 David Jones published PSIPRED, (Jones, 1999) a two-stage neural network that is 

currently accessible online, and to date, maintains an average competitive accuracy of just under 

80%. The first stage of the neural network represents the sequence-to-structure stage, and takes 

as an input a vector of size 15 × 21. As with the majority of predictors that appeared after PHD, 

PSIPRED uses multiple sequence alignment information to create input vectors. PSIPRED also 

uses the increasingly popular application, PSI-BLAST (Altshul et al., 1997) to create profiles, or 

position specific scoring matrices (PSSM) that list the log-likelihood of each amino acid 

occurring at each position of the query protein. Therefore, PSI-BLAST profiles are used to create 
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training and testing input vectors. PSI-BLAST (discussed in Chapter 4) is an advanced alignment 

algorithm that detects and aligns homologous proteins, creating a query-based multiple sequence 

alignment and corresponding position specific scoring matrix (PSSM) or profile.  

Once input vectors are created, they are delivered to the NN. During the first stage of the 

NN, the input vector is reduced into 15 × 4 hidden units (three states and space) that are then sent 

into the second stage of the NN, the structure-to-structure stage that outputs the final structure 

prediction. PSIPRED was trained with access to over 3000 proteins, and uses a window of size 

15.  

In 2000, James Cuff and Geoffrey Barton published Jpred, a currently active secondary 

structure prediction method that is available online. Jpred’s uniqueness is its utilization of several 

different types of multiple sequence alignment information during the training and testing of a 

feedforward NN. Jpred’s NN incorporates information from several multiple sequence alignment 

algorithms including the PSI-BLAST PSSM log-likelihood profiles, the PSI-BLAST frequency 

profile, the HMMer2 MSA profile (Eddy, 1998), and an independently constructed multiple 

sequence alignment derived from both AMPS (Barton, 1990) and CLUSTALW(Thompson et al 

., 1994). All types of alignment information were fed into the NN as input vectors, and results 

were compared to attain the best prediction. Input vector construction was based on a window of 

size 17, generating vectors of size 21 × 17. Jpred offers accuracies between 70.5% and 76.5 %, 

depending on the dataset evaluated, and was trained on 480 mutually non-homologous proteins. 

In 2008, Jpred3 was published (Cole et al., 2008) and was updated on the publically available 

online server, Jnet. Jpred3 uses the Jpred algorithm, offers batch processing, and was retrained 

on a significantly larger dataset.  
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In 2002, SSpro was introduced (Pollastri et al., 2002) as a new technique that used a 

bidirectional recurrent neural network (BRNN), PSI-BLAST profiles, and a large training set of 

1180 proteins. Unlike the feedforward NN, the BRNN (discussed further in Chapter 4) creates a 

classification or prediction based on three components. The first or central component is 

associated with a local window representing a portion of the protein query sequence and a 

specific central amino acid, as with FFNN. The two additional components handle the 

information to the left and right of the central amino acid. Therefore, a uniqueness of SSpro is 

the use of a semi-window allowing a difference between left and right contexts in the training of 

the NN. SSpro is available online and claims an average accuracy of 78%, depending on the 

dataset evaluated. 

In 2004, Porter, an evolution of SSpro, was published (Pollastri and McLysaght, 2004) as a 

new system using a bidirectional recurrent NN with shortcut connections, filtering, and a larger 

training set of 2171 proteins. Probabilities of secondary structures are used to filter the results, 

and 5 individual two-stage bidirectional recurrent NNs were independently trained and their 

results averaged. Porter reports accuracies between 76.8% and 79%, depending on the dataset. In 

2007, Porter_H was added to the server (Pollastri et al., 2007). Porter_H builds on Porter and 

adds the use of direct homological evolutionary information in the form of alignments made to 

the query protein. When homologous proteins are found, template information collected from the 

homologues is directly added to the ensemble of recursive NNs. When direct homology is used, 

Porter_H has accuracies that can reach 90% for a given protein. Porter_H was trained on 2171 

proteins. 

In 2005, YASPIN, (Lin et al., 2005) a single neural network server was published. 

YASPIN’s uniqueness is its utilization of a hidden Markov model (HMM) to optimize and filter 
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the output of the single layer NN. The forward and backward algorithms of the HMMs are used 

in the assignment of prediction reliability scores, or confidence for each prediction result. With 

similarities to the Chou and Fasman method, the HMM in YASPIN identifies 7 states, namely 

helix-start, helix, helix-end, sheet-start, sheet, sheet-end, and coil. These are used in conjunction 

with the NN results to make the final state prediction. YASPIN was trained on 3553 non-

redundant proteins, uses PSI-BLAST to profile all sequences and to create input vectors, and 

uses a window of size 15. YASPIN publishes competitive accuracies near 78%, depending on the 

dataset. 

Summary of neural network based methods 

For the past 15 years, NN methods have been employed to predict protein secondary 

structure. Improvements to NN-based methods have generally included the addition of prediction 

layers, more advanced NN architectures, the addition of post-processing methods such as hidden 

Markov Models, an increase in the number of proteins used in training, and the indirect and 

direct use of evolutionary information in the form of multiple sequence alignment and homology 

detection.  

Support Vector Machine Methods from 2001 – 2007 

In 2001, Sujun Hua and Zhirong Sun would be the first to publish a protein secondary 

structure prediction method based on support vector machines (SVM) (Vapnik, 1995, 1998) 

(discussed further in Chapter 4). At the time, SVM-based methods had already been successfully 

used in areas of pattern recognition, including text (Drucker et al., 1999) and speech recognition 

(Schmidt and Grish, 1996). In many cases, SVM methods were noted to offer better performance 

that other machine learning techniques (Hua and Sun, 2001). Because a SVM is a binary 

classifier, three to six SVM classifiers are generally used to offer three-state prediction, with six 

SVMs  used by Hua and Sun. The radial basis kernel was employed, input vectors were derived 
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from PSI-BLAST PSSM profiles, and a window of size 13 was employed. Hua and Sun’s 

method offered accuracies as high as 73.5%, depending on the dataset evaluated, and would be 

followed by several techniques, each using a variation of the SVM-based prediction 

methodology.  

In 2003, SVMpsi (Kim and Park, 2003) was published with accuracies as high as 78.5%, 

depending on the dataset evaluated. SVMpsi is an SVM-based predictor method that offers 

improvements in the areas of tertiary classifiers and jury decisions. SVMpsi uses six SVM 

classifiers with a jury-style final decision process. SVMpsi also employs the use of PSI-BLAST 

PSSM profiles in the creation of training and testing input vectors, a window of size 15, and a 

radial basis kernel.  

In 2005, Cheng’s group (Cheng et al., 2005) published an SVM method that further and 

more directly utilized evolutionary information. Normalized scores for each amino acid were 

collected by aligning and analyzing matching segments derived from BLAST alignments, and 

calculating normalized scores for each amino acid based on known similar structures for that 

position. The normalized scores were then entered into an SVM as part of the final decision 

process. Accuracies ranged from 65% – 73% depending on the availability of known similar 

sequences and the dataset tested. 

In 2006, Brizele and Kramer (Brizele and Kramer, 2006) published an SVM-based method 

that used frequent amino acid patterns (subsequences) combined with PSI-BLAST alignment 

information. The frequency of patterns of any length of consecutive amino acids were discovered 

by searching a protein database, and compared with the query protein. Next, the query protein 

was used to find homologous alignments through PSI-BLAST. Finally, feature vectors to train 

and test the SVM ensemble were created using a combination of PSI-BLAST alignment 
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information and frequent pattern information. Results were reported as high as 77%, depending 

on the dataset evaluated, using three binary SVM classifiers and the radial basis kernel.  

That same year, George Karypis published YASSPP (Karypis, 2006), a currently available 

SVM-based prediction method. YASSPP employs two levels of SVM-based models to create a 

final prediction. YASSPP creates input vectors by using a combination of PSI-BLAST PSSM 

profile data and BLOSUM62 (Henikoff and Henikoff, 1992) information (discussed in chapter 

4). The use of BLOSUM62 affords information when homologous sequences to the query 

sequence are not available. Each SVM-ensemble contains three SVM classifiers of one-versus-

rest, using a constructed kernel that combines a normalized second-order kernel with an 

exponential function. Results are reported as high as 79.34%, depending on the dataset.  

Summary of SVM Based Methods 

SVM methods were made popular by Hua and Sun in 2001, and continue to be used in 

protein secondary structure prediction. The use of SVMs for prediction was due to earlier 

success with similar problems such as text and speech recognition, an improved ability to avoid 

over-fitting, the ease of handling large high-dimensional datasets, and the ability to discover a 

global rather than local minimum. The results for SVM-based methods and NN-based methods 

are comparable, and both method types rely on evolutionary information and known sequence 

structure to improve accuracy.  

Combined or Meta Methods 

Combinations of methods, or meta-methods, have been investigated in many cases. 

Combination methods either apply a jury-based decision algorithm to the outcomes collected 

from a set of high-accuracy known methods (Ward et al., 2003; Rost et al., 2002; Cuff and 

Barton, 1999), or combine a known method with an add-on method to increase accuracy. The 

method HYPROSP (Wu et al., 2004) uses a knowledge-base that contains a set of protein 
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fragments with known secondary structure. If the query protein has a measured match rate to one 

or more known fragments with more than 80% identity, the known secondary structure 

information from the fragment(s) is used. If it does not, PSIPRED, a well know and accurate 

prediction method is used. This add-on method reports accuracies in excess of PSIPRED 

whenever the match rate exceeds 80%. 

Similarly, GORV was combined with fragment database mining (Cheng et al., 2007) to 

increase overall accuracy. Results range from 67.5% - 93.2% depending upon known protein 

availability. Fragment database mining, like knowledge base utilization, relies on the discovery 

of homologous proteins with known secondary structure. The query protein is then aligned with 

the discovered homologues to create a prediction. If no homologues are available, the GORV 

method is used.  

Direct Homology Based Methods 

All current machine learning techniques rely on homological and alignment data for 

training and testing, generally in the form of PSI-BLAST (Altschul et al., 1997) profiles, and can 

therefore be referred to as indirect homology based methods. Recently, modern techniques have 

more directly utilized homology and evolutionary information by including template and 

fragment modeling into the prediction process (Pollasti, 2007; Montgomerie et al., 2006; Cheng, 

2005). The method, Porter_H (Pollasti, 2007) uses direct homology by combining a set of query 

derived homologous templates from the Protein Data Bank (PDB) (Berman et al ., 2000) with 

both the original query sequence and the corresponding PSI-BLAST profile to train a complex 

neural network ensemble. Similarly, PROTEUS (Montgomerie et al., 2006) uses direct 

homology modeling when homologues are available, and a jury of machine-learning expert 

techniques including PSIPRED, JNET, and TRANSEC when homologues are not available. 

Although direct homology based methods collect the same information used by pure machine 
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learning style indirect homology methods, namely PSI-BAST alignments, indirect homology 

methods use this data in the form of log likelihood measures to train machines learning 

constructs while direct homology methods use this information directly (often in the form of a 

template) as some portion of the prediction process.  

For over 20 years, protein secondary structure prediction has incrementally improved 

through the advancement of alignment algorithms, the increased availability of known and 

homologous protein structures and databanks, and the maximal utilization of evolutionary 

information and machine-learning techniques. One of the main sources of recent prediction 

improvement has been PDB derived structural information and its direct use in prediction 

(Pollasti, 2007). 

 

Figure 3-1. Example of a linear sequence of amino acids, each accompanied by a secondary 
structure label of H, C, or E. 
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CHAPTER 4 
MATERIALS AND METHODS 

Introduction 

This chapter describes all commonly used materials and methods in the area of protein 

secondary structure prediction. Topics will include protein data, databanks, datasets, multiple 

sequence alignment and PSI-BLAST, measures of protein identity, similarity, and homology, 

similarity matrices and BLOSUM62, input vector generation and the sliding window construct, 

measures of accuracy for prediction, and machine-learning techniques including support vector 

machines, neural networks, and information theory. 

Protein Data and Databanks 

Protein secondary structure prediction depends on protein data, access to protein 

databanks, and access to secondary structure information for known sequences. Proteins and 

their corresponding structure are slowly but continuously discovered through the use of 

exclusion chromatography, mass spectroscopy, and nuclear resonance spectroscopy (Moy et al., 

2001). As proteins are discovered, they are entered into protein databanks such as the Research 

Collaboratory for Structural Bioinformatics (RCSB) Protein Data Bank (PDB) (Berman et al., 

2000, www.pdb.org). The PDB (Figure 4-1), established in 1971, is a free and open worldwide 

repository for protein information, including 3D structure. The PDB website is located at 

http://www.rcsb.org/pdb/home/home.do. 

The study of protein secondary structure also requires specific and accurate information 

about the secondary structure of known proteins. The Database of Secondary Structure 

assignments (DSSP) (Kabsch and Sander, 1983) can be accessed online, and contains the 

experimentally determined secondary structure for all proteins contained in the PDB. The 

secondary structure of known proteins is determined by using the 3D coordinate information 

http://www.pdb.org/�
http://www.rcsb.org/pdb/home/home.do�
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available in the PDB. This coordinate information describes the location of each amino acid 

atom as a 3D (x,y,z) coordinate, each relative to the central carbon atom (C• ). While the DSSP 

program cannot predict protein tertiary structure, given atom locations, it will define secondary 

structure, geometrical features, and solvent exposure. 

Datasets 

Datasets are used to train and test secondary structure prediction methods, and to measure 

and determine their relative accuracy. To maintain fairness, to encourage improved accuracy 

comparison between algorithms, and to maintain disjointness between training and testing sets, 

several datasets have been published. Because even a single protein can affect the accuracy 

measure of a technique, fair comparison between techniques is best accomplished through the 

use of identical datasets. To consider this point further, several early published methods were 

later reevaluated using different datasets. Upon reevaluation, each dropped considerably in 

accuracy, and well below published claims (Kabsch and Sander, 1983). Of most common use, 

are the datasets rs126 (Rost and Sander, 1993), cb513 (Cuff and Barton, 1999), and EVA 

Common Sets (http://cubic.bioc.columbia.edu/eva/doc/intro_sec.html).  

The dataset rs126 contains 126 proteins collected from the PDB, and claims that no two 

proteins in the set have a greater than 25% amino acid identity. When rs126 was constructed, a 

measure of homology was defined by Rost and Sander, as two sequences sharing more than 25% 

sequence identity over a length of at least 80 amino acids. By 1999, Cuff and Barton (Cuff and 

Barton, 1999) added to the definition of homology by claiming that simple percentage identity is 

insufficient to determine homology (Brenner et al., 1996), and that SD scores are a better 

measure.  

An SD score is created by first aligning two proteins using a dynamic programming 

alignment method such as the Needleman and Wunsch method (Needleman and Wunsch, 1970), 

http://cubic.bioc.columbia.edu/eva/doc/intro_sec.html�
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and measuring an alignment score V. Next, the order of the amino acids in each protein is then 

randomized and the alignment is again performed and measured, creating another alignment 

score. This process is repeated 100 times to create a sample average and sample standard 

deviation. Finally, the z-score or SD is calculated by taking the difference between the original 

alignment score and the sample mean, and dividing by the standard deviation. This SD score 

measure was used to create the dataset, cb513, a set of 513 non-homologous proteins.  

The EVA Common Sets are part of the EVA web server located at 

http://cubic.bioc.columbia.edu/eva. EVA continuously and automatically analyzes protein 

structure prediction servers in real time and is managed by a large team of contributors (Koh et 

al., 2003). To compare prediction servers, EVA creates common protein sets that contain 

relatively new and non-homologous proteins (Rost, 1999). Further, and unlike rs126 and cb513, 

many proteins found in EVA Common datasets do not have homologues that can be found in the 

PDB. For example, over 50% of 211 proteins in EVA Common 6 do not match any known PDB 

homologues when run on PSI-BLAST, whereas rs126 offers PSI-BLAST homologues for all 126 

proteins. Therefore, the use of an EVA Common Dataset may offer a more challenging 

prediction method evaluation. 

The PDB25 dataset is a relatively new dataset of over 4200 mutually non-homologous 

proteins grouped together by ASTRAL (Brenner et al., 2000). The PDB25 dataset was designed 

so that no two proteins possess more than 25% sequence identity. DARWIN uses a new dataset 

of 800 test proteins, termed PDB25_800 randomly derived from PDB25.  

The absence or availability of homologous proteins can significantly affect the accuracy of 

protein prediction algorithms. The assertion that proteins with known homologues are easier to 

predict, because similar sequence begets similar structure, is well known (Pollastri et al., 2007). 

http://cubic.bioc.columbia.edu/eva�
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Therefore, a dataset with fewer known homologues might prove more challenging on a 

prediction server than would a dataset such as rs126 for which all proteins match several known 

homologues. 

Protein Identity, Similarity, and Homology 

With respect to protein sequences, the terms identity, similarity, and homology are 

commonly and often interchangeably used. However, the exact definitions of these terms can be 

rather elusive, and in many cases, author defined or implied.  

True homology between two proteins can only be determined if a complete ancestral 

history and a full exploration of intermediate proteins is completed (Koonin and Galperin, 2003). 

Therefore, the more common determination of homology is generally based on some defined or 

implied measure of both similarity and identity, with an underlying intimation of familial 

relation. The greater the sequence identity is between two proteins, the lower the probability is 

that the two proteins evolved from an independent origin (Koonin and Galperin, 2003). 

However, even measures of similarity and identity depend on methods of sequence alignment.  

To determine the percentage identity between two proteins, these two proteins must first be 

aligned. The alignment can be based on maximizing a global measure of alignment (Needleman 

and Wunsch, 1970) or maximizing a local measure of alignment (Smith and Waterman, 1981). 

Both alignment methods are based on dynamic programming algorithms, and assign scores to 

insertions, deletions, and replacements (edit distance). By determining the least costly alignment, 

dynamic programming methods seek to minimize evolutionary distance or maximize similarity. 

However, these algorithms quickly become intractable for multiple sequences.  

The notion of similarity stems from the idea that certain amino acids are more similar 

because they are more likely to replace each other in nature, without disrupting the structure of 

the protein. By clustering and aligning similar protein subsequences, common amino acids 
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substitutions (replacements) can be discovered. This idea lead to the creation of similarity 

matrices such as BLOSUM and PAM (discussed below). Alignment algorithms can then use a 

measure of similarity, such as BLOSUM62 (used as a default in PSI-BLAST) to calculate the 

similarity between two proteins. The process of measuring protein similarity involves aligning 

proteins and then calculating the number of both identical and similar amino acids that occur.  

Protein disjointness, often loosely termed protein non-homology, is therefore measured by 

aligning a query protein to a subject protein and using a combination of protein identity and 

similarity to determine if the two proteins can be considered dissimilar. Disjointness is 

principally important when training and testing machine-learning based algorithms, as well as 

with any method that uses cross-validation techniques. It is well known that result accuracies are 

inflated and unreliable when machine-learning methods are trained and tested on datasets that 

contain overlapping information. With respect to proteins, overlapping information or non-

disjointness is often termed homology. Therefore, the goal of dataset creation is to generate a 

dataset of mutually non-homologous proteins. The definition of homology has evolved over the 

years, and is ambiguous. However, it is commonly accepted that proteins with less than 25% 

post-alignment sequence identity can be considered disjoint for purposes of machine-learning 

training and testing. 

As methods for sequence alignments generally utilize a measure of similarity to evaluate 

amino acid exchanges, several matrices containing similarity scores for all possible amino acid 

exchanges have been created. Amino acids that are more likely to be exchanged in nature will 

have a higher similarity score. Of these similarity matrices, the two most commonly used 

similarity matrices are the PAM (Percentage of Acceptable Mutations per 108 years) (Dayhoff et 

al , 1978) matrices, that use the global alignment of related proteins to measure exchange 
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likelihood, and BLOSUM (Blocks Substitution Matrix)(Henikoff and Henikoff, 1992) matrices 

that use local alignments of similar proteins to measure exchange likelihood. The key to 

similarity is based on the theory of evolution, and the notion of distance between two amino 

acids is based on their likelihood to replace each other over evolutionarily-based time. Both the 

PAM and BLOSUM matrices use a measure of log-odds (Equation 4-1), where S is the log odds 

            (4-1) 

ratio, i and j are two amino acids, qij are the frequencies that amino acid i and j are observed to 

align in related sequences, and pi and pj

Multiple Sequence Alignment and PSI-BLAST 

 are the frequencies of the occurrence of amino acids i 

and j in the set of sequences. 

To create PAM similarity matrices, mutation probabilities are created that measure the 

chance of amino acid i mutating to amino acid j over a particular number of years. Therefore, the 

PAM matrices are specific to evolutionary distance. PAM matrices are developed using global 

sequence alignment and evaluation. BLOSUM similarity matrices are based on locally aligned, 

gap-free subsequences or blocks. BLOSUM62 (Figure 4-2), the default matrix used in both 

BLAST and PSI-BLAST is created from a comparison of subsequences, with at least 62% amino 

acid identity. In the same way, BLOSUM80 is made from clusters of 80% sequence identity.  

There are several single and multiple sequence alignment heuristic-style applications 

commonly used, including PSI-BLAST, CLUSTALW (Thompson et al., 1994), and TCOFFEE 

(Notredame et al ., 2000). The use of multiple sequence alignment (MSA) is ubiquitous in the 

prediction of protein secondary structure, and can be found in the majority of prediction methods 

(Rost and Sander, 1993; Cuff and Barton, 1999; Hua and Sun, 2001; Pollastri et al., 2002; 

Kloczowski et al., 2002; Karypis, 2005; Montgomerie et al., 2006). Perhaps the most commonly 

employed sequence alignment algorithm for protein secondary structure prediction, used in the 
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vast majority of prediction techniques after 1993 (Pollastri and McLysaght, 2004; Bondugula 

and Xu, 2007; Przybylski and Rost, 2001; Cuff and Barton, 1999; Jones, 1999; Ward et al., 

2003; Kim and Park, 2003; Hu et al., 2005; Wang et al., 2004) as well as in all methods and 

experiments discussed in this paper, is PSI-BLAST.  

PSI-BLAST (Position Specific Iterative BLAST) is a derivative of BLAST (Basic Local 

Alignment Search Tool) (Altschul et al., 1990) whose main purpose is to rapidly align proteins 

or protein segments in order to directly approximate a measure of local similarity. While there 

have been several early approaches to measuring sequence similarity through the use of sequence 

alignment and corresponding edit distance measurement (Needleman and Wunsch, 1970; 

Sankoff and Kruskal, 1983), these global alignment methods, due to their dynamic programming 

algorithms, near intractability when expanded to the analysis of multiple proteins (Gotoh, 1982).  

The next generation of alignment-measures employed heuristics, used local alignment 

comparison, and implicitly defined a measure of similarity (Smith and Waterman, 1981; Wilbur 

and Lipman, 1973; Pearson and Lipman, 1988). Following this notion, BLAST detects 

biologically significant sequence similarities by directly approximating the dynamic 

programming results for an explicitly defined mutation score measure. Given a query protein, 

PSI-BLAST will produce both a set of discovered similar proteins as well as a profile matrix, or 

position specific scoring matrix (PSSM), containing the log-likelihood of each of the 20 amino 

acids occurring at each query amino acid location with respect to the discovered and pseudo-

aligned homologous sequences. PSI-BLAST generates alignments between a query protein and a 

subject protein (Figure 4-3). Using the discovered subject proteins and alignments, PSI-BLAST 

generates a position specific scoring matrix (PSSM) or profile that contains the log likelihood of 
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the occurrence of each of the 20 amino acids as determined through the discovered PSI-BLAST 

alignments (Figure 4-4).  

While PSI-BLAST offers many user-controlled parameters, this paper uses the statistical 

significance threshold option E, the inclusion option h, and the similarity matrix M. The 

statistical significance threshold affects the proteins found by the first BLAST run. The default 

PSI-BLAST E value is 10, such that 10 matches are expected to be found merely by chance, 

according to the stochastic model of Karlin and Altschul (1990). However, the inclusion value 

determines which of the discovered proteins are included in the production of the PSSM. In this 

paper, E= h for all experiments. The similarity matrix affects the measure of similarity PSI-

BLAST will use when comparing and aligning proteins. Paper uses BLOSUM62 (Figure 4-2). 

All other parameters are PSI-BLAST defaults unless otherwise noted.  

Basic Local Alignment Search Tool (BLAST) Algorithm 

The discovery and utilization of homology, identity, and similarity measures among 

proteins is fundamental in the vast majority of protein evaluation and prediction procedures. 

While dynamic programming algorithms (Needleman and Wunsch, 1970; Waterman, 1984) can 

successfully align and therefore compare two protein sequences, they quickly become 

impractical when multiple sequences need to be aligned. Therefore, many heuristics have been 

applied that offer a measure of similarity, but do not explicitly define similarity as the cost of a 

set of mutations (Lipman and Pearson, 1985, 1988). The algorithm BLAST (Altschul et al., 

1990) uses a measure based on well defined mutation scores and directly approximates the 

results that would be obtained by a dynamic programming algorithm. BLAST also offers both 

speed and the option to detect weak but biologically significant sequence similarities. 

The BLAST algorithm employs a basic three step process that finds maximal segment 

pairs (MSP), and uses a local rather than global measure of similarity. Global similarity 
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algorithms effort to optimize the overall alignment between to sequences and therefore can result 

in large stretches of low identity and similarity. Local alignment algorithms seek to discover 

conserved regions or subsequences of high identity or similarity, so that a single sequence may 

show several conserved subsequence locations that are then combined to create an overall 

alignment. The local similarity alignment method is preferred as it is surmised that unconserved 

subsequence regions do not contribute to a measure of similarity in an evolutionary sense (Smith 

and Waterman, 1981; Goad and Kanehisa, 1982)  

When comparing subsequences, a measure of similarity is required. Therefore, a similarity 

matrix such as PAM or BLOSUM (Figure 4-2) is employed. Define a sequence segment as a 

contiguous stretch of amino acids of any length, and define a similarity score as the sum of the 

similarity values as noted in the selected similarity matrix for any pair of aligned residues. Given 

a query sequence, BLAST searches for a maximal segment pair (MSP), such that an MSP is 

defined as the highest scoring pair of identical length segments chosen from two sequences. As 

the boundaries of the MSP are selected to maximize the similarity score, the length of an MSP 

can have any value. The MSP score provides a measure of local similarity and is calculated by 

BLAST using the following heuristic-based steps. 

BLAST: step 1 

In the first stage of the BLAST heuristic, and given a query sequence and a database of 

known subject sequences, a list of high scoring words is compiled from the query sequence 

(Figure 4-5). A word is a small, fixed length subsequence. BLAST uses words of size 3 amino 

acids for protein analysis. Starting from the beginning of the query sequence and shifting one 

amino acid at a time, a set of words can be generated. Using the selected similarity matrix, each 

word can be associated with a score, called T. Words with score T above a given threshold are 

retained as they are more likely to occur and will have a greater chance of discovering matches. 
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Next, for each word in the list of scores of at least T, all similar words are added to the list that 

also score at least T as evaluate by the similarity matrix. Step 1 ends with a set of all words 

derived from the query sequence, and their similar words, each having a similarity score, T 

greater than a given threshold. 

BLAST: step 2 

In the second step of BLAST, the database of subject sequences is scanned, using each 

word in the list. The scanning is implemented using a deterministic finite automata (Hopcroft 

and Ullman, 1979), and details were not included in the publication. For each word in the list, if 

a subject sequence is located that also contained that word, step 3 is initiated. 

BLAST: step 3 

The final step of the BLAST algorithm is the extending stage. Once a word match is 

discovered in both the query list of words and a subject protein, the two full proteins are aligned 

at the location of the word match, and then extended in both directions to determine if a local 

alignment can be created with a score above a threshold S. A BLAST search will discover and 

combine all significant local alignments to create a final alignment, and will do so for all similar 

subject proteins in a given database. 

Position-Specific Iterative BLAST (PSI-BLAST) Algorithm 

PSI-BLAST (Altschul et al ., 1997) is an extension of the BLAST algorithm that takes all 

statistically significant alignments discovered in a BLAST search and produces a position 

specific scoring matrix (PSSM)(Figure 4-4) that be used to research the database for more 

distantly related proteins. PSI-BLAST is iterative so as to allow the PSSM to be updated upon 

each search, and then again used to research the database.  
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Creating the PSSM 

Database searches that use PSSMs or profiles can often detect weak but significant protein 

relationships. Given a set of query-aligned proteins generated from an initial BLAST run, all 

alignments within a given threshold (E) are collected. The query sequence is used as a template, 

and a multiple alignment of all other discovered proteins, with respect to the query protein, is 

created. Discovered subject proteins that are identical to the query are purged and those with 

greater than 98% identity are consolidated in to one copy. Alignments involve gaps in both the 

query protein as well as the subject proteins, with internal and end gaps as needed to create an 

even alignment. No attempt is made to render a true multiple sequence alignment by comparing 

subject proteins to each other. Subject proteins are aligned only to the query template. The final 

alignment set of the query protein and associated subject proteins is then pruned so that all rows 

and columns contain either a residue or an internal gap character. The pruning of each column 

involves the removal of sequences that do not contribute to that given column. Therefore, just the 

sequences that contribute a residue or gap are included in each column. Empty spaces are 

removed, leaving a multiple alignment with every row and column containing either an amino 

acid residue or a gap character. Note that column lengths will differ. 

Once the reduced alignment is prepared, a scoring matrix is generated, namely the PSSM. 

As closely related sequences will carry little more information than just one such sequence, 

sequence weighting is used to maximize information. Smaller weights are assigned to sequences 

with many close relatives. All frequency measures are therefore based on weighted measures. 

Further, in the construction of PSSM scores, many factors must be considered such as the 

number of independent observations per column, the number of different amino acids per 

column, and prior information about amino acid relationship. Given a multiple alignment, each 

column can be evaluated, and a score can be generated for each of the 20 amino acids using the 
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following basic probability formula ),/log( ii PQ  where Qi is the estimated probability for 

residue i to be found in that column, and Pi is the overall probably of amino acid i occurring. Qi 

is estimated using the data-dependent pseudocount method (Tatusov et al.,1994), which employs 

prior knowledge of amino acid relationships as contained in a selected substitution matrix sij. 

Because the values in the PSSM must directly correspond to the values in the selected similarity 

matrix (usually BLOSUM or PAM), the constant • u

            (4-2) 

 is used to normalize. Therefore, a score in 

the PSSM for amino acid i in a given column determined using the PSSM score (Equation 4-2). 

The similarity matrix scores are determined using the sij

Next, to estimate Q

 formula (Equation 4-3).  

            (4-3) 

i, the pseudocount value gi is calculated and contains the prior amino acid 

relationship information as well as the observed amino acid frequencies fi. Thus, specifically for 

each column, pseudocount frequencies are constructed using the gi

where the q

 formula (Equation4-4), 

            (4-4) 

ij are the target frequencies given by the qij

Then Q

 formula (Equation 4-5).  

            (4-5) 

i

It is important to note that constructed scores will reduce to s

 is estimated (Equation 4-6) using the relative weights, •  and • , given to observed and 

pseudocount residue frequencies. 

,            (4-6) 

ij, or the similarity matrix scores, in 

columns where nothing has been aligned to the query sequence. To assure this digression, PSI-

BLAST assigns • =NC – 1, where NC

u
i

i
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Q
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 is the relative number of independent observations in a 

given column in the alignment set. The constant •  is left as an alterable parameter such that the 
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greater its value the more emphasis is given to prior knowledge of residue relationship. The 

default value of •  is 10. 

Summary of PSI-BLAST 

PSI-BLAST starts by running a BLAST database search on a given query protein and 

collecting all significant alignments. Next, a pseudo multiple sequence alignment with gaps is 

generated with the query protein as the template. Next, a PSSM is formed that defaults to the 

selected similarity matrix when no alignment information is discovered. The PSSM can be used 

to iteratively research the database for further and more distantly related proteins. PSI-BLAST 

offers both a pseudo multiple sequence alignment, as well as a PSSM or profile as output. 

Input Vectors and Sliding Windows 

To date, the vast majority of machine-learning secondary structure prediction methods 

make use of the sliding window construct in combination with PSI-BLAST PSSM information to 

create input vectors (Qian and Senowski, 1988; Rost and Sander, 1993; Cuff and Barton, 1999; 

Jones, 1999; Pan et al ., 1999; Ward et al ., 2003; Kim and Park, 2003; Hu et al ., 2005; Wang et 

al ., 2004; Pollastri and McLysaght, 2004; Bondugula and Xu, 2007).  

To represent each amino acid in a protein sequence with a feature vector (Figure 4-6), a 

finite window of size w encircles a neighborhood of w amino acids of the query protein, with the 

represented amino acid as the central amino acid. This same window of w amino acids is also 

referenced in the corresponding PSI-BLAST PSSM, to generate a unique matrix of size w × 20, 

which is subsequently flattened to an input vector of size 1 × (w × 20). Each time the location of 

the window slides or shifts one location, the following central amino acid becomes represented, 

and a new input vector is generated. 
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Accuracy Measures 

To determine the accuracy of a given prediction method, the following measures are 

commonly used. Let Aij represent the number of amino acids predicted to be in state j and 

observed to be in state i. Let Nr represent the total number of amino acids in the dataset. Let Np

The measure known as Q

 

represent the total number of proteins in the dataset (Rost and Sander, 1993; Koh et al., 2003).  

3 offers information about the number of correctly predicted 

amino acids in a given dataset. The formula for Q3

The measure, Q

 (Equation 4-7) is used throughout protein 

structure prediction literature. 

            (4-7) 

3pp is very similar to Q3, but rather than offering a per amino acid accuracy, it 

offers a per protein accuracy. This difference is significant for several reasons. Measuring a per 

amino acid accuracy for a given set of proteins offers a more amino acid based balanced 

accuracy measure that is not affected by protein size and is not significantly decreased by a 

single poorly predicted protein. Alternatively, Q3pp

The measure Q

 (Equation 4-8) offers a per protein prediction 

that will be affected by protein size as well as outliers.  

            (4-8) 

iobs (Equation 4-9) is a measure of the total number of amino acids both 

observed and predicted to be in the same state, divided by the total number of amino acids 

observed to be in that state. Similarly, Qiobspp

            (4-9) 

            (4-10) 

 

 (Equation 4-10) is a per protein average of the 

same notion. 
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The measure Qiprd (Equation 4-11) is a measure of the total number of amino acids both 

observed and predicted to be in the same state, divided by the total number of amino acids 

predicted to be in that state. Similarly, Qiprdpp 

            (4-11) 

            (4-12) 

The errsig (Equation 4-13) is the standard deviation divided by the square root of the number of 

proteins. The errsig is used only in cases of per protein accuracy measure. 

(Equation 4-12) is a per protein average of the 

same notion. 

            (4-13) 

As these measures are included in the vast majority of publications, they are used to make direct 

comparisons between prediction servers when identical datasets are tested.  

Machine Learning Techniques 

Support Vector Machines 

Support Vector Machines (SVM) (Vapnik, 1995; Joachims, 1998, 2002) have been used in 

a variety of applications since their inception, including handwriting recognition (Cortes and 

Vapnik, 1995; Scholkopf et al., 1999), object recognition (Blanz et al., 1996), speaker 

identification (Schmidt and Grish, 1996), and text categorization (Joachims, 1998). In most of 

these cases, SVM generalization performance, including error rates on test sets, either matches or 

exceeds that of competing machine-learning methods (Burges, 1998). In general, an SVM, 

through the use of training examples, will learn to differentiate between two separable classes 

defined by multidimensional data points, or vectors.  

SVMs are binary classifiers that use a separating hyperplane (decision boundary) to 

distinguish between two given classes. Because the decision boundary should be as far from both 

classes as possible, one of the goals of the SVM is to maximize the margin between the two 
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classes (Figure 4-7). Given a separating hyperplane (Equation 4-14), two parallel hyperplanes 

(Equation 4-15 and Equation 4-16), the margin m can be defined as m= 2/||w||. 

            (4-14) 

             (4-15) 

            (4-16) 

Next, let {x1,…,xn} represent a training data set, and let ti={-1,+1} represent the class label 

of each vector in the training data set. Then, the decision boundary that should classify all points 

correctly can be written as ti(w
Txi + b) •  1, for all vectors xi

            (4-18) 

. The decision boundary can be 

found by solving the following optimization problem (Equation 4-17 and Equation 4-18). 

            (4-17) 

To extend this idea to a non-linear decision boundary, the xi values or training input 

vectors can be transformed to a fixed higher dimensional or infinite dimensional space, known as 

a feature space, φ(xi

Because the perpendicular distance of a point to a hyperplane, defined by y(x)=0, is given by 

|y(x)| / ||w||, and because only correctly classified datapoints are of interest, such that t

). The goal of transformation is to attain a non-linear decision boundary in 

the current space by utilizing a linear decision boundary in the feature space. Using a feature 

space transformation creates a two-class classification problem (Equation 4-19), where b is the 

bias parameter. 

            (4-19) 

ny(xn) > 0 

for all n, the distance between xn

bxwxy T += )()( φ

 and the decision boundary is given by Equation 4-20. 
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Therefore, the maximum margin can be found by maximizing parameters w and b (Equation 4-

21). 

            (4-21) 

To ease calculation, this representation can be converted by rescaling both w and b by the same 

constant, thereby leaving the ratio tny(xn

            (4-22) 

In this case, all datapoints will satisfy Equation 4-23. 

) / ||w|| unchanged. Using the rescaling option, the point 

closest to the decision plane can be represented by Equation 4-22. 

            (4-23) 

This is known as the canonical representation of the decision hyperplane (Bishop, 2006). 

Therefore, to maximize ||w||-1

           (4-25) 

, the quadratic programming (QP) problem (Equation 4-24 and 

Equation 4-25) is minimized. 

            (4-24) 

Using the Lagrange multipliers, • n

By setting partial derivatives with respect to w and b (respectively) to zero and solving, two 

conditions emerge (Equation 4-27 and Equation 4-28). 

• 0, the constrained QP problem (Equation 4-24 and 

Equation 4-25) can be written as Equation 4-26. 

.             (4-26) 
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Using both conditions (Equation 4-27 and Equation 4-28), the dual representation of the 

maximum margin problem can be formulated and can be written as Equation 4-29, subject to 

Equation 4-30. 

            (4-29) 

           (4-30) 

While computation in higher or infinite dimensional space can be limiting, a kernel 

function can be used to represent the inner product of the feature vectors in a selected higher 

dimensional space. This representation is often referred to as the kernel trick. Because the QP 

optimization problem contains only the inner product of the feature vectors, namely φ(xn)Tφ(xm), 

a kernel need only define the inner product of the feature space as it affects xn, namely 

K(xn,xm)= φ(xn)Tφ(xm

Each SVM used in the application, DARWIN (discussed in Chapter 5), is a soft-margin 

binary classifier, and seeks to satisfy the following quadratic optimization problem (Equation 4-

31 and Equation 4-32), where x

). The transformation of the feature vectors into the higher dimensional 

feature space is not necessary, nor is the specification of the function, φ . There are several well-

known and commonly used kernels, including the polynomial kernel, the radial basis kernel 

(noted below), and the sigmoidal kernel.  

i is an input vector, ti

            (4-31) 

   ,         (4-32) 

 is the corresponding class label, φ is the 

kernel mapping, ω is the vector perpendicular to the decision boundary (separating hyperplane), 

ξ is the slack variable, b is the offset for the hyperplane, and C is the tradeoff parameter between 

the error in predicting a class and the margin between the classes. 
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Using SVMs in Secondary Structure Prediction  

Because SVMs are binary classifiers, an ensemble of SVMs is needed to classify a three-

state protein secondary structure prediction problem. To date, most methods use between three 

and six separate SVMs, followed by a jury-style result selection (Kim and Park, 2003; Karypis, 

2006). In general, each SVM might determine whether a given amino acid is in a certain 

secondary state, such as “helix” (H), or not “helix” (~H). This type of SVM will be notated as 

H/~H, and is referred to as a one-versus-rest classifier. Each SVM is trained on a set of input 

vectors, where each input vector (described above) represents an amino acid secondary state. 

Neural Networks  

Artificial neural networks (NN) have been used in many areas including speech synthesis, 

medicine, finance, vision, and many other problems that can be categorized as pattern 

recognition problems. The first neural network model was developed in 1943 (McCulloch and 

Pitts, 1943) and was followed by the perceptron model (Rosenblatt, 1962).  

The notion of a neural network is loosely based on brain neurons, where each artificial 

neuron accepts a finite number of inputs and creates a single output. A single unit NN accepts a 

vector of n real numbers, X={x1, x2, …, xn}, where each element of the input vector has a weight 

wi associated with it that describes its strength with respect to the final decision. The set of 

weights is often described as a weight vector W={ w1, w2, …, wn

A multiple-unit neural network is composed of a set of single units, with weighted, 

unidirectional, connections between them, such that the output of one neural network can be used 

as the input to another. Multiple-unit NNs can possess a variety of network architectures, 

including a simple linear network, layered networks, and so on.  

}. The single unit evaluates the 

following summation, and uses the value S (Equation 4-33) to reach an output. 
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Networks are trained using input feature vectors with known classification. The individual 

weights associated with each vector element can be altered until the NN presents the expected 

classification output for a given known input. For multilayered networks, the backpropagation 

training algorithm (Rumelhart et al., 1988) is commonly used. The output vector is compared to 

the expected output, the error, if any, is calculated using the delta rule (McClelland et al ., 1986), 

and is then backpropagated through the network. Weights are adjusted to minimize the difference 

between the generated and expected outputs. The delta rule, as noted below, changes the weight 

vector in such as way that minimizes the error, or the difference between the expected and actual 

outputs. The delta rule is defined in Equation 4-34, where r is the learning rate, tj is the target or 

expected output and yj

            (4-34) 

Single and multilayered NN are used in many protein secondary structure prediction 

methods, with the following generalized scheme. The first layer of the network takes as input a 

vector of values that represents a specific amino acid in a given protein sequence. The 

representation of an amino acid is very often based on a finite window of values contained in 

PSI-BLAST generated PSSM profiles as described above. The first layer then returns a state 

prediction for the amino acid represented by the input vector. This layer is often called the 

sequence-to-structure network. A second layer, the structure-to-structure network, can filters the 

outputs from the first layer and produce a refined final result. Additional layers, and the 

incorporation of other methods, such as internal hidden Markov Models (Lin et al., 2005), can 

complement the process.  

 is the actual output.  

Information Theory and Prediction 

Information theory dates back to the mathematical theory of communication (Shannon, 

1948) and has found application in a variety of areas including modeling (Burnham and 

),( jjiij ytrxw −=∆
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Anderson, 2002), neurobiology (Rieke et al., 1997), physics (Jaynes, 1957), and data analysis 

(Morvai and Weiss, 2008).  

The basic information formula is noted in Equation 4-35, where S describes the secondary 

structure state, such as H, E, or C, R is one of the 20 possible amino acids, and P(S) is the 

probability that state S will occur.  

            (4-35) 

Because it is commonly accepted that the state of a given amino acid is affected by both the 

amino acid type and the amino acid types of neighboring residues (Kloczkowski et al ., 2002), a 

sliding window of amino acids in often used in each evaluation. Because a window of amino 

acids is evaluated, the information function must be decomposed, namely, the information 

function of a complex event can be reduced to the sum of the information of simplified events. 

The following function (Equation 4-36) displays the decomposition, where the information 

difference is defined in Equation 4-37. The difference, n-S denotes all states other than S 

            (4-36) 

             (4-37) 

The GOR methods (Sen et al., 2005) use information theory in prediction.
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Figure 4-1. Protein Data Bank (PDB) website. This area is a repository for known protein 
structures and related protein information. 
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Figure 4-2. Matrix known as BLOSUM 62, a similarity matrix derived from small local blocks 
of aligned sequences that share at least 62% identity. For each alignment block, the 
log likelihood of the occurrence of each amino acid is calculated to derive an estimate 
of the similarity between amino acids. These similarity values are contained in the 
above matrix. 

 

Figure 4-3. Example of a PSI-BLAST generated alignment between a query protein and a subject 
protein. A normal PSI-BLAST output will contain a set of discovered subjects (if 
any) that align to the query protein within a threshold limit. Each query-subject 
alignment is then displayed individually as in the image above. 
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Figure 4-4. Example of a PSI-BLAST generated position specific scoring matrix (PSSM). These 
matrices are also known as profiles and offer the log likelihood of each of the 20 
amino acids occurring at each position of the query protein. The profile is created 
with reference to all subject proteins discovered during a PSI-BLAST analysis of a 
query protein. 
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Figure 4-5. Example of the BLAST algorithm. A given query protein is analyzed by looking at 
all three amino acid word sets. Each word set is used to search the database for 
matches in other subject proteins. When a match is discovered, the word set is 
extended in both directions and the query and subject proteins are compared. If the 
comparison leads to a sequence match between the query and subject, the subject is 
considered similar and is retained. The BLOSUM 62 matrix is the default for 
measuring similarity between two amino acids. Image adapted from O’Reilly BLAST 
Programming, 2002. 
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Figure 4-6. Visual example of the production of input vectors that can be used to train and test 
machine learning constructs. A window of size 15 is used to scan the query sequence, 
and an unique vector is generated with each amino acid having the opportunity to be 
central. The position specific scoring matrix shown is used to generate the vector as 
noted. With a window of size 15, the vector will be of size 300.  
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Figure 4-7. Visual example of decision boundary between two classes and the margin that is 
maximized. 
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CHAPTER 5 
NEW SECONDARY STRUCTURE PREDICTION METHOD DARWIN 

Dynamic Alignment-Based Protein Window-SVM Integrated Prediction for Three State 
Protein Secondary Structure: A New Prediction Server. 

A new protein secondary structure prediction server, DARWIN, is discussed and 

evaluated. DARWIN utilizes a novel two-stage system that is unlike any current state-of-the-art 

method. DARWIN specifically responds to the issue of accuracy decline due to a lack of known 

homologous sequences, by balancing and maximizing PSI-BLAST information, by using a new 

method termed fixed-size fragment analysis (FFA), and by filling in gaps, ends, and missing 

information with an ensemble of support vector machines. DARWIN comprises a unique 

combination of homology consensus modeling, fragment consensus modeling, and support 

vector machine learning. 

DARWIN is directly compared with several published methods, including well known 

indirect homology based techniques (those that use PSI-BLAST profiling), as well as more 

recent direct homology-based combination techniques (those that include the use of PSI-BLAST 

templates). Corresponding results using both EVA and PDB25 derived datasets are reported and 

evaluated. DARWIN is further evaluated for varying homology availability, and specifically for 

proteins for which no known PSI-BLAST (PDB) discovered homologues are detectible. 

DARWIN offers highly competitive and in many cases superior prediction accuracy for protein 

secondary structure, as well as a publicly available online service. DARWIN accuracy ranges 

from 65% to well over 95% depending upon the nature of the dataset analyzed. The DARWIN 

server is available over the Internet at URL http://www.cise.ufl.edu/research/compbio2/cgi-

bin/amg/phd/WebMainPage.cgi. 

 

http://www.cise.ufl.edu/research/compbio2/cgi-bin/amg/phd/WebMainPage.cgi�
http://www.cise.ufl.edu/research/compbio2/cgi-bin/amg/phd/WebMainPage.cgi�
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Introduction and Motivation of DARWIN 

While the complexity of biological systems often appears intractable, living organisms 

possess an underlying correlation derived from their hierarchical association. It is this notion that 

enables methods, such as machine learning techniques, Bayesian statistics, nearest neighbor, and 

known sequence-to-structure exploration, to discover and predict biological patterns. As the 

number of known protein structures increases, so do the accuracies of prediction methods. 

Because the secondary structure of a protein provides a first step toward native or tertiary 

structure prediction, secondary structure information is utilized in the majority of protein folding 

prediction algorithms (Liu and Rost, 2001; McGuffin et al ., 2001; Meller and Baker, 2003; 

Hung and Samudrala, 2003). Similarly, protein secondary structure information is routinely used 

in a variety of scientific areas, including proteome and gene annotation (Myers and Oas, 2001; 

Gardy et al., 2003; VanDomselaar et al., 2005; Mewes et al., 2006), the determination of protein 

flexibility (Wishart and Case, 2001), the subcloning of protein fragments for expression, and the 

assessment of evolutionary trends among organisms (Liu and Rost, 2001).  

For the past few decades, several algorithms and their variations have been used to predict 

protein secondary structure. These include early techniques, such as single residue statistics 

(Chou and Fasman, 1974), Baysian statistics, and information theory (Garnier et al., 1978, 1996). 

These were then followed by an explosion of techniques using evolutionary information and 

homological protein alignment data, as pioneered in the method, PHD, (Rost and Sander, 1993) 

that broke the 70% prediction barrier. Current methods include machine learning constructs, such 

as multi-layered neural networks, as in SSpro (Pollastri and McLysaght, 2004), PROFsec (Rost 

and Eyrich, 2001), PHDpsi (Przybylski and Rost, 2001), and PSIPRED (Jones, 1999), ensembles 

of support vector machines, such as SVMpsi (Kim and Park, 2003) and YASSPP (Karypis, 

2006), nearest neighbor methods, such as PREDATOR (Frishman and Argos, 1996), and a 
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plethora of combined or meta methods (Cuff and Barton, 1999; Albrecht et al ., 2003). All 

current machine learning techniques rely on homological and alignment data for training and 

testing, generally in the form of PSI-BLAST (Altschul et al., 1997) profiles, and can therefore be 

referred to as indirect homology based methods. Recently, modern techniques have more directly 

utilized homology and evolutionary information by including template and fragment modeling 

into the prediction process (Pollasti, 2007; Montgomerie et al., 2006; Cheng, 2005). The method, 

Porter_H (Pollasti, 2007) uses direct homology by combining a set of query derived homologous 

templates from the PDB with both the original query sequence and the corresponding PSI-

BLAST profile to train a complex neural network ensemble. Similarly, PROTEUS 

(Montgomerie et al., 2006) uses direct homology modeling when homologues are available, and 

a jury of machine-learning techniques including PSIPRED when homologues are not available. 

A commonality among all methods that exceed an average three-state prediction accuracy 

greater than 70%, whether indirect homology based (PSI-BLAST profile use) or direct homology 

based (template modeling), is the absolute reliance on evolutionary information; generally in the 

form of query based multiple sequence alignments derived from PSI-BLAST (Pollastri and 

McLysaght, 2004; Bondugula and Xu, 2007; Przybylski and Rost, 2002; Cuff and Barton, 1999; 

Jones, 1999; Ward et al ., 2003; Kim and Park, 2003; Hu et al ., 2005; Wang et al ., 2004, 

Pollastri et al , 2007). As homologous protein sequences have a higher propensity of exhibiting 

similar secondary structure, and proteins can exchange as many as 70% of their residues without 

altering their basic folding pattern (Przybylski and Rost, 2001; Benner and Gerloff, 1991), a 

persistent challenge of protein secondary structure prediction is the maintenance of high 

accuracy in the absence of detectable homologous sequences. It is also for this reason that 
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different protein datasets can elicit significantly differing results, and separate accuracy reports 

for proteins without known homologues are rare. 

Presented is a new secondary structure prediction server, DARWIN, which offers a novel 

two-stage prediction method. DARWIN incorporates a balance of PSI-BLAST derived 

homological data by using a form of weighted consensus homology modeling when homologues 

are available, and by using a novel fragment-based consensus method termed fixed-size fragment 

analysis (FFA), otherwise. In both stages, DARWIN employs an ensemble of Gaussian kernel 

based support vector machines (SVM) to compensate for any lack of information or gaps. In this 

way, DARWIN offers the user maximal accuracy when homologues are available and a 

competitive alternative to pure machine-learning otherwise. DARWIN has been tested against 

several leading indirect homology based pure machine-learning prediction servers, as well as 

against methods that use direct homology modeling. All training and testing datasets are 

rigorously derived from the well known EVA and PDB25 sets. All contained algorithms and 

methods use the Protein Data Bank (PDB) only, and do not access any other databank. In 

addition, special focus is given to proteins having no PDB detectable homologues as determined 

by PSI-BLAST (with given parameters). Extensive detailed results and comparisons as well as 

complete parameter descriptions are included in following sections. 

Methods and Algorithms used in DARWIN 

One of the main sources of prediction improvement has been PDB derived structural 

information, and over half of all new proteins have some degree of similarity to known structures 

(Pollastri et al , 2007). Therefore, to offer the user the maximum possible accuracy of prediction, 

DARWIN begins with weighted direct homology consensus modeling.  If even one viable 

homologue (discussed below) is detected, homology modeling combined with SVM support 

offers a complete and highly accurate prediction. If no viable homologue is discovered, 
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DARWIN applies a form of fragment mining and consensus analysis, fixed-size fragment 

analysis (FFA), with information gaps resolved by an ensemble of SVMs (discussed in the next 

section). 

Phases of DARWIN: Stage 1 

For clarity, let the query protein represent the given protein whose secondary structure is in 

question, and let any alignment discovered by PSI-BLAST be known as a subject protein. Let 

the PID represent the percentage identity between the query and subject protein fragment as 

listed in a given PSI-BLAST output. Let QL represent the length of the query protein, and let SL 

represent the true length of a subject protein, where SL is always greater than or equal to the 

subject fragment that is aligned to the query protein. Let ER represent the effective ratio between 

the query length and the true subject length. Then, the effective percentage identity (EP) can be 

calculated as the following (Equation 5-1), where ER (Equation 5-2) is the ration between the 

length of the query and full subject protein and is always less than 1. 

            (5-1) 

            (5-2) 

Therefore, in cases for which the query and subject proteins have the same length, EP=PID. 

Otherwise, EP < PID, and will depend on the size difference between the query and full subject 

protein. The EP offers a more accurate identity measure between two alignments and is used in 

DARWIN’s consensus algorithms.  

Phase 1 

In the first stage of DARWIN, the query sequence is run against three iterations of PSI-

BLAST on the PDB database using both an inclusion and expected value of .01, and the default  

similarity matrix BLOSUM62 (Henikoff and Henikoff, 1992, 1996). Because in all cases the 

PSI-BLAST search will return the query protein itself as well as a possible collection of 

whereERPIDEP ,*=
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alternatively named yet identical proteins, all subjects with PID > 95% are removed. This step 

maintains fairness and assures that neither the query protein itself, nor any alternatively named 

yet effectively identical proteins are used in the method. Remaining subject proteins are 

considered viable templates. 

Phase 2a: If at least one viable template is found:  

If one or more subject proteins are collected, the secondary structure information for each 

subject protein is gathered using the DSSP (Kabsch and Sander, 1983). Note that while each of 

the subject proteins will have a PSI-BLAST-defined alignment to the query protein, each given 

alignment may, and often does, possess corresponding gaps relative to the query protein, gaps in 

the subject protein, alignments that are skewed and therefore do not begin at the starting point of 

one or both proteins, and incomplete alignments that do not offer information about the full 

query protein (Figure 5-1). 

As many options exist for predicting secondary structure using homologous templates, we 

investigated several issues including the number of alignment templates to use, as well as the 

best option for creating an accurate consensus. Using the highest EP viable template (the top 

matching alignment) proved less affective then using a consensus. This conclusion was reached 

through the independent testing of ten small 100-protein datasets randomly generated from the 

PDB25 dataset. In addition, to avoid arbitrarily selecting a fixed number of templates to permit 

in the consensus, an exponentially weighted consensus measure of all available viable templates 

(with PSI-BLAST expected value = .01) was utilized to arrive at the final conclusion.  

Specifically, given a set of viable PSI-BLAST derived alignments, each alignment with 

respect to the query protein is filled in with spaces to create a complete matrix. Given a complete 

alignment matrix with the number of rows equal to the number of alignments (templates), and 

the number of columns equal to the length of the query protein, the following consensus method 
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is applied. As each of the templates is directly aligned to the query sequence, all matrix cells 

contain either one of 20 amino acids, or a space signifying a lack of information (gap) for that 

location in the alignment. Using the DSSP, a secondary structure label is then assigned to each 

amino acid. The label L is used for all spaces.  Each column can then be evaluated independently 

to predict the secondary structure of each amino acid in the query protein.  Consensus evaluation 

for each column is calculated using a normalized exponential measure based on the effective 

percentage identity (EP) of the given row. For each column j, let the normalized weight 

associated with each secondary structure label in row i be notated as Wij (Equation 5-3), and let 

exp be the selected exponent. 

            (5-3) 

Several different exponents were evaluated on ten independent datasets of 100 proteins each, 

randomly generated from the PDB25 dataset. Results suggested that exp=2.5 offers the most 

reliable accuracy. Once weights are assigned, a sum is calculated for each of the three possible 

secondary structures, H (• -helices, 310

Phase 2b: If no viable template is found:  

-helices, and • -helices), E (• -sheets and • -bridges), and 

C(all other). The maximum sum is used to select the final secondary structure, and to label each 

amino acid in the query protein as H, E, C, or L. Again note that L is not a secondary structure, 

and is used when a column contains only spaces. 

If after eliminating all invalid subject proteins, none remain, it is assumed that the query 

protein possesses no viable homologues in the PDB. It should be noted that the term homologue 

is ambiguous, and for this paper, unless otherwise noted, will refer to proteins discovered using 

three iterations of PSI-BLAST on the PDB only, with BLOSUM 62, and both an inclusion and 

expected value of .01. While many direct homology methods resort to a machine learning 

technique once the option of direct homological template alignment is eliminated, DARWIN 

jcolumniniEPEPW
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uses a new fragment consensus based method to discover further localized information before 

combining with an SVM. This method, FFA, is described in detail in a separate section below. 

Phase 3 

Once each amino acid of the query protein is labeled, an ensemble of Gaussian kernel 

based support vector machines are used to fill in any position labeled with an L. Because the 

SVM is used only to fill in areas for which information was not available, DARWIN offers the 

user high accuracy for the majority of queries (Pollastri et al , 2007), balanced with competitive 

or maximal accuracy for all other cases. 

Phases of DARWIN Stage 2: Fixed-Size Fragment Analysis 

One option, and perhaps the most common, when attempting to predict the structure of a 

protein that possess no known homologues as determined by PSI-BLAST, is to use a pre-trained 

machine learning construct, in combination with PSI-BLAST profiling of the query sequence. 

Profiling a query protein for which no homologues will be discovered by PSI-BLAST is 

equivalent to using the underlying similarity matrix (usually BLOSUM 62) to generate input 

vectors and to evaluate the protein. While this is certainly a valid method that offers fair results, 

DARWIN efforts to add information by first directly mining the PDB for similar protein 

fragments, and then combining this information with that learned by an SVM. The fixed-size 

fragment analysis (FFA) method offers a novel alternative to current techniques when 

homologues are not available and therefore secondary structure is more challenging to 

determine. The theory behind the FFA algorithm is that the relative local neighborhood 

surrounding each amino acid may contain valuable information about the secondary structure of 

that amino acid. Given a query protein, the FFA method follows four steps. 
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Fragment size selection  

To determine the best fixed-size window, and therefore the fragment size, ten independent 

mutually non-homologous proteins sets containing 100 proteins each were randomly derived 

from the dataset PDB25. Each of the ten datasets was evaluated on an array of window 

(fragment) sizes ranging from 3 to 31. It was determined that window sizes 15 and 17 both offer 

the highest and most consistent accuracy. Therefore, we selected a window of size 15.  

Step 1 

Each amino acid in the query protein is represented by a query fragment of size 15, 

containing the local neighborhood about the amino acid with 7 neighbors to each side. An amino 

acid near the end of the query protein will be mapped to a fragment that contains spaces. Each 

fragment is then run on PSI-BLAST using the PDB database (iterations 3, inclusion 600, 

threshold 600, matrix BLOSUM62). To avoid permitting evaluation to include the query protein 

itself or near identical proteins, all PSI-BLAST discovered subject alignments were screened, 

and those with EP > 95% were removed. Remaining viable alignments were each aligned to the 

query fragment according to PSI-BLAST. Gaps and size differences were filled in with spaces. 

Once the query fragment is aligned with all viable subjects, and spaces are used to fill gaps and 

to even sizes, a matrix of amino acids results with exactly 15 columns and the number of rows 

equal to the number of discovered subject alignments.   

Step 2  

For the matrix of amino acids generated in step 1, the DSSP is used to label each amino 

acid with its corresponding secondary structure. Note that the only column of interest is the 

center column containing the query amino acid. Given a column of secondary structures, a 

consensus is performed to predict the query central amino acid structure. Let the normalized 

weight of each secondary structure of row i and of the center column c be represented by Wic 
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(Equation 5-4), let exp represent the exponent, and let the PID represent the percent identity 

between query and subject as noted by PSI-BLAST. 

            (5-4) 

To determine the most accurate exponent, the same 10 testing sets noted above and derived 

from the PDB25 dataset were tested for exponents ranging in value from .5 to 3.5 in steps of .5. 

Results showed that an exponent parameter set to 1 offered the most consistent accuracy, 

suggesting that the weight offered by PSI-BLAST was sufficient for producing a reliable 

consensus measure. In addition, note that PID is used rather than EP as fragment alignments will 

generally have very small EP values that will not accurately represent the identity between the 

fragments themselves. For the central column of interest, three weight sums were calculated for 

each of the three secondary structures, H, E, and C. The maximum sum, corresponding to the 

highest weight was selected and used to assign the associated secondary structure. If the central 

column contained only spaces, an L was assigned to show a lack of information for that location. 

Step 3  

Steps 1 and 2 are repeated for all amino acids in the query protein. Once completed, each 

amino acid in the query protein is labeled with H, E, C, or L. Finally, the ensemble of SVMs is 

used to predict any amino acid labeled with L. Once complete, a full prediction for the query 

protein is released.  

The strength of the FFA method is that it offers a new option for determining structure 

when no homologues are available. The FFA method follows the underlying idea of database 

fragment detection, alignment, and consensus (Wu, 2004; Cheng, 2005), but further seeks to 

narrow the database fragment search to a localized neighborhood about a given central amino 

acid from the query protein. The FFA method can improve pure machine learning methods 

ccolumniniPIDPIDW
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several percentage points by adding additional information to the underlying similarity matrix 

used by PSI-BAST when homologues are not available to construct the PSSM profile. 

Ensemble of Support Vector Machines in DARWIN 

DARWIN uses an ensemble of three Gaussian-kernel based SVMs to classify any amino 

acids in a given query protein that are labeled with an L as described above. The L label is 

generally due to a lack of alignment information, gaps in alignment information, or skewed or 

incomplete alignment information. Each SVM is a derivative of SVM_light (Vapnik, 1995; 

Joachims, 1998, 2002), and is a soft margin binary classifier. Within the ensemble, the first SVM 

predicts H vs. not H (H/~H), the second, (E/~E), and the third (C/~C). The outputs of each SVM 

are compared, and the highest is selected to represent the secondary structure. Note that if all 

outputs are less than .6, the default prediction is C.  

Each SVM is soft-margin binary classifier, and seeks to satisfy the following quadratic 

optimization problem (Equation 5-5 and Equation 5-6). 

The SVM Kernel and Equation 

            (5-5) 

            (5-6) 

Where xi is an input vector, yi
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 is the corresponding class label, φ is the kernel mapping, ω is the 

vector perpendicular to the decision boundary (separating hyperplane), ξ is the slack variable, b 

is the offset for the hyperplane, and C is the tradeoff parameter between the error in predicting a 

class and the margin between the classes. It is well known that the above constrained 

optimization problem (Equation 5-5 and Equation 5-6) can be solved if a kernel function 

(Equation 5-7), is specified. 

            (5-7) 
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After the analysis of several kernels, the RBF (radial basis or Gaussian kernel) (Equation 

5-8) was found to offer the best average accuracy.  

            (5-8) 

After testing several parameter options, γ was set of .1 and C was set to 1. 

Training the SVM and Using PSI-BLAST Profiles 

To fairly measure the accuracy of any machine learning technique, the training set must be 

disjoint from the testing set. Disjointness between two protein sequences can be defined as a lack 

of detectable homology between the two proteins as discovered by PSI-BLAST, and has also 

been defined as having less than 25% sequence identity between the two proteins (Rost and 

Sander, 1993). The ensemble of SVMs used in DARWIN was trained on 1000 randomly selected 

proteins collected from a subset of the PDB25 dataset. To assure mutual non-homology between 

the 1000 training proteins  and both EVA5 and EVA 6, the entire PDB25 dataset was run on 

three iterations of PSI-BLAST with similarity matrix BLOSUM 62, and an expected value of 

.01. Next, all detected homologues, and all original proteins from the PDB25 dataset itself, were 

compared to all proteins in both EVA 5 and EVA 6 datasets. It was discovered that 88 proteins in 

PDB25 were homologous to either EVA5 or EVA6 or both. These 88 proteins were removed 

before the 1000 proteins were randomly selected to train the SVM.  

The common PSI-BLAST profile sliding window method (Figure 4-5) was used to train 

DARWIN (Qian and Seinowski, 1988; Rost and Sander 1993; Cuff and Barton, 1999; Pollastri 

and McLysaght 2004). Given 1000 training proteins from PDB25, a PSI-BLAST profile, or 

position specific scoring matrix (PSSM) (Gribskov et al ., 1987), was generated for each protein. 

Profiles are built using the set of alignment proteins discovered by PSI-BLAST for the query 

protein. These discovered alignments can be considered homologues to the query and together 
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are used to construct a corresponding PSSM profile matrix. Each profile matrix offers the log 

likelihood of the occurrence of each of the 20 possible amino acids at each given position of the 

query protein. In this way, a profile is a matrix of available homologous information in the form 

of log likelihood data, with respect to the query protein. When no homologues (alignments) are 

discovered, PSI-BLAST uses the selected similarity matrix (usually BLOSUM 62) to create the 

profile. Next, for each protein in the training set, and given a corresponding profile, a sliding-

window is used to scan each profile and create a unique input vector to represent each amino 

acid in the query protein. The window was selected to have a width of 15, thereby generating an 

input vector of size 300, and representing 7 neighboring amino acids on either side of the central 

amino acid. Using the DSSP, each amino acid in the training set was associated with a secondary 

structure label. Therefore, each amino acid in the training set is represented by a vector of size 

300 containing log likelihood information about its surrounding local neighborhood, and finally 

defined with a class label designated by its DSSP notated secondary structure. The SVM 

accuracy alone, with no post processing, offers a range of Q3 per protein accuracies from 69% to 

76% depending on the dataset analyzed.  Intuitively, machine-learning techniques will always 

offer higher accuracies when a greater number of homologues are detectable. 

Datasets and Measures of Accuracy for DARWIN 

Creating a fair comparison between protein secondary structure prediction methods can be 

a challenge, as even a single protein can greatly alter an overall percentage accuracy result, and 

proteins with no detectible homologues will always offer lower accuracy. In addition, special 

care must be taken to avoid using mutually homologous proteins in both the training and testing 

sets. Contamination of training and testing sets can become a further issue as PSI-BLAST 

profiling of both the training and testing set can severely blur original homological disjointness. 
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Three well-known and robust datasets were employed to offer a fair and balanced analysis 

of DARWIN, and a direct comparison with other listed and published results. The datasets used 

were EVA sets (http://cubic.bioc.columbia.edu/eva/cafasp/index.html) (Koh et al ., 2003), specifically EVA 

Common 5 (EVA5) and EVA Common 6 (EVA6), and a new dataset of 800 test proteins, termed 

PDB25_800 randomly derived from PDB25, a dataset grouped together by ASTRAL (Brenner et 

al ., 2000). The PDB25 dataset was designed so that no two proteins possess more than 25% 

sequence identity. The EVA5 set contains 178 mutually non-homologous proteins and the EVA6 

set contains 211 mutually non-homologous proteins. EVA datasets are available online and are 

used to make direct comparisons with other prediction methods that have been tested on those 

exact sets. The PDB25 is a large dataset of over 4200 proteins that are mutually non-

homologous. When the PDB25 dataset was downloaded for experimentation by the authors, it 

contained exactly 3881 proteins and 553016 amino acid residues. However, 88 proteins were 

removed as they were shown to share PSI-BLAST derivable homologues with the EVA datasets. 

A further 7 proteins were removed as they did not have viable DSSP counterparts. Next, 1000 of 

the remaining 3786 proteins were randomly selected to train the DARWIN SVM ensemble. After 

separating the 1000 training proteins from the set, the remaining 2786 proteins were used to 

randomly generate the new testing set containing 800 proteins, PDB25_800. 

 To determine the accuracy of DARWIN, several measures are used. Let Aij represent the 

number of residues predicted to be in state j and observed to be in state i. Let Nr represent the 

total number of residues in the dataset. Let Np represent the total number of proteins in the 

dataset (Rost and Sander, 1993; Koh et al., 2003). Then, Equations 5-9 through 5-15 are used to 

measure accuracies for DARWIN. These measures are also noted and explained in detail in 

Chapter 4. 

http://cubic.bioc.columbia.edu/eva/cafasp/index.html�
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            (5-9) 

            (5-10) 

            (5-11) 

(12)           (5-12) 

            (5-13) 

            (5-14) 

            (5-15) 

As these measures (Equations 5-9 through 5-15) are included in the vast majority of 

publications, they are used to make direct comparisons between DARWIN and other prediction 

servers. Comparisons are only made between methods when exact dataset results are available. 

Experiments, Measures, and Results 

While it is most common to evaluate the accuracy of a protein secondary structure 

prediction method through the use of n-fold cross validation of one or more mutually non-

homologous datasets, this approach can offer a limited measurement of a method’s behavior for 

proteins of varying levels of detectable homology. All well known datasets, including rs126 

(Rost and Sander, 1993), cb513 (Cuff and Barton, 1997), EVA(4-6), and PDB25 all possess a 

significant number of proteins for which PSI-BLAST can detect one or more homologues. The 

older sets rs126 and cb513 contain >98% proteins having known homologues in the PDB, and 

just over 50% of the proteins in EVA5, EVA6 and PDB25 produce partial or full homologues in 

the PDB depending on the expected value selected when running PSI-BLAST. Therefore, results 

published for these balanced datasets may reveal overall average accuracy, but will not reveal 

specific accuracy for proteins that generate zero PDB PSI-BLAST homologues. Next, comparing 

prediction methods on non-identical datasets lends little true comparative information, as even a 

single protein can affect prediction accuracy. Finally, current prediction methods can be loosely 
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categorized into those that use indirect homology and evolutionary information via machine-

learning and PSI-BLAST profiles (such as PSIPRED and PHDpsi), and those that incorporate 

direct homology (via template modeling) into the prediction method (such as Porter_H and 

PROTEUS). To accommodate these important issues and to offer a balanced analysis of 

DARWIN, several different evaluations were performed with details and results following. 

For overall accuracy assessment and later direct comparison, DARWIN was first evaluated 

on datasets EVA5 and EVA6 (Table 5-1 and Figure 5-2). As EVA datasets are well known and 

available for download over the Internet, they offer a fair baseline for average method accuracy 

as well as a means to compare methods tested on these exact sets. To test DARWIN on the EVA 

sets, the DARWIN SVM was trained on 1000 proteins collected from the PDB25 (as described 

in the dataset section) that were assessed using three iterations of PSI-BLAST on the PDB, with 

BLOSUM 62, and an expected value of .01 to assure mutual non-homology with EVA testing 

sets. As DARWIN accesses only the PDB, all references to testing, training, and homology 

assume PDB proteins only.  

DARWIN was then compared to several indirect homology counterparts using datasets 

EVA5 and EVA6. It is important to note that DARWIN uses direct homology modeling as part 

of the prediction process, while the methods compared below do not. However, all considered 

methods rely directly the same PSI-BLAST derived data, though through differing avenues. 

Results for DARWIN as compared with leading indirect homology methods (Table 5-2 and 

Table 5-3), for which results have been specifically published for datasets EVA5 and EVA6, 

show that DARWIN exceeds all noted indirect homology methods. 

Next, DARWIN was compared with methods that use direct homology as part of the 

prediction process. Both Porter_H (Pollastri et al., 2007) and PROTEUS (Montgomerie et al., 
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2006) are leading direct homology methods for which current accuracies have been published. 

Several notes must first be considered. Porter_H accuracies were measured and reported using a 

large subset of the PDB25 dataset, while PROTEUS accuracies were measured using a large set 

of EVA proteins. Therefore, no true direct comparison can be made. However, some idea can be 

offered about potential accuracies for differing levels of detectible homology. In addition, neither 

method published separate accuracy results for proteins that possess no detectable homologues.  

Therefore, this aspect cannot be compared, but will be reported for DARWIN. 

Porter_H reports prediction accuracies of 90% when templates with greater than 50% 

similarity (defined as percent identity over the query sequence) are available, accuracies of 

nearly 87% when templates with at least 30-50% similarity are found, 82% accuracy when 

templates of between 20%-30% similarity are found, and < 79% accuracy for templates of less 

than 20% similarity. PROTEUS reports an average accuracy of 85.5% when homology is 

available and 77.6% accuracy when the use of direct homology is turned off. Both Porter_H and 

PROTEUS methods are supported by an underlying machine-learning technique. Porter_H uses 

an ensemble of neural networks and PROTEUS uses a jury of expert predictors (PSIPRED, 

JNET, and TRANSSEC) that all are based on neural network ensembles.  

To measure DARWIN accuracies for varying degrees of detectible homology, the dataset 

PDB25_800 was employed. PDB25_800 is a set of 800 randomly selected proteins derived from 

the PDB25 dataset. PDB25_800 is specifically disjoint from the 1000 PDB25 proteins used to 

train the DARWIN SVM. The 800 proteins in PDB25_800 were each run against three iterations 

of PSI-BLAST using the PDB only, the similarity matrix BLOSUM 62 an expected value of 1, 

and an inclusion value of .01. The use of an expected value of 1, rather than .01 was to generate 

potential matches in the range of 10% – 30% identity. Of the 800 proteins, 434 proteins (54%) 
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found homologues with better than 50% query sequence identity, 553 (69%) of the proteins 

found homologues with at least 30% query sequence identity, 100 (12%) of the proteins found 

homologues between 10% and 30% query sequence identity, and 133 (17%) of the proteins 

found no detectable homologues. For proteins with at least one template having better than 30% 

identity the average prediction was over 92%, but again depends on the homologues discovered 

and is certainly protein dependent. For proteins that find homologues between 20-30%, 

prediction still exceeds average pure machine learning methods with averages near 83%. For 

proteins with homologues found below 20%, accuracies can vary considerably depending upon 

the information offered by the homologue, and vary between 65% - 79% on average. For 

proteins with no homologues, DARWIN uses FFA combined with an ensemble of SVMs to offer 

improved results.  

To measure DARWN’s performance on proteins for which no homologues are detected, a 

baseline was first set. A collection of 133 proteins from the PDB25_800 dataset were used to 

analyze performance. These 133 proteins were those noted above for which no detectible 

homologues were discovered using three iterations of PSI-BLAST on the PDB with similarity 

matrix BLOSUM62, expected value 1 and inclusion value .01. To create a baseline, these 133 

proteins were tested using only the DARWIN SVM, and without the use of the fragment 

consensus method (FFA). It is important to note that when no homologues are detectable, PSI-

BLAST profiles default to the underlying similarity matrix used, in this case BLOSUM62. To 

evaluate each protein, a sliding window of size 15 was used to create input vectors of size 300 

with which to test the DARWIN SVM. Each amino acid in a given query protein was 

represented by a vector of size 300 and was subsequently predicted via the DARWIN SVM. The 

average result for the 133 proteins was 62.1%. Next, to measure the effects and advantage of 
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including the fixed-size fragment consensus method into the prediction process, the same 133 

proteins were run through the full DARWIN method. Therefore, each protein of size n was first 

broken into a set of n fragments, such as that each amino acid was central to exactly one 

fragment, and each fragment was exactly 15 amino acids in length. Each fragment therefore 

contained a local neighborhood of amino acids about the central amino acid to be predicted. Each 

of the n fragments was run against PSI-BLAST on the PDB with similarity matrix BLOSUM 62, 

and expected value of 600 and an inclusion value of 600. Note that the expected value size is 

large to allow PSI-BLAST to detect matches for fragments of small size. Once fragment 

alignments were analyzed (details can be found in the methods and algorithms section above), 

the final query prediction is made with a combination of fragment and SVM information. The 

accuracy for the set of 133 proteins increased by 3.2% points, to 65.3%. These results suggest 

that the use of local information through fragment consensus analysis can add accuracy to an 

underlying machine learning technique. 

Conclusions on DARWIN 

DARWIN is a unique method that comprises a combination of homology consensus 

modeling, fixed-size fragment consensus modeling, and support vector machine learning. Each 

component of DARWIN offers the user the maximal available accuracy for a given query 

protein. When homologues are detectible, DARWIN’s accuracies are significantly higher than 

indirect homology (pure machine learning) methods, and when homologues are not available, 

DARWIN employs a novel fragment consensus process that adds information to the underlying 

support vector machine.  

DARWIN offers an elegant and constrained method of prediction, with only one tunable 

parameter, exp, for the full protein alignment evaluation, and only two tunable parameters, exp 
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and fragment size for the FFA portion. DARWIN results are highly competitive or better than 

more complicated techniques that can suffer from over-training. 

Comparatively, DARWIN exceeds indirect homology counterpart methods as measured on 

common EVA5 and EVA6, while also offering maximal accuracy for proteins with detectible 

homologues. DARWIN was also compared to methods that use direct homology as part of their 

prediction algorithm, with highly competitive accuracy. DARWIN is a new server, and there are 

several additions that are currently being investigated. The first addition underway is the upgrade 

of DARWIN to offer an eight-state prediction option. The second is the training of the DARWIN 

SVM on a more extensive protein set. Finally, we suspect that considerable information can be 

added to the prediction process through the use of fragment mining of the PDB, and therefore 

further investigation and improvement of DARWIN’s FFA is underway.  
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Table 5-1. Detailed average prediction results for DARWIN. 
DataSet EVA5 EVA6 
Q3 80.3 80.5 
Q3 avg. pp 78.7 78.9 
errsigQ3 1.1 1.0 
QHobs 83.6 84.0 
QHobs avg. pp 82.0 82.3 
QHprd 83.4 83.3 
QHprd avg. pp 78.3 78.2 
errsigQHobs 1.7 1.4 
errsigQHprd 2.1 1.9 
QEobs 78.2 77.6 
QEobs avg. pp 70.4 69.7 
QEprd 75.6 76.0 
QEprd avg. pp 58.5 58.0 
errsigQEobs 2.7 2.4 
errsigQEprd 3.2 3.0 
QCobs 77.7 78.1 
QCobs avg. pp 77.3 77.9 
QCprd 79.3 79.5 
QCprd avg. pp 78.7 79.0 
errsigQCobs 1.3 1.1 
errsigQCprd 1.3 1.2 
Note All errsig values are +/-, and “pp” stands for per protein. 
 
 
Table 5-2. Average prediction results for dataset EVA5 for DARWIN compared to top 

published indirect homology method results.  
EVA 5 Q3 errsig(+/-) QHobs QEobs QCobs 
PROFsec 76.4 0.8 78 70 77 
SAMT99sec 77.1 0.8 86 63 74 
PSIpred 77.3 0.9 86 66 75 
PHDpsi 74.3 0.9 80 65 72 
DARWIN 80.3 

 
83.6 78.2 77.7 

DARWINpp 78.7 1.1 82 70.4 77.3 

Note: Per Protein average is represented by “pp”. 
 
 
Table 5-3.  Average prediction results for dataset EVA6 for DARWIN compared to top 

published indirect homology method results.  
EVA 6 Q3 errsig(+/-) QHobs QEobs QCobs 
PROFsec 76.6 0.8 78 70 77 
PSIpred 77.8 0.8 86 66 75 
PHDpsi 74.9 0.8 80 65 72 
DARWIN 80.5 

 
84 77.6 78.1 

DARWINpp 78.9 1 82.3 69.7 77.9 

Note: Per Protein average is represented by “pp”. 
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Figure 5-1. The PSI-BLAST example alignment portion. Several areas in a given alignment can 
result in missing information. Here, the similarity between the query and subject 
protein is skewed, as the fourth amino acid of the query is aligned to the 17th

 

 

 
 
 
 

 amino 
acid of the subject. Therefore, the first 3 amino acids of the query are not aligned to 
anything in this case. Next, both the query and subject proteins contain a gap 
designated with dashes. These gaps also signify missing information. 

 

 

 

 

 

Figure 5-2. Histogram for each dataset, EVA5 and EVA6 displays the percentage of proteins 
predicted by DARWIN with given accuracy. The horizontal axis describes the 
decimal accuracy and the vertical axis describes the number of proteins. 
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CHAPTER 6 
DARWIN WEB SERVER 

Introduction 

The goal and intention of the DARWIN method is to offer novel, superior and reliable 

protein secondary structure prediction. To that end, the DARWIN Web Server was created to 

offer a graphical Internet-based user interface to the DARWIN system. The DARWIN web 

server is available over the Internet at URL http://www.cise.ufl.edu/research/compbio2/cgi-

bin/amg/phd/WebMainPage.cgi. 

Using the Server 

The publically available DARWIN Internet Service (Figure 6-1) is intended for academic 

use only, and requires the entrance of a university affiliated email address to permit request 

submission. On the DARWIN website, the user is asked to enter several pieces of information. 

These include the user’s name, the user’s email address to which results will be sent, and a name 

that describes the sequence of amino acids that will have a corresponding secondary structure 

prediction generated. Note that the amino acid sequence name entered by the user does not have 

to be an actual protein name. Instead, it is simply a name that the user can associate with their 

specific request. DARWIN does not base any portion of the prediction process on a protein 

name. Next, the user enters a single sequence of amino acids, with each amino acid represented 

using a single letter amino acid code. The amino acid sequence entered has no need for internal 

spaces, returns, or tabs. Each amino acid one letter code should occur directly following the 

previous. There is no sequence size limit.  

The DARWIN website also offers the user four other testing alternatives, namely the 

expected value for which to run PSI-BLAST with (E value), the similarity matrix to use with 

PSI-BLAST, the kernel type to use when running the DARWIN SVM, and the corresponding 

http://www.cise.ufl.edu/research/compbio2/cgi-bin/amg/phd/WebMainPage.cgi�
http://www.cise.ufl.edu/research/compbio2/cgi-bin/amg/phd/WebMainPage.cgi�
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gap penalties that are associated with different similarity matrix choices. Each of these options is 

preset and automatically defaults to the DARWIN selected ideal options. The default DARWIN 

options to attained best accuracies include using an expected value of .01, a similarity matrix 

BLOSUM62, corresponding gap penalty 11, and a Gaussian kernel with gamma at .1 and c at 1. 

However, the user, to compare or attain different results may select an SVM kernel of linear, 

quadratic, or cubic. The user may also select similarity matrices BLOSUM80, BLOSUM45, and 

PAM 30, corresponding gap penalties that range from 9 to 13 and are noted for each similarity 

matrix choice, and finally the expected value to use during the PSI-BLAST run. The expected 

value options range from .000001 to 10000. The inclusion value is automatically set to 

whichever value the expected value is set to. The inclusion value dictates the proteins that will be 

used to create the PSSM profile from the list of proteins discovered. When the expected value 

and the inclusion value are the same, all discovered proteins are used. Altering any parameters 

away from the DARWIN defaults may result in lower accuracies. 

Although DARWIN has the ability to manage several proteins sequences at a time (batch 

processing), the current DARWIN web service is designed to accept only one amino acid 

sequence per submission request. Once a submission request is made by clicking the submit 

button on the site, the request, along with all related information is entered into a queue and will 

be processed in the order in which it was received. The result of the request will include the 

original amino acid sequence, the name given to the sequence, and the DARWIN-generated three 

state prediction for the secondary structure of each amino acid, namely as H, E, or C. Prediction 

generally requires between 5 minutes and 15 minutes, but can require further time depending 

upon the nature and length of the input sequence, as well as the number of request already in the 

queue.  
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Design of the DARWIN Web Service 

The underlying programming code that runs DARWIN is written in Perl. DARWIN uses 

two external applications, SVMlight and PSI-BLAST. DARWIN also accesses two databases 

including the Protein Data Bank (PDB) and the DSSP. For speed, a version of SVMlight was 

downloaded to the server, and then integrated into the DARWIN code. Similarly, a version of 

PSI-BLAST (plastpgp) was downloaded onto the server, installed, and then integrated into the 

DARWIN code via a call request. Both databases, the PDB and the DSSP contain many forms of 

information. As PSI-BLAST requires access to the PDB database, a specially formatted dataset 

containing all PDB proteins (at the time of download) was downloaded and stored in a location 

on the server. All PSI-BLAST requests access only the PDB and no other databases.  

At certain stages, the DARWIN program requires secondary structure information about 

known proteins. When DARWIN uses PSI-BLAST, subject proteins that align to the query 

sequence are discovered and their secondary structures are then required. To access secondary 

structure information, there is a downloaded version of the latest DSSP set of .dssp files that are 

located on the server. As both the PDB and the DSSP are ever growing, they are re-uploaded to 

the DARWIN server area every 6 months.  

The DARWIN web site, or Internet-based graphical user interface, is written with a 

combination of Perl, CGI, JavaScript, Cascading Style Sheets, and Dynamic HTML. Information 

is collected from the user on the client side of the DARWIN web server by a 

CGI/Perl/JavaScript/DHTML webpage. The information is first reviewed for validity using 

client-side JavaScript. If the user-submitted information is acceptable, the user request is 

collected and entered into a queue on the server for processing. If the information is not correct, 

the JavaScript will inform the user to correct the information and resubmit. Once the submission 
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is successful and the request is entered into the server request queue, the website returns a 

message of success to the user, and informs the user to expect the results via email. 

DARWIN was primarily written in Perl and uses two external application packages that are 

integrated into the code. The first package is that of the support vector machine (SVMlight), and 

the second package is PSI-BLAST.  

DARWIN begins by using the query protein sequence to generate a set of files that are 

properly formatted for interaction with the applications that DARWIN associates with. For each 

sequence submitted, DARWIN generates a FASTA file that has a specific format and offers a 

linear description of the sequence of amino acids in the query sequence. This FASTA file is used 

to run PSI-BLAST on the query protein. PSI-BLAST accesses the PDB and discovers known 

protein sequences that align to the query sequence within a given set of parameters. For full 

sequence alignment, DARWIN uses a PSI-BLAST expected value of .01, and inclusion value of 

.01, and a similarity matrix BLOSUM62. PSI-BLAST generates two separate outputs that can be 

captured as files and appropriately named. The first output, or MSA file (Figure 4-2), is the full 

PSI-BLAST alignment output. This output includes a considerable quantity of information 

including all proteins discovered to be similar to the query protein (given parameters), their 

alignment to the query, their length, the expected value of each alignment, and the identity 

between the query and each alignment. Each alignment protein discovered is referred to as a 

subject protein. The alignment discovered can be a subsequence of a larger protein. Considerable 

parsing and data processing is required to collect and utilize each piece of information for 

various stages of the DARWIN process. The second file produced by PSI-BLAST, the PSSM file 

(Figure 4-3), is a matrix that describes the log likelihood of each of the 20 known amino acids 

occurring at each of the positions of the query sequence.  
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Once files are collected, the MSA file is parsed and processed to determine if any viable 

PSI-BLAST homologues were discovered. The PSSM file is parsed and processed to create 

testing vectors for the DARWIN SVM ensemble. A description of the creating of SVM input 

vectors can be found in Chapter 4. If at least one viable homologue is discovered from the MSA 

file, than all viable homologues are collected though a complicated parsing process that takes the 

PSI-BLAST generated alignments and creates a set of complete alignments to the query. PSI-

BLAST alignments (subjects) can be skewed, gapped, and distinct in length with respect to the 

query protein. The query protein itself can also have gaps with respect to any given subject 

proteins. Each subject protein will have a different alignment to the query protein, and subjects 

are not aligned to each other.  Considerable processing is needed to create a complete and even 

alignment between all subjects and the query. Gaps and skews are filled with spaces, and gaps in 

the query with respect to the subject require removal of corresponding subject amino acids.  

Once all subjects are evenly and completely aligned to the query, the DSSP is accessed to 

find the secondary structure of all subjects. Again, because subjects are incomplete and because 

amino acids are sometimes removed, considerable processing and parsing is required to properly 

align the secondary structure defined in the DSSP with each subject protein. It should also be 

noted that there are sometimes differences between the DSSP proteins and the PDB proteins, 

such as the exact set of amino acids and a plethora of other small yet important subtleties that 

must be handled.   

Once all subjects are evenly aligned to the query, and corresponding subject protein 

secondary structure labels are in place, each column of the alignment set is processed 

independently to reach a consensus and to label that column as H, E, C, or L. Note that L is not a 

secondary structure and represents a lack of information (all spaces) in that given column. 
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Spaces can occur from gapped and skewed alignments. To reach an independent consensus for 

each column, the PSI-BLAST generated identity scores are used to calculate the effective 

percentage identity between the subject and the query, as well as a weight associated with that 

subject (Chapter 5 has details and formulas). Weighted values for each of the labels H, E, and C 

are collated, and the maximum sum generates the prediction. If a column has only spaces, an L is 

generated. 

However, if no viable homologue is discovered in the MSA file, the code calls the FFA 

function and engages the fixed-size fragment analysis portion of DARWIN. In using FFA, the 

query protein is broken into a set of n fragments, where each fragment is the size of a selected 

window. In the case of DARWIN, the window size is 15. Next, each fragment is used to predict 

the secondary structure of its central amino acid. To do this, PSI-BLAST is again called for each 

fragment, and the MSA file associated with each call is collected, parsed, and processed into a 

complete alignment set with respect to the query fragment. The DSSP files are then accessed to 

assign corresponding secondary structure to all discovered and aligned subjects. This portion of 

the code is algorithmically involved as only the fragment of the DSSP information is needed but 

must be exact and correct. Once secondary structure information is assigned to all known subject 

fragments, a consensus is reached for the central column of the fragment alignment and a label of 

H, E, C, or L is assigned. A weighted measure based on the identity between the subject 

fragment and query fragment is used to generate sums for H, E, and C. The maximum sum is 

used for prediction. If the central column contains only spaces, the L is used. 

In the last stage of DARWIN, the ensemble of SVMs built from SVMlight is used to create 

a prediction for the query protein. The SVM ensemble is a collection of three binary SVM, 

including one trained for helices, one trained for sheets, and one trained for other. A query 
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protein can be broken into a collection of test vectors, one for each amino acid, and tested against 

the three-SVM ensemble. The SVM returning the largest value determines the prediction. If all 

returned SVM values are less than -.6 for H, E, and C, the returned secondary structure is C. 

Only those amino acids in the query labeled with an L from above are filled in with SVM 

prediction. Therefore, the SVM is used in cases where to alignment, either full or fragment is 

available. In this way, DARWIN offers maximal and consistent accuracy. Once DARWIN 

generated the final secondary structure prediction, it is sent via email to the user’s email address. 

DARWIN details, algorithms, methods, and formulas can be found in Chapter 5. 
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Figure 6-1. Image of the DARWIN Web page that allows Internet based graphical user interface 
with the DARWIN service.  
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CHAPTER 7 
DISCUSSION AND CONCLUSION 

Introduction 

Protein secondary structure prediction is ubiquitous in protein science, and has encouraged 

research from many fields of study including computer science, molecular biology, and 

biophysics. The secondary structure of a protein provides a first step toward native or tertiary 

structure prediction, and is therefore utilized in the majority of protein folding prediction 

algorithms. Similarly, protein secondary structure information is routinely used in a variety of 

scientific areas, including proteome and gene annotation, the determination of protein flexibility, 

the subcloning of protein fragments for expression, and the assessment of evolutionary trends 

among organisms.  

Protein Secondary Structure Prediction Progress 

From a computer science and machine learning standpoint, protein secondary structure 

prediction can be viewed as a three state classification problem. The goal of protein secondary 

structure prediction is to accept a sequence of amino acids in one letter code, and to predict or 

classify each amino acid as one of three secondary structures states, namely H for helix, E for 

sheet, or C for other.  

The progress of secondary structure prediction has been slow but steady over several 

decades with strides resulting from a combination of larger known-structure protein databanks 

and the use of increasingly sophisticated pattern recognition techniques such as neural networks 

and support vector machines. While the initial definition of the protein secondary structure 

prediction problem was to predict the structure of a sequence of amino acids in the absence of 

viable homologues, this definition was later blurred and distorted, as methods of prediction 

began to give way to the goal of prediction, and computational learning algorithms that accessed 
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known protein structure (homologues) began to prove more reliable than both biological 

modeling and methods that relied on the query sequence alone. Even in the 1970s, prediction 

techniques were making use of small sets of available known protein structures, on which simple 

Bayesian statistics were performed, and frequency characteristics were measured. These initial 

methods sought to find and predict locations in a given protein sequence in which helices or 

sheets might be more likely to form. However, these single amino acid based statistical methods 

were not able to offer accuracies above 60%. By the early 1990s, the number of know protein 

structures increased considerably, and a plethora of machine-learning indirect homology based 

methods emerged.  

Pioneered by Rost and Sander in 1993, the representation of each amino acid as a set of 20 

binary values progressed into the presentation of each amino acid as a set of 20 log likelihood 

values (see Chapter 4 for details). This exploitation of structural information through the use of 

alignment derived log likelihood data would explode into 15 years of machine-learning multiple 

sequence alignment based methods that used varying machine-learning architectures. These 

methods were further improved after 1997 by the use of a fast alignment heuristic method, PSI-

BLAST. PSI-BLAST automatically finds and aligns all similar proteins to a given query protein, 

then automatically calculates the log likelihood of each of the twenty amino acids at each 

position of the query protein, based on discovered similar alignments. Finally, PSI-BLAST 

produces a position specific scoring matrix (PSSM), or profile, that contains a matrix of all log 

likelihood values with respect to the query protein. Therefore, PSI-BLAST produces a matrix of 

homology data that is ready to use in the creation of training and testing vectors for any machine 

learning technique.To date, all prediction techniques that exceed 70% prediction accuracy use 

PSI-BLAST profiles, combined with a machine-learning ensemble.  
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Recently, it has been suggested that rather than using the PSI-BLAST information 

indirectly though profiles and machine-learning, perhaps the same information can also be used 

directly through methods such as template modeling. This notion has only begun to enter the area 

of protein secondary structure prediction, and can be found in a few modern methods published 

after 2004 (Pollastri et al., 2007; Montgomerie et al., 2006). While it is well known that direct 

homology utilization can increase prediction accuracy, often considerably, its use has been 

cautious. Because the original goal of secondary structure prediction was to predict the structure 

of a protein in the absence of homological templates, the use of direct homology may seem in 

opposition of that goal. However, with closer observation, it can be immediately noted that the 

use of homology has permeated the study and prediction of secondary structure, and that all 

information derived from PSI-BLAST profiles (used to train and test all current machine 

learning techniques) is homology based. In short, without the use of homology, current structure 

prediction would still be below 70%. 

However, the problem of secondary structure prediction in the absence of homology need 

not be abandoned or threatened by the use of homology. In fact, a more sensible and broadly 

beneficial approach is to balance prediction by maximally utilizing all available information; 

homology when available, while simultaneously engaging more sophisticated prediction methods 

when homology is absent.  

Strength of DARWIN 

Protein secondary structure prediction can be viewed from many angles, each with its own 

overall goal. From a user standpoint, the goal of secondary structure prediction is simply to offer 

the most accurate prediction is the least amount of time. From a machine learning and 

information standpoint, the key to secondary structure prediction is the detection, differentiation, 

and maximal utilization of attainable information to offer the highest accuracy in all cases. From 
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a scientific standpoint and to address the original goal of secondary structure prediction, 

prediction in the absence of detectible homologues should be given priority. To this end, 

DARWIN uses three complimentary and integrated methods that offer maximal prediction 

accuracy, balanced with a focus of improved prediction in the absence of homologues. DARWIN 

uses a novel combination of full-sequence weighted homology modeling, fragment analysis and 

homology modeling, and machine learning, through the use of an ensemble of support vector 

machines. 

The DARWIN technique exceeds all currently published indirect homology protein 

secondary structure prediction methods and servers as tested on common datasets EVA5 and 

EVA6. Tests also suggest that DARWIN is highly competitive with more modern methods that 

use direct homology modeling as part of the prediction process. DARWIN offers an elegant and 

constrained method of prediction, with only one tunable parameter for the full protein alignment 

evaluation, namely the exponent (exp), and only two tunable parameters, the exponent (exp) and 

fragment size for the FFA portion. DARWIN results either clearly exceed or are highly 

competitive with alternative and more complicated techniques that can suffer from over-training. 

Future Work and Improvements 

As DARWIN is a new server, there are several additions that are currently being 

investigated. The first addition underway is the upgrade of DARWIN to offer an eight-state 

prediction option. The second is the training of the DARWIN SVM on a more extensive protein 

set. Finally, we suspect that considerable information can be added to the prediction process 

through the use of fragment mining of the PDB, and therefore further investigation and 

improvement of DARWIN’s FFA is underway
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