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A pervasive space is a concept in which different kinds of smart devices are connected 

together to form a network to sense data and actuate devices. Atlas is a plug-and-play sensor and 

actuator platform being developed at the Mobile and Pervasive Computing Laboratory to become 

the basic building block for pervasive spaces. Atlas aims to provide physical nodes for 

connecting various heterogeneous devices such as sensors and actuators.  

Although large number of sensors, actuators, and computational devices form pervasive 

space, there exists no efficient way of querying those devices to cater to the growing needs of 

distributed applications. 

A new query processor architecture and optimization methods are proposed for the Atlas 

Platform to enable the programmer to develop distributed applications that access large number 

of different devices in the space. The optimization methods also optimize the limited resources 

of smart devices such as bandwidth and processing power of nodes. 
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CHAPTER 1 
INTRODUCTION 

       A pervasive space is a concept in which different kinds of smart devices are connected 

together to form a network to sense data and actuate devices. Atlas is a plug-and-play sensor and 

actuator platform being developed at the Mobile and Pervasive Computing Laboratory to become 

the basic building blocks for pervasive spaces. Atlas aims to provide physical nodes for 

connecting various heterogeneous devices such as sensors and actuators.  

Smart homes and the pervasive computing environments require efficient querying of a 

large number of sensors, actuators, and computation devices to provide data to the distributed 

applications that are running on the top of the middleware framework. Although large number of 

sensors, actuators, and computational devices form a sensor network, there exists no efficient 

way of querying those devices to cater to the growing needs of multiple applications. 

In the current version of Atlas platform, applications are being developed by hard coding 

the queries according to the needs of the application. These queries are being executed in 

isolation. Moreover, there is no centralized mechanism such as a query processor which optimize 

the queries by utilizing some of the obvious advantages that are obtained by executing them in 

group and ordering the execution of the sub queries of a query.  

A new query processor architecture and optimization methods are proposed for the Atlas 

Platform to enable the programmer to develop distributed applications that access large number 

of different devices in the space. The optimization methods involve merging the sub queries 

based on their epochs, maintaining fixed size history of each sensor and estimating the selectivity 

of each predicates to order the execution of the sub-queries. 
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CHAPTER 2 
RELATED WORK 

Acquisitional query processor for data collection in sensor networks has been designed as 

part of Tiny DB to enable the query processing in ad hoc sensor networks. Acquistional issues 

are those that pertain to where, when, and how often data is physically acquired and delivered to 

query processing operators. 

In acquisitional design, the focus was on the cost of sampling a sensor in terms of energy 

requirements and based on the costs of the sampling of physical sensors, they ordered the 

sampling of the sensors to reduce the power consumption. They did not mention any thing about 

storing of time dependent history of each sensor to determine the selectivity of a sensor. They 

did not exploit the selectivity of a sensor to determine the order in which predicates are 

evaluated.  

Although we used some of the acquistional issues such as where and when, they are used 

in a completely different context such as service oriented sensor networks. The methods that are 

used to determine when and where data needs to be collected are completely new and have more 

relevance to the service oriented sensor networks 
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CHAPTER 3 
ATLAS SENSOR PLATFORM  

The Atlas platform is a combination of hardware, firmware running on the special 

hardware known as atlas node and a software middleware that provides services and an 

execution environment. All these components form atlas sensor platform which allows any kind 

of sensor, actuator, or other device to be integrated into a network of devices, all of which can be 

queried or controlled through an interface specific to that device, and facilitates the development 

of  applications that use the devices. This section describes the different components of Atlas 

platform 

Atlas Node 

Each Atlas node is a modular hardware device composed of stackable, swappable layers, 

with each layer providing specific functionality. The modular design and easy, reliable quick-

connect system allow users to change node configurations on the fly. A basic Atlas node 

configuration (Fig. 3-1) consists of three layers: the Processing Layer, the Communication 

Layer, and the Device Connection Layer. 

 
  Figure 3-1. Hardware layers of an Atlas node 
 

 Processing Layer: The Processing Layer is responsible for the main operation of the Atlas 

node. Processing layer consists of the Atmel ATmega128L microcontroller. The ATmega128L is 
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an 8MHz chip that includes 128KB Flash memory, 4KB SRAM, 4KB EEPROM, and an 8-

channel 10-bit A/D-converter. The microcontroller operates at a core voltage between 2.7 and 

5.5V.  

Communication Layer: Communication layer is responsible for the data transfer. 

Device Connection Layer: The Connection Layer is used to connect the various sensors 

and actuators to the platform. Integrating any number of analog and digital sensors is simple and 

easy. We currently have layers capable of connecting up to 32 sensors to a single node. 

Firmware 

The firmware runs on the Processing Layer of the Atlas platform hardware, and allows the 

various sensors, actuators, and the platform itself to automatically integrate into the middleware 

framework when they are connected to the node. The firmware detects the type of 

Communication Layer attached to the Atlas node and then connects to the Atlas middleware and 

uploads its configuration details, which registers all the devices connected to that particular node, 

making the devices available as OSGi services in the framework. Once the initially set up is done 

the node goes into data-processing mode. It begins sending data from sampled sensors and 

receiving commands to control sensor and actuator operations. 

Middleware 

Although the middleware does, in part, run on the Atlas nodes, the majority of the 

framework operates on a stand-alone PC. The OSGi framework forms the basis of the 

middleware. OSGi provides many service discovery and configuration mechanisms that are used 

in creating programmable pervasive spaces. When an Atlas node comes online, it performs some 

handshaking with the middleware. This handshaking process begins by the node which sends 

request to the Network Listener, which is listening on a dedicated port for new nodes joining the 

network. 



 

14 

 
Figure 3-2. Software components of an Atlas Middleware 

 
As shown in Fig. 3-2(1), after the initial handshake, the Network Manager spawns a 

Communicator Thread that will exclusively handle all the network communications with this 

particular node from now on. A Node Service Handler (NSH) is also created which registers the 

various devices connected to this node as OSGi services as shown in Fig. 3-2(2) and handles the 

routing of commands and data between the service bundles and their respective devices. 

Applications are able to locate and use these services provided by the new devices (Fig. 3-2(3)).  
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CHAPTER 4 
SENSABLE QUERY PROCESSOR ARCHITECTURE  

The query processing in SENSABLE is centralized as well as distributed. Complete 

centralized processing of all the queries in a stand alone PC that acts as a middleware does not 

scale well. As the typical pervasive spaces contain large number of devices that sense the data 

from different sensors and the applications that operate on the data, the system does not scale 

well if the queries are processed only in the middleware using stand alone PC. If the query 

processing is completely distributed among the sensor nodes then it increases the amount of 

traffic among the nodes to get a task done and the nodes will soon be running out of limited 

resources such as bandwidth and energy of the batteries. 

To gain the advantages of both distributed and centralized query processing, the  

SENSABLE query processor has been designed to distribute query processing both at the  

middleware as well at the nodes. The following diagram shows the approach that is adopted in 

the SENSABLE query processor. 

 
Figure 4-1. Basic architecture for SENSABLE 
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Figure 4-2.  Service oriented view of the ATLAS sensor platform. 

As we can see in the above diagram services and query processing component reside in 

the middleware and different Atlas nodes which provide interface to sensors and actuators are 

connected to the middleware by means of the wireless and wired network. Atlas is a service 

oriented sensor platform. In this platform, sensors and actuators are represented as services in the 

middleware. Representing each sensor and actuator as services in middleware gives the 

middleware better control in handling a sensor and actuator. It allows logical sharing of a sensor 

by means of a service. These services can be grouped in different ways to create virtual sensors. 

These services are used by the query processing engine to interact with nodes. Data is fetched 

from the nodes using these services. These services reside in the middleware and are managed by 

a service manager. As shown in the diagram Fig 4-2, service s1 represents sensor s1 of a node; s2 

represents sensor s2 so on. 

Components of the Query Processor: Compilation and execution are two distinct phases inside 

Query Engine. The gap between compilation of a query and its execution can be very small, a 
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few microseconds or seconds. The gap makes the executor to check again whether the sensors 

and actuators that are specified in the query are alive during the execution time as sensors can go 

offline during the time between compilation and execution. 

 
Figure 4-3. Query processor architecture in SENSABLE 

 

During compilation (which includes optimization), It is required to distinguish, what kind 

of knowledge is used as part of the compilation. The compilation process encompasses a few 

things. First, there's parsing and normalization. Parsing is the actual dissecting of a query 

statement, turning it into data structures that can be processed more readily by a computer. 

Parsing also includes validating that the queries have legal syntax. Parsing does not include 
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things like checking for valid sensors and its services mentioned in the query. These things are 

taken care during normalization. Normalization is basically intended to resolve those things that 

are referred inside the query into what their actual characteristics are in sensor networks. It 

checks to see whether table mentioned is a valid sensor table and the sensors mentioned in the 

query actually exist in the current context. 

One of the things the optimizer does is to optimize based on a fairly stable state. It may be 

possible that Query Engine may recompile a statement depending on certain criteria such as 

when some of the sensors are dead or when the sensor history changes. Optimizer is responsible 

for generating the order in which “where” predicates of a continuous query are executed based 

on the history available for each sensor that is referred in the query. 

The end product of the compilation phase is a query plan, which is put into the cache. This 

plan is used until there is a need to recompile the continuous query. Cache stores the execution 

plans of currently running continuous queries. Cache should contain the latest execution plan. If 

an execution plan changes because some of the sensors are offline, then the query needs to be 

processed again to produce the new execution plan according to the current context. Once a new 

execution plan is generated, the old execution plan in the cache is replaced by the new execution 

plan. 

After the plan has been put in the cache, the Executor goes back through the logic in terms 

of executing it, checking to see if anything has changed, and if the plan needs to be recompiled 

again. Even though there are only microseconds separating compilation from execution, the 

executor checks whether the services or sensors mentioned in the plan are alive. 

        Executor executes the plan.  It executes range predicates of a continuous query as a sub 

query. These sub queries are made as processes which wake up at the beginning of the epoch 
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specified in the query and do the required task. These sub queries are pushed on to the nodes of 

sensor network as processes which get registered in the process table of their respective nodes. 

The Optimizations determine the order in which these sub queries are pushed and what sub 

queries are pushed on to the node. 

         The scheduler is responsible for keeping track of the sub queries pushed on to the nodes. 

This scheduler also maintains queue for each node to keep track of the queries that are waiting to 

go into the node. If the node is heavily loaded and the node can’t serve more queries, the requests 

wait in the middleware scheduler queue. Let us suppose that a query has arrived at the scheduler 

when a particular node is heavily loaded. Then the scheduler puts the query into the queue and 

waits for the node to serve the waiting requests. This scheduler is present in the middleware. Let 

us suppose that data has arrived from the sensor nodes as part of some continuous query. The 

data can be used to satisfy some of the queries waiting in the queue. In such cases, the scheduler 

simply pops those queries which can be satisfied with the data from another query. 

        SensonServiceManager keeps track of all of the sensors that are active and its 

corresponding services. It directly interacts with Sensor Network to know whether the sensors 

are active or not. The SensonServiceManager also helps in providing information to compiler 

and executor regarding the services and sensors. 

        Sensor History contains complete or a portion of history of a sensor that are active in sensor 

network. Each element in the history contains value and its time stamp. 
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CHAPTER 5 
FILTERS AND MERGING 

Filters 

Filters are the range predicates of continuous query that are pushed on to the Atlas node to 

filter out some of the data at the node depending on the filtering conditions. Filters play 

important role in filtering out the traffic from the node to middleware. If the sampled values 

don’t satisfy any of the filters running on the node, then they are not required to be sent to the 

middleware.  

E.g., Select Temperature form sensors where node1.temperature < 20 epoch 20 sec for 1 hr. 

In the above query “temperature < 20” acts as a filter. When that range predicate is pushed 

on to the node and executed at the beginning of its epoch then the predicate filters out all the 

values that are greater than 20 at the node.  

Merging 

Sampling a sensor is a costly operation in sensor networks as sensor nodes have limited 

energy and CPU capabilities. Table 5-1 shows the energy requirements of some of the sensors.  

Table 5-1. Energy costs of various sensors. 

 

When a filter is pushed on to the node, it is checked against already running filters on the 

node to see whether it can be merged with already running filters. This merging helps in 

sampling a sensor once for all the similar filters.  This merging helps in sharing of the sampled 

sensor value by many processes and subsequently, saving the cost of sampling a sensor for each 
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filter. Merging identical filters is not a problem. But identifying the similar filters is difficult 

task.  

Following diagram illustrates the cases in which filters can be merged.  

Consider two filters A and B such that filter A needs to be executed every ‘a’ seconds and 

filter B needs to be executed every b seconds and Assume a ≤ b where a & b are epochs. 

Possible relationship between 2 filters and their merging: 
 
 
  
                                                         Merge 
 
  
 
                                          Partial Commonality of Filters 
 
 Figure 5-1. Partial Commonality of Filters 
 

GCD(a,b) = a: 

1. Run Filter A every a seconds except where ak = bl for some l,k. 
2. Run Filter A U B every b seconds. 

 

GCD(a,b) = a = b: 

Run Filter A U B every a seconds. 

GCD(a,b) = c for some c < a and  Let L =LCM(a,b). 

1. Run Filter A every a seconds except where ak = bl for some l,k. 
2. Run Filter  B every b seconds except where ak = bl for some l,k. 
3. Run Filter A U B every L seconds. 

 

GCD(a,b) = 1 i.e., a & b are co-primes and let L = LCM (a,b): 

1. Run Filter A every a seconds except where ak = bl for some l,k. 
2. Run Filter B every b seconds except where ak = bl for some l,k. 
3. Run Filter A U B every L seconds. 

 

Filter 
A 

Filter 
B 

 
Filter 
A U B 
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                                                          Merge 
                                                  
 
 
                                           
                                             Containment of Filters 
 
Figure 5-2. Containment of Filters 

GCD(a,b) = a: 

Run Filter A every a seconds. 

GCD(a,b) = a = b: 

Run Filter A every a seconds. 

GCD(a,b) = c for some c < a and Let L = LCM (a,b) : 

1. Run Filter A every a seconds except where ak = bl for some l,k. 
2. Run Filter  B every b seconds except where ak = bl for some l,k. 
3. Run Filter  A every L seconds.  

 

GCD(a,b) = 1 i.e., a & b are co-primes and Let L = LCM (a,b). 

1. Run Filter A every a seconds except where ak = bl for some l,k. 
2. Run Filter A every b seconds except where ak = bl for some l,k. 
3. Run Filter A every L seconds. 

 
 
  
 
 
 

                                                
                                             Disjoint Filters 

Figure 5-3. Disjoint Filters 

GCD(a,b) = a: 

1. Run Filter A every a seconds. 
2. Run Filter B every b seconds. 

 

 

Filter 
  A B 

Filter 
A 

Filter 
A 

Filter 
B 

Filter 
A 

Filter 
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GCD(a,b) = a = b: 

1. Run Filter A every a seconds. 
2. Run Filter B every a seconds. 

 

GCD(a,b) = c for some c < a and Let L = LCM(a,b). 

1. Run Filter A every a seconds. 
2. Run Filter B every b seconds. 

 

GCD(a,b) = 1 i.e., a & b are co-primes and Let L = LCM(a,b). 

1. Run Filter A every a seconds. 
2. Run Filter B every b seconds. 
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CHAPTER 6 
MANAGING SENSOR HISTORY  

  Unlike ad hoc sensor networks, Service oriented architecture represents each sensor and 

actuator as a service in the middleware. Programmers get better control on the sensors and 

actuators as they are represented as services in the middleware.  Hence, programmer can specify 

the sensor or node id or both in the query to access those sensors directly. 

 It is important for the optimizer to optimize the execution of the query to increase the 

scalability of the system. Some of the optimizations involve selecting the least selective range 

predicate of a sensor. 

E.g., Select Temperature from sensors where node1.Temperature > 50 and node2. Pressure > 40 

and epoch 30mins for 24 hrs; 

In the above query, Temperature > 50 and Pressure > 40 are the two range predicates. One 

way to execute the above query is to sample the pressure and temperature sensors at the 

beginning of the epoch and compare those values in the middleware to see whether they satisfy 

their range predicates. One simple optimization that can be done on the query is to sample only 

the most selective predicate. If the most selective predicate satisfy its predicate condition then 

only pull the value from the other node.  

To determine the selectivity of a sensor, it is necessary to have some history of a sensor. 

The importance of the history data decreases as time elapses, so it is not worth storing entire 

history data of a sensor. Once some of the history data is collected, Selectivity score is calculated 

and used to determine how likely a sensor is going to produce its next value with in the range 

predicate of the sensor. Comparison among the selectivity scores of different sensors determines 

the sensor which is the most selective and the least selective.  
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To determine the selectivity of sensor, some fixed size history is maintained. This history 

can be imagined as a pipe of fixed length in which old data is pushed out as new data arrives to 

maintain the capacity of the pipe. This management of history will become more difficult when 

history of data is distributed between a node and the middleware. The following figure illustrates 

history representation.   

 
Figure 6-1 History representation  

Distributed History  

The distribution of queries is done by the query processor at the middleware and it needs 

to have access to the history of all the sensors involved in a query before making any 

optimization decision. But Maintaining entire history in the middleware increases the traffic of 

data from node to middleware as it is required to pull some of the data separately for history 

management that otherwise be filtered out because of the filters running on the node.  

In order to avoid pulling of filtered out data, It is required to maintain a partial history in 

the node. Partial history in a node helps in using only small portion of the available memory in 

the node. The history in a node is formed with the values that fall outside the filters running on 

the node. History in the middleware is formed with the values that fall inside the filters running 

in a node and are used to answer the queries. Hence there is no explicit cost involved in 

maintaining the history except the storage required at the node. In the history, each value has 

different weight associated with them. This is because those values are sampled at the different 

points of time and the significance of a value is time dependent because the recent values more 

likely to reflect the current trend of a sensor than the relatively older values. In order to give 
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weights to the different values of history, it is important to keep track of the relative position of 

each value of the history. It requires each value of history to be associated with time stamp. 

 Since the amount of history that is maintained for each sensor is bounded by some 

window size and the history data may be distributed between a node and the middleware based 

on the characteristics of the filters running on the node, it is important to have some 

synchronization mechanism to maintain the fixed size history when a new value is sampled.  

Distributed History Management 

 Although history of a sensor is distributed between the middleware and a sensor node 

based on the characteristics of filters running on the node, we can imagine the history of a sensor 

as a fixed length pipe in which arrival of a new value pushes the oldest value out of the window. 

Since the size of a history window for each sensor is fixed, it is important to find the candidate to 

be replaced for the arrival of a newly sampled value when the window reaches its max size. 

 Since It is possible that history of data gets distributed on both node as well as 

middleware, it is important to manage the history data efficiently. The following section explains 

the different possible ways in which history data can be distributed. 

History of a Sensor Entirely on Node 

It may be possible that the history data of a sensor is entirely present on the node. This is 

the case when all the values sampled from a sensor do not pass through any of the filters of a 

node.  These values are not sent to the middleware as they are not required by queries because 

they failed to satisfy the filters. When a new value is sampled from a sensor and if the value does 

not pass through any of the filters running in the node then the value is stored in the node by 

placing it in a queue. The queue node contains the time stamp of the arrival of data along with 

the value.  
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History of a Sensor Entirely on the Middleware 

 It may be possible that the history of data is entirely present in the middleware. This is 

the case when all the values sampled from a sensor do pass through at least one of the filters that 

are running on the node. History data is stored in the middleware using queue. When a new value 

is sampled from a sensor and the value passes through any of the filters running in a node as part 

of some continuous query, then the value is sent to middleware and is placed in the queue in the 

middleware. The oldest value is removed from the queue if addition of a new value to the queue 

exceeds the maximum size of history window. 

History of a Sensor Partially Stored in the Middleware and the Node 

 It may be the case that some of the history is present in a node and the rest of the history 

is present in the middleware. This is possible if a portion of the sampled values of a sensor are 

passing through the filters of a sensor on the node. This is the case which is likely to happen 

frequently. Once partial window is formed at the middleware and the rest of the window is 

formed at the node level, it is important to find and remove the oldest value of the two history 

windows if the addition of a new value makes the sum of the two windows exceed the maximum 

history window size of a sensor. Finding the oldest value can easily be achieved by comparing 

the timestamps of the oldest values of both the partial windows. To accomplish the task, it 

requires at least two messages. After a new value is sampled, If the value goes to middleware, 

the middleware gets the time stamp value of a value at the beginning of the queue (which is the 

oldest value as it is present at the beginning of the queue) and puts the timestamp into a message 

and sends it to the node process to allow the node to compare its local oldest timestamp with the 

oldest time stamp of the middleware. The node process checks to see whether its local value is 

the oldest one by comparing the incoming timestamp with the time stamp of value at the 

beginning of its local queue. If the node contains oldest value, then the oldest value of the node is 
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deleted and it sends a message to middleware process informing the action. If the node does not 

contain the oldest value, it just sends a message to the middleware process with out deleting any 

value from history window of the node. Then middleware deletes the first element of its queue as 

it has the oldest value and places the newly sampled value at the top of the queue. 

 If the newly sampled value stays in at a node because it does not pass through any of the 

filters running on the node, then the node starts the process of sending a message with the node’s 

oldest time stamp. The middleware takes this timestamp and compares the timestamp with the 

time stamp of the value at the beginning of the queue to determine the oldest time stamp. If it 

finds that it has oldest time stamp value then it removes the value containing oldest timestamp 

and informs the action to the node. Then node adds the newly sampled element to its queue.  

         Thus the oldest value is removed from one of the two history windows and the new value 

is put into one of the two windows depending on the filters running on the node. But this method 

involves 2 messages every time sampling takes place. It may be the case that a sensor is sampled 

every second. In such cases, every time a sensor is sampled two messages need to be transferred 

between the node and the middleware to maintain the distributed history which proves to be 

more costly in terms of the band width utilization. As the sample rate increases the more 

messages transfer between the node and middleware causing excessive utilization of bandwidth. 

To reduce the bandwidth overhead and to maintain the history irrespective of sample rate, the 

following method is proposed. 

In this method, two bit queues each having number of bits equal to total history window 

of a sensor are used. One of the two bit queues is maintained at the middleware and the other is 

maintained at a node. One bit queue is replica of another queue except that they are maintained at 

the different places. The kth position of the bit queue indicates in which partial history window, 
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middleware or node, the kth (1<= k <=n, where n is the size of history window) element of 

history of a sensor is present.  

 
Figure 6-2 Example#1: Distributed history management  

As shown in the above diagram, let us suppose that a range filter of a continuous query, 

1<= x <= 5, is running on a node that has epoch e. Let us suppose that the total history size 

window is consisting of 4 values.  Bit 1 at the kth position of bit queue indicates that kth element 

sampled by a sensor is sent to the middleware and maintained in the middleware queue. Bit 0 at 

the kth position of bit queue indicates that kth element is stored in the node. 

Let us suppose that the sampled value of the sensor is 2. This value is compared to the 

filer [1,5] and it is sent to the middleware as the value passes the filer. Then the 1st bit value of 

bit queue in the node is set to 1 as the first value sampled is sent to the middleware. In the 

middleware the value is put into the queue as shown in the above diagram and the middleware 

set the first bit of the bit queue to 1. Let us say the next sampled value is 6.  Then value does not 

pass through the filter running on the node and hence, the value is stored at the node. The value 
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is put into the node queue after setting 2nd bit of the bit queue in the node to 0 indicating that the 

second oldest value is present on the node. 

 Since middleware knows the epoch of a filter of a query that runs on a node, it waits for 

the value 6 to come to the middleware at the beginning of epoch. If the value is not sent to the 

middleware then the middleware assumes that the newly sampled value is not passed through the 

filter. Then it sets the 2nd bit of the bit queue of a sensor in middleware to 0 indicating that the 

second value of the history data is stored on the node. But one problem of the assumption is that 

the reason for the value not being able to come to the middleware may be either the value does 

not pass the filters or it gets delayed or lost. It will be shown in the subsequent sections that, the 

lost or delayed value has no effect on the history management and in calculating the score of the 

selectivity.  

The process continues till the max history window size is reached (i.e., sum of the sizes 

of the middleware window and node window is equal total history size which is 4 in this 

example). After 4 values have been sampled, the history window of size 4 is distributed on 

middleware as well as on the node. At this stage, let us suppose that a new sampled value is 8. 

Now the value 8 is accommodated in the history data by removing the oldest value from the 

window. When the value is sampled, the value is compared to the filter running on the node. 

Now it is required to find the oldest history value of the distributed history and delete the value. 

Since 8 does not satisfy the filter [1, 5], it remains on the node. At the beginning of the epoch 

when 8 is sampled, the middleware and the node look at their respective bit queues. Then the 

first element of the bit queue is 1 that means oldest value is present in the middleware. The 

middleware then removes the first value of its history window. At the node, it will not remove 

any value as the first bit value is 1 which indicates that the oldest value is present in the 
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middleware. At the node, the value 8 is placed in its value queue. Both middleware and node left 

shift the bit queue and sets the right most bit to 0 indicating that 8 is on the node. Thus this 

process is repeated for all the newly sampled values and the fixed size window of the history is 

maintained with out any communication overhead.  The following diagram is another example of 

distributed history management. 

 
Figure 6-3 Example#2: Distributed history management  

Handling Delayed Values  

The value that is sent to the middleware may get delayed because of various reasons. 

Since the order in which values are produced determines their position in history window, It is 

important to deal with delayed values so that they can be placed at the appropriate position in the 

time sensitive history window. These delayed values are handled by maintaining a sequence 

number for each value sampled. The sequence number starts with 0 and wraps around to 0 when 

it reaches 1 less than the maximum history window size. Let us suppose that a value that is 
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sampled and is able to pass through a filter running on the node. This value is sent to the 

middleware and placed in history window of a sensor in the middleware. Let us suppose that 

next value is sampled at the time t + epoch and is sent to the middleware. Assume that the value 

is delayed for various reasons and hence, the value will arrive at the middleware after some 

delay. But the node which produces that value thinks that, the value might have reached to the 

middleware and hence, it will do necessary operations on its bit queue and updates its local 

history window( which is a queue) if necessary. From the middleware perspective, it thinks that 

the value sampled at t+epoch is unable to pass through the filters running on the node hence it 

updates its bit queue and its local history window accordingly. Let us suppose next value is 

sampled at t+2*epoch time and arrived at the middleware. Since the messages from node to the 

middleware contain the sequence number of the sampled value (the sequence number gets 

incremented for every value produced and wraps around when it reaches 1 less than max history 

window size of a sensor), by looking at the message sequence number of the value produced at 

t+2*epoch, the middleware realizes that the sampled value at t + epoch is either lost or has 

stayed at the node. Assume that after processing the value produced at t+2*epoch in the 

middleware, the value sampled at t+epoch time is arrived at the middleware. By looking at the 

delayed message sequence number, middleware identifies that the message is delayed. Although 

the message is delayed, middleware identifies the proper slot in history window based on the 

sequence number.  

It may be possible that the delayed value might be arriving at middleware even after the 

middleware history window wraps around. In order to deal with this kind of delays, the 

middleware maintains the time at which the history window is wrapped around. If the time stamp 

of delayed value that is maintained in the message is less than the last wrap around time of 
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history window then the message is discarded as the message belongs to the previous history 

window. 

Dealing Lost Packets 

If a message is sent from node to middleware, it is possible that the message is lost. Let 

us suppose that the message is lost. But the node assumes that the value might have delivered to 

the middleware and does the required operations on its bit queue. The middleware assumes that 

the value that is sampled at the beginning of epoch might have stayed at the node and does the 

required operation on bit queue. Because of these assumptions, the oldest element is deleted and 

the middleware adds bit 0 to the bit queue indicating that the recent value has stayed at the node. 

The node adds bit 1 to its bit queue indicating that the recent value is sent to the middleware. 

Because of these changes, history will not get affected except that the oldest value is lost. That 

means that current history size shrinks by 1 which has no effect on history. Thus by maintaining 

sequence number and the time at which the sequence number is wrapped around, it is possible to 

deal with delayed packets and lost messages effectively. 
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CHAPTER 7 
ESTIMATING SELECTIVITY OF A SENSOR  

Selectivity 

Selectivity of a sensor is a relative term. It gives an idea as to how likely a sensor will 

produce its next value in a range predicate of a sensor specified in a query. If a sensor is the most 

likely candidate among all the sensors specified in a query to produce its next value in its range 

predicate then the sensor is the least selective sensor of the query. Consider the following query. 

Select temperature from sensor table Where ≤ sensor.temperature_sensor ≤30  

and 0 ≤ sensor.pressure ≤ 20; 

The temperature sensor is the less selective sensor than pressure sensor if the former is 

most likely to produce its next value with in 0 and 30 than the later does produce its next value in 

0 and 20. Thus, selectivity of a sensor is not an absolute value. Selectivity score is rather relative 

term. Sometimes it may be required to compare the selectivity scores of sensors of 

heterogeneous type, and in such cases, it is required to have common measurement which takes 

into consideration of the physical characteristics of a sensor as well as the bounds of the sensor.  

Selectivity score, which is described in subsequent sections, is a relative measurement 

which allows comparison of the selectivity of heterogeneous sensors as well as homogeneous 

sensors. Selectivity is very useful component in service oriented architectures as well as ad hoc 

wireless sensor networks to determine the most selective and least selective sensor of a query. If 

a query involves multiple predicates of different sensors, it is good idea to query the least 

selective sensor which can be determined through selectivity score to have more chances of 

eliminating query with out probing further. The selectivity is a major component in optimization 

of continuous queries which runs for long duration of time and requires to samples sensor at the 

beginning of each epoch. 
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Selectivity Score 

 Based on our experiences in real life sensor network deployment [4,7,11], we found that 

the future behavior of most  analog sensors such as temperature, pressure and humidity can be 

predicted based on their behavior in the recent past. Based on this assumption, we propose a 

simple model for predicting the behavior of a sensor and show that it works reasonably well in a 

variety of situations, through experiments on real life sensor data. 

Selectivity Score S (of a predicate a≤ x≤ b) = 

                                      

where m = (a+b)/2,  (yi, ti) are sensor history records containing values which fall within range 

of this predicate and w(t) is the ageing function. The higher the selectivity score, the more 

selective is the predicate. The Figure 7-1 shows the idea behind the concept of selectivity scores. 
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The term K has a lower bound 0. To find the upper bound assume the sensor has sensitivity 

ε and output range [A, B]. Then the term K will have achieved its maximum value of (B-A)/ε for 

the following boundary conditions: 

a) If B = a = b = m and yi = A 

b) If A = a = b = m and yi = B 
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Using the definition of sensor sensitivity (if |b-a| <= ε, then as far as the sensor is 

concerned, b = a), we get that if b=a then (b-a)/2 = ε/2 ≈ ε. This together with the above 

boundary value conditions gives us the maximum value of the term.  

 
Figure 7-1 Selectivity Graph of Two Sensors 

As shown in Figure 7-1, let suppose that A, B are the actual sensor ranges for sensors 

sensor1 and sensor2 respectively. Let us suppose that ‘a’ and ‘b’ are the bounds of the range 

predicates of the sensor1 and sensor2. let m = (a+b)/2 is the midpoint  value of [a , b] bounds. 

The green points are the values of the history of sensor1 with x-axis representing time. The 

yellow points represent the history values of the sensor2. From Figure 7-1, we can clearly see 

that sensor1 is less likely to produce its next value in the range [a ,b] than sensor2. One 

observation that can be made out of the diagram is that the distance of all the points of sensor1 

with respect to the midpoint of the bounds [a,b] is more than that of sensor2. Hence the sensor1 

is less likely to produce its next value in the range [a b] than sensor2. 

By giving different weights (generally more weight to more recent value) to the history 

values based on their timestamp, we can see that recent values dominate the selectivity score 

than the older values. This idea of giving different weights to the values based on their position 
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in the history window suppresses the occasional spikes in the history values and gives the trend 

more accurately.  It is important to see that recent values get more weight than the previous 

values to let the recent values be dominant in determining the trend of a sensor. Otherwise, the 

older values may dominate the selectivity score. 

The weight function can vary depending on the type and the general behavior of a sensor. 

As per experiments, the logarithmic function is performing well for temperature, pressure and 

humidity sensors.  

The selectivity score uses the sum of the products of the distance of each history value 

from midpoint of bounds [a,b] and corresponding weight function value. The higher the 

selectivity score, the farther the trend of the sensor is from the midpoint of the bounds of a range 

predicate. Hence it is less likely to produce its next value in its range predicate than the sensor 

having less selectivity score. 

Dynamic Scheduling of Sub Queries of a Continuous Query 

Let us suppose that following query has been issued by an application and is subjected to 

the dynamic scheduling of filters. The following section illustrates how the query is executed. 

 

Let us assume that s1 is a sensor connected to a sensor node1, s2 is a sensor connected to a 

node2 and s3 is a sensor connected to node3.  The simple way of executing the query is to make 

s1>20, s2>30 and s3>40 sub queries and push them on to the nodes node1, node2 and node3 

respectively. At the beginning of the epoch , each of the sub query samples it’s sensor and 

checks the sampled value against the condition i.e., s1>20 , s2>30 and s3>40 and send the data 

back to the middleware if the value sampled satisfies the filtering condition on the node. At the 

middleware, if the query engine receives all the three values then it can assume that all the 

E.g. select s1, s2, s3 from sensors where s1 >20 and s2>30 and s3>40   Epoch X for Y 
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conditions have been satisfied and it can go ahead further executing the query for the select 

attributes.  

The disadvantage of this approach is to get some of the values from the nodes to the 

middleware although the other sensor values fail to satisfy the filtering conditions on their 

respective nodes. For e.g., Let us assume that node 1, node2, node3 produce s1=19, s2=31 and 

s3=41 respectively.    Since value of s1 falls out side of the range of the filter running on the 

node1, it is not sent to the middleware. But s2 and s3 values are sent to the middleware as they 

satisfy their respective filtering conditions. It can be observed that the values of s2 and s3 are 

being sent to the middleware where those values are not used until s1 satisfies its own filter and 

sends the value back to the middleware. The best way to deal with this kind of queries is to pick 

the most selective filter of all the filters and push the filter on to its node as a process and keep 

the rest of the filters in the middleware. The process samples the value at the beginning of each 

epoch and check against its filter condition. If it satisfies the filter condition then the value is sent 

to the middleware other wise the value stays at the node. In the above example let us assume that 

s1>20 is the most selective sensor meaning that the sensor is least likely to produce a value that 

falls in it’s filtering condition. Let us assume that the order of selectivity of the sensors from the 

most to least are s1>20, s2>30 and s3>40. According to this optimization method, we have to 

push s1>20 filter as a process on to the node1 and make it run continuously. At the beginning of 

the epoch of the query, s1 is sampled and the value is checked to see whether the value is greater 

than 20. If the value is not satisfied then middleware did not go further evaluating the query. If 

the value satisfies the filtering condition then the value is sent to the middleware and the 

middleware starts evaluating other filters by using single time requests to their respective nodes. 
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Single time requests are like a single time queries where it not required to run the query as a 

process on the node.  

The calculation of selectivity of a sensor is done based on the history.  Since the 

continuous queries are long running queries the filter that is most selective at this moment may 

not be the most selective after some time. The following mechanism is proposed to ensure that 

the most selective sub query is pushed on to the node. 

Feedback Mechanism: 

1. This mechanism is required as the selectivity calculations done at a particular point of  
time will not remain  valid for the entire life of a long running query. 
 

2. Keep track of the number of false positives – When predicate/filter running on node 
returns a result but the entire set of predicates is not satisfied. In case this exceeds a    
threshold, this implies that the predicate is not the most selective any more since another 
predicate is getting satisfied lesser number of times than this predicate. 

 
3. Recalculate selectivity score and push in the most selective subset of predicates (and 

canceling the invalidated predicates previously running on the nodes) 
 

 
This kind of mechanism ensures that recalculation of selectivity scores is not done at the 

beginning of each epoch and makes the system more robust to the occasional spikes in the data. 

This optimization can be summarized as following  

1. Use selectivity to determine which subset of predicates to push as filters on the nodes. 

2. Push a subset of most selective predicates on the nodes. 

3. Use selectivity score for determining selectivity. If filters are running for that sensor, then 
use sensor history to calculate score. If no filters are running, then push the predicate on 
the node and let it run for a fixed number of readings. This will fill up the history which 
can then be used to calculate the score. 

 
4. Feedback mechanism to indicate when current selectivity scores are invalidated 

The following flow chart shows how the continuous queries with dynamic scheduling of 

sub queries are executed. The diagram also explains about the feedback mechanism which deals 
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with false positives. This feedback mechanism is needed in order to prevent the selectivity score 

being calculated frequently and to reduce the effect of the occasional spikes in the data. The 

following flowchart also explains the different mechanisms to deal with single time queries as 

well as continuous queries. 
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Figure 7-2  Flow chart for dynamic scheduling of filters  
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CHAPTER 8 
EXPERIMENTAL EVALUATION 

Results 

The simulator simulates the execution of continuous queries whose range filters of the 

form A AND B. A and B are range filters of sensors s1 and s2 respectively. The simulations are 

run on a real life sensor data set. This data set was logged by Intel Research lab at Berkeley and 

contains temperature, pressure and humidity data collected by 54 sensors between February 28th 

and April 5th, 2004. In order to evaluate our selectivity model for situations, where a sensor is 

behaving normally or it is behaving erratically as a result of external environmental conditions or 

malfunction, we deliberately chose those data logs which contain incidents of both types. Given 

the data set consisting of large number of those values, the simulator generates a random range 

and the difference of the range is used to pick a contiguous block of the data from a sensor 

dataset. This continuous block of data is divided into two parts in which first portion corresponds 

to the history data and the second portion corresponds to test data. After picking the contiguous 

blocks of data for two sensors and partitioning each contiguous block, the selectivity scores of 

each sensor is calculated using the history portion of its contiguous block of data.  

Range filter of each sensor is compared against the second portion of the sensor’s 

contiguous block i.e., test data of the sensor and the number of values that fall in the range filter 

are counted. Then simulator will check to see that the sensor having more selectivity score 

should have less number of values of test data that falls in the range filter of the sensor.  

Similarly, the sensor having less selectivity score should have more number of values of test data 

that falls in the range filter of the sensor.  

    The total number of iteration per history size is 1000. History Size varied between 50 and 250 

in increments of 50 for each value of history size, test data size was varied from 50 to 250 in 
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increments of 50. Total of 5000 iterations are conducted. The success % plotted on the graph 

corresponding to a particular history size is the average over the number of different training data 

sizes.  

 'Clear decision' plot in the graph corresponds to the following cases:  

(Sensor1 is assigned selectivityScore1 and Sensor2 is assigned selectivity Score2) 

a)  If selectivityScore1 > selectivityScore2, then sensor1 is more selective than sensor2 (as  
   per test data) 
 
b)  If selectivityScore2 > selectivityScore1, then sensor2 is more selective than sensor1 (as  
  per test data) 
 
c)  If selectivityScore1 = selectivityScore2, then sensor1 is as selective as sensor2 (as per  
    test data) 

 
Hence, the 'clear decision' plot excludes cases where selectivity scores are not equal but 

selectivity are equal (for example, cases where none of the readings in the test data set falls 

within range limits and this is a very common occurrence since range only cover a small portion 

of the total possible output range of values of the sensor)  

 
 Figure 8-1 : Selectivity estimation with history size = 50 
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Figure 8-2: Selectivity estimation with history size = 100 

 
Figure 8-3: Selectivity estimation with history size = 256 
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As it can be observed that, as the test data size increases, which means as the same 

selectivity score is being used for the increasing size of the test data, the success % is decreasing. 

This is because of the fact that the relevance of history decreases with the time. 

One more thing that can be observed from the above graphs is that for smaller history sizes 

the success % is not stable as the test data size increases. From the above figures, it can be 

observed that history size 256 is performing better than history size 50 and 100. 

For the history size of 256 values, the success % is good until the test data size of around 

4000 values. That means the same 256 values and its selectivity score perform well until next 

4000 values are sampled. After that, it is required to recalculate the selectivity score based on the 

new values in order to prevent the %success from going down further. This answers the question 

how much data the history is valid for and how frequently history should be calculated.  

The 256 values per sensor seem to be performing well. The value 256 is chosen to meet the 

memory constraints of the sensor node. Atlas sensor node has around 4 KB SRAM and 32 KB of 

external memory. Each node is generally used to connect four sensors. The voltage that is 

coming from a sensor is converted into 10 bit value by ADC. Hence the range of values that 

would come from a sensor would be from 0 to 1023. In each record, the timestamp of the value 

and the value is maintained. The time stamp of a value gets stored in the form of offset w.r.t to 

actual time stamp. Hence, around 2 bytes of memory is required for each record to store actual 

value and its time stamp offset. 

 So, to store 256 records, around 512 bytes per sensor are required. As it is mentioned 

earlier, there may be very few situations in which entire history gets stored in the node. Even in 

that case, each node requires only 2KB of memory for the history of all the sensors. 
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CHAPTER 9 
CONCLUSION AND FUTURE WORK 

 
Conclusion 

This thesis is an attempt at providing efficient query processing architecture and 

optimization methods to query smart devices in pervasive space that form the network of sensors 

and actuators. This thesis is an attempt at providing methods to merge similar filters of different 

queries to reduce the sampling costs, store time dependent history data to be used in the 

selectivity calculations calculate the selectivity scores of sensors and allow dynamic scheduling 

of the filters to reduce the bandwidth utilization.  

These optimization methods when incorporated in a centralized mechanism called query 

processor enables the queries to be executed efficiently and provides the centralized mechanism 

to group the queries to marshal the scarce resources, band width , CPU processing and battery, of 

a Atlas node. These optimization methods increase the scalability of pervasive spaces and should 

prove valuable for a long time to come, given the increasing number of the applications that 

access the pervasive spaces and the devices that exist in pervasive space.  

Future Work 

One of the main improvements is being done in the area of distributed joins. Some of the 

other optimization methods that are being worked on are, phenomena detection and tracking and 

optimizing sliding window join by deriving filters from materialized views to push them on to 

the nodes to reduce the traffic from nodes. 
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