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Optimization problems occur in diverse areas of telecommunications.

Some problems have become classical examples of application for techniques

in operations research, such as the theory of network flows. Other opportuni-

ties for applications in telecommunications arise frequently, given the dynamic

nature of the field. Every new technique presents different challenges that can

be answered using appropriate optimization techniques.

In this dissertation, problems occurring in telecommunications are dis-

cussed, with emphasis for applications in the Internet. First, a study of prob-

lems occurring in multicast routing is presented. Here, the objective is to

allow the deployment of multicast services with minimum cost. A description

of the problem is provided, and variations that occur frequently in some of

these applications are discussed.

Complexity results are presented for multicast problems, showing that it

is NP-hard to approximate these problems effectively. Despite this, we also

describe algorithms that give some guarantee of approximation.

ix



A second problem in multicast networks studyed in this dissertation is

the multicast routing problem. Its objective is to find a minimum cost route

linking source to destinations, with additional quality of service constraints. A

heuristic based on a Steiner tree algorithm is proposed, and used to construct

solutions for the routing problem. This construction heuristic is also used as

the basis to develop a restarting method, based on the greedy randomized

adaptive search procedure (GRASP).

The last part of the dissertation is concerned with problems in wireless

networks. Such networks have numerous applications due to its highly dynamic

nature. Algorithms to compute near optimal solutions for the minimum back-

bone problem are proposed, which perform in practice much better than other

methods. A distributed version of the algorithm is also provided.
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CHAPTER 1
INTRODUCTION

Computer networks are a relatively new communication medium that

has quickly become essential for most organizations. In this dissertation, we

present some optimization problems occurring in computer and telecommuni-

cations networks. Performing optimization on such networks is important for

several reasons, including cost and speed of communication. We concentrate

on two types of networks that have recently received much attention. The first

type is multicast systems, which are used to reliably share information with

a (possibly large) group of clients. The second type of networks considered

in this dissertation is wireless ad hoc systems, an important type of networks

with several applications.

We are mostly concerned about computational issues arising in the op-

timization of problems occurring on telecommunications networks. Thus, al-

though we present mathematical programming aspects for each of these prob-

lems, the main objective will be to derive efficient algorithms, with or without

guarantee of approximation.

The topics discussed in the dissertation are divided as follows. In Chap-

ter 2, a survey of research on the area of multicast systems is presented. The

review is used as a starting point for the topics that will be discussed later in

the dissertation related to multicast networks.

Chapter 3 introduces the problem that will be studied in the next chapters,

the streaming cache placement problem (SCPP). Variants of this basic problem

are introduced, and all variants are proved to be NP-hard.

1
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Chapter 4 is dedicated to the study of approximability properties of the

different versions of the SCPP. It is shown that in general the SCPP cannot

have a polynomial time approximation scheme (PTAS). This demonstrates

that the SCPP is a very hard problem not only to solve exactly, but also to

approximate. We also show that for the directed flow version it is not possible

to approximate the problem by less than log log |D|, where D is the set of

destinations.

In Chapter 5, algorithms for different versions of the SCPP are proposed.

Both approximation algorithms, as well as heuristics are discussed. Initially,

some algorithms with performance guarantee are proposed. However, due to

complexity results, these algorithms in general do not give good results for

problems found in practice. Heuristic algorithms are then studied, and two

main strategies for construction heuristics are discussed. Results of computa-

tional results with these methods are presented and compared.

Another problem in multicast networks is discussed in Chapter 6. The

routing problem in multicast networks asks for an optimal route, i.e., a mini-

mum cost tree connecting the source node to destinations. The routing prob-

lem for multicast networks is known to be NP-hard. We propose new heuris-

tics, and use these heuristics to implement a greedy adaptive search procedure

(GRASP).

In the last part of the dissertation, wireless network systems are discussed.

In particular, ad hoc systems (also known as MANETs) are studied. Chapter 7

is dedicated to the problem of determining a minimum backbone for such ad

hoc networks. A new algorithm for this problem is given, and the advantages

of this algorithm are addressed. A distributed version of the algorithm is also

proposed.
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Finally, in Chapter 8 general conclusions are given about the work pre-

sented in the dissertation. Future work in the area is presented, and some

concluding remarks about this area of research are given.



CHAPTER 2
A SURVEY OF COMBINATORIAL OPTIMIZATION PROBLEMS IN

MULTICAST ROUTING

In multicasting routing, the main objective is to send data from one or

more source to multiple destinations, while at the same time minimizing the

usage of resources. Examples of resources which can be minimized include

bandwidth, time and connection costs. In this chapter we survey applications

of combinatorial optimization to multicast routing. We discuss the most im-

portant problems considered in this area, as well as their models. Algorithms

for each of the main problems are also presented.

2.1 Introduction

A basic application of computer networks consists of sending information

to a selective, usually large, number of clients of some specific data. Common

examples of such applications are multimedia distribution systems (Pasquale

et al., 1998), video-conferencing (Eriksson, 1994), software delivery (Han and

Shahmehri, 2000), group-ware (Chockler et al., 1996), and game communi-

ties (Park and Park, 1997). Multicast is a technique used to facilitate this

type of information exchange, by routing data from one or more sources to a

potentially large number of destinations (Deering and Cheriton, 1990). This

is done in such a way that overall utilization of resources in the underlying

network is minimized in some sense.

To handle multicast routing, many proposals of multicast technologies

have been done in the last decade. Examples are the MBONE (Eriksson, 1994),

MOSPF (Moy, 1994a), PIM (Deering et al., 1996), core-based trees (Ballardie

4
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et al., 1993) and shared tree technologies (Chiang et al., 1998; Wei and Es-

trin, 1994). Each proposed technology requires the solution of (usually hard)

combinatorial problems. With the proliferation of services that require multi-

cast delivery, the associated routing methods became an important source of

problems for the combinatorial optimization community. Many objectives can

be devised when designing protocols, routing strategies, and overall networks

that can be optimized using techniques from combinatorial optimization.

In this chapter we discuss some of the combinatorial optimization prob-

lems arising in the area of multicast routing. These are very interesting in their

own, but sometimes are closely related to other well known problems. Thus,

the cross-fertilization of ideas from combinatorial optimization and multicast

networks can be beneficial to the development of improved algorithms and

general techniques. Our objective is to review some of the more interesting

problems and give examples and references of the existing algorithms. We also

discuss some problems recently appearing in the area of multicast networks and

how they are modeled and solved in the literature.

2.1.1 Multicast Routing

The idea of sending information for a large number of users is common in

systems that employ broadcasting. Radio and TV are two standard examples

of broadcasting systems which are widely used. On the other hand, networks

were initially designed to be used as a communication means among a relatively

small number of participants.

The TCP/IP protocol stack, which is the main technology underlying the

Internet, uses routing protocols for delivery of packets for single destinations.

Most of these protocols are based on the calculation of shortest paths. A

good example of a widely used routing protocol is the OSPF (Moy, 1994b;
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Figure 2–1: Conceptual organization of a multicast group.

Thomas II, 1998) (Open Shortest Path First), which is used to compute routing

tables for routers inside a subnetwork. In OSPF, each router in the network

is responsible for maintaining a table of paths for reachable destinations. This

table can be created using the Dijkstra’s algorithm (Dijkstra, 1959) to calculate

shortest paths from the current node to all other destinations in the current

sub-network. This process can be done deterministically in polynomial time,

using at most O(n3) iterations, where n is the number of nodes involved.

However, with the Internet and the increased use of large networks, the ne-

cessity appeared for services targeting larger audiences. This phenomenon be-

came more important due to the development of new technologies such as vir-

tual conference (Sabri and Prasada, 1985), video on demand, group-ware (Ellis

et al., 1991), etc. This series of developments gave momentum for the creation

of multicast routing protocols. In multicast routing, data can be sent from

one or more source nodes to a set of destination nodes (see Figure 2–1). It is

required that all destinations be satisfied by a stream of data.

Dalal and Metcalfe (1978) were the first to give non-trivial algorithms

for routing of packets in a multicast network. From then on, many proposals

have been made to create technology supporting multicast routing, such as
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by Deering (1988), Eriksson (1994), and Wall (1980). Some examples of mul-

ticast protocols are PIM – Protocol Independent Multicast (Deering et al.,

1996), DVMRP – Distance-Vector Multicast Routing Protocol (Deering and

Cheriton, 1990; Waitzman et al., 1988), MOSPF – Multicast OSPF (Moy,

1994a), and CBT – Core Based Trees (Ballardie et al., 1993). See Levine and

Garcia-Luna-Aceves (1998) for a detailed comparison of diverse technologies.

2.1.2 Basic Definitions

A multicast group is a set of nodes in a network that need to share the

same piece of information. A multicast group can have one or more source

nodes, and more than one destination. Note that even when there is more

than one source, the same information is shared among all nodes in the group.

A multicast group can be static or dynamic. Static groups cannot be

changed after its creation. Starting with Wall (1980), the problem of routing

information in static groups is frequently modeled as a type of Steiner tree

problem. On the other hand, dynamic groups can have members added or

removed at any time (Waxman, 1988). Clearly the task of maintaining routes

for dynamic groups is complicated by the fact that it is not known in advance

which nodes can be added or removed.

Multicast groups can be also classified according to the relative number

of users, as described by Deering and Cheriton (1990). In sparse groups,

the number of participants is small compared to the number of nodes in the

network. In the other situation, in which most of the nodes in the network are

engaged in multicast communication, the groups involved are called pervasive

groups (Waitzman et al., 1988).

For more information about multicast networks in general, one can consult

the surveys by A.J. Frank (1985), and Paul and Raghavan (2002). A good
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introduction to multicasting in IP networks is given in the Internet Draft

by Semeria and Maufer (1996) (available online). Other interesting related

literature include Du and Pardalos (1993a); Pardalos and Du (1998); Wan

et al. (1998); Pardalos et al. (2000, 1993); Pardalos and Khoury (1996, 1995).

2.1.3 Applications of Multicast Routing

Applications of multicast routing have a wide spectrum, from business

to government and entertainment. One of the first applications of multicast

routing was in audio broadcasting. In fact, the first real use of the Internet

MBONE (Multimedia Backbone, created in 1992) was to broadcast audio from

IETF (Internet Engineering Task Force) meetings over the Internet (Eriksson,

1994).

Another important application of multicast routing is video confer-

ence (Yum et al., 1995), since this is a resource-intensive kind of application,

where a group of users is targeted. It has requirements, such as real-time

image exchanging and allowing interaction between geographically separated

users, also found in other types of multimedia applications. Being closely re-

lated to the area of remote collaboration, video conferencing has received great

attention during the last decade. Among others, Pasquale et al. (1998) give a

detailed discussion about utilization of multicast routing to deliver multimedia

content over large networks, such as the Internet. Jia et al. (1997) and Kom-

pella et al. (1996) also proposed algorithms for multicast routing applied to

real-time video distribution and video-conferencing problems.

Many other interesting uses of multicast routing have been done during

the last decade, with examples such as video on demand, software distribution,

Internet radio and TV stations, etc.
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2.1.4 Chapter Organization

The remainder of this chapter is organized as follows. In Section 2.2 we

give a common ground for the description of optimization problems in multi-

cast routing. We start by giving the terminology used throughout the chapter,

mainly from graph theory. Then, we discuss some of the common problems

appearing in this area. In Section 2.3 we discuss delay constrained Steiner

tree problems. These are the most studied problems in multicast routing,

from the optimization point of view, being used in diverse algorithms. Thus,

we discuss many of the versions of this problem considered in the literature.

In Section 2.4 we review some other optimization problems related to multi-

cast routing. They are the multicast packing problem, the multicast network

dimensioning problem, and the point-to-point connection problem. Finally, in

Section 2.5 we give some concluding remarks about the subject.

2.2 Basic Problems in Multicast Routing

In this section we discuss the basic problems occurring in multicast net-

works. We start by an introduction to terminology used. In the sequence

we discuss some basic problems which are addressed in the multicast routing

literature.

2.2.1 Graph Theory Terminology

Graphs in this chapter are considered to be undirected and without loops.

In our applications, the nodes in a graph represent hosts, and edges represent

network links. We use N(v) to denote the set of neighbors of a node v ∈ V .

Also, we denote by δ(V ) the number of such neighbors.

With each edge (i, j) ∈ E we can associate functions representing char-

acteristics of the network links. The most widely used functions are capacity

c(i, j), cost w(i, j) and delay d(i, j), for i, j ∈ V . For each edge (i, j) ∈ E, the
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associated capacity c(i, j) represents the maximum amount of data that can

be sent between nodes i and j. In multicasting applications this is generally

given by an integer multiple of some unity of transmission capacity, so we can

say that c(i, j) ∈ Z+, for all (i, j) ∈ E.

The function w(i, j) is used to model any costs incurred by the use of the

network link between nodes i and j. This include leasing costs, maintenance

costs, etc.

Some applications, such as multimedia delivery, are sensitive to transmis-

sion delays and require that the total time between delivery and arrival of a

data package be restricted to some particular maximum value (Ferrari and

Verma, 1990). The delay function d(i, j) is used to model this kind of con-

straint. The delay d(i, j) represents the time needed to transmit information

between nodes i and j. As a typical example, video-on-demand applications

may have specific requirements concerning the transmission time. Each packet

i can be marked with the maximum delay di that can be tolerated for its trans-

mission. In this case the routers must consider only paths where the total delay

is at the most di.

A path in a graph G is a sequence of nodes vi1 , . . . , vij , where (vik , vik+1
)

is in E, for all k ∈ {1, . . . , j − 1}. In a routing problem we want to find paths

from a source s to a set D of destinations, satisfying some requirements. The

cost w(P ) of a path P is defined as the sum of the costs of all edges (vik , vik+1
)

in P . A path P between nodes u and v is called a minimum path if there is

no path P ′ in G such that w(P ′) < w(P ). The path delay d(P ) is defined as

the delay incurred when routing data between nodes v1 and vk through path

P = (v1, . . . , vk). In other words, d(P ) =
∑k−1
i=1 d(vi, vi+1).

In this chapter, we use interchangeably the words edge and link to relate

to the same object. The word link is used when it is more appropriate in
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the application context. For more information of graph theoretical aspects of

multicast networks, see Berry (1990).

2.2.2 Optimization Goals

Different objectives can be considered when optimizing a multicast routing

problem, such as, for example, path delay, total cost of the tree, and maximum

congestion. We discuss some of these objectives.

Quality of service is an important consideration with network service, and

it is mostly related to the time needed for data delivery. Depending on the

quality of service requirements of an application, one of the possible goals is to

minimize path delay. The best example of application that needs this quality

of service is video-conference. The path delay is an additive delay function,

corresponding to the sum of delays incurred from source to destination, for all

destinations. It is interesting to note that this problem is solvable in polyno-

mial time, since the paths from source to destination are considered separately.

Shortest path algorithms such as, for example, the Dijkstra’s algorithm (Dijk-

stra, 1959), can be used to achieve this objective.

A second objective is to minimize the total cost of the routing tree. This

is again an additive metric, where we look for the minimum sum of costs for

edges used in the routing tree. In this case, however, the optimization objective

is considerably harder to achieve, since it can be shown to be equivalent to

the minimum Steiner tree, a classical NP-hard problem (Garey and Johnson,

1979).

Another example of optimization goal is to minimize the maximum net-

work congestion. The congestion on a link is defined as the difference between

capacity and usage. The higher the congestion, the more difficult it is to han-

dle failures in some other links of the network. Also, higher congestion makes
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it harder to include new elements in an existing multicast group, and there-

fore is an undesirable situation in dynamic multicast. Thus, in a well designed

network it is interesting to keep congestion at a minimum.

2.2.3 Basic Multicast Routing Algorithms

The most basic way of sending information to a multicast group is using

flooding. With this technique, a node sends packets through all its adjacent

links. If a node v receives a packet p from node u for which it is not the

destination, then v first checks if p was received before. If this is true, the

packet does not need to be sent again. Otherwise, the v just re-sends the

packet to all other adjacent nodes (excluding u). The formal statement of

this strategy is shown in Algorithm 1. It is clear that after at most n such

steps (where n is the number of nodes in the network), the package must have

reached all nodes, including the destinations. Thus, the algorithm is correct.

The number of messages sent by each node is at most n. The number of

messages received by v is at most nδG(v).

Receive packet p from node u
if destination(p) = v then

Packet-Received
else

if packet was not previously processed then
Sent packet p to all nodes in N(v) \ {u}

end
end

Algorithm 1: Flooding algorithm for node v in a multicast network

This method of packet routing is simple, but very inefficient. The first

reason is that it uses more bandwidth than required, since many nodes which

are not in the path to the destination will end up by receiving the packet.

Second, each node in the network must keep a list of all packets which it sent,
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in order to avoid loops. This makes the use of flooding prohibitive for all

but very small networks. Another problem, which is more difficult to solve,

is how to guarantee that a packet will be delivered, since the network can be

disconnected due to some link failure, for example.

The reverse path-forwarding algorithm is a method, proposed by Dalal

and Metcalfe (1978), used to reduce the network usage associated with the

flooding technique. The idea is that, for each node v and source node s in the

network, v will determine in a distributed way what is the edge e = (u, v), for

some u ∈ V , which is in the shortest path from s to v. This edge is called

the parent link. The parent link can be determined in different ways, and

a very simple method is: select e = (u, v) to be the parent link for source

s if this was the first edge from which a packet from s was received. With

this information, a node can selectively drop incoming packets, based on its

source. If a packet p is received from a link which is not considered to be in

the shortest path between the source node and the current node, then p is

discarded. Otherwise, the node broadcasts p to all other adjacent links, just

as in the flooding algorithm. The parent link can also be updated depending

on the information received from other nodes. Other algorithms can be used

to enhance this basic scheme as discussed, e.g., by Semeria and Maufer (1996).

2.2.4 General Techniques for Creation of Multicast Routes

During the last decades a number of basic techniques were proposed for

the construction of multicast routes. Diot et al. (1997) identified some of the

main techniques used in the literature. They describe these techniques as being

divided into source based routing, center based tree algorithms, and Steiner

tree based algorithms.
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In source based routing, a routing tree rooted at the source node is cre-

ated for each multicast group. This technique is used, for example, in the

DVMRP and PIM protocols. Some implementations of source based routing

make use of the reverse path-forwarding algorithm, discussed in the previous

sub-session (Dalal and Metcalfe, 1978). Sriram et al. (1998) observed that this

technique does a poor job in routing small multicast groups, since it tries to

optimize the routing tree without considering other potential users not in the

current group.

Among the source based routing algorithms, the Steiner tree based meth-

ods focus on minimization of tree cost. This is probably the most used ap-

proach, since it can leverage the large number of existing algorithms for the

Steiner tree problem. There are many examples of this technique (such as

in Bharath-Kumar and Jaffe (1983); Wall (1982); Waxman (1988); Wi and

Choi (1995)), which will be discussed on Section 2.3.

In contrast to source based routing, center based tree algorithms create

routing trees with a specified root node. This root node is computed to have

some special properties, such as, for example, being closest to all other nodes.

This method is well suited to the construction of shared trees, since the root

node can have properties interesting to all multicast groups. For example, if

the root node is the topological center of a set of nodes, then this is the node

which is closest to all members of the involved multicast groups. In the case

of the topological center, the problem of finding the root node becomes NP-

hard, but there are other versions of the problem which are easier to solve.

An important example of use of this idea occurs in the CBT (core-based tree)

algorithm (Ballardie et al., 1993).

A recent method proposed for distributing data in multicast groups is

called ring based routing (Baldi et al., 1997; Ofek and Yener, 1997). The idea
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is to have a ring linking nodes in a group, to minimize costs and improve

reliability. Note for example that trees can be broken by just one link failure;

on the other hand, rings are 2-connected structures, which offer a more reliable

interconnection.

2.2.5 Shortest Path Problems with Delay Constraints

Given a graph G(V,E), a source node s and a destination node t, with

s, t ∈ V , the shortest path problem consists of finding a path from s to t

with minimum cost. The solution of shortest path problems is required in

most implementations of routing algorithms. This problem can be solved in

polynomial time using standard algorithms (Dijkstra, 1959; Bellman, 1958;

Ford, 1956).

However, other versions of the shortest problem are harder, and cannot

be solved exactly in polynomial time. An example of this occurs when we add

delay constraints to the basic problem. The delay constraints require that the

sum of the delays from source to each destination be less than some threshold.

In this case, the shortest path problem becomesNP-hard (Garey and Johnson,

1979) and therefore, some heuristic algorithms must be used in order to find

efficient implementations (e.g. Salama et al. (1997b)). For example, Sun and

Langendoerfer (1995) and Deering and Cheriton (1990) have proposed good

heuristics for this problem.

Some algorithms for shortest path construction are less useful than others,

due to properties of their distributed implementations. According to Cheng

et al. (1989), a disadvantage of the distributed Bellman-Ford algorithm for

shortest path computation is that is difficult to recover from link failures,

from the bouncing effect (Sloman and Andriopoulos, 1985) caused by loops,

and from termination problems caused by disconnected segments. Thus, a
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chief requirement for shortest path algorithms used in multicast routing is to

have a scalable distributed implementation. The problems associated with

distributed requirements for shortest path algorithms are discussed by Cheng

et al. (1989), who proposed a distributed algorithm to overcome such limita-

tions.

2.2.6 Delay Constrained Minimum Spanning Tree Problem

In the minimum spanning tree (MST) problem, given a graph G(V,E), we

need to find a minimum cost tree connecting all nodes in V . This problem can

be solved in polynomial time by Kruskal’s algorithm (Kruskal, 1956) or Prim’s

algorithm (Prim, 1957). However, similarly to the shortest path problem, the

MST problem becomes NP-hard when delay constraints are applied to the

resulting paths in the routing tree. This fact can be easily shown, since the

minimum spanning tree problem is a generalization of the minimum cost path

problem.

Salama et al. (1997a) discuss the delay constrained minimum spanning tree

problem. They propose a simple heuristic, which resembles Prim’s algorithm,

to give an approximate solution to the problem. The proposed method can

be described as follows. In its first phase, the algorithm tries to incorporate

links, ordered according to increasing cost, but without creating cycles. At

each step, the algorithm must also insure that the current (partial) solution

satisfy the delay constraints. If this is not true, then a relaxation step is carried

on, which consists of the following procedure. If a node can be linked by an

alternative path, while reducing the delay, then the new path is selected. If,

after this relaxation step, there is still no path with a suitable delay for some

node, then the algorithm fails and returns just a partial answer.
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Other examples of algorithms for computing delay constrained spanning

trees include the work of Chow (1991). In his paper, an algorithm for the prob-

lem of combining different routes into one single routing tree is proposed. For

more information about delay constrained routing, see Salama et al. (1997c),

where a comparison of diverse algorithms for this problem is performed.

2.2.7 Center-Based Trees and the Topological Center Problem

In the context of generation of multicast routing trees, some routing tech-

nologies, such as PIM and CBT, use the technique known as center-based

trees (Salama et al., 1996), which was initially developed in Wall (1982). This

method can be classified as a center-based routing technique, as described in

Section 2.2.4. In this approach the first step is to find the node v which is the

topological center of the set of senders and receivers. The topological center

of a graph G(V,E) is defined as the node v ∈ V which is closest to any other

node in the network, i.e., the node v which minimizes maxu∈V d(v, u). Then,

a routing tree rooted at v is constructed and used throughout the multicast

session.

The basic reasoning behind the algorithm is that the topological center is

a better starting point for the routing tree, since it is expected to change less

than other parts of the tree. This scheme departs from the idea of rooting the

tree at the sender, and therefore can be extended to be used by more than one

multicast group at the same time.

The topological center is, however, a NP-hard problem (Ballardie et al.,

1993). Thus, other related approaches try to find root nodes that are not

exactly the topological center, but which can be thought of as a good approx-

imation. Along these lines we have algorithms using core points (Ballardie

et al., 1993) and also rendez-vous points (Deering et al., 1994).
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It is interesting to note that, for simplicity, most of the papers which try

to create routing trees using center-based techniques simply disregard the NP-

complete problem and try to find other approximations. It is not completely

understood how good these approximations can be for practical instances.

However, Calvert et al. (1995) gave an informative comparison of the different

methods of choosing the center for a routing tree, based on several experiments.

2.3 Steiner Tree Problems and Multicast Routing

In this section we discuss different versions of the Steiner tree problem,

and how they can be useful to solve problems arising in multicast routing.

Some of the algorithm for the Steiner tree are also presented.

2.3.1 The Steiner Tree Problem on Graphs

Steiner tree problems are very useful in representing solutions to multicast

routing problems. They are employed mostly when there is just one active

multicast group and the minimum cost tree is wanted. In the Steiner tree

problem, given a graph G(V,E), and a set R ⊆ V of required nodes, we want

to find a minimum cost tree connecting all nodes in R. The nodes in V \ R

can be used if needed, and are called “Steiner” points. This is a classical

NP-hard problem (Garey and Johnson, 1979), and has a vast literature on

its own (Bauer and Varma, 1997; Du et al., 2001; Du and Pardalos, 1993b;

Hwang and Richards, 1992; Hwang et al., 1992; Kou et al., 1981; Takahashi

and Matsuyama, 1980; Winter, 1987; Winter and Smith, 1992). Thus, in

this subsection we give only some of the most used results. For additional

information about the Steiner problem, one can consult the surveys Winter

(1987); Hwang and Richards (1992); Hwang et al. (1992).

One of the most well known heuristics for the Steiner tree problem was

proposed by Kou et al. (1981), and frequently refereed to as the KMB heuristic.
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There is practical interest in this heuristic, since it has a performance guarantee

of at most twice the size of the optimum Steiner tree. The steps of the KMB

heuristic are shown in Algorithm 2.

Construct a complete graph K(R,E) where the set of nodes is R.
Let the distance d(i, j), i, j ∈ R be the shortest path from i to j in
G.
Find a minimum spanning tree T of K.
Replace each edge (i, j) in T by the complete path from i to j in G.
Let the resulting graph be T ′

Compute a minimum spanning tree T̂ of T ′.
repeat

r ← false
if there is a leaf w ∈ T̂ which is not in R then

Remove w from T̂
r ← true

end
until not r

Algorithm 2: Minimum spanning tree heuristic for Steiner tree.

Theorem 1 (Kou et al. (Kou et al., 1981)) Algorithm 2 has a perfor-

mance guarantee of 2− 2/p, where p = |R|.

Wall (1980) made a comprehensive study of how the KMB heuristic per-

forms in problems occurring in real networks. For example, Doar and Leslie

(1993) report that this heuristic can give much better results than the claimed

guarantee, usually achieving 5% of the optimal for a large number of realistic

instances.

Another basic heuristic for Steiner tree was proposed by Takahashi and

Matsuyama (1980). This heuristic works in a way similar to the Dijkstra’s

and Prim’s algorithms. The operation of the heuristic consists of increasing

the initial solution tree using shortest paths. Thus, it is classified as part of

the broad class of path-distance heuristics. Initially, the tree is composed of

the source node only. Then, at each step, the heuristic searches for a still
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unconnected destination d that is closest to the current tree T , and adds to T

the shortest path leading to d. The algorithm stops when all required nodes

have been added to the solution tree.

The Steiner tree technique for multicast routing consists of using the

Steiner problem as a model for the construction of a multicast tree. In general,

it is considered that there is just one source node for the multicast group.

The set of required nodes is defined as the union of source and destinations.

This technique is one of the most studied for multicast tree construction,

with many algorithms available (Bauer and Varma, 1995; Chow, 1991; Chen

et al., 1993; Kompella et al., 1992, 1993b,a; Hong et al., 1998; Kompella et al.,

1996; Ramanathan, 1996). In the remaining of this and the next sections we

discuss the versions of this problem which are most useful, as well as algorithms

proposed for them.

In one of the first uses of the Steiner tree problem for creating multicast

trees, Bharath-Kumar and Jaffe (1983) studied algorithms to optimize the cost

and delay of a routing tree at the same time. Also, Waxman (1988) discusses

heuristics for cost minimization using Steiner tree, taking in consideration the

dynamics of inclusion and exclusion of members in a multicast group.

It is also important to note some of the limitations of the Steiner problem

as a model for multicast routing. It has been pointed out by Sriram et al.

(1998) that Steiner tree techniques work best in situations where a virtual

connection must be established. However, in the most general case of packet

networks, like the Internet, it does not make much sense to minimize the cost of

a routing tree, since each packet can take a very different route. In this case, it

is more important to have distributed algorithms with low overhead. Despite

this, Steiner trees are still useful as a starting point for more sophisticated

algorithms.
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2.3.2 Steiner Tree Problems with Delay Constraints

The simplest way of applying the Steiner tree problem in multicast net-

works requires that the costs of edges in the tree represent the communication

costs incurred by the resulting multicast routes. In this case we can just apply

a number of existing algorithms, such as the ones discussed in the previous sec-

tion, for the Steiner tree problem. However, most applications have additional

requirements in terms of the maximum delay for delivering of the information.

That is the reason why the most well studied version of the Steiner tree

problem applied to multicast routing is the delay constrained version (Im et al.,

1997; Kompella et al., 1992, 1993b,a; Jia, 1998; Sriram et al., 1998). We give

in this section some examples of methods used to give approximate solutions

to this problem.

One of the strategies used to solve the delay constrained Steiner tree

problem is to adapt existing heuristics, by adding delay constraints. The

heuristic proposed by Kompella et al. (1993b), for example, uses methods that

are similar to the KMB algorithm (Kou et al., 1981). The resulting heuristic

is composed of three stages. The first stage consists of finding a closure graph

of constrained shortest paths between all members of a multicast group. The

closure graph of G is a complete graph which has the set of nodes V (G) and,

for each pair of nodes u, v ∈ V , an edge representing the cost of the shortest

path between u and v.

In the second stage, Kompella’s algorithm finds a constrained spanning

tree of the closure graph. To do this, the heuristic uses a greedy algorithm

based on edge costs, to find a spanning tree with low cost. In the last stage,

edges of the spanning tree found in the previous step are mapped back to

the original paths in the graph. At the same time, loops are removed using
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the shortest path algorithm on the expanded constrained spanning tree. The

time complexity of the whole procedure is O(∆n3), where ∆ is the maximum

delay allowed by the application. It should be noted, however, that even being

very similar to the KMB heuristic, this algorithm does not have any proved

approximation guarantee. This happens because the delay constraints make

the problem much harder to approximate.

Sriram et al. (1998) proposed an algorithm for constructing delay-

constrained multicast trees which is optimized for sparse, static groups. Their

algorithm is divided into two phases. The first phase is distributed, and works

by creating delay constrained paths from source to each destination. The paths

are created using a unicast routing algorithm, so it can use information already

available on the network. The second phase uses the computed paths to define

a routing tree. Each path is added sequentially and cycles are removed as they

appear. Basically, on iteration i, when a new path Pi is added to an existing

tree Ti−1, each intersection Pi ∩ Ti−1 of the path with the old tree is tested.

This is necessary to determine if just the part of Pi which does not intersect

can be used, while maintaining the same delay constraint. If this is possible,

then the tree becomes Ti, after adding the non-intersecting part of the path.

Otherwise, the algorithm must remove some parts of the old tree in order to

avoid a cycle.

Another heuristic for the delay constrained Steiner tree problem is pre-

sented by Feng and Yum (1999). This heuristic uses the idea of constructing a

minimum cost tree, as well as a minimum delay tree, and then combining the

resulting solutions. Recall that a shortest delay tree can be computed using

some algorithm for shortest paths, in polynomial time, with the delay being

used as the cost function. Thus, the hard part of the algorithm consists of

finding the minimum cost tree and then decide how to combine it with the
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minimum delay tree. The algorithm used to compute the minimum cost, delay

constrained tree is a modification of the Dijkstra’s algorithm, which maintains

each path within a specified delay constraint. To combine different trees, the

algorithm employs a loop removal subroutine, which verifies if the resulting

paths still satisfies the delay constraints. The resulting complexity of this al-

gorithm is similar to the complexity of the Dijkstra’s algorithm, and therefore

is an improvement in terms of computation time.

Another possible method for designing good multicast routing trees is to

start from algorithms for computing constrained minimum paths. This was

the technique chosen by Kumar et al. (1999), who proposed two heuristics for

the constrained minimum cost routing problem. In the first heuristic, which

is called “dynamic center based heuristic”, the idea is to find a center node to

which all destinations will be linked, using constrained minimum paths. The

center node c is calculated initially by finding the pair of nodes with highest

minimum delay path, and taking c as the node in the middle of this path.

Other destinations are linked using minimum delay paths with low cost. The

second heuristic, called “best effort residual delay heuristic”, follows a similar

idea, but this time each node added to the current routing tree T has a residual

delay bound. New destinations are then linked to the tree through paths which

have low cost and delay smaller than the residual delay of the connecting node

v ∈ T .

Not only delay constraints have being used with the multicast routing

problem. Jiang (1992) discusses another version of the multicast Steiner tree

problem, this time with link capacity constraints. His work is related to video-

conferencing, where many users need to be source nodes during the establish-

ment of the conference. One of the ideas used is that, as each user can become

a source, then a distinct multicast tree must be created for each user. He
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proposes some heuristics to solve this problem, with computational results for

the heuristics.

As a last example, Zhu et al. (1995) proposed a heuristic for routing

with delay constraints with complexity O(k|V |3 log V ). The algorithm has

two phases. In the first phase, a set of delay-bounded paths is constructed

from source to each destination, to form a delay-bounded tree. Then, in the

second phase the algorithm tries to optimize this tree, by reducing the total

cost at each iteration. The algorithm is also shown useful to optimize other

objective functions than total cost. For example, it can be used to minimize

the maximum congestion in the network, after changes in the second phase to

account for the new objective function. In the paper there are comparisons

between the proposed heuristic and the heuristic for Steiner tree problem pro-

posed by Kou et al. (1981). The results show that the heuristic achieves

solutions very close to that given by the algorithm for Steiner tree.

Sparsity and Delay Minimization

Chung et al. (1997) proposed heuristics to the delay constrained minimum

multicast routing, when considering the structure of sparse problems. The

heuristic depends on the use of other algorithms to find approximate solutions

to Steiner problem. The Steiner tree heuristic is used to return two solutions:

in the second run, the cost function c is replaced by the delay function d. Thus,

there are two solution which optimize different objective functions. The main

idea of the proposed algorithm is trying to optimize the cost of the routing tree,

as well as the maximum delay, at the same time. To do this, the algorithm uses

a method proposed by Blokh and Gutin (1996), which is based on Lagrangian

relaxation. A critique that can be done to the work of Chung et al. (1997)

is that the goal of optimizing the Steiner tree with delay cost is not what is
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required in most applications. For example, a solution can be optimal for this

goal, however some path from s to a destination d can still have delay greater

than a constant ∆. This happens because the global optimum does not implies

that each source-destination path is restricted to the maximum delay.

2.3.3 The On-line Version of Multicast Routing

The multicast routing problem can be generalized in the following way.

Suppose that a multicast group can be increased or reduced by means of on-

line requests posted by nodes of the network. This is a harder problem, since

optimal solutions, when considering just a fixed group, can quickly become

inaccurate, and even very far from the optimum, after a number of additions

and removals.

Researchers in the area of multicasting routing have devised some ways

to deal with the problem of reconfiguring a multicast tree when inclusions and

departures of members of a group occur (Aguilar et al., 1986; Waxman, 1988).

A common approach consists of modifying the simple existing algorithms in

order to avoid the re-computation of the entire tree for each change. However,

as noted in Pasquale et al. (1998), a problem with such methods is that the

global optimality of the resulting trees is lost at each change, and a very bad

solution can emerge after many such local modifications.

One of the difficulties of the source tree based techniques in this respect is

that, for each change in the multicast group, a new tree must be computed to

restore service at the required level. The algorithms necessary to create this

tree are, however, expensive, and this makes the technique not suitable for

dynamic groups. Kheong et al. (2001) proposed an algorithm to speed up the

creation of multicast routing trees in the case of dynamic changes. The idea

is to maintain caches of pre-computed multicast trees from previous groups.
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The cache can be used to quickly find new paths, connecting some of the

members of the group. An algorithm for retrieving data from the path cache

was proposed, which finds similarities between the previous and the current

multicast groups. Then the algorithm constructs a connecting path using parts

of the paths store in the cache.

The difficulty of adapting source based techniques to the dynamic case

has motivated the appearance of specialized algorithms for the on-line version

of the problem. For example, Waxman (1988) defines two types of on-line

multicast heuristics. The first type allows a rearrangement of the routing

tree after some number of changes, while the second type does not allow such

reconfigurations. The theoretical model for this problem is given by the so-

called on-line Steiner problem. In this version of the problem, one needs to

construct a solution to a Steiner problem subject to the addition and deletion

of nodes (Imase and Waxman, 1991; Westbrook and Yan, 1993; Sriram et al.,

1999). This is clearly a NP-hard problem, since it is a generalization of the

Steiner problem.

Waxman (1988) studied how a routing tree must be changed when new

nodes are added or removed. To better describe this situation, he proposed

a random graph model, where the probability of existing an edge between

two nodes depends on the Euclidean distance between then. This probability

decreases exponentially with the increase of distance between nodes. The

random inclusion of links can be used to represent the random addition of

new users to a multicast group. Waxman also described a greedy heuristic to

approximately solve instances generated according to this model.

Hong et al. (1998) proposed a dynamic algorithm which is capable of

handling additions and removals of elements to an existing multicast group.

The algorithm is again based on the Steiner tree problem, with added delay
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constraints. However, to decrease the computational complexity of the prob-

lem, the authors employed the Lagrangian relaxation technique. According to

their results, the algorithm finds solutions very close to the optimum when the

network is sparse.

Feng and Yum (1999) devised a heuristic algorithm with the main goal of

allowing easy insertion of new nodes in a multicast group. The algorithm is

similar to Prim’s algorithm for spanning trees in which it, at each step, takes a

non-connected destination with minimum cost and tries to add this destination

to the current solution. The algorithm also uses a priority queue Q where the

already connected elements are stored. The key in this priority queue is the

total delay between the elements and the source node. The algorithm uses

a parameter k to determine how to compute the path from a destination to

the current tree. Given a value of k, the algorithm computes k minimum

delay paths, from the current destination d to each of the smallest k elements

in the priority queue. Then, the best of the paths is chosen to be part of

the routing tree. An interesting feature of the resulting algorithm is that,

changing the value of the parameter k will change the amount of effort needed

to connect destination. Clearly, when increasing the value of k, better results

will be obtained. This algorithm facilitates the inclusion of new elements,

because the same procedure can be used to grow the existing tree, in order to

accommodate a new node.

Sriram et al. (1999) proposed new algorithms for the on-line, delay con-

strained minimum cost multicast routing that try to maintain a fixed quality

of service by specifying minimum delays. The algorithm is able to adapt the

routing tree to changes in membership due to inclusions and exclusions of

users. One of the problems they try to solve is how to determine the moment

in which the tree must be recomputed, and for how long should the algorithm
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just do modifications to the original tree. To answer this question, the authors

introduced the concept of quality factor, which measures the usefulness of part

of the routing tree to the rest of the users. When the quality factor of part of

a tree decreases to a specific threshold, that part of the tree must be modified.

The authors discuss a technique to rearrange the tree such that the minimum

delays continue to be respected.

The first algorithm proposed by Sriram et al. (1999) starts by creating

a set of delay constrained minimum cost paths. For each destination, a path

is created with bandwidth greater than the required bandwidth B, and with

delay less than the maximum delay ∆. The next phase uses the resulting paths

to create a complete routing tree. The algorithm adds sequentially the edges

in each path, and at each step removes the loops created by the addition of

the path. Loops are removed in a way such that the delay constraints are not

violated.

The second algorithm proposed in Sriram et al. (1999) is a distributed

protocol, where initially each destination receives a message in order to add

new paths to the source tree. The nodes are kept in a priority list, ordered

by increasing delay requirements. According to the order in the list, the des-

tinations receive messages, which ask them to compute parameters over the

available paths, and then construct the new paths that will form the final

routing tree.

A technique that has been employed by some researchers consists of us-

ing information available from unicast protocols to simplify the creation of

multicast routes. For example, Baoxian et al. (2000) proposed a heuristic for

routing with delay constraints which is based on the information given by



29

OSPF. Reusing this information, the resulting algorithm can run with im-

proved performance, in this case with complexity O(|D||V |), where D is the

set of destinations.

The resulting algorithm has two steps. In the first step, it checks, for

each destination di, if there is some path from the source s to destination di

satisfying the delay. In the second step, the algorithm uses another heuristic

to construct a unicast path from s to di. This heuristic basically construct a

path using information about predecessor nodes from the unicast protocol as

well as the delay information.

2.3.4 Distributed Algorithms

The multicast routing problem is in fact a distributed problem, since each

node involved has some available processing power. Thus, it is natural to look

for distributed algorithms which can use this computational power in order to

reduce their time complexity. A number of papers have focused on distributed

strategies for delay constrained minimum spanning tree (Jia, 1998; Chen et al.,

1993).

A good example is the algorithm presented in Chen et al. (1993). The

authors propose a heuristic that is similar to the general technique used in the

KMB heuristic for Steiner tree, and the algorithm in Kompella et al. (1993b),

for example. However, the main difference is that a distributed algorithm is

used to compute the minimum spanning tree, which must be computed twice

during the execution of the heuristic. The method used to find the MST is

based on the distributed algorithm proposed by Gallager et al. (1983).

Kompella et al. (1993a) proposed some distributed algorithms targeting

applications of audio and video delivering over a network, where the restriction

on maximum delay plays an important role. The authors try to improve over
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previous algorithms by using a distributed method. The main objective of

the distributed procedure is to reduce the overall computational complexity.

It must be noted, however, that, using decentralized algorithms, some of the

global information about the network becomes harder to find (for example,

global connectivity). Thus, a simplified version of the algorithm must be

proposed which does not use global information. Nonetheless, according to

the authors, the resulting algorithms stay within 15%-30% of the optimal

solution, for most test instances.

The first algorithm in Kompella et al. (1993a) is just a version of Bellman-

Ford algorithm (Bellman, 1957) which finds a minimum delay tree from the

source to each destination. During the construction of each path, the algo-

rithm verifies the cost of the available edges, and choose the one with lowest

cost which satisfies the delay constraints. The algorithm has the objective of

achieving feasibility, and therefore the results are not necessarily locally opti-

mal. This can be achieved, however, using another optimization phase, such

as a local search algorithm.

In the second algorithm, the strategy employed is similar to the Prim’s

algorithm for minimum spanning tree construction. Its consists of growing a

routing tree, starting from the source node, until all destinations are reached.

The resulting algorithm is specialized according to different techniques for

selecting the next edge to be added to the tree. In the first edge selection

strategy proposed, edges with smallest cost are selected, such that the delay

restrictions are satisfied. The second edge selection rule tries to balance the

cost of the edge with the delay imposed by its use. This is done by a “bias”

factor, which gives higher priority to edges with smaller delay, among edges
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with the same cost. The factor used for edge (i, j) is

b(i, j) =
w(i, j)

∆− (D(s, i) + d(i, j))
,

where D(s, i) is the minimum total delay between the source s and node i, ∆

is the maximum allowed delay, and, as usual, w(i, j) and d(i, j) are the cost

and delay between nodes i and j.

The authors also discuss the problem of termination, which is an im-

portant question for distributed algorithms. In this case, the problem exists

because some configurations can report an infeasible problem, while feasibility

can be restored by making some changes to the current solution.

Shaikh and Shin (1997) presented a distributed algorithm where the focus

is to reduce the complexity of distributed versions of heuristics for the the

delay constrained Steiner problem. In their paper, the authors try to adapt

the model of Prim’s and Dijkstra’s algorithms to the harder task of creating

a multicast routing tree. In this way, they aim to reduce the complexity

associated with the heuristics for Steiner tree, while producing good solutions

for the problem. The methods employed by Dijkstra’s shortest path and Prim’s

minimum spanning tree algorithm are interesting because they require only

local information about the network, and therefore they are known to perform

well in distributed environments. The operation of these algorithms consists

of adding at each step a new edge to the existing tree, until some termination

condition is satisfied.

In the algorithm proposed by Shaikh and Shin, the main addition done

to the structure of Dijkstra’s algorithm is a method for distinguishing be-

tween destinations and non-destination nodes. This is done by the use of an

indicator function ID which returns 1 if and only if the argument is not a

destination node. The general strategy is presented in Algorithm 3. Note
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that in this algorithm the accumulated cost of a path is set to zero every time

a destination node is reached. This guides the algorithm to find paths that

pass through destination nodes with higher probability. This strategy is called

destination-driven multicast. The resulting algorithm is simple to implement

and, according to the authors, perform well in practice.

input: G(V,E), s
for v ∈ V do d[v]←∞
d[s]← 0
S ← 0
Q← V /* Q is a queue */
while Q 6= ∅ do

v ← get min(Q)
S ← S ∪ {v}
for u ∈ N(v) do

if u 6∈ S and d[u] > d[v]ID[v] + w(u, v) then
d[u]← d[v]ID[v] + w(u, v)

end
end

end

Algorithm 3: Modification of Dijkstra’s algorithm for multicast rout-
ing, proposed by Shaikh and Shin (1997).

Mokbel et al. (1999) discuss a distributed heuristic algorithm for delay-

constrained multicasting routing, which is divided in a number of phases. The

initial phase of the algorithm consists of discovering information about nodes

in the network, particularly about delays incurred by packages. In this phase,

a packet is sent from a source to all other nodes in the neighborhood. The

packet is duplicated at each node, using the flooding technique. At each node

visited, information about the total delay and cost experienced by the packet

is collected, added to the packet, and retransmitted. Each destination will

receive packets with information about the path traversed during the delay

time previously defined. After receiving the packets, each destination can
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select the resulting path with lowest cost to be the chosen path. As the last

step of the initial phase, all destinations send this information to the source

node.

In the second phase, the source node will receive the selected paths for each

destination and construct a routing tree based on this information. This is a

centralized phase, where existing heuristics can be applied to the construction

of the tree. To improve the performance of the algorithm, and to avoid an

overload of packets in the network during the flooding phase, each node is

required to maintain at most K packets at any time. Using this parameter,

the time complexity of the whole algorithm is O(K2|V |2).

Sparse Groups

An important case of multicast routing occurs when the number of sources

and destinations is small compared to the whole network. This is the typical

case for big instances, where just a few nodes will participate in a group, at each

moment. For this case, Sriram et al. (1998) proposed a distributed algorithm

which tries to explore the sparsity of the problem. The algorithm initially uses

information available through a unicast routing protocol to find pre-computed

paths in the current network. However, problems can appear when these paths

induce loops in the corresponding graph. In the algorithm, such intersections

are treated and removed dynamically. The algorithm starts by creating a list

of destinations, ordered according to the their delay constraints. Nodes with

more strict delay constraints have the opportunity of searching first for paths.

Each destination di will independently try to find a path from di to the source

s. If during this process a node v previously added to the routing tree is

found, then the process stops and a new phase starts. In this new phase,

paths are generated from v to the destination i. The destination i chooses one



34

of the paths according to a selection function SF (similar to the function used

by Kompella et al. (1993a)), which is defined for each path P and given by

SF (P ) =
C(P )

∆−DTi−1
(s, v)−D(P )

,

where C(P ) and D(P ) are the cost and delay of path P , ∆ is the maximum

delay in this group, and DTi−1
(s, v) is the current delay between the source s

and node v.

A problem that exists when the multicast group is allowed to have dy-

namic membership, is that a considerable amount of time is spent in the pro-

cess of connection configuration. Jia (1998) proposes a distributed algorithm

which addresses this question. A new distributed algorithm is employed, which

integrates the routing calculation with the connection configuration phase.

Using this strategy, the number of messages necessary to set up the whole

multicast group is decreased.

2.3.5 Integer Programming Formulation

Integer programming has been very useful in solving combinatorial opti-

mization problems, via the use of relaxation and implicit enumeration meth-

ods. An example of this approach to multicast routing is given by Noronha and

Tobagi (1994), who studied the routing problem using an integer programming

formulation. They discuss a general version of the problem in which there are

costs and delays for each link, and a set {1, .., T} of multicast groups, where

each group i has its own source si, a set of ni destinations di1 . . . , dini, a maxi-

mum delay ∆i, and a bandwidth request ri. There is also a matrix Bi ∈ Rn×ni,

for each group i ∈ {1, . . . , T}, of source-destination requirements. The value

of Bi
jk is 1 if j = s, −1 if j = djk, and 0 otherwise. The node-edge incidence

matrix is represented by A ∈ Zn×m.
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The network considered has n nodes and m edges. The vectors W ∈ Rm,

D ∈ Rm and C ∈ Rm give respectively the costs, delays and capacities for

each link in the network. The variables in the formulation are X1, . . . , XT

(where each X i is a matrix m× ni), Y 1, . . . , Y T (where each Y i is a vector m

elements), and M ∈ RT . The variable X i
jk = 1 if and only if link j is used by

group i to reach destination dik. Similarly, variable Y i
j = 1 if and only if link

j is used by multicast group i. Also, variable Mi represents the delay incurred

by multicast group i in the current solution.

In the following formulation, the objectives of minimizing total cost and

maximum delay are considered. However, the constant values βc and βd rep-

resent the relative weight given to the minimization of the cost and to the

minimization of the delays, respectively. Using the variables shown, the inte-

ger programming formulation is given by:

min
T∑

i=1

riβcCY
i + βdMi (2.1)

subject to

AX i = Bi for i = 1, . . . , T (2.2)

X i
jk ≤ Y i

j ≤ 1 for i = 1, . . . , T , j = 1, . . . , n, k = 1, . . . , ni (2.3)

Mi ≥
k∑

j=1

DjX
i
jk for i = 1, . . . , T , k = 1, . . . , ni (2.4)

Mi ≤ Li for i = 1, . . . , T (2.5)
T∑

i=1

riY
i ≤ C (2.6)

X i
jk, Y

i
j ∈ {0, 1}, for 1 ≤ i ≤ T , 1 ≤ j ≤ K, 1 ≤ k ≤ ni. (2.7)

The constraints in the above integer program have the following meaning.

Constraint (2.2) is the flow conservation constraint for each of the multicast

groups. Constraint (2.3) determine that an edge must be selected when it is
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used by any multicast tree. Constraints (2.4) and (2.5) determine the value

of the delay, since it must be greater than the sum of all delays in the current

multicast group and less than the maximum acceptable delay Li. Finally,

constraint (2.6) says that each edge i can carry a value which is at most the

capacity Ci. This is a very general formulation, and clearly cannot be solved

exactly in polynomial time because of the integrality constraints (2.7).

This formulation is used in Noronha and Tobagi (1994) to derive an exact

algorithm for the general problem. Initially, the decomposition technique was

used to decompose the constraint matrix in smaller parts, where each part

could be solved more easily. This can done using standard mathematical pro-

gramming techniques, as shown e.g., in Bazaraa et al. (1990). Then, a branch-

and-bound algorithm is proposed to the resulting problem. In this branch-and-

bound, the lower bounding procedure uses the decomposition found initially

to improve the efficiency of the lower bound computation.

2.3.6 Minimizing Bandwidth Utilization

A problem that usually happens when constructing multicast trees is the

tradeoff between bandwidth used and total cost of the tree. Traditional algo-

rithms for tree minimization try to reduce the total cost of the tree. However,

this in general does not guarantee minimum bandwidth utilization. On the

other hand, there are algorithms for minimization of the bandwidth that do

not maintain the minimum cost. For example, a greedy algorithm, as described

in Fujinoki and Christensen (1999), works by connecting destinations sequen-

tially to the source. Each destination is linked to the nearest node already

connected to the source. In this way, bandwidth is saved by reusing existing

paths.
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Fujinoki and Christensen (1999) proposed a new algorithm for maintain-

ing dynamic multicast trees which try to solve the tradeoff problem discussed

above. The algorithm, called “shortest best path tree” (SBPT), uses short-

est paths to connect sources to destinations. The authors represent distance

between nodes as the minimum number of edges in the path between them.

The first phase in the algorithm consists of computing the shortest path

from s to all destinations di. In the second phase, the algorithm performs

a sequence of steps for each destination di ∈ D. Initially, it computes the

shortest paths from di to all other nodes in G. Then, the algorithm takes

the node u which has minimum distance from di and at the same time occurs

in one of the shortest paths from s to di. By doing this choice, the method

tries to favor the nodes already in the routing tree giving the smallest possible

increase in the total cost.

2.3.7 The Degree-constrained Steiner Problem

If the number of links from any node in the network is required to be

a fixed value, then we have the degree-constrained version of the multicast

routing problem. For some applications of multicasting is difficult to make a

large number of copies of the same data. This is particularly true for high

speed switches, where the speed requirements may prohibit in practice an

unbounded number of copies of the received information. For example, in

ATM networks, the number of out connections can have a fixed limit (Zhong

et al., 1993). Thus, it is interesting to consider Steiner tree problems where

the degree of each node is constrained.

Bauer (1996) proposed algorithms for this version of the problem, and

tried to construct degree-constrained multicast trees as a solution. Bauer and

Varma (1995) reviewed the traditional heuristics for Steiner tree, and new
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heuristics were given, which consider the restriction in the number of adjacent

nodes. They show that the heuristics for degree-constrained Steiner tree give

solutions very close to the optimum for sample instances of the general Steiner

problem. They also show experimentally that, despite the restriction on the

node degrees, almost all instances have feasible solutions which have been

found by the heuristics.

2.3.8 Other Restrictions: Non Symmetric Links and Degree Vari-
ation

An interesting feature of real networks, which is not mentioned in most of

the research papers, is that links are, in general, non symmetric. The capacity

in one direction can be different from the capacity in the other direction,

for example, due to congestion problems in some links. Ramanathan (1996)

considered this kind of restriction. In his work, the minimum cost routing tree

is modeled as a minimum Steiner tree with constraints, where the network

has non symmetric links. The author proposes an approximation algorithm,

with fixed worst case guarantee. The resulting algorithm has also the nice

characteristic of being parameterizable, and therefore it allows the trading of

execution time for accuracy.

Another restriction, which is normally disregarded, was considered in the

approach taken by Rouskas and Baldine (1996), who proposed the minimiza-

tion of the so called delay variation. The delay variation is defined as the

difference between the minimum and maximum delay defined by a specific

routing tree. In some applications it is interesting that this variation stay

within a specific range. For example, it can be desirable that all nodes receive

the same information at about the same time.
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Table 2–1: Comparison among algorithms for the problem of multicast routing
with delay constraints. * k is the number of destinations. ** This algorithm
is partially distributed.

Algorithm Guarantee Complexity Types of instances

KMB (Kou et al., 1981) 2 O(kn2) * general
Takahashi and Matsuyama (1980) 2 O(kn2) * general
Kompella et al. (1993b) — O(n3∆) general
Sriram et al. (1998) — N/A ** sparse, static groups
Feng and Yum (1999) — O(n2) general
Kumar et al. (1999) — O(n3) center based

Jiang (1992) — O(n3)
capacity constrained,
videoconferencing

Chung et al. (1997) — O(n3) sparse instances
Zhu et al. (1995) — O(kn3 log n) sparse instances

2.3.9 Comparison of Algorithms

A Comparison of Non-distributed Approaches

Table 2–1 gives a summary of features of the algorithms for the Steiner

tree problem with delay constraints discussed in this section. Most of them

have similar computational complexity of the order of O(n3), where n is the

number of nodes in the network. The best result is obtained by Feng and Yum

(1999), which combine the work of finding good solutions in terms of cost and

delay. The heuristic by Chung et al. (1997) is reported to run faster then other

heuristics, however it must be noted that it is optimized for sparse instances.

Regarding approximation, only the first two algorithms in the table have

known approximation guarantee (constant and equal to 2). However, it is

not difficult to achieve similar performance guarantees on heuristics with the

same complexity as KMB, for example. This can be performed by running the

heuristic with known performance guarantee, followed by the normal heuristic,

and then reporting the best solution.
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Table 2–2: Comparison among algorithms for the problem of multicast routing
with delay constraints. * k is the number of destinations, T SP is the time
to find a shortest path in the graph. ** In this case amortized time is the
important issue, but was not analyzed in the original paper.

Algorithm Complexity Types of instances
Kompella et al. (1993a) O(n3) general on-line instances
Baoxian et al. (2000) O(mn) based on unicast information
Sriram et al. (1999) O(n3) instances with QoS
Hong et al. (1998) O(mk(k + T SP ) * dynamic, delay sensitive

Kheong et al. (2001) N/A **
general instances,
cache must be maintained

A Comparison of On-Line Approaches

Table 2–2 presents a comparison of algorithms proposed for the on-line

version of the Steiner tree problem with delay constraints, as discussed in

Section 2.3.3. These algorithms in general do not provide a guarantee of

approximation, due to the dynamic nature of the problem.

From the algorithms shown in Table 2–2, the one with lowest complexity is

given by Baoxian et al. (2000). However, this complexity is kept low due to the

dependence of the algorithm on information given by other protocols operating

unicast routing. Hong et al. (1998), however, consider the construction of a

complete solution, and have the on-line issues as an additional feature. Kheong

et al. (2001) also consider a technique where information is reused, but in

this case from previous iterations of the algorithm. It is difficult to evaluate

the complexity of the whole algorithm, since it depends on the amortized

complexity on a large number of iterations. This kind of analysis is not carried

out in the paper.
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A Comparison of Distributed Approaches

Distributed approaches for the Steiner tree problem with delay constraints

are more difficult to evaluate in the sense that other features become impor-

tant. For example, in distributed algorithms the message complexity, i.e.,

the number of message exchanges, is an important indicator of performance.

These factors are sometimes not derived explicitly in some of the papers.

For the algorithm proposed by Chen et al. (1993), the message complexity

is shown to be O(m+ n(n+ log n)), and the time complexity is O(n2). Also,

the worst-case ratio of the solution obtained to the cost of any given minimum

cost Steiner tree T is 2(1− 1/l), where l is the number of leaves in T .

On the other hand, Shaikh and Shin (1997) do not give much information

about the complexity of their distributed algorithm. It can be noted however

that the complexity is similar to that of distributed algorithms for the com-

putation of a minimum spanning tree. Finally, Mokbel et al. (1999) derive

only the total time complexity of their algorithm, which is O(K2n2), where K

is a constant value introduced to decrease the number of message exchanges

required.

2.4 Other Problems in Multicast Routing

In this section we present some other problems occurring in multicast

routing and which have interesting characteristics, in terms of combinatorial

optimization. The first of these problems is the multicast packing problem,

where the objective is to optimize the design of the entire network in order to

provide capacity for a specific number of multicast groups. Then, we discuss

the point-to-point connection problem, which is a generalization of the Steiner

tree problem.
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2.4.1 The Multicast Packing Problem

A more general view of the multicast routing problem can be found if we

consider the required constraints when more than one multicast group exists.

In this case, there is a number of applications that try to use the network

for the purpose of establishing connection and sending information, organized

in different groups. Thus, the network capacity must be shared accordingly

with the requirements of each group. These capacity constraints are modeled

in what is called the multicast packing problem in networks. This problem

has attracted some attention in the past few years (Wang et al., 2002; Priwan

et al., 1995; Chen et al., 1998).

The congestion λe on edge e is given by the sum of all load imposed

by the groups using e. The maximum congestion λ is then defined as the

maximum of all congestion λe, over edges e ∈ E. If we assume that there are

K multicast groups, and each group k generates an amount tk of traffic, an

integer programming formulation for the multicast packing problem is given

by

minλ (2.8)

subject to

K∑

i=1

tkxke ≤ λ for all e ∈ E (2.9)

xke ∈ {0, 1}|E| fox i = 1, . . . , K, (2.10)

where variable xke is equal to one if and only if the edge e is being used by

multicast group k.

A number of approaches have been proposed for solving this problem.

For example, Wang et al. (2002) discuss how to set up multiple groups using

routing trees, and formalized this as a packing problem. Two heuristics were
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then proposed. The first one is based on known heuristics for constructing

Steiner trees. The second is based on the cut-set problem. The constraints

considered for the Steiner tree problem are, first, the minimum cost under

bounded tree depth; and second, the cost minimization under bounded degree

for intermediate nodes.

Priwan et al. (1995) and Chen et al. (1998) proposed formulations for

the multicast packing problem using integer programming. The last authors

considered two ways of modeling the routing of multicast information. In the

first method, the information is sent according to a minimum cost tree among

nodes in the group, and therefore give rise to the Steiner tree problem. In the

second, more interesting version, the information is sent through a ring which

visits all elements in the group, and therefore this results in a problem similar

to the traveling salesman problem. Using these formulations they describe

heuristics that can be applied to get approximate solutions. Comparisons

were done between the two proposed formulations with respect to the quality

of the solutions found to the multicast packing problem.

In the integer formulation of the multicast packing problem, there is a

variable xe for each edge e ∈ E, which is equal to one if and only if this

edge is selected. Each edge has also an associated cost we. Then, the integer

formulation for the tree version of the problem is given by

min
∑

e∈E
wexe (2.11)

subject to

∑

e∈δ(S)

xe ≥ 1 for all S ⊂ V such that m1 ∈ S and M 6⊂ S (2.12)

x ∈ {0, 1}|E|, (2.13)
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where M is the set of nodes participating in a multicast group and δ(S) repre-

sents the edges leaving the set S ⊂ V . The integer program for the ring-based

version is given by

min
∑

e∈E
wexe (2.14)

subject to

∑

e∈δ(v)
xe = 2 for all v ∈M (2.15)

∑

e∈δ(v)
xe ≤ 2 for all v ∈ V \M (2.16)

∑

e∈δ(S)

xe ≥ 2 for all S ⊂ V s.t. u ∈ S and M 6⊂ S (2.17)

x ∈ {0, 1}|E|. (2.18)

Here, u is any element of M . The integer solution of this problem defines

a ring passing through all nodes participating in group M . In Chen et al.

(1998) these two problems are solved using branch-and-cut techniques, after

the identification of some valid inequalities.

2.4.2 The Multicast Network Dimensioning Problem

Another interesting problem occurs when we consider the design of a new

network, intended to support a specific multicast demand. This is called the

multicast network dimensioning problem, and it has been treated in some recent

papers (Prytz, 2002; Forsgren and Prytz, 2002; Prytz and Forsgren, 2002).

According to Forsgren and Prytz (2002), the problem consists of determin-

ing the topology (which edges will be selected) and the corresponding capacity

of the edges, such that a multicast service can be deployed in the resulting net-

work. Much of the work for this problem has used mathematical programming

techniques to define and give exact and approximate solutions to the problem.
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The technique used in Forsgren and Prytz (2002) has been the Lagrangian

relaxation applied to an integer programming model. We assume that there are

T multicast groups. The model uses variables xke ∈ {0, 1}, for k ∈ {1, . . . , T},

e ∈ E, which represent if edge e is used by group k. There are also variables

zle ∈ {0, 1}, for l ∈ {1, . . . , L}, e ∈ E, where L is the highest possible capacity

level, which determine if the capacity level of edge e is equal to l. Now,

let dk, for k ∈ {1, . . . , T}, be the bandwidth demanded by group k; cle, for

l ∈ {1, . . . , L}, and e ∈ E, be the capacity available for edge e at the level

l; and wle, for l ∈ {1, . . . , L}, and e ∈ E, be the cost of using edge e at the

capacity level l. Also, b ∈ Zn is the demand vector, and A ∈ Rn×m is the node-

edge incidence matrix. We can now state the multicast network dimensioning

problem using the following integer program

min
∑

e∈E

L∑

l=1

wlez
l
e (2.19)

subject to
T∑

k=1

dkxke ≤
L∑

l=1

clez
l
e for all e ∈ E (2.20)

∑

l∈L
zle ≤ 1 for all e ∈ E (2.21)

Ax = b (2.22)

x, z ∈ � . (2.23)

In this integer program, constraint (2.20) ensures that the bandwidth used

on each edges is at most the available capacity. Constraint (2.21) selects just

one capacity level for each edge. Finally, constraint (2.22) enforces the flow

conservation in the resulting solution.

The problem proposed above has been solved using a branch-and-cut algo-

rithm, employing some basic types of cuts. The authors also use Lagrangian

relaxation to reduce the size of the linear program that need to be solved.

Some primal heuristics have been designed to exploit certain similarities with



46

the Steiner tree problem. These primal heuristics were used to improve the

upper bounds found during the branching phase. The resulting algorithm has

been able to solve instances with more than 100 nodes.

2.4.3 The Point-to-Point Connection Problem

An interesting generalization of the Steiner problem is known as the point-

to-point connection problem (PPCP). In the PPCP, we are given two disjoint

sets S and D of sources and, respectively, destinations. We require that |S| =

|D|. However, that is not an important restriction, since for every network

we can extend the set of sources using dummy nodes, if needed. As usual,

there is a cost function w : E → N . The objective is to find a minimum cost

forest F ⊆ E, where each destination is connected to at least one source, and

similarly each source is connected to at least one destination.

This problem was first proposed by Li et al. (1992), who proved that

all four versions of the PPCP (directed, undirected, with fixed or non-fixed

destinations) are NP-hard, when p is given as input. Natu (1995) pro-

posed a dynamic programming algorithm for p = 2 with time complexity

O(mn + n2 logn). Goemans and Williamson (1995) presented an approxima-

tion algorithm for a class of forest constrained problems, including the PPCP

and the Steiner problem, that runs in O(n2 log n) and gives its results within

a factor of 2− 1/p of the optimal solution.

The PPCP is useful to model situations where there are multiple sources.

Some metaheuristic algorithms have been applied to the problem by Correa

et al. (2003), and Gomes et al. (1998). The main idea of these methods is to

design simple heuristics and combine them in a framework called asynchronous

teams (Talukdar and de Souza, 1990), where each heuristic is considered an

autonomous agent, capable of improving the existing solutions.
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Some of the heuristics proposed in Correa et al. (2003) explore basic

features of optimal solutions. For example, one of the heuristics uses the

triangle inequality property: given three nodes a, b, and c in one of the paths

in the solution, the cost of paths between a and b and between b and c must

be at most the minimum path between b and c. Given a solution, we can

check for each three nodes a, b, and c in a path, if this condition is satisfied.

If it is not, then we can always improve the solution by making the correct

substitution, using the minimum path.

2.5 Concluding Remarks

In this paper we have shown a number of applications and problems as-

sociated with multicast routing. We have also shown that most of them are

related to other important problems in the area of combinatorial optimization.

The topics addressed show that this is an evolving area, still in its develop-

ment stages. Moreover, most of the interesting problems can be addressed

with techniques developed by the combinatorial optimization and operations

research communities.

We believe that in the next years an increased number of applications and

models will continue to evolve from this field and make it an important source

of problems and results.



CHAPTER 3
STREAMING CACHE PLACEMENT PROBLEMS

We study a problem in the area of multicast networks, called the stream-

ing cache placement problem (SCPP). In the SCPP one wants to determine the

minimum number of multicast routers needed to deliver content to a specified

number of destinations, subject to predetermined link capacities. We initially

discuss the different versions of the SCPP found in multicast networks appli-

cations. Then, a transformation from the Satisfiability problem is used in

order to prove NP-hardness to all of these versions of the SCPP. Complexity

results are derived for the cases of directed and undirected graphs, as well as

with different assumptions about the type of flow in the network.

3.1 Introduction

Multicast protocols are used to send information from one or more sources

to a large number of destinations using a single send operation. Networks sup-

porting multicast protocols have become increasingly important for many orga-

nizations due to the large number of applications of multicasting, which include

data distribution, video-conferencing (Eriksson, 1994), groupware (Chockler

et al., 1996), and automatic software updates (Han and Shahmehri, 2000).

Due to the lack of multicast support in existing networks, there is an arising

need for updating unicast oriented networks. Thus, there is a clear economical

impact in providing support for new multicast enabled applications.

In this chapter we study a problem motivated by the economical plan-

ning of multicast network implementations. The streaming cache placement

problem (SCPP) has the objective of minimizing costs associated with the

48
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implementation of multicast routers. This problem has only recently received

attention (Mao et al., 2003; Oliveira et al., 2003a) and presents many interest-

ing questions still unanswered from the algorithmic and complexity theoretic

point of view.

3.1.1 Multicast Networks

In multicast networks, nodes interested in a particular piece of data are

called a multicast group. The main objective of such groups is to send data to

destinations in the most efficient way, avoiding duplication of transmissions,

and therefore saving bandwidth. With this aim, special purpose multicast

protocols have being devised in the literature. Examples are the PIM (Deering

et al., 1996) and core-based (Ballardie et al., 1993) distribution protocols. The

basic operation in these routing protocols is to send data for a subset of nodes,

duplicating the information only when necessary.

Network nodes that understand a multicast protocol are called cache

nodes, because they can send multiple copies of the received data. Other

nodes simply act as intermediates in the multicast transmission. The main

problem to be solved is deciding the route to be used by packages in such a

network. One of the simplest strategies for generating multicast routes is to

maintain a routing tree, linking all sources and destinations. A similar strategy,

which may reduce the number of needed cache nodes, consists in determining

a feasible flow from sources to destinations such that all destinations can be

satisfied.

A main economical problem, however, is that not all nodes understand

these multicast routing protocol. Moreover, upgrading all existing nodes can

be expensive (or even impossible, when the whole network is not owned by the

same company, as happens in the Internet).
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a

b

r

s cs,r = 1

cr,a = 1

cr,b = 1

Figure 3–1: Simple example for the cache placement problem.

Suppose an extreme situation, where no nodes have multicast capabili-

ties. In this case, the only possible solution consists in sending a separate

copy of the required data to each destination in the group. However, in this

case instances can become quickly infeasible, as shown in Figure 3–1, Here, all

edges have capacity equal to one, and nodes a and b are destinations. In this

example, a feasible solution is found when r becomes a cache node. Thus, it is

interesting to determine the minimum number of cache nodes required to han-

dle a specified amount of multicast traffic, subject to link capacity constraints.

This is called the streaming cache placement problem (SCPP).

Formal Description of the SCPP. Suppose that a graph G = (V,E)

is given, with a capacity function c : E → Z+, a distinguished source node

s ∈ V and a set of destination nodes D ⊂ V . It is required that data be sent

from node s to each destination. Thus, we must determine a set R of cache

nodes, used to retransmit data when necessary, and the amount of information

carried by each edge, which is represented by variables we ∈ � +, such that

we ≤ ce, for e ∈ E. The objective of the SCPP is to find a set R of minimum

size corresponding to a flow {we|e ∈ E}, such that for each node v ∈ D ∪ R

there is a unit flow from some node in {s}∪R to v, and the capacity constraints

we ≤ ce, for e ∈ E, are satisfied.

A characterization of the set of cache nodes can be given in terms of the

surplus of data at each node v ∈ V . Suppose that the number of data units

sent by node v, also called surplus, is given by variable bv ∈ � . Note that
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the node s must send at least one unit of information, so bs must be greater

than zero. Each destination is required to receive a unit of data, so it has

a negative surplus (requirement) of −1. Now, suppose that, due to capacity

constraints, we need to establish v as a cache node. Then, the surplus at this

node cannot be negative, since it is also sending forward the received data.

If v is also a destination, than the minimum surplus is zero (in this case it is

receiving one unit and sending one unit); otherwise, bv ≥ 1. Thus, the set of

cache nodes R ⊆ V \ {s} is the one such that bv ≥ 0 and v ∈ D or bv > 0 and

v ∈ V \D ∪ {s}, for all v ∈ R.

3.1.2 Related Work

Problems in multicast routing have been investigated by a large number

of researchers in the last decade. The most studied problems relate to the

design of routing tables with optimal cost. In these problems, given a set of

sources and a set of destinations, the objective is to send data from sources to

destinations with minimum cost.

In the case in which there are no additional constraints, this reduces to

the Steiner tree problem on graphs (Du et al., 2001). In other words, it is

required to find a tree linking all destinations to the source, with minimum

cost. Using this technique, the source and destinations are the required nodes,

the remaining ones being the Steiner nodes. Many heuristic algorithms have

been proposed for this kind of problem (Chow, 1991; Feng and Yum, 1999;

Kompella et al., 1993b,a; Kumar et al., 1999; Salama et al., 1997b; Sriram

et al., 1998).

The problems above, however, consider that all nodes support a multicast

protocol. This is not a realistic assumption on existing networks, since most

routers do not support multicasting by default. Thus, some sort of upgrade
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must be applied, in terms of software or even hardware, in order to deploy

multicast applications. Despite this important application, only recently re-

searchers have started to look at this kind of problem.

In Mao et al. (2003) the Streaming Cache Placement problem is defined,

in the context of Virtual Private Networks (VPNs). In this paper, the SCPP

was proven to be NP-hard, using a reduction from the Exact Cover by

3-Sets problem, and a heuristic was proposed to solve some sample instances.

However, the paper does not give details about possible versions of the prob-

lem, and proceeds directly to deriving local search heuristics.

Another related problem is the Cache Placement Problem (Li et al., 1999).

Here, the objective is to place replicas of some static document on different

points of a network, in order to increase accessibility and also decrease the

average access time by any client. The important difference between this

problem and the SCPP is that Li et al. (1999) does not consider multicast

transmissions. Also, there are no restriction on the capacity of links, and data

is considered to be placed at the locations before the real operation of the

network.

3.2 Versions of Streaming Cache Placement Problems

In this section, we discuss two versions of the SCPP. In the tree streaming

cache placement problem (TSCPP), the objective is to find a routing tree which

minimizes the number of cache nodes needed to send data from a source to a

set of destinations. We also discuss a modification of this problem where we try

to find any feasible flow from source to destinations, minimizing the number

of cache nodes. The problem is called the flow streaming cache placement

problem (FSCPP).
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cr,b = 1

cr,a = 1
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b
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cs,r = 1

Figure 3–2: Simple example for the Tree Cache Placement Problem.

3.2.1 The Tree Cache Placement Problem

Consider a weighted, capacitated network G(V,E) with a source node s

and a routing tree T rooted on s and spanning all nodes in V . Let D be a

subset of the nodes in V that have a demand for a data stream to be sent

from node s. The stream follows the path defined by T from s to the demand

nodes and takes B units of bandwidth on every edge that it traverses. For each

demand node, a separate copy of the stream is sent. Edge capacities cannot

be violated. Note that, depending on the network structure, an instance of

this problem can easily become infeasible.

To handle this, we allow stream splitters, or caches, to be located at

specific nodes in the network. A single copy of the stream is sent from s

to a cache node r and from there multiple copies are sent down the tree.

The optimization problem consists in finding a routing tree and to locate a

minimum number of cache nodes.

Figure 3–2 shows an small example for this problem. In this example, if

nodes a and b each require a stream (with B = 1) from s, and node r is not a

cache node, then we send two units from s to r and one unit from r to a and

from r to b. We get an infeasibility on edge (s, r), since two units flow on it,

and it has capacity cs,r = 1 < 2. However, if node r becomes a cache node,

we can send one unit from s to r and then one unit from r to a and one unit

from r to b. The resulting flow is now feasible.
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To simplify the formulation of the problem, we can consider, without loss

of generality, that the bandwidth used by each message is equal to one.

The tree cache placement problem (TSCPP) is defined as follows. Given

a graph G(V,E) with capacities cuv on the edges, a source node s ∈ V and a

subset D ⊂ V representing the destination nodes, we want to find a spanning

tree T (which determines the paths followed by a data stream from s to v ∈ D)

such that the subset R ⊆ V \ {s}, which represents the cache nodes, has

minimum size. For each node v ∈ D ∪ R, there must be a data stream from

some node w ∈ R ∪ {s} to v, such that the sum of all streams in each edge

(i, j) ∈ T does not exceed the edge capacity cij.

To state the problem more formally, consider an integer programming

formulation for the TSCPP. Define the variables

ye =





1 if edge e is in the spanning tree T

0 otherwise,

xi =





1 if node i 6= s is a cache node

0 otherwise

bi ∈ {−1, . . . , |V | − 1} the flow surplus for node i ∈ V

we ∈ {0, . . . , |V |} the amount of flow in edge e ∈ E.

Given the node-arc incidence matrix A, the problem can be stated as

min
|V |∑

i=1

xi (3.1)

subject to

Aw = b (3.2)

∑

i∈V
bi = 0 (3.3)
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bs ≥ 1 for source s (3.4)

xi − 1 ≤ bi ≤ xi(|V | − 1)− 1 for i ∈ D (3.5)

xi ≤ bi ≤ xi(|V | − 1) for i ∈ V − (D ∪ {s}) (3.6)

∑

e∈E
ye = |V | − 1 (3.7)

∑

e∈G(H)

ye ≤ |H| − 1 for all H ⊂ V (3.8)

0 ≤ we ≤ ceye for e ∈ E (3.9)

x ∈ {0, 1}|V |, y ∈ {0, 1}|E| (3.10)

b ∈ Z, w ∈ Z+, (3.11)

where G(H) is the subgraph induced by the nodes in H. Constraint (3.2)

imposes flow conservation. Constraints (3.3) through (3.6) require that there

must be a number of data streams equal to the number of nodes in R ∪

D. Constraints (3.7) and (3.8) are the spanning tree constraints. Finally,

constraint (3.9) determine the bounds for flow variables, implying that the

flow specified by w can be carried only on edges in the spanning tree.

3.2.2 The Flow Cache Placement Problem

An interesting extension of the TSCPP arises if we relax the constraints

in the previous integer programming formulation that require the solution to

be a tree of the graph G. Then we have the more general case of a flow sent

from the source node s to the set of destination nodes D. To see why this

extension is interesting, consider the example graph, shown in Figure 3–3. In

this example all edges have costs equal to one. If we find a solution to the

TSCPP on this graph, then a stream can be sent through only one of the

two edges (s, a) or (s, b). Suppose that we use edges (s, a) and (a, c). This

implies that c must be a cache node, in order to satisfy demand nodes d1 and
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s

d2

d1

a

b

c

Figure 3–3: Simple example for the Flow Cache Placement Problem.

d2. However, in practice the number of caches in this optimal solution for the

TSCPP can be further reduced.

Routing protocols, like OSPF, achieve load balancing by sending data

through parallel links. In the case of Figure 3–3, the protocol could just send

another stream of data over edges (s, b) and (b, c). If this happens, we do not

need a cache node, and the solution will have fewer caches.

We define the Flow Cache Placement Problem (FSCPP) to be the problem

of finding a feasible flow from source s to the set of destinations D, such that

the number of required caches R ⊆ V \ {s} is minimized. The integer linear

programming model for this problem is similar to (3.1)-(3.11), without the

integer variable y and relaxing constraints (3.7)-(3.8).

3.3 Complexity of the Cache Placement Problems

We prove that both versions of the SCPP discussed above are NP-hard,

using a transformation from Satisfiability. This transformation allows us

to give a proof of non-approximability by showing that it is a gap-preserving

transformation.

3.3.1 Complexity of the TSCPP

In this section we prove that the TSCPP is NP-hard, by using a reduction

from Satisfiability (SAT) (Garey and Johnson, 1979).
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SAT: Given a set of clauses C1, . . . , Cm, where each clause is the disjunction

of |Ci| literals (each literal is a variable xj ∈ {x1, . . . , xn} or its negation xj),

is there a truth assignment for variables x1, . . . , xn such that all clauses are

satisfied?

Definition 1 The TSCPP-D problem is the following. Given an instance of

the TSCPP and an integer k, is there a solution such that the number of cache

nodes needed is at most k?

Theorem 2 The TSCPP-D problem is NP-complete.

Proof: This problem is clearly in NP, since for each instance I it is enough

to give the spanning tree and the nodes in R to determine, in polynomial time,

if this is a “yes” instance.

We reduce SAT to TSCPP-D. Given an instance I of SAT, composed of

m clauses C1, . . . , Cm and n variables x1, . . . , xn, we build a graph G(V,E),

with ce = 1 for all e ∈ E, and choose k = n. The set V is defined as

V = {s} ∪ {x1, . . . , xn} ∪ {x1, . . . , xn} ∪ {T ′1, . . . , T ′n}

∪{T ′′1 , . . . , T ′′n} ∪ {T ′′′1 , . . . , T
′′′
n } ∪ {C1, . . . , Cm},

and the set E is defined as

E =
n⋃

i=1

{(s, xi), (s, xi)} ∪
n⋃

i=1

{(xi, T ′i ), (xi, T ′i )} ∪
n⋃

i=1

{(xi, T ′′i )}

∪
n⋃

i=1

{(xi, T ′′′i )} ∪
m⋃

i=1




⋃

xj∈Ci
(xj, Ci)

⋃

xj∈Ci
(xj, Ci)



 . (3.12)

Figure 1 shows the construction of G for a small SAT instance. Define

D = {C1, . . . , Cm} ∪ {T ′1, . . . , T ′n} ∪ {T ′′1 , . . . , T ′′n} ∪ {T ′′′1 , . . . , T
′′′
n }. Clearly,

destination nodes T ′i , T
′′
i and T ′′′i are there just to saturate the arcs leaving s

and force one of xi, xi to be chosen as a cache node. Also, each node Ci forces
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x4

x4

T ′4

T ′′4

T ′′′4

x2

x3

x3

x2

x1

T ′1

T ′′1

T ′′′1

T ′2

T ′3

T ′′3

T ′′′3

T ′′2

T ′′′2

x1

s

C1 = (x1, x2, x3)

C2 = (x2, x3, x4)

C3 = (x1, x3, x4)

Figure 3–4: Small graph G created in the reduction given by Theorem 2. In
this example, the SAT formula is (x1 ∨x2 ∨x3)∧ (x2∨x3 ∨x4)∧ (x1∨x3 ∨x4).

the existence of at least one cache among the nodes corresponding to literals

appearing in clause Ci.

Suppose that the solution of the resulting TSCPP-D problem is true.

Then, we assign variable xi to true if node xi is in R, otherwise we set xi

to false. This assignment is well-defined, since exactly one of the nodes xi, xi

must be selected. Clearly, this truth assignment satisfies all clauses Ci, because

the demand of each node Ci is satisfied by at least one node corresponding to

literals appearing in clause Ci.

Conversely, if there is a truth assignment Γ which makes the SAT formula

satisfiable, we can use it to define the nodes which will be caches, and, by con-

struction of G, all demands will be satisfied. Finally, the resulting construction

is polynomial in size, thus SAT reduces in polynomial time to TSCPP-D. 2
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Input: a tree T

Output: a set R of cache nodes

forall v ∈ V do
if v ∈ D then demand(v)← 1
else demand(v)← 0

end
call findR(s)
return R

procedure findR(v)
begin

forall w such that (v, w) ∈ T do findR(w)
1 if v = s then return R

else p← parent(v)
if cp,v < demand(v) then

R← R ∪ {v}
demand(p)← demand(p) + 1

end
else demand(p)← demand(p) + demand(v)

end

Algorithm 4: Find the optimal R for a fixed tree.

As a simple consequence of this theorem, we have the following corollary.

Corollary 3 The TSCPP is NP-hard.

It is interesting to observe that the problem remains NP-hard even for

unitary-capacity networks, since the proof remains the same for edges with

unitary capacity.

Some simple examples serve to illustrate the problem. For instance, if G

is the complete graph Kn, then the optimal solution is simply a star graph

with s at the center, and R = ∅. On the other hand, if the graph is a tree

with n nodes, then the number of cache nodes is implied by the edges of the

tree, thus the optimum is completely determined.

Algorithm 4 determines an optimal set R from a given tree T . The algo-

rithm works recursively. Initially it finds the demand for all leaves of T . Then
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it goes up the tree determining if the current nodes must be a cache node.

The correctness of this method is proved bellow.

Theorem 4 Given an instance of the TSCPP which is a tree T , then an

optimal solution for T is given by Algorithm 4.

Proof: The proof is by induction on the height h of a tree analyzed when

Algorithm 4 arrives at line (1). If h = 0 then the number of cache nodes is

clearly equal to zero. Assume that the theorem is true for trees with height

h ≥ 1. If the capacity of the arc (p, v) is greater than the demand at v,

then there is no need of a new cache node, and therefore the solution remains

optimal. If, on the other hand, (p, v) does not have enough capacity to satisfy

all demand at v, then we do not have a choice other than making v a cache

node. Combining this with the assumption that the solution for all children

of v is optimal, we conclude that the new solution for a tree of height h+ 1 is

also optimal. 2

3.3.2 Complexity of the FSCPP

We can use the transformation from SAT to TSCPP to show that FSCPP

is also NP-hard. In the case of directed edges, this is simple, since given a

graph G provided by the reduction, we can give an orientation of G from source

to destinations. This is stated in the next theorem.

Theorem 5 The FSCPP is NP-hard if the instance graph is directed.

Proof: The proof is similar to the proof of Theorem 4. We need just to make

sure that the polynomial transformation given for the TSCPP-D also works

for a decision version of the FSCPP. Given an instance of SAT, let G be the

corresponding graph found by the reduction. We orient the edges of G from S

to destinations D, i.e., use the implicit orientation given in (3.12). It can be

checked that in the resulting instance the number of cache nodes cannot be
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Figure 3–5: Part of the transformation used by the FSCPP.

reduced by sending additional flow in other edges other than the ones which

form the tree in the solution of TSCPP. Thus, the resulting R is the same,

and FSCPP is NP-hard in this case. 2

Next we prove a slightly modified theorem for the undirected version. To

do this we need the following variant of SAT:

3Sat(5): Given an instance of Satisfiability with at most three literals per

clause and such that each variable appears in at most five clauses, is there a

truth assignment that makes all clauses true?

The 3Sat(5) is well known to be NP-complete (Garey and Johnson,

1979).

Theorem 6 The FSCPP is NP-hard if the instance graph is undirected.

Proof: When the instance of FSCPP is undirected, the only thing that can go

wrong is that some of the destinations T ′i , T
′′
i , or T ′′′i are being satisfied by flow

coming from nodes Cj connected to their respective xi, xi nodes. What we need

to do to prevent this is to bound the number of occurrences of each variable

and add enough absorbing destinations to the subgraph corresponding to that

variable. We do this by reduction from 3Sat(5). The reduction is essentially

the same as the reduction from SAT to TSCPP, but now for each variable xi

we have nodes xi, xi, T
′
i , T

′′
i , and T ki , for 1 ≤ k ≤ 6 (see Figure 3–5). Also,
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for each variable xi we have edges (s, xi), (s, xi), (xi, T
′
i ), (xi, T

′′
i ), (xi, T

k
i ),

(xi, T
k
i ), for 1 ≤ k ≤ 6.

We claim that in this case for each pair of nodes xi, xi, one of them must

be a cache node (which says that the corresponding variable in 3SAT(5) is true

or false). This is true because from the eight destinations not corresponding

to clauses (T ′i , T
′′
i , and T ki , 1 ≤ k ≤ 6) attached to xi, xi, two can be directly

satisfied from s without caches. However, the remaining six cannot be satis-

fied from nodes Cj linked to the current variable nodes, because there are at

most five such nodes. Thus, we must have one cache node at xi or xi, for each

variable xi. It is clear that these are the only cache nodes needed to make

all destinations satisfied. This gives us the correct truth assignment for the

original 3SAT(5) instance. Conversely, any non-satisfiable formula will trans-

form to a FSCPP instance which needs more than n cache nodes to satisfy all

destinations. Thus, the decision version of FSCPP is NP-complete, and this

implies the theorem. 2

Note that there is a case of TSCPP-D that is solvable in polynomial

time, and this happens when k = 0, i.e. determining if any cache node is

needed. The solution is given by the following algorithm. Run the maximum

flow algorithm from node s to all nodes in D. This can be accomplished, for

example, by creating a dummy destination node d and linking all nodes v ∈ D

to d by arcs with capacity equal to 1. If the maximum flow from s reaches each

node in D, then the answer is true, since no cache node is needed to satisfy

the destinations. Otherwise, the answer must be false because then at least

one cache node is needed to satisfy all nodes in D.
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3.4 Concluding Remarks

In this chapter we presented and analyzed two combinatorial optimiza-

tion problems, the tree cache placement problem (TSCPP) and its flow-based,

generalized version, the flow cache placement problem (FSCPP). We prove

that both problems, on directed and undirected graphs, are NP-hard. For

this purpose, we use a transformation from the Satisfiability problem.

Many questions remain open for these problems. For example, it would

be interesting to find algorithms with a better approximation guarantee, or

improved non-approximability results. Some of these issues will be considered

in the next chapters.



CHAPTER 4
COMPLEXITY OF APPROXIMATION FOR STREAMING CACHE

PLACEMENT PROBLEMS

As shown in the previous chapter, the SCPP in its two forms is NP-

hard. We improve the hardness results for the SCPP, by showing that it is

very difficult to give approximate solutions for such problems. General non-

approximability is proved using the reduction from Satisfiability given in

the previous chapter. Then, we improve the approximation results for the

FSCPP using a reduction from Set Cover. In particular, given k destina-

tions, we show that the FSCPP cannot have a O(log log k− δ)-approximation

algorithm, for a very small δ, unless NPcan be solved in sub-exponential time.

4.1 Introduction

We continue in this chapter the study of the streaming cache placement

problem (SCPP). In the SCPP one wants to determine the minimum number

of multicast routers needed to deliver content to a specified number of desti-

nations, subject to predetermined link capacities. The SCPP is known to be

NP-hard, as shown Chapter 3. We give approximation results for the SCPP

in its different versions, using properties of the Satisfiability problem. We

use the transformation described in the previous chapter to achieve this non-

approximability result. We show that there is a fixed ε > 1 such that no

SCPP problem can be approximated in polynomial time with guarantee bet-

ter than ε. This is equivalent to say that the SCPP is in the MAX SNP-hard

class (Papadimitriou and Yannakakis, 1991).

64
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We are also able to improve the approximation results for the FSCPP,

using a reduction from Set Cover. In this case, we are interested in general

flows and directed arcs. In particular, given k destinations, we show that the

FSCPP cannot have a O(log log k − δ)-approximation algorithm, for a very

small δ, unless NPcan be solved in sub-exponential time.

This chapter is organized as follows. In Section 4.2 we discuss the non-

approximation result for FSCPP based on the Satisfiability problem. Then,

in Section 4.3, we discuss the improved result for the FSCPP based on Set

Cover. Section 4.4 gives some concluding remarks.

4.2 Non-approximability

The transformation used in Theorem 2 provides a method for proving a

non-approximability result for the TSCPP and FSCPP. We employ standard

techniques, based on the gap-preserving transformations. To do this we use

an optimization version of 3Sat(5).

Max-3Sat(5): Given an instance of 3Sat(5), find the maximum number of

clauses that can be satisfied by any truth assignment.

Definition 2 For any ε, 0 < ε < 1, an approximation algorithm with guar-

antee ε (or equivalently, an ε-approximation algorithm) for a maximization

problem Π is an algorithm A such that, for any instance I ∈ Π, the resulting

cost A(I) of A applied to instance I satisfies ε ·OPT (I) ≤ A(I), where we de-

note by OPT (I) the cost of the optimum solution. For minimization problems,

A(I) must satisfy A(I) ≤ ε ·OPT (I), for any fixed ε > 1.

The following theorem from Arora and Lund (1996) is very useful to prove

hardness of approximation results.
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Theorem 7 (Arora and Lund (1996)) There is a polynomial time reduc-

tion from SAT to Max-3Sat(5) which transforms formula φ into a formula φ′

such that, for some fixed ε ( ε is in fact determined in the proof of the theorem),

• if φ is satisfiable, then OPT (φ′) = m, and

• if φ is not satisfiable, then OPT (φ′) < (1− ε)m,

where m is the number of clauses in φ′.

In the following theorem we use this fact to show a non-approximability

result for TSCPP.

Theorem 8 The transformation used in the proof of Theorem 2 is a gap-

preserving transformation from Max-3SAT(5) to TSCPP. In other words,

given an instance φ of Max-3SAT(5) with m clauses and n variables, we can

find an instance I of TSCPP such that

• If OPT (φ) = m then OPT (I) = n; and

• If OPT (φ) ≤ (1− ε)m then OPT (I) ≥ (1 + ε1)n.

where ε is given in Theorem 7 and ε1 = ε/15.

Proof: Suppose that φ is an instance of Max-3SAT(5). Then, we can use the

transformation given in the proof of Theorem 2 to construct a corresponding

instance I of TSCPP. If φ has a solution with OPT (φ) = m, where m is the

number of clauses, then by Theorem 2, we can find a solution for I such that

OPT (I) = n.

Now, if OPT (φ) ≤ (1−ε)m, then there are at least εm clauses unsatisfied.

In the corresponding instance I we have at least n cache nodes due to the

constraints from nodes T ′i , T
′′
i and T ′′′i , 1 ≤ i ≤ n. These cache nodes satisfy

at most (1 − ε)m destinations corresponding to clauses. Let U be the set

of unsatisfied destinations. The nodes in U can be satisfied by setting one

extra cache (in a total of two, for nodes xj and xj) for at least one variable xj

appearing in the clause corresponding to ci, for all ci ∈ U .
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Thus, the number of extra cache nodes needed to satisfy U is at least

|U |/5, since a variable can appear in at most 5 clauses. We have

OPT (I) ≥ n+ |U |/5 ≥ n+ εm/5 ≥ (1 + ε/15)n.

The last inequality follows from the trivial bound m ≥ n/3. The theorem

follows by setting ε1 = ε/15. 2

Definition 3 A PTAS (Polynomial Time Approximation Scheme) for a min-

imization problem Π is an algorithm that, for each ε > 0 and instance I ∈ Π,

returns a solution A(I), such that A(I) ≤ (1 + ε)OPT (I), and A has running

time polynomial in the size of I, depending on ε (see, e.g. Papadimitriou and

Steiglitz (1982), page 425).

Corollary 9 Unless P = NP, the TSCPP cannot be approximated by (1+ε2)

for any ε2 ≤ ε1, where ε1 is given in Theorem 8, and therefore there is no

polynomial time approximation scheme (PTAS) for the TSCPP.

Proof: Given an instance φ of SAT, we can use the transformation given in

Theorem 7, coupled with the transformation given in the proof of Theorem 2,

to give a new polynomial transformation τ from SAT to TSCPP. Now, let I

be the instance created by τ on input φ. Suppose there is an ε2 approximation

algorithm A for TSCPP, with 0 ≤ ε2 ≤ ε1. Then, when A runs on an instance

I constructed by τ from a satisfiable formula φ, the result must have cost

A(I) ≤ (1 + ε2)n < (1 + ε1)n. Otherwise, if φ is not satisfiable, then the result

given by this algorithm must be greater than (1 + ε1)n, because of the gap

introduced by τ . Thus, if there is an ε2-approximation algorithm, then we

can decide in polynomial time if a formula φ is satisfiable or not. Assuming

P 6= NP, there is no such algorithm.

The fact that there is no PTAS for the TSCPP is a consequence of this

result and the definition of PTAS. 2
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The above theorem and corollary can be easily extended to the FSCPP.

The fact that the same transformation can be used for both problems can be

used to demonstrate the non-approximability result to the FSCPP as well. We

state this as a corollary.

Corollary 10 Unless P = NP, the FSCPP has no PTAS.

Proof: The transformation from SAT to FSCPP is identical, so Theorem 8 is

also valid for the FSCPP. This implies that the FSCPP has no PTAS, unless

P = NP. 2

4.3 Improved Hardness Result for FSCPP

In this section, we are interested in the case of general flows and directed

arcs. This version of the problem is called the flow streaming cache place-

ment problem (FSCPP). In particular, given k destinations, we show that the

FSCPP cannot have a O(log log k − δ)-approximation algorithm, for a very

small δ, unless NPcan be solved in sub-exponential time.

We have shown above that, given a instance of the FSCPP, there is an ε >

0 such that the FSCPP cannot be approximated by 1 + ε, thus demonstrating

that FSCPP is MAX SNP-hard (Papadimitriou and Yannakakis, 1991) and

discarding the possibility of a PTAS. We show a stronger result: there is no

approximation algorithm that can give a performance guarantee better than

log log k, where k is the number of destinations. The proof is based on a

reduction from the Set Cover problem.

Set Cover: Given a ground set T = t1, . . . , tn, with subsets S1, . . . , Sm ⊂ T ,

find the minimum cardinality set C ⊆ {1, . . . , m} such that
⋃
i∈C Si = T .

It is known (Feige, 1998) that Set Cover does not have approximation

algorithms for any guarantee better than O(logn). Thus, if we find a trans-

formation from Set Cover to FSCPP that preserves approximation, we can
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prove a similar result for FSCPP. We show how this transformation, which

will be represented by φ : SC→ FSCPP, can be done.

For each instance ISC of set cover, we must find a corresponding instance

IFSCPP of the FSCPP. The instance ISC is composed of sets T and Si, . . . , Sm

as shown above. The transformation consists of defining a capacitated graph

G with a source and a set D of destinations. Let G be the graph composed of

the following nodes:

V = {s} ∪ {w1, . . . , wm} ∪ {v1, . . . , vn} ∪ {s1, . . . , sm}.

Also, let the edges E of the graph G be

E = {(wj, vi) | ti ∈ Sj} ∪
m⋃

i=1

{(s, wi)} ∪
m⋃

i=1

{(wi, si)}.

In the instance of FSCPP, the set of destination nodes D is given by

D = {v1, . . . , vn} ∪ {s1, . . . , sm},

and s is the source node. Thus, there is an one to one correspondence between

nodes wi and sets Si, for 1 ≤ i ≤ m. There is also an one to one correspondence

between nodes vi and ground elements ti ∈ T , for 1 ≤ i ≤ n. There is a

directed edge between the source and each node wi, and between nodes wi and

nodes representing elements appearing in the set Si. Nodes wi are also linked

to each si. Finally, each edge e has capacity ce = 1. See an example of such

reduction in Figure 4–1. The ground set in this example is T = {t1, . . . , t6},

and the subsets are S1 = {t1, t2, t4, t5}, S2 = {t1, t2, t4, t6}, and S3 = {t2, t4, t6}.

Theorem 11 The transformation described above is a polynomial time reduc-

tion from Set Cover to FSCPP.

Proof: Let ISC be the instance of Set Cover and IFSCPP the corresponding

instance of the FSCPP. It is clear that the transformation is polynomial, since
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Figure 4–1: Example for transformation of Theorem 11.

the number of edges and nodes is given by a constant multiple of the number

of elements and sets in the instance of Set Cover. We must prove that IIS

and ISCCP have equivalent optimal solutions. Let S ′ be an optimal solution for

ISC . First we note that the destination nodes si, 1 ≤ i ≤ m, can be reached

only from nodes wi, and therefore each si must be satisfied with flow coming

from wi. Thus, each node si saturates the corresponding wi, which means

that to satisfy any other node from wi we must make it a cache node. Then,

we can clearly make R = {wi | i ∈ S ′}, and serve all remaining destinations

in v1, . . . , vn, by definition of S ′. Each node in R will be a cache node, and

therefore R is a solution for IFSCPP . This solution must be optimal, because

otherwise we could use a smaller solution R′ to construct a corresponding set

S ′′ ⊂ {1, . . . , m} with |S ′′| < |S ′|, covering all elements of T , and therefore

contradicting the fact that S ′ is an optimum solution for the SC instance.

Thus, the two instances ISC and IFSCPP have equivalent optimal solutions.

2

Corollary 12 Given an instance I of SC, and the transformation φ described

above, then we have OPT (I) = OPT (φ(I)).
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The following theorem, proved by Feige (Feige, 1998), will be useful for

our main result.

Theorem 13 (Feige (Feige, 1998)) If there is some ε > 0 such that a poly-

nomial time algorithm can approximate set cover within (1 − ε) log n, then

NP⊂ TIME(nO(log log n)).

This theorem implies that finding approximate solutions with guarantee

better than (1− ε) log n for Set Cover is equivalent to solve any problem in

NPin sub-exponential time. It is strongly believed that this is not the case.

We use this theorem and the reduction above to give a related bound for the

approximation of FSCPP. To do this, we need a gap preserving transformation

from SC to FSCPP, as stated in the following lemma.

Lemma 14 If I is an instance Set Cover, then the transformation φ from

SC to FSCPP described above is gap preserving, that is, it has the following

property:

(a) If OPT (I) = k then OPT (φ(I)) = k; and

(b) If OPT (I) ≥ k · log n then OPT (φ(I)) ≥ k · log log |D| − δ,

where k is a fixed value, depending on the instance, and

δ = −k log
{

1− log(1 +
n

2n
)/ log |D|

}
≈ 0

for large n.

Proof: Part (a) is a simple consequence of Corollary 12. Now, for part (b),

note that the maximum number of sets in an instance of SC with n elements

is 2n. Consequently, in the instance of FSCPP created by transformation φ,

|D| = m + n ≤ 2n + n. Thus, we have

log |D| ≤ log(2n + n) = n+ δ′,
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where δ′ = log(1 + n
2n

). This implies that,

log n ≥ log(log |D| − δ) = log log |D|+ δ′′,

where δ′′ = log(1− δ′
log |D|). Therefore,

OPT (φ(I)) ≥ k logn ≥ k log log |D| − δ,

where δ = −kδ′′ (note that δ is a positive quantity). Finally, note that the

quantity

−k log
{

1− log(1 +
n

2n
)/ log |D|

}

goes very fast to zero, in comparison to n, thus the value log log |D| is asymp-

totically optimal. 2

The reduction shown in Theorem 11 is gap preserving, since it maintains

an approximation gap, introduced by the instances of Set Cover. Note

however that the name “gap preserving” is misleading in this case, since the

new transformation has a smaller gap than then original.

Finally, we get the following result.

Theorem 15 If there is some ε > 0 such that a polynomial time algorithm A

can approximate FSCPP within (1 − ε) log log k, where k = |D|, then NP ⊂

TIME(nO(log log n)).

Proof: Suppose that an instance I of the SC is given. The transformation φ

described above can be used to find an instance φ(I) of the FSCPP. Then, A

can be used to solve the problem for instance φ(I). According to Lemma 14,

transformation φ reduces any gap of log n to log log k. Thus, with such an

algorithm one can differentiate between instances I with a gap of logn. But

this is not possible in polynomial time, according to (Feige, 1998, Theorem 10)

unless NP⊂ TIME(nO(log log n)). 2
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4.4 Concluding Remarks

The SCPP is a difficult combinatorial optimization problem occurring in

multicast networks. We have shown that the SCPP in general cannot have

approximation algorithms with guarantee better than ε, for some ε > 1. Thus,

different from other optimization problems (such as the connected dominating

set in Chapter 7), the SCPP cannot have a polynomial time approximation

scheme (PTAS).

We have also proved that the FSCPP cannot be approximated by less then

log log k, where k is the number of destinations, unless NPcan be solved in

sub-exponential time. This shows that it is very difficult to find near optimal

results for general instances of the FSCPP.



CHAPTER 5
ALGORITHMS FOR STREAMING CACHE PLACEMENT PROBLEMS

The results of the preceding chapter show that the SCPP is very difficult

to solve, even if only approximate solutions are required. We describe some

approximation algorithms that can be used to give solutions to the problem,

and decrease the gap between known solutions and non-approximability re-

sults. We also consider practical heuristics to find good near-optimal solutions

to the problem. We propose two general types of heuristics, based on comple-

mentary techniques, which can be used to give good starting solutions for the

SCPP.

5.1 Introduction

In this chapter, we propose algorithms for solution of SCPP problems.

Initially, we discuss algorithms with performance guarantee, also known as

approximation algorithms. We give a general algorithm for SCPP problems,

and also a better algorithm based on flow techniques. Approximation algo-

rithms are very interesting as a way of understanding the complexity of the

problem, but specially on this case, due to the negative results shown in Chap-

ter 4, they are not very practical.

Thus, considering the complexity issues, we propose polynomial time con-

struction algorithms for the SCPP, based on two general techniques: adding

destinations to a partial solution, and reducing the number of infeasible nodes

in an initial solution. We report the results of computational experiments

based on these two algorithms and its variations.

74
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This chapter is organized as follows. In Section 5.2 we present algo-

rithms with performance guarantee for the SCPP. In Section 5.3, we turn to

algorithms without performance guarantee, and discuss a number of possible

construction strategies. Then, in Section 5.4 we proceed to an empirical evalu-

ation of the solutions returned by the proposed construction heuristics. Final

remarks and future research directions are discussed in Section 5.5.

5.2 Approximation Algorithms for SCPP

In this section, we present algorithms for the TSCPP and FSCPP and

analyze their approximation guarantee. To simplify our results, we use the

notation A(I) = |R∪{s}|, where R is the set of cache nodes found by algorithm

A applied to instance I. Also, OPT (I) = |R∗ ∪ {s}|, where R∗ is an optimal

set of cache nodes for instance I. Note that A(I) ≥ 1 and OPT (I) ≥ 1, which

makes Definition 2 valid for our problems.

5.2.1 A Simple Algorithm for TSCPP

It is easy to construct a simple approximation algorithm for any instance

of the TSCPP. We denote by δG(v) the degree of node v in the graph G.

Input: Graph G, destinations D, source s

Output: a set R of cache nodes

Step1: Construct a spanning tree T of G
Step2: Remove recursively all leaves of T which are not in D ∪ {s}
Step3: Let S1 be the set of internal nodes v with δT (v) > 2
Step4: Let S2 be the set of internal nodes v with δT (v) = 2 and
v ∈ D
Step5: Return R = S1 ∪ S2.

Algorithm 5: Spanning Tree Algorithm

Note that steps 3 and 4 of Algorithm 5 represent a worst case for Algo-

rithm 4. The correctness of the algorithm is shown in the next lemma.

Lemma 16 Algorithm 5 returns a feasible solution to the TSCPP.
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Proof: The operation in step 2 maintains feasibility, since leaves cannot be

used to reach destinations. The result R includes all internal nodes v with

δT (v) > 2, and all internal nodes v with δT (v) = 2 and v ∈ D. It suffices to

prove that if δT (v) = 2 and v 6∈ D then v is not needed in R.

Suppose that v is an internal node with δT (v) = 2 and v 6∈ D. If the

number of destinations down the tree from v is equal to 1, then v does not

need to be a cache. Now, assume that the number of cache nodes down the

tree from v is two or more. Then, there are two cases. In the first case, there

is a node w, between v and the destinations, with δT (w) > 2. In this case, w

is in R, and we need just to send one unit of flow from v to w, thus v does not

need to be in R. In the second case, there must be some destination w with

δT (w) = 2 between v and the other destinations. Again, in this case w will be

included in R from S2. Thus v does not need to be in R. This shows that R

is a feasible solution to the TSCPP. 2

Lemma 17 Algorithm 5 gives an approximation guarantee of |D|.

Proof: Let us partition the set of destinations among D1 and D2, where

D1 = D \ S2 and D2 = S2. Denote by D′ the set of destinations which

are leaves in T . Initially, note that for any tree the number of nodes v with

degree δ(v) > 2 is at most |L| − 2, where L is the set of nodes with δ(v) = 1

(the leaves). But L in this case is D′ ∪ {s} ⊆ D1 ∪ {s}. This implies that

|S1| ≤ |D1 ∪ {s}| − 2. Thus,

|R| = |S1 ∪ S2| ≤ |D1 ∪ {s}| − 2 + |D2| = |D| − 1,

and

A(I) = |R|+ 1 ≤ |D| ≤ |D|OPT (I),

since OPT (I) ≥ 1. 2
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Let ∆ = ∆(G) be the maximum degree of G. In the case in which all

capacities ce, for e ∈ E(G), are equal to one, we can give a better analysis of

the previous algorithm with an improved performance.

Theorem 18 When ce = 1 for all e ∈ E, then Algorithm 1 is a k-

approximation algorithm, where k = min{∆(G), |D|}.

Proof: The key idea to note is that if ce = 1 for all e ∈ E, then d|D|/∆e ≤

OPT (I), for any instance I of the TSCPP. This happens because each cache

node (as well as the source) can serve at most ∆ destinations. Let A(I) be

the value returned by Algorithm 2 on instance I. We know from the previous

analysis of Lemma 17 that A(I) ≤ |D|. Thus A(I) ≤ ∆OPT (I). The theorem

follows, since we know that this is also an |D|-approximation algorithm. 2

5.2.2 A Flow-based Algorithm for FSCPP

In this section, we present an approximation algorithm for the FSCPP.

The algorithm is based on the idea of sending flow from the source to desti-

nation nodes. We show that this algorithm performs at least as good as the

previous algorithm for the TSCPP. In addition, we show that for a special class

of graphs this algorithm gives essentially the optimum solution. Therefore, for

this class of graphs the FSCPP is solvable in polynomial time.

We give now standard definitions about network flows. For more details

about the subject, see Ahuja et al. (1993). Let f(x, y) ∈ R+ be the amount

of flow sent on edge (x, y), for (x, y) ∈ E. A flow is called a feasible flow if it

satisfies flow conservation constraints (3.2).

Let F (f, s, t) =
∑
v∈V f(s, v) be the total flow sent from node s. We

assume that s can send at most
∑

(s,v)∈E csv units of flow, and t can receive at

most
∑

(u,t)∈E cut units of flow. A feasible flow f is the maximum flow from s to

t if there is no feasible flow f ′ such that F (f ′, s, t) > F (f, s, t). A node v is a
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reached node from s by flow f if
∑
w∈V f(w, v) > 0. It is well known that when

f is the maximum flow, then F (f, s, t) = C(s, t), where C(s, t) represents the

minimum capacity of any set of edges separating s from t in G (the minimum

cut). We also use the notation C(U, U) to denote the total capacity of edges

linking nodes in U to nodes in U , where U ⊂ V and U = V \ U .

Denote any feasible flow starting from node v by fv. The algorithm works

by finding the maximum flow from s to all nodes in D. If the total cost of

this maximum flow is F (fs, s, D) ≥ |D|, then the problem is solved, since all

destinations can be reached without cache nodes. Otherwise, we put all nodes

reachable from s in a set Q. Then we repeat the following steps until D \ Q

is empty: for all nodes v ∈ Q, compute the maximum flow fv from v to D.

Find the node v∗ such that fv∗ is maximum. Then add v∗ to R and add to Q

all nodes reachable from v∗. Also, reduce the capacity of the edges in E by

the amount of flow used by fv∗ . These steps are described more formally in

Algorithm 6.

Q← {s}
while D \Q 6= ∅ do

forall v ∈ Q do
find the maximum flow fv from v to D \Q

end
Let v∗ be the node such that F (fv∗, s, D) is maximum
R← R ∪ {v∗}
Add to Q the nodes reached by fv∗
for each edge (u, v) ∈ E do

Reduce capacity cu,v by fv∗(u, v)
end

end

Algorithm 6: Flow algorithm

In the following theorem, we show that the running time of this algorithm

is polynomial and depends on the time needed to find the maximum flow.
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Denote by CM(G) the maximum value of the minimum cut between any pair

of nodes v, w ∈ V (G), i.e.

CM(G) = max
v,w∈V

C(v, w).

Similarly, we define

Cm(G) = min
v,w∈V

C(v, w).

Theorem 19 Algorithm 6 has running time equal to O(n · |D| ·Tmf/Cm(G)),

where Tmf is the time needed to run the maximum flow algorithm.

Proof: The most costly operations in this algorithm are calls to the maximum

flow algorithm. Therefore we count the number of calls. Note that, at each of

the N iterations of the while loop, a new element is added to the set of cache

nodes. Thus, A(I) is equal to the number of such iterations.

Let vi be the node added to the set of cache nodes at iteration i, and

Qi be the content of set Q at iteration i of Algorithm 6. At each step, the

number of elements ofD found by the algorithm is, according to the maximum-

flow/minimum-cut theorem, equal to the minimum cut from vi to the remain-

ing nodes in D \Qi (recall that all demands are unitary). Then,

|D| =
N∑

i=1

C(vi, D \Qi) ≥
N∑

i=1

min
w∈D

C(vi, w) ≥ A(I) min
v,w∈V

C(v, w).

Thus we have

N = A(I) ≤ |D|
Cm(G).

(5.1)

At each iteration of the while loop, the number of calls to the maximum

flow algorithm is at most n. The total number nc of such calls is given by nc ≤

n|D|/Cm(G). Thus the running time of Algorithm 6 is O(n|D|Tmf/Cm(G)).

2
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Based on the performance analysis just shown, the following theorem gives

an approximation guarantee for Algorithm 6.

Theorem 20 Algorithm 6 is a k-approximation algorithm, where k =

CM(G)/Cm(G).

Proof: If we denote by R the set of cache nodes in the optimal solution, we

have

|D| ≤
∑

vi∈R∪{s}
C(vi, D) ≤

∑

i∈R∪{s}
max
v,w∈V

C(v, w) = OPT (I)CM(G) (5.2)

Combining inequalities (5.1) and (5.2) results in

A(I) ≤ CM(G)

Cm(G)
OPT (I) 2

Note that the quantity CM(G)/Cm(G) can become large. However, for

some types of graphs, the preceding algorithm gives us a better understanding

of the problem. For example, if the graph has maximum degree ∆(G) and

fixed capacity l, then it is easy to see that

CM(G)

Cm(G)
≤ ∆(G) · l

l
= ∆(G).

If the edge capacity is not fixed, then CM(G)/Cm(G) becomes at most

∆(G) ·cM/cm, where cM represents the maximum capacity and cm the smallest

capacity of edges in G.

5.3 Construction Algorithms for the SCPP

We this section, we provide construction algorithms for SCPP that give

good results for a class of problem instances. The algorithms are based on

dual methods for constructing solutions. In the first heuristic, the method

used consists of sequentially adding destinations to the current flow, until all

destinations are satisfied. The second method uses the idea of turning an
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initial infeasible solution into a feasible one, by adding cache nodes to the

existing infeasible flow.

The general method used can be summarized by saying that it consists of

the selection, at each step, of subsets of the resulting solution, while a complete

solution is not found. To select elements of the solution, an ordering function

is employed. This is done in a way such that parts of the solution which seem

promising in terms of objective function are added first. In the remaining of

this section we describe the specific techniques proposed to create solutions

for the SCPP.

5.3.1 Connecting Destinations

The first method we propose to construct solutions for the SCPP is based

on adding destinations sequentially. The algorithm uses the fact that each

feasible solution for the SCPP can be clearly described as the union of paths

from the source s to the set D of destinations.

More formally, let D = {d1, . . . , dk} be the set of destinations. Then,

a feasible flow for the SCPP is the union of a set of paths s = P1 ∪ . . . ∪

Pk, such that P1 = (s, x1 . . . , xj1−1, xj1), P2 = (s, x1 . . . , xj2−1, xj2), . . . P2 =

(s, x1 . . . , xjk−1, xjk), and where xji = di, for i ∈ {1, . . . , k}.

In the proposed algorithm, we try to construct a solution that is the union

of paths. It is assumed initially that no destination has been connected to the

source, and A is the set of non connected destinations, i.e., A = D. Also,

the set of cache nodes R is initially empty. During the algorithm execution,

S represents the current subgraph of G connected to the source s. At each

step of the algorithm, a path is created linking S to one of the destinations

d ∈ A. First, the algorithm tries to find a path P from d to one of the nodes

in R ∪ {s}. If this is not possible (this is represented by saying that P = nil),
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Figure 5–1: Sample execution for Algorithm 7. In this graph, all capacities
are equal to 1. Destination d2 is being added to the partial solution, and node
1 must be added to R.

then the algorithm tries to find a path P from d to some node in the connected

subgraph S. Let w be the connection point between P and S. Then, add w

to the set R of caches, since this is necessary to make to the solution feasible.

Finally, the residual flow available in the graph is updated, to account for the

capacity used by P. The algorithm finishes when all destinations are included,

and R is returned as the solution for the problem.

The formal steps of the proposed procedure are described in Algorithm 7.

A number of important decisions, however, are unspecified in the description of

the algorithm given so far. For example, there are many possible methods that

can be used to select the next destination added to the current partial solution.

Also, a path to a destination v can be found using diverse algorithms, which

can result in different selections for a required cache node. These possible

variations in the algorithms are represented by two functions, get path(v, S),

and get dest(A). Thus, changing the definition of these functions we can

actually achieve different implementations.

The first feature that can be changed, by defining a function get dest :

2V → V , is the order in which destinations are added to the final solution.

Among the possible variations, we can list the following, which seem more

useful:
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Input: graph G, set D of destinations
A← D
S ← ∅ /* current flow */
R← ∅ /* set of cache nodes */
while A 6= ∅ do

v ← get dest(A) /* choose a destination */
A← A \ {v}
P ← get path(v, R,G)
if P = nil then
P ← get path(v, S,G)
Let w be the node connecting P to S
R← R ∪ {w}

end
Remove from G the capacity used in P
S ← S ∪ P

end
return R

Algorithm 7: First construction algorithm for the SCPP.

• give precedence to destinations closer to the source;

• give precedence to destinations further from the source;

• give precedence to destinations in lexicographic order.

The second basic decision that can be made is, once a destination v is

selected, what type of path that will be used to join v to the rest of the graph.

This decision is incorporated by the function get path : V → 2V . A second

parameter involved in the definition of get path is the specific node w ∈ S

which will be connected to v. Note that such a node always exist, since at

each step of the construction there is a path from destinations to at least one

node already reached by flow. Using a greedy strategy, the best way to link

a new destination d is through a path from d to some node v ∈ R ∪ {s}.

However, it may not be possible to find such v, and this requires the addition

of a new node to R. In both situations it is not clear what is the optimal node

to be linked to the current destination. Thus, another important decision in
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Algorithm 7 concerns how to choose, at each step, the node to be linked to

the current destination.

Shortest Path Policy. Perhaps, the simplest and most logical solution

to the above questions is to link destination nodes using shortest paths. This

policy is useful, since it can be applied to answer the two questions raised

above: the path is created as a shortest path, and the node v ∈ R ∪ {s}

selected is the closest from d. Thus, function get path(v, R,G) in Algorithm 7

becomes: select the node v ∈ R ∪ {s} such that dist(v, d) (the shortest path

distance between v and d) is minimum; find the the shortest path d ; v from

d to v; add d ; v to the current solution. If there is no path from d to R∪{s},

then let v be the node closest to d and reached by flow from s and add v to R.

Other Policies. We have tested other two methods of connecting

sources to destinations. In the first method, destinations are connected

through a path found using the depth first search algorithm. In this imple-

mentation, paths are followed until a node already in R, or connected to some

node in R, is found. In the last case, the connection node must be added to R.

The second method used employs random paths starting from the destination

nodes. This method is just useful to understand how good are the previous

algorithms compared to a random solution.

Once defined the policy to be used in the constructor, it is not difficult to

prove the correctness, as well as finding the complexity of the algorithm.

Theorem 21 Given an instance I of the SCPP, Algorithm 7 returns a correct

solution.

Proof: At each step, a new destination is linked to the source node. Thus, at

the end of the algorithm all destinations are connected. The paths determined

by such connections are valid, since they use some of the available capacity
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(according to the information stored in the residual graph G). Nodes are

added to R only when it is required to make the connection possible. Thus,

the resulting set R is correct, and corresponds to a valid flow from s to the set

D of destinations. 2

Theorem 22 Using the closest node policy for destination selection and the

shortest path policy for path creation, the time complexity of the Algorithm 7

is O(|D|n2).

Proof: The external loop is executed |D| times. The steps of highest complex-

ity inside the while loop are exactly the ones corresponding to the get path

procedure. As we are proposing to use the shortest path algorithm for the

implementation of get path, the complexity is O(n2) (but can be improved

with more clever implementations for the shortest path algorithm). Other op-

erations have smaller complexity, thus the total complexity for Algorithm 7 is

O(|D|n2). 2

Other implementations of Algorithm 7 would result in a very similar anal-

ysis of complexity.

5.3.2 Adding Caches to a Solution

We propose a second general technique for creating feasible solutions for

the SCPP. The algorithm consists of adding caches sequentially to an initial

infeasible solution, until it becomes feasible. The steps are presented in Algo-

rithm 8. At the beginning of the algorithm, the set of cache nodes R is empty,

and a possibly infeasible subgraph, linking the source to all destinations gives

the initial flow. Such an initial infeasible solution can be created easily with

any spanning tree algorithm. In the description of our procedure, we define

the set I of infeasible nodes to be the nodes v ∈ V \ {s} such that

∑

(w,v)∈E(G)

c(w, v)−
∑

(v,w)∈E(G)

c(v, w) 6= bv,
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input: Graph G
R← ∅
S ← spanning tree(G)
Remove from G the capacity on edges used by S
I ← infeasible nodes in S
while I 6= ∅ (there are infeasible nodes) do

v ← select unfeasible node

Try to find different paths to satisfy v
if a set P of paths is found then

Remove from G the capacity used by P
S ← S ∪ P
I ← I \ {v}

else
R← R ∪ {v}

end
end
return R

Algorithm 8: Second construction algorithm for the SCPP.

where bv is the demand of v, which can be 0 or 1.

In the while loop of Algorithm 8, the current solution is initially checked

for feasibility. This verification determine if there is any node v ∈ V such that

the amount of flow leaving the node is greater then the arriving flow, or in other

words, I 6= ∅. The formal description of this verification procedure is given in

Algorithm 9. If the solution is found to be infeasible, then it is necessary to

improve its feasibility by increasing the number of properly balanced nodes.

The correction of infeasible nodes v ∈ I is done in the body of the while

loop in Algorithm 8. The procedure consists of selecting a node v from the

set of infeasible nodes I in the flow graph, and trying to make if feasible by

sending more data from one of the nodes w ∈ R∪{s}. If this can done in such

a way that v becomes feasible again, then the algorithm just needs to update

the current subgraph S and the set of infeasible nodes I.
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Input: current solution S, destinations set D
for v ∈ D do bv ← 1
I ← ∅
for v ∈ V do

δ ← ∑
(w,v)∈E(S)

c(w, v)− ∑
(v,w)∈E(S)

c(v, w)

if δ 6= bv then
I ← I ∪ {v}

end
end
return I /* returns the infeasible nodes */

Algorithm 9: Feasibility test for candidate solution.

d2

d1

d4

1

3

4

2
s

d3

Figure 5–2: Sample execution for Algorithm 8, on a graph with unitary capac-
ities. Nodes 1 and 2 are infeasible, and therefore are candidates to be included
in R.

However, if v cannot receive enough additional data, then it must be

added to the list of cache nodes. This clearly will make the node feasible

again, since there will be no restrictions on the amount of flow departing

from v. After adding v to R, the graph is modified as necessary. Example

of possible modifications are changing the flow required by v to one unit and

deleting additional paths leading to v, since only one is necessary to satisfy

the flow requirements. We assume that these changes are done randomly, if

necessary.

This construction technique can be seen as a dual of the algorithm pre-

sented in the previous subsection. In Algorithm 7 the assumption is that a



88

partial solution can be incomplete, but always feasible with relation to the flow

sent from s to the reached destinations. On the other hand, in Algorithm 8

a solution is always complete, in the sense that all destinations are reached.

However, it does not represent a feasible flow, until the end of the algorithm.

Procedure select unfeasible node has the objective of finding the

most suitable node to be processed in the current iteration. This is the main

decision in the implementation of Algorithm 8, and can be done using a greedy

function, which will find the best candidate according to some criterion. We

propose some possible candidate functions, and determine empirically (in the

next section) how these functions perform in practice.

• Function largest infeasibility: select the node that has greatest

infeasibility, i.e., the difference between entering and leaving flow minus

demand is maximum (breaking ties arbitrarily). This strategy tries to

add to the set R a node which can benefit most from being a cache.

• Function closest from source: select the infeasible node which is

closer to the destination. The advantage in this case is that a node

v selected by this rule can help to reduce the infeasibility of other nodes

down the in the path from s to the destinations.

• Function uniform random: select uniformly a node v ∈ I to be added

to R. This rule is useful for breaking the biases existing in the previous

methods. It has also the advantage of being very simple to compute,

and therefore very fast.

Theorem 23 Given an instance of the SCPP, Algorithm 8 returns a correct

solution.

Proof: In the algorithm, the set of infeasible nodes I will decrease mono-

tonically. This happens because at each step one infeasible node is selected
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and turned into a feasible node. Also, feasible nodes cannot become infeasi-

ble, since each operation requires that there is enough capacity in the network

(this is guaranteed by the used of the residual graph G). Thus, the algorithm

terminates.

The data flow from the source to the destinations must be valid at the

end, by definition of the set I (which must be empty at the end). Similarly,

the set R must be valid, since it is used only to make nodes feasible in the case

that no additional paths can be found to satisfy their requirements. Thus, the

solution return by Algorithm 8 is correct for the SCPP. 2

Theorem 24 The time complexity of the Algorithm 8 is O(nmK), where K

is the sum of capacities in the SCPP instance.

Proof: A spanning tree can be found in O(m logn). Then, it follows

the while loop that will perform at most n iterations. The procedure

select unfeasible node can be implemented in O(n) by the use of some

preprocessing, in each of the proposed implementations. Finding paths to in-

feasible nodes is clearly the most difficult operation in the loop. This can be

performed in O(m + n) for each path, using a procedure such as depth first

search. However, it may be necessary to run this step a number of times pro-

portional to the sum of capacities in the graph (K), which results in O(mK).

Other operations have low complexity, thus the maximum complexity for al-

gorithm 8 is O(nmK). 2

5.4 Empirical Evaluation

In this section we present computational experiments carried out with the

construction algorithms proposed above.

All algorithms were implemented using the C programming language (the

code is available by request). The resulting program was executed in a PC,
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Table 5–1: Computational results for different variations of Algorithm 7 and
Algorithm 8.

Instance Constructor 1 Constructor 2
n m DFS Shortest Random LI CS UR

50 500 9.9 2.9 18.8 18.3 18.4 3.0 2.8 3.2
50 800 12.9 4.9 29.3 29.6 28.4 5.0 4.8 5.2
60 500 35.1 8.8 56.8 56.4 55.5 9.6 9.2 9.9
60 800 44.7 11.7 77.6 76.9 76.8 12.5 11.7 12.8
70 500 78.9 17.0 111.3 111.2 110.4 18.9 18.1 19.6
70 800 102.2 20.3 139.3 140.1 139.7 22.5 21.4 23.3
80 500 147.6 27.8 180.7 182.2 181.3 32.0 31.1 33.4
80 800 186.1 32.4 218.3 218.8 218.9 36.9 36.2 38.9
90 500 239.8 42.1 268.4 267.8 268.5 49.5 49.9 52.0
90 800 285.4 47.5 312.6 313.4 313.3 56.5 57.4 59.8
100 500 344.1 60.3 368.0 369.0 369.1 71.3 74.2 75.8
100 800 398.6 67.7 420.1 421.6 422.3 80.3 84.3 85.4
110 500 466.4 84.2 482.6 484.8 485.8 100.3 106.1 106.2
110 800 525.5 92.5 541.7 545.1 543.7 111.9 119.5 118.4
120 500 599.7 115.1 611.3 614.9 613.3 137.6 146.9 144.9
120 800 668.7 125.5 676.9 680.6 679.2 151.9 164.0 159.4
130 500 748.8 157.4 751.4 755.6 754.9 180.3 194.6 189.0
130 800 824.7 169.5 823.3 827.7 827.8 199.3 215.7 208.5
140 500 910.6 213.2 906.2 909.8 908.9 233.4 252.4 243.9
140 800 995.9 228.2 984.8 990.2 989.3 254.6 276.3 265.5
150 500 1092.0 281.8 1074.4 1080.3 1080.6 292.0 319.6 303.6
150 800 1185.4 299.6 1162.6 1170.0 1169.1 315.8 347.0 353.6

with 312MB of memory and a 800MHz processor. The GNU gcc compiler

(under the Linux operating system) was used, with the optimization flag -O2

enabled.

Table 5–1 presents a summary of the results of experiments with the

proposed algorithms. The first two columns give the size of instances used. The

remaining columns give results returned by Algorithm 7 and Algorithm 8 under

different policies. Each entry reported in this table represents the averaged

results over 30 instances of the stated size. Each instance was created using

a random generator for connected graphs, first described in (Gomes et al.,

1998). This generator creates graphs with random distances and capacities,

but guarantees that the resulting instance is connected. Destinations were also

defined randomly, with the number of destinations being equal to 40% of the
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size of the number of nodes. All instances assume that node 1 is the source

node.

In columns 3 to 7 of Table 5–1 we show the comparison of results returned

by different variations of Algorithm 7. The second and third columns give

the solutions returned by the policies depth first search and shortest path,

respectively. For both policies, it was not observed any significative change

in behavior by using different orderings of the destinations. On the other

hand, in the columns 5 to 7 we report the values returned by the random

path policy using different ordering methods (closest, farthest from source,

and lexicographic order, respectively). It seams that, given the weakness of

the random path policy, the ordering method becomes a significant parameter

in the determination of the solution quality.

Columns 8 to 10 of Table 5–1 present results for the execution of Algo-

rithm 8. They correspond, respectively, to the largest infeasibility, closest from

source, and uniform random policies. It is clear from the results that Algo-

rithm 8 is very effective, in comparison with of Algorithm 7. Although there

is a tendency of getting better results with the ‘closest from source’ policy, it

seams that the output is relatively independent of the order of selection for

infeasible nodes. Thus, it is probably better to use a simpler implementation,

such as the ‘uniform random’ policy.

Values for running time of the proposed algorithms are compared in Ta-

ble 5–2. In this table, all values are given in milliseconds. As expected by the

computational complexity results, Algorithm 8 has shown to spend more time

than Algorithm 7. We note that, although these values can be improved by

careful implementation, both algorithms have demonstrated good performance

in practice.
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Table 5–2: Comparison of computational time for Algorithm 7 and Algo-
rithm 8. All values are in milliseconds.

Instance Constructor 1 Constructor 2
n m DFS Shortest Random LI CS UR

50 500 10 14 7 7 2 12 17 11
50 800 23 37 20 18 5 20 29 18
60 500 32 59 30 26 12 48 69 42
60 800 47 96 43 41 16 67 98 63
70 500 62 125 56 54 20 106 163 104
70 800 81 164 71 72 24 135 211 139
80 500 97 201 82 86 32 210 335 197
80 800 124 249 100 107 36 267 429 236
90 500 144 293 117 124 42 383 619 354
90 800 175 354 142 148 48 472 769 412
100 500 199 416 163 167 56 622 1025 617
100 800 231 493 190 194 66 761 1259 772
110 500 255 562 214 217 77 985 1627 924
110 800 289 648 246 247 87 1169 1946 938
120 500 318 741 276 274 100 1501 2486 1329
120 800 356 844 312 308 112 1760 2925 1612
130 500 385 940 342 337 128 2136 3555 1984
130 800 424 1061 380 375 144 2491 4153 2093
140 500 458 1154 413 409 163 2981 4980 2905
140 800 508 1300 459 455 183 3431 5729 3321
150 500 555 1417 505 500 204 4105 6817 3729
150 800 611 1591 561 556 226 4675 7758 4015
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Figure 5–3: Comparison of computational time for different versions of Algo-
rithm 7 and Algorithm 8. Labels ‘C3’ to ‘C10’ refer to the columns from 3 to
10 on Table 5–2.
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5.5 Concluding Remarks

The SCPP is a difficult combinatorial optimization problem occurring

in Multicast Networks. In this chapter, we described algorithms for solving

the SCPP and some of its versions. Initially, we presented approximation

algorithms for the SCPP. Although theoretically interesting, these algorithms

cannot give good approximation guarantee in practice, due to the inherent

problem complexity.

We also discussed how good solutions can be created by applying con-

struction techniques. Two general types of techniques have being proposed,

using dual points of view of the construction process. We described policies

for implementation of these construction algorithms, and how different vari-

ants of the algorithms can be derived. Finally, we performed computational

experiments to determine the quality of solutions generated by the different

techniques described.

We believe that the techniques here exposed can be still further refined

and improved. It would also be interesting to see these algorithms integrated

with other heuristics. A future step is to use the proposed algorithms in

the framework of general purpose metaheuristics, since this is the best way

of achieving high quality solutions for most combinatorial problems. Clearly,

other interesting open problems concern the proof of similar results for variants

of the SCPP.



CHAPTER 6
HEURISTIC ALGORITHMS FOR ROUTING ON MULTICAST

NETWORKS

An important problem on multicast networks asks for the determination

of an optimum route to be followed by packages in a multicast group. This is

known as the multicast routing problem (MRP). A large number of heuristic

algorithms have been proposed in the last years to solve the MRP, which is

of great interest for network engineers. In this chapter, a heuristic for the

multicast routing problem is proposed, which improves over the well known

algorithm of Kou et al. (1981). The resulting construction algorithm is used in

the implementation of a metaheuristic approach for the MRP. In this approach,

a restarting procedure similar to the greedy adaptive search (GRASP) applies

the heuristic together with a local search method in order to find near optimal

solutions to the MRP. Simulation results show that the proposed technique is

superior in terms of solution quality, when compared to traditional heuristics.

We also proposed novel improvements to GRASP that contribute to reduce

the computational time and improve the overall quality of solutions.

6.1 Introduction

Multicast services are used in modern applications to allow direct com-

munication between a source node and a set of destinations. In recent years,

the number of applications of multicast has increased steadily, following the

rapid advances of the Internet and intranet networks on the corporate world.

A number of algorithmic issues, however, remain as a major problem for

the wide deployment of multicast applications. For example, routing is an

94
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issue that has not been completely solved on multicast systems. While for tra-

ditional unicast systems the routing problem can be solved in polynomial time

using, e.g., the Dijkstra’s algorithm, the multicast routing problem is better

modeled by the Steiner tree problem, which is known to be NP-hard (Garey

and Johnson, 1979).

Given the complexity of solving exactly the routing problem, a large num-

ber of heuristic algorithms have been proposed to find good, non-optimal solu-

tions (Ballardie et al., 1993; Hong et al., 1998; Kompella et al., 1996; Salama

et al., 1997b; Sriram et al., 1999; Zhu et al., 1995). Such methods, however,

lack any guarantee of local optimality. This turns out to be an important

shortcoming, specially for instances with a large number of group members,

since the efficient use of resources is critical in this case.

6.1.1 The Multicast Routing Problem

A multicast network has the main objective of allowing communication

from a source to a set of destinations with one single send operation. This is

made possible by retransmitting data whenever two or more destinations can

be reached from one single node. A set of nodes interested in the same piece

of data is called a multicast group. The main task faced in the operation of a

multicast network consists of finding routes for delivering data to all members

of a multicast group.

The most common way of linking the source to destinations is through

a tree spanning the involved nodes (source and destinations). The objectives

and additional constraints of the problem may vary depending on the specific

application and the respective performance requirements. For example, in real

time video applications the quality of service (QoS) constraints require that

the delay of transmission be less than some fixed threshold ∆. Thus, a basic
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objective would be to minimize the total cost of the tree, subject to the con-

straint that all source-destination pairs have delay less than ∆. This problem

is known as the delay constrained multicast routing problem (DCMRP).

To give a formal description of the DCMRP let G = (V,E) be a graph

where V is the set of nodes and E the set of links between nodes. The source

node is represented by s and the destinations are D = {d1, . . . , dk}, such that

D ⊂ V . There is a cost function c : E → Z+ representing the cost of the links

and a delay function τ : E → Z+, giving the time elapsed when traversing

an edge e ∈ E. The problem asks for a set of edges E ′ ⊆ E such that s

is connected to every node d ∈ D on G′ = (V,E ′), the maximum delay is

bounded, i.e.,

max
d∈D

∑

e∈Pd
τ(e) ≤ ∆,

where Pd is the path in E ′ from s to d, and such that the total cost
∑
e∈E′ c(e)

of E ′ is minimum.

The DCMRP is easily seen as a generalization of the Steiner problem on

graphs. In the Steiner problem, one is given a graph G = (V,E) together

with a cost function c : E → Z+, and a set R ⊂ V of required nodes. The

nodes in V \ R are called Steiner nodes. The objective is to find a tree T

linking the nodes in D, passing through Steiner nodes if necessary, such that

the cost
∑
e∈T c(e) is minimum. The Steiner problem on graphs is known to be

NP-hard (Garey and Johnson, 1979). Thus, we have a similar result for the

DCMRP. Our interest is therefore in finding efficient algorithms that return

good, near optimal solutions for a large number of practical instances.

6.1.2 Contributions

In this chapter we are interested in solution methods for the delay con-

strained multicast routing problem. In particular, we propose a new method
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for computing routing trees for multicast networks using a variation of the

KMB heuristic (Kou et al., 1981). We also propose to use the resulting heuris-

tic as a constructor in a restarting procedure. The resulting metaheuristic can

be viewed as a modification of GRASP (greedy randomized search procedure).

The strategy is employed to avoid suboptimal solutions produced by existing

heuristics.

At the same time, we propose innovative techniques applied to the GRASP

metaheuristic. We introduce a new method for computing the candidate list,

and show that this method is more effective in terms of computational time.

The new method, combined with improved search heuristics, can be used to

yield fast implementations for the problem considered.

This chapter is organized as follows. In Section 6.2, a heuristic for the

MRP is proposed. Then, in Section 6.3 a metaheuristic based on the described

algorithm is proposed. Computational results are discussed in Section 6.4.

Concluding remarks are given in Section 6.5.

6.2 An Algorithm for the MRP

We start by describing one of the most important algorithms for the

Steiner tree problem. This algorithm was proposed by Kou et al. (1981),

and is known in the literature as the KMB heuristic. The main advantage

of this algorithm is the fact that it is simple to describe and implement, and

yet it gives a performance guarantee of two. In fact, empirical studies show

that in most cases the results given by the heuristic are better than this the-

oretical upper bound. The KMB heuristic is presented in Algorithm 2. For

convenience, we reproduce it in Algorithm 10.

The main result about Algorithm 10 is summarized bellow.
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Input: Graph G = (V,E), source s, and set D of destinations
Construct a complete graph K(R,E) where the set of nodes is R.
Let the distance d(i, j), i, j ∈ R be the shortest path from i to j in
G.
Find a minimum spanning tree T of K.
Replace each edge (i, j) in T by the complete path from i to j in G.
Let the resulting graph be T ′

Compute a minimum spanning tree T̂ of T ′.
repeat

r ← false
if there is a leaf w ∈ T̂ which is not in R then

Remove w from T̂
r ← true

end
until not r

Algorithm 10: KMB heuristic for the Steiner tree problem.

Theorem 25 Algorithm 10 is a 2− 1/p-approximation algorithm, where p is

number of required nodes.

Modifying the solution for MRP. The strategy used for solving the

MRP consists of modifying the KMB algorithm in order to account for the

additional requirements of the MRP. The formal description of the method is

given in Algorithm 11.

At the beginning of the algorithm, the initial solution is created by the

KMB heuristic. Therefore, the initial result is known to be feasible for the

Steiner tree problem, but it can be violating some of the delay or reliability

constraints of the problem. The main part of the algorithm try to satisfy these

requirements.

The first part of the algorithm checks the solution and determines if it

is feasible for the QoS requirements. If there is any path P in the solution

such that the total delay is greater than ∆, additional steps of the algorithm

must be used to “fix” the problem. This is done by running the shortest
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Input: Graph G = (V,E), source s, and set D of destinations
Run the KMB algorithm (Algorithm 10)
Let T be result of the previous step
if there is P ∈ T such that delay d(P) > ∆ then

/* Perform some modifications to allow for routing constraints
*/
Substitute P by the shortest path between first and last nodes
of P
Remove redundant edges not required in the tree

end
/* Do something similar when capacity used is more than β% */
while some edge in T (on path Pi) uses more β% of capacity do

Create a restricted graph Gr, where:
• V (Gr) = V (G) and
• every edge e ∈ E(Gr) has capacity less than β

100
c(e)− cu(e),

where cu(e) is the capacity of e ∈ E(G)
Find a shortest path P ′ in Gr

Substitute Pi by the shortest path P ′
Remove redundant edges not required in the tree

end

Algorithm 11: Proposed heuristic for the MRP.
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path algorithm (using, e.g., the Dijkstra’s technique) and substituting it in

the solution. Note that the shortest path is computed using delays as costs,

in order to minimize the total delay. We assume that, after running this

algorithm, the resulting path P ′ has delay less than ∆. If this is not the case,

then the instance is clearly not feasible, and the algorithm can terminate. The

next step is to substitute the infeasible path P by the shortest path found as

described. Redundant edges must now be removed whenever needed. This

can be done in time O(m), where m is the number of edges in the graph.

The second part of the heuristic deals with the case when the reliability

constrained is violated. If this happens, a similar technique is used to find a

new path avoiding the violated edges. However, one needs to be more careful

because of the increased possibility of finding infeasible solutions. We propose

the creation of a reduced graph, where edges are selected only when they have

enough available capacity. This graph is denoted by Gr = (V,E ′), with E ′

composed of all e ∈ E such that the capacity used by e is less than β%. The

algorithm now tries to find a new shortest path P ′ linking the extreme nodes

of one of the violated paths Pi that link s to a destination. Note that the

shortest path P ′ is found over the reduced graph Gr. Thus, the new path is

guaranteed to be feasible for the MRP, due to the way it was constructed.

This step is repeated while there is an infeasible edge in the solution. Again,

note that we assume that the instance of MRP is feasible, and therefore there

is at least one solution satisfying these requirements.

With this construction algorithm in hands, the next logical step is to use

it in a more general framework of a metaheuristic. In the next section, a

metaheuristic algorithm is proposed, based on the restarting procedure known

as GRASP.
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Read instance
Initialize data structures
while termination criterion not satisfied do

s←create solution
Improve solution s
if s is the best solution so far then

Save s
end

end
Return best solution

Algorithm 12: GRASP

6.3 Metaheuristic Description

Restarting search heuristics have been very successful in a number of prob-

lems. One of the most well studied restarting algorithms is the greedy random-

ized adaptive search procedure (GRASP). GRASP is a metaheuristic proposed

by Feo and Resende (1995) aimed at finding near optimal solutions for com-

binatorial optimization problems. It is composed of a number of iterations,

where a new solution is picked from the feasible set, using a construction algo-

rithm, and subsequently improved, using some local search method. GRASP

has been very successful in a number of applications such as QAP (Oliveira

et al., 2003b), frequency assignment (Gomes et al., 2001), and satisfiability.

The steps of GRASP are summarized in Algorithm 12.

The GRASP algorithm is known to be a multi-start method, where at each

iteration a new solution is constructed, and subsequently improved. In our

implementation, the construction algorithm proposed in the previous section

is used for the construction phase. A local search algorithm is employed in the

improvement phase.

The construction phase of GRASP is presented in more detail on Algo-

rithm 13. It traditionally consists of creating the solution step-by-step. A
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while solution s is not complete do
Order the k existing candidate elements
Select a random α, such that 0 < α ≤ k
Let RCL be the set of α best candidates
Randomly select one of the elements in RCL

end

Algorithm 13: GRASP construction phase

each step, a set of candidate elements is selected, and called the restricted

candidate list (RCL). An element of the RCL is selected, and added to the

solution. Notice that in this case, the elements are the possible paths in a

solution. Although this is the most common method of implementation in

GRASP, we see in the next section that this scheme can be improved by the

careful use of randomization techniques.

6.3.1 Improving the Construction Phase

In the traditional implementation of the GRASP construction algorithm,

each iteration must construct a list of candidates (RCL), and select one of its

elements randomly. The size of the RCL is given by a parameter α, which

frequently is randomly determined.

We propose a new method for the GRASP construction phase that is on

average equivalent to the existing method, but which is much more efficient in

practice. The method uses the following observation

Observation 26 Let x1, . . . , xn be an unordered sequence, and y1, . . . , yn the

corresponding ordered sequence. Then, to find a random element amongst

y1, . . . , yα, for 0 < α ≤ n, is on average equivalent to select the best of α

random elements of x1, . . . , xn.

Proof: Given the sequence x1, . . . , xn, and selecting random elements of

the sequence, the probability of selecting one the the elements in the RCL is
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while solution s is not complete do
Select a random α, such that 1/n ≤ α ≤ k
k ← 1/α
c←∞ /* if this is a minimization problem */
for j = 1, . . . , k − 1 do

Let Cj be the list of candidates at this iteration
Randomly select one element x in Cj
cj ← f(x) if cj < c then

c← cj
y ← x

end
Insert element y in the solution s

end
end

Algorithm 14: Improved construction for GRASP
.

nα/n = α. Consequently, if W is an indicator random variable defined as 1

whenever the element picked is in the RCL, then E(W ) = α. Therefore, after

doing k independent trials, the average number of elements in the RCL is kα,

by the additivity of expectation. If we have k = 1/α, then on average there is

just one element of the RCL within the picked elements. Now, to know what

of these elements is the one in the RCL, we just need to take the smallest one.

2

The observation above gives a very efficient way of implementing the RCL

test, which gives, on average, the same results. Start with the full set C of

candidate elements. Then, at each step generate a value of α, and pick at

random k = 1/α elements of C. From the picked elements, store only the

one which is the best fit for the greedy function. This method is depicted in

Algorithm 14.

A clear advantage in terms of computational complexity is achieved by

the proposed construction method for GRASP. The best advantage is that,
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while in the original technique the candidate elements must be sorted, this

is not necessary in the proposed algorithm. Moreover, the complexity of tra-

ditional construction is dependent on the number of candidate elements. In

our method, the complexity is constant for a fixed value of α. For example, if

alpha is n/2, then we need just two iterations to find an element in the RCL,

with high probability.

Theorem 27 The complexity of selecting elements from the RCL in the mod-

ified construction algorithm is n logn.

Proof: A probabilistic analysis of the complexity of the algorithm will be

used. The important step that must be accounted for is the selection of a

random element from C. Initially, let us assume that at each iteration of the

for loop, the size of the list is n. Knowing that at each step the value of α

is chosen from a uniform distribution, we find that the average number N of

elements selected in the for loop is

E(N) = E(
n∑

j=1

k) =
n∑

j=1

E(k|α)

=
n∑

j=1

∫ 1

1/n
E(k|α = t) dt

=
n∑

j=1

∫ 1

1/n
1/t dt

=
n∑

j=1

(log 1− log 1/n)

=
n∑

j=1

log n = n log n.

Now, the decrease in the size of the list will not change the complexity of the

result, since

n∑

j=1

log(n− j) = n logn+ log π + log
csc nπ

(n− 1)!
.
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The second term is a constant, and the third goes to zero very fast, as n tends

to infinity, because of the value (n− 1)! in the denominator. 2

6.3.2 Improvement Phase

GRASP has the advantage of being easy to develop, since it is composed

of relatively independent procedures (the constructor and local search phases).

It is well suited for applications with existing heuristic algorithms, that can

be combined with GRASP to find a better solution.

However, one of the weaknesses of GRASP is its incapacity of integrate

good solutions found previously into the current search iteration. Since each

iteration will create a completely different solution, there is no information

added to the system when a good solution is found.

A method that has been used lately to overcome this problem is called

path relinking (PR) (Aiex et al., 2003; Resende and Ribeiro, 2003). In PR, a

subset of the best solutions found is kept in a separate memory, called the elite

set. At each iteration, one of the solutions s will be selected, and a process

of comparing the current solution with s will start. Each component of the

solution will be changed to the corresponding value on s, and after this a local

search will be initiated to check for local optimality.

The main idea of PR is that, using an element s of the elite set and a

different starting solution, we can find alternative paths in the solution space

leading to improvements in the objective function. At the end of the process,

the current solution will have objective function at most equal to the objective

function of s. Due to randomization, however, there is a probability that the

algorithm can find a better solution.
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We modify the general structure of the GRASP metaheuristic to accom-

modate Path Relinking. The resulting algorithm is presented in Algorithm 15.

The main modifications made to GRASP are:

• We have to create and maintain a set of elite solutions. This is shown in

lines 8 and 14 of Algorithm 15.

• When the elite set is complete, each GRASP iteration should run the

Path Relinking routine. This is show in line 6 of Algorithm 15.

Algorithm 15: GRASP with Path Relinking for minimization
c∗ ←∞
while stopping criterion not satisfied do

p← GreedyRandomized()
p← LocalSearch(p)
if |E| = ELITE SIZE then

PathRelinking

else
Insert current solution into E

end
if c(p) < c∗ then

p∗ ← p
c∗ ← c(p)

end
UpdateEliteSet

end
return p∗

The elite set E is maintained in memory as a vector of solutions. We

describe now how elements are inserted and removed from E . Define the dif-

ference diff(s1, s2) between solutions s1 and s2 to be the number of different

edges in these two solutions. In the initial phase of GRASP with Path Relink-

ing, the elite set is empty. While we have less than ELITE SIZE elements, the

current solution is inserted into E if it has a difference of at least 3 to all other

elements in E . The second phase starts when E has ELITE SIZE elements.
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In the second phase, new solutions generated by GRASP are inserted into

E according to the update criterion, which is presented in Algorithm 16. If the

current solution s is better than all solutions in E , then s is directly inserted.

Otherwise, we require that s has a difference of at least 3 to all elements in E .

If this is true, and s is at least better than the worst solution in E , then s is

inserted. To maintain the size of the elite set constant, we remove the solution

x which has smallest difference diff(x, s), for all x ∈ E .

Algorithm 16: UpdateEliteSet procedure
Input: current solution s ;
/* Set w to the worst solution */ ;
w ← x ∈ E such that f(x) ≥ y, ∀y ∈ E ;
/* Set b to the best solution */ ;
b← x ∈ E such that f(x) ≤ y, ∀y ∈ E ;
if f(s) < f(b) or (f(s) ≥ f(w) and minx∈E diff(s, x) >= 3) then

find sp: sp = arg minx∈E diff(s, x) ;
E ← E \ {sp} ;
E ← E ∪ s ;

end

Algorithm 17: PathRelinking procedure
Input: current solution s ;
s′ ← random(E) ;
for i← 1 to m = |E| do

if ei ∈ s′ and ei 6∈ s then
δ → evalij(s, i, j) ;
if δ > 0 then

LocalSearch(s) ;
SaveSolution(s) ;

end
end

end

The Path Relinking procedure, shown in Algorithm 17, starts with the

selection of a random solution s′ ∈ E . This solution is called the guiding
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solution, because it is used throughout the procedure to choose the next change

to be performed. In each iteration, if an edge e ∈ E(G) is in s′ but not in

s, the algorithm will include e in s and check if this brings an improvement.

The change in objective function caused by this substitution is found using

the function evalij. If there is an improvement, then we apply local search

in the resulting solution in order to maintain local optimality. The algorithm

does not run local search for non-improving changes, in order to reduce the

total computational effort. If the solution found at the current step is better

than the best known solution, then it is saved.

The final result of Path Relinking depends on the objective function value

of the solutions found during the algorithm. Let si, for 0 ≤ i ≤ n, be the

solution found at the i-th iteration of the Path Relinking procedure (we note

that s0 = s and sn = s′). If, given the initial solution s and the guiding

solution s′, we can find a solution s∗ such that f(s∗) < min{f(s), f(s′)}, and

f(s∗) ≤ f(si), for 1 ≤ i < n, where f(s) is the objective value of s, then s∗

is clearly the best solution and is returned by the algorithm. However, if we

cannot find an improvement, then we prefer to return some solution which is

different from s and s′, but still good in some sense.

We define a local optimum relative to Path Relinking to be a solution si,

such that si < si−1 and si < si+1, for 1 < i < n. If there is no such solution

then we define s0 and sn as the only local optima. We define then the resulting

solution as s∗ = min{si: si is a local optimum relative to Path Relinking}. In

this definition, if there is an improvement, then s∗ is the best improvement

found. Otherwise, if there is some local optimum, we choose the best local

optimum. Note that we return the minimum of s, s′ only if no other local

optimum was found during the execution of Path Relinking. This is done in
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order to improve diversity of GRASP, avoiding the unnecessary repetition of

solutions already in the elite set.

The complexity of the Path Relinking procedure is determined by the

operations performed to find the best improvement. The evalij procedure

(line 7 of Algorithm 17) has complexity O(n), because it simply verifies the

impact of the change in the solution. Thus, the step with biggest complexity is

the local search procedure (line 13). A faster local search implementation was

employed, with O(n2) complexity. This implies a complexity of O(n2) inside

the for loop (lines 4 to 17). Therefore, we have the following result.

Theorem 28 The worst case performance of Path Relinking as described in

Algorithm 17 is O(n3).

6.3.3 Reverse Path Relinking and Post-processing

The Path Relinking procedure described above can be further generalized,

by considering that it can be run not only from the current solution s to

a solution s′ in the elite set, but also in the reverse direction. The results

obtained with this change are not necessarily equal to the previous results. We

call this modification of the path relinking procedure reverse path relinking.

Therefore, in our implementation, for each GRASP iteration the reverse path

relinking is also applied, to improve the results of the intensification phase.

As a last step of GRASP, we use Path Relinking as a post-optimization

procedure at the end of the program. We call this final path relinking. The

post-optimization step ensures that the solution returned by GRASP is opti-

mal with respect to the path relinking operation. A description for this step

is given in Algorithm 18. At each iteration of the repeat loop in line 1, we

run Path Relinking for each pair of solutions si, sj ∈ E . The algorithm stops
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when, after doing this for all possible pairs in E , the objective function of the

best solution cannot be improved.

Algorithm 18: Final Path Relinking
repeat

for i = 1 to n do
for j ← 1 to n do

if i 6= j then
e1 ← element i of E ;
e2 ← element j of E ;
Path-Relinking(e1, e2) ;

end
end

end
until while best solution can be improved ;

6.3.4 Efficient implementation of Path Relinking

One of the computational burdens associated with the Path Relinking

method is the requirement of performing some kind of local search for new

solutions found during its execution. This is done in order to maintain local

optimality and further explore the new path in the search space. However

the use of local search can make each iteration of GRASP slower and have a

negative effect in the overall computational time.

To avoid this situation we improved the original local search used in

GRASP by using a non-exhaustive improvement phase. In our implemen-

tation, only one of the edges not included in s (selected randomly) is verified

and included. This reduces the complexity of local search by a factor of n,

leading to a O(n2) implementation. This scheme is used in each iteration

inside Path Relinking.

To enhance the quality of local search outside Path Relinking we use the

following additional method. The modified local search is executed as dis-

cussed above. Then, we change randomly two pair of elements in the solution
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and return to local search as before. The result of this operation allows the

algorithm to explore a different, but closely related neighborhood, which can

bring further improvements to the current solution. We continue with the local

method, until a terminating criterion is satisfied (we used number of iterations

without improvement as the terminating condition).

These changes represented a good improvement over the original local

search, both in terms of time as well as quality of solutions found, as discussed

in the next section.

6.4 Computational Experiments

The heuristics proposed in this chapter have been implemented using

the ANSI-C language. The implementation was devised to be highly portable

across platforms and easy to reuse. The compiler employed was the GNU GCC

optimized compiler. The level of optimization chosen was -O2. The processor

used was a Pentium4 with 2.8GHz, and 512MB of available memory.

Table 6–1 presents a summary of the results found by the algorithm pro-

posed in this chapter. The first three columns describe the instances used for

testing. We employed random instances of the MRP ranging from 100 to 200

nodes and 500 to 2000 edges. For each size of instance, we made 50 runs with

different instances of the same size. The objective of this methodology is to

find results that represent the average behavior of instances.

The results presented in Table 6–1 show that the algorithm implemented

as proposed above gives a large improvement over the simple KMB heuristic.

We see that for most problems, the solution returned by our heuristic is about

30% better than the KMB results. This gives a clear indication that our results

are much closer to the global optimum. In column 9, we decided to report just

the time spent in the construction phase, since this is the only comparable part
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Table 6–1: Summary of results for the proposed metaheuristic for the MRP.
Column 9 (∗) reports only the time spent in the construction phase.

Instance KMB Metaheuristic
n m |D| best average time best average time∗ improv.
100 500 10 77 93.2 1.5 59 63.3 1.8 32%
100 600 10 56 69.4 1.5 42 43.6 1.9 37%
100 700 10 66 74.2 1.2 43 46.8 1.3 37%
120 800 12 80 87.4 2.4 50 54.1 2.9 38%
120 900 12 73 91.3 2.1 60 64.3 2.5 30%
120 1000 12 56 63.6 2.2 41 43.1 3.5 32%
140 1000 14 82 98.2 3.1 61 65.4 3.6 33%
140 1100 14 65 81.1 3.8 56 57.5 3.7 29%
140 1200 14 65 74.9 3.3 47 50.6 3.9 32%
160 1300 16 108 121.6 4.8 78 80.7 4.9 34%
160 1400 16 97 112.3 4.8 70 77.7 5.6 31%
160 1500 16 89 97.1 4.9 55 64.2 5.8 34%
180 1600 18 101 115.3 6.4 73 80.3 6.9 30%
180 1700 18 113 122 6.5 75 79.4 7.2 35%
180 1800 18 99 110 6.5 69 73.4 8.4 33%
200 1800 20 119 133.6 8.7 87 91.4 9.3 32%
200 1900 20 114 126 8.7 79 84.6 9.7 33%
200 2000 20 112 122.5 8.6 77 83.0 10.2 32%
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Figure 6–1: Comparison between the average solution costs found by the KMB
heuristic and our algorithm.

of the two procedures, in terms of computational time. The metaheuristic was,

in fact, run for a maximum of ten minutes, for each iteration. The same results

appear also in Figure 6–1.

6.5 Concluding Remarks

In this chapter, we presented a new heuristic algorithm to solve the MRP.

Its main technique is to use a modified construction method, based on the

KMB heuristic (Kou et al., 1981) to find feasible solutions for the MRP.

We combine this construction algorithm with a restarting procedure base on

GRASP.

The resulting algorithm was found to yield near optimal solutions, with

very good improvements, compared to the original KMB heuristic. A topic for

further research would be to compare this solution to other existing methods.
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Another interesting topic would be to study distributed versions of this pro-

cedure. This would not be very difficult, since it is well known that restarting

procedures such as GRASP are simple to parallelize. However, this is impor-

tant task, since distributed algorithms are essential for the practical imple-

mentation of network routing algorithms.



CHAPTER 7
A NEW HEURISTIC FOR THE MINIMUM CONNECTED DOMINATING

SET PROBLEM ON AD HOC WIRELESS NETWORKS

Given a graph G = (V,E), a dominating set D is a subset of V such that

any vertex not in D is adjacent to at least one vertex in D. Efficient algorithms

for computing the minimum connected dominating set (MCDS) are essential

for solving many practical problems, such as finding a minimum size backbone

in ad hoc networks. Wireless ad hoc networks appear in a wide variety of

applications, including mobile commerce, search and discovery, and military

battlefield. In this chapter we propose a new efficient heuristic algorithm for

the minimum connected dominating set problem. The algorithm starts with

a feasible solution containing all vertices of the graph. Then it reduces the

size of the CDS by excluding some vertices using a greedy criterion. We also

discuss a distributed version of this algorithm. The results of numerical testing

show that, despite its simplicity, the proposed algorithm is competitive with

other existing approaches.

7.1 Introduction

In many applications of wireless networks, such as mobile commerce,

search and rescue, and military battlefield, one deals with communication sys-

tems having no fixed infrastructure, referred to as ad hoc wireless networks.

An essential problem concerning ad hoc wireless networks is to design routing

protocols allowing for communication between hosts. The dynamic nature of

ad hoc networks makes this problem especially challenging. However, in some

cases the problem of computing an acceptable virtual backbone can be reduced

115
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to the well known minimum connected dominating set problem in unit-disk

graphs (Butenko et al., 2002).

Given a simple undirected graph G = (V,E) with the set of vertices V and

the set of edges E, a dominating set (DS) is a set D ⊆ V such that each vertex

in V \D is adjacent to at least one vertex in D. If the graph is connected, a

connected dominating set (CDS) is a DS which is also a connected subgraph

of G. We note that computing the minimum CDS (MCDS) is equivalent to

finding a spanning tree with the maximum number of leaves inG. In a unit-disk

graph, two vertices are connected whenever the Euclidean distance between

them is at most one unit.

Ad hoc networks can be modeled using unit-disk graphs as follows. The

hosts in a wireless network are represented by vertices in the corresponding

unit-disk graph, where the unit distance corresponds to the transmission range

of a wireless device (see Figure 7–1). It is known that both CDS and MCDS

problems are NP-hard (Garey and Johnson, 1979). This remains the case

even when they are restricted to planar, unit disk graphs (Baker, 1994).

Following the increased interest in wireless ad hoc networks, many ap-

proaches have been proposed for the MCDS problem in the recent years (Al-

zoubi et al., 2002; Butenko et al., 2002; Das and Bharghavan, 1997; Stojmen-

ovic et al., 2001). Most of the heuristics are based on the idea of creating a

dominating set incrementally, using some greedy technique. Some approaches

try to construct a MCDS by finding a maximal independent set, which is then

expanded to a CDS by adding “connecting” vertices (Butenko et al., 2002;

Stojmenovic et al., 2001). An independent set (IS) in G is a set I ⊆ V such

that for each pair of vertices u, v ∈ I, (u, v) 6∈ E. An independent set I is

maximal IS if any vertex not in I has a neighbor in I. Obviously, any maximal

independent set is also a dominating set.
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Figure 7–1: Approximating the virtual backbone with a connected dominating
set in a unit-disk graph

There are several polynomial-time approximation algorithms for the

MCDS problem. For instance, Guha and Khuller (1998) propose an algorithm

with approximation factor of H(∆)+2, where ∆ is the maximum degree of the

graph and H(n) = 1+1/2+ · · ·+1/n is the harmonic function. Other approxi-

mation algorithms are given in Butenko et al. (2002); Marathe et al. (1995). A

polynomial time approximation scheme (PTAS) for MCDS in unit-disk graphs

is also possible, as shown by Hunt III et al. (1998) and more recently by Cheng

et al. (2003).

A common feature of the currently available techniques for solving the

MCDS problem is that the algorithms create the CDS from scratch, adding at

each iteration some vertices according to a greedy criterion. For the general

dominating set problem, the only exception known to the authors is briefly ex-

plained in Sanchis (2002), where a solution is created by sequentially removing

vertices. A shared disadvantage of such algorithms is that they may require ad-

ditional setup time, which is needed to construct a CDS from scratch. Another
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weakness of the existing approaches is that frequently they use complicated

strategies in order to achieve a good performance guarantee.

In this chapter, we propose a new heuristic algorithm for computing ap-

proximate solutions to the minimum connected dominating set problem. In

particular, we discuss in detail the application of this algorithm to the MCDS

problem in unit-disk graphs. The algorithm starts with a feasible solution, and

recursively removes vertices from this solution, until a minimal CDS is found

(here, by a minimal CDS we mean a connected dominating set, in which re-

moving any vertex would result in a disconnected induced subgraph). Using

this technique, the proposed algorithm maintains a feasible solution at any

stage of its execution; therefore, there are no setup time requirements. The

approach also has the advantage of being simple to implement, with experi-

mental results comparable to the best existing algorithms.

This chapter uses standard graph-theoretical notations. Given a graph

G = (V,E), a subgraph of G induced by the set of vertices S is represented by

G[S]. The set of adjacent vertices (also called neighbors) of v ∈ V is denoted

by N(v). Also, we use δ(v) to denote the number of vertices adjacent to v,

i.e. δ(v) = |N(v)|.

The chapter is organized as follows. In Section 7.2 we present the algo-

rithm and prove some results about its time complexity. In Section 7.3, we

discuss a distributed implementation of this algorithm. Results of computa-

tional experiments with the proposed approach are presented in Section 7.4.

Finally, in Section 7.5 we give some concluding remarks.

7.2 Algorithm for the MCDS Problem

In this section, we describe our algorithm for the minimum connected

dominating set problem. As we already mentioned, most existing heuristics for



119

the MCDS problem work by selecting vertices to be a part of the dominating set

and adding them to the final solution. We proceed using the inverse method:

the algorithm starts with all vertices in the initial CDS. Then, at each step we

select a vertex using a greedy method and either remove it from the current

set or include it in the final solution. Algorithm 19 is a formal description of

the proposed procedure.

/* D is the current CDS; F is the set of fixed vertices */
D ← V
F ← ∅
while D \ F 6= ∅ do

u← argmin{δ(v) | v ∈ D \ F}
if G[D \ {u}] is not connected then

F ← F ∪ {u}
else

D ← D \ {u}
forall s ∈ D ∩N(u) do

δ(s)← δ(s)− 1
end
if N(u) ∩ F = ∅ then

w ← argmax{δ(v) | v ∈ N(u)}
F ← F ∪ w

end
end

end
Return D

Algorithm 19: Compute a CDS

At the initialization stage, we take the set V of all vertices as the starting

CDS (recall that we deal only with connected graphs). In the algorithm,

we consider two types of vertices. A fixed vertex is a vertex that cannot be

removed from the CDS, since its removal would result in an infeasible solution.

Fixing a vertex means that this vertex will be a part of the final dominating set

constructed by the algorithm. A non-fixed vertex can be removed only if their

removal does not disconnect the subgraph induced by the current solution. At
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each step of the algorithm, at least one vertex is either fixed, or removed from

the current feasible solution.

In Algorithm 19, D is the current CDS; F is the set of fixed vertices. In

the beginning, D = V and F = ∅. At each iteration of the while loop of

Algorithm 19, we select select a non-fixed vertex u, which has the minimum

degree in G[D]. If removing u makes the graph disconnected, then we clearly

need u in the final solution, and thus u must be fixed. Otherwise, we remove

u from the current CDS D and select some neighbor v ∈ N(u) to be fixed, in

the case that no neighbor of u has been fixed before. We select a vertex with

the highest connectivity to be fixed, since we want to minimize the number of

fixed vertices. These steps are repeated while there is a non-fixed vertex in D.

In the following theorem we show that the algorithm outputs a CDS correctly.

Theorem 29 Algorithm 19 returns a connected dominating set, and has the

time complexity of O(nm).

Proof: We show by induction on the number of iterations that the returned

set D is a connected dominating set. This is certainly true at the beginning,

since the graph is connected, and therefore D = V is a CDS. At each step

we remove the vertex with minimum degree, only if the removal does not

disconnect D. The algorithm also makes sure that for each removed vertex

u there is a neighbor v ∈ N(u) which is fixed. Thus, for each vertex not in

D, there will be at least one adjacent vertex included in the final set D. This

implies that D is a CDS.

To determine the time complexity of Algorithm 19, note that the while

loop is executed at most n − 1 times, since we either remove or fix at least

one vertex at each iteration. At each step, the most expensive operation is

to determine if removing a vertex disconnects the graph. To do this we need

O(m + n) time, which corresponds to the time needed to run the depth first
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search (or breadth first search) algorithm. Thus, the total time complexity of

Algorithm 19 is given by O(nm). 2

The proposed algorithm can be considered a convenient alternative to

existing methods. Some of the advantages can be seen not only in computa-

tional complexity but in other terms as well. First of all, it is the simplicity of

the method. Most algorithms for MCDS start by creating a (not necessarily

connected) dominating set, and subsequently they must go through an extra

step to ensure that the resulting set is connected. In the case of Algorithm 19,

no extra step is needed, since connectedness is guaranteed at each iteration.

Another favorable consideration is that the algorithm always maintains a fea-

sible solution at any stage of its execution, thus providing a feasible virtual

backbone at any time during the computation.

7.3 A Distributed Implementation

In this section, we discuss a distributed heuristic algorithm for the MCDS

problem, based on Algorithm 19. For ad hoc wireless network applications,

algorithms implemented in a non-centralized, distributed environment have

great importance, since this is the way that the algorithm must run in prac-

tice. Thus, we propose a distributed algorithm that uses a strategy similar to

Algorithm 1. We describe below how the steps of the algorithm are defined in

terms of a sequence of messages.

In the description of the distributed algorithm, we say that a link (v, u)

is an active link for vertex v, if u was not previously removed from the CDS.

The messages in the algorithm are sent through active links only, since all

other links lead to vertices which cannot be a part of the CDS. We assume, as

usual, that there is a starting vertex, found by means of some leader election

algorithm (Malpani et al., 2000). It is known (Alzoubi et al., 2002) that this
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can be done in O(n logn) time. We also assume that the leader vertex vl is

a vertex with the smallest number of neighbors. This feature is not difficult

to add to the original leader election algorithm, so we will assume that this is

the case.

The execution starts from the leader, which runs the self-removal pro-

cedure. First, we verify if removing this vertex would disconnect the sub-

graph induced by the resulting set of vertices. If this is the case, we run the

Fix-vertex procedure, since then the current vertex must be present in the

final solution. Otherwise, the Remove-vertex procedure is executed.

The Fix-vertex procedure will execute the steps required to fix the cur-

rent vertex in the CDS. Initially it sends the message NEWDOM to announce that

it is becoming a dominator. Then, the current vertex looks for other vertices to

be considered for removal. This is done based on the degree of each neighbor;

therefore the neighbor vertex with the smallest degree will be chosen first, and

will receive a TRY-DISCONNECT message.

The Remove-vertex procedure is executed only when it is known that the

current vertex v can be removed. The first step is to send the message DISCON-

NECTED to all neighbors, and then select the vertex which will be the dominator

for v. If there is some dominator in the neighborhood, it is used. Otherwise,

a new dominator is chosen to be the vertex with the highest connectivity in

N(v). Finally, the message SET-DOMINATOR is sent to the chosen vertex.

Computational Complexity. Note that in the presented algorithm,

the step with highest complexity consists in verifying connectedness for the

resulting network. To do this, we run a distributed algorithm which verify if

the graph is still connected when the current vertex is removed. An example of

such algorithm is the distributed breadth first search (BFS), which is known to
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run in O(D log3 n), where D is the diameter (length of the maximum shortest

path) of the network, and sends at most O(m+n log3 n) messages (Awerbuch

and Peleg, 1990). Thus, each step of our distributed algorithm has the same

time complexity.

To speed up the process, we can change the requirements of the algorithm

by asking the resulting graph to be connected in k steps for some constant k,

instead of being completely connected. To do this, the algorithm for connect-

edness can be modified by sending a message with TTL (time to live) equal

to a constant k. This means that after k retransmissions, if the packet does

not reach the destination, then it is simply discarded. The added restriction

implies that we require connectedness in at most k hops for each vertex. We

think that this is not a very restrictive constraint, since it is also desirable that

paths between vertices are not very long. With this additional requirement,

the diameter of the graph can be thought of as a constant, and therefore the

resulting time complexity for each step becomes O(log3 n). The time com-

plexity of the whole algorithm is O(n log3 n) = Õ(n). We use the notation

Õ(f(n)) to represent O(f(n) logk n), for some constant k.

The number of messages sent while processing a vertex is also bounded

from above by the number of messages used in the BFS algorithm. Thus, after

running this in at most n vertices, we have an upper bound ofO(nm+n2 log3 n)

(which is Õ(n2) when the graph is sparse) for the total message complexity.

These results are summarized in the following theorem.

Theorem 30 The distributed algorithm with k-connectedness requirement

runs in time O(n log3 n) = Õ(n) and has message complexity equal to

O(nm + n2 log3 n). For sparse graphs, the message complexity is Õ(n2).

The details of the resulting algorithm are shown in Figure 7–2. We prove

its correctness in the following theorem.
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General actions:
on TRY-DISCONNECT, do Self-removal

on SET-DOMINATOR, do Fix-vertex

on NEWDOM, do
{ dominator← source, Fix-vertex}

Self-removal:
If δ(v) = 1, then

send message DISCONNECTED to neighbor
send message SET-DOMINATOR to neighbor

Else, run distributed BFS algorithm from this
vertex.
If some vertex is not reached then
Fix-vertex

Else
Remove-vertex

End-If
End-If

Fix-vertex:
If v is non-fixed, then

set v to fixed
send message NEWDOM to neighbors
ask the degree of each non-fixed,

non-removed neighbor
send message TRY-DISCONNECT to

neighbors, according to increasing degree order
End-If

Remove-vertex:
send to active neighbors the message
DISCONNECTED

If there is no dominator, then
ask the degree of active neighbors
set u to neighbor with highest degree

Else
set u to dominating neighbor

End-If
send message SET-DOMINATOR to vertex u

Figure 7–2: Actions for a vertex v in the distributed algorithm.



125

Theorem 31 The distributed algorithm presented in Figure 7–2 finds a correct

CDS.

Proof: One of the basic differences between the structure of connected domi-

nating sets created by the distributed algorithm and the centralized algorithm

is that we now require connectedness in k steps, i.e., the diameter of the sub-

graph induced by the resulting CDS is at most k. Of course, this implies that

the final solution is connected.

To show that the result is a dominating set, we argue similarly to what was

proved for Algorithm 19. At each iteration, a vertex will be either removed

from the solution, or set to be in the final CDS. In the case that a vertex

is removed, it must be dominated by a neighbor, otherwise it will send the

message SET-DOMINATOR to one of its neighbors. Thus, each vertex not in the

solution is directly connected to some other vertex which is in the solution.

This shows that the resulting solution is a DS, and, therefore a CDS.

Now, we show that the algorithm terminates. First, every vertex in the

network is reached, because the network is supposed to be connected, and

messages are sent from the initial vertex to all other neighbors. After the

initial decision (to become fixed or to be removed from the CDS), a vertex just

propagates messages from other vertices, and does not ask further information.

Since the number of vertices is finite, this implies that the flow of messages

will finish after a finite number of steps. Thus, the algorithm terminates, and

returns a correct connected dominating set. 2

7.4 Numerical Experiments

Computational experiments were run to determine the quality of the so-

lutions obtained by the heuristic proposed for the MCDS problem. We imple-

mented both the centralized and distributed versions of the algorithm using
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the C programming language. The computer used was a PC with Intel proces-

sor and enough memory to avoid disk swap. The C compiler used was the gcc

from the GNU project, without any optimization. The machine was running

the Linux operating system.

In the computational experiments, the testing instances were created ran-

domly. Each graph has 100 or 150 vertices distributed randomly over an area,

varying from 100 × 100 to 180 × 180 square units. The edges of a unit-disk

graph are determined by the size of the radius, whose value ranged from 20 to

60 units. The resulting instances were solved by an implementation of Algo-

rithm 19, as well as by a distributed implementation, described in the previous

section. For the distributed algorithm, we used the additional requirement of

k-connectedness with k = 20. The algorithms used for comparison are the

ones proposed in (Alzoubi et al., 2002) and (Butenko et al., 2002). They are

referred to in the results (Tables 7–1 and 7–2) as AWF and BCDP, respectively.

The results show that the non-distributed version of Algorithm 19 con-

sistently gives results which are not worse than any of the other algorithms.

The distributed version of the algorithm gives comparable results, although

not as good as the non-distributed version. This can be explained by the fact

that the distributed implementation lacks the benefit of global information,

used by Algorithm 19 for, e.g., always finding the vertex with smallest degree.

However, despite the restrictions on the distributed algorithm, it performs very

well. It must also be noted that the resulting implementation is very simple

compared to the other approaches, and therefore can be executed faster.

7.5 Concluding Remarks

In this chapter, we proposed a new approach to the minimum connected

dominating set problem. The proposed heuristic algorithm is applied to ad
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hoc wireless networks, which are modeled as unit disk graphs. The algorithm

is especially valuable in situations where setup time is costly, since it main-

tains a feasible solution at any time during the computation and thus can be

executed without interrupting the network operation. A distributed version of

the algorithm is also presented, which tries to adapt the basic algorithmic idea

to a distributed setting. The experimental results show that both algorithms

are able to find good quality solutions, with values compared to some of the

best algorithms. The above mentioned advantages and the simplicity of the

proposed algorithm make it an attractive alternative when solving the MCDS

problem in dynamic environments.
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Table 7–1: Results of computational experiments for instances with 100 ver-
tices, randomly distributed in square planar areas of size 100 × 100 and
120× 120, 140× 140, and 160× 160. The average solutions are taken over 30
iterations.

Size Radius Average AWF BCDP Distr. Non-distr.
degree

100× 100 20 10.22 28.21 20.11 20.68 19.18
25 15.52 20.00 13.80 14.30 12.67
30 21.21 15.07 10.07 10.17 9.00
35 27.50 11.67 7.73 8.17 6.30
40 34.28 9.27 6.47 6.53 4.93
45 40.70 7.60 5.80 6.13 4.17
50 47.72 6.53 4.40 4.77 3.70

120× 120 20 7.45 38.62 27.71 28.38 27.52
25 11.21 26.56 18.26 19.00 17.78
30 15.56 20.67 13.40 14.63 12.40
35 20.84 15.87 10.03 11.27 9.13
40 25.09 12.67 8.33 9.00 7.00
45 30.25 10.47 7.23 7.67 5.77
50 36.20 8.87 6.00 6.57 4.70

140× 140 30 11.64 25.76 18.10 18.90 17.03
35 15.51 20.00 13.33 14.37 12.73
40 19.40 16.40 10.87 11.57 9.67
45 23.48 13.33 9.03 9.40 7.77
50 28.18 11.33 7.63 8.33 6.23
55 33.05 9.80 6.57 7.17 5.30
60 38.01 8.80 5.70 6.20 4.53

160× 160 30 9.14 31.88 22.20 23.20 21.88
35 12.21 24.50 17.07 17.36 16.18
40 15.63 19.73 13.47 14.07 12.43
45 19.05 16.33 11.07 11.40 9.93
50 22.45 13.80 9.47 9.67 7.93
55 26.72 12.20 7.80 8.33 6.87
60 30.38 10.33 7.10 7.47 5.80
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Table 7–2: Results of computational experiments for instances with 150 ver-
tices, randomly distributed in square planar areas of size 120×120, 140×140,
160× 160, and 180× 180. The average solutions are taken over 30 iterations.

Size Radius Average AWF BCDP Distr. Non-distr.
degree

120× 120 50 54.51 9.47 6.30 6.70 4.63
55 63.02 7.73 5.70 6.40 4.20
60 71.12 6.67 4.83 5.53 4.00
65 81.08 6.00 3.73 4.30 3.53
70 89.22 5.00 3.23 3.67 3.10
75 98.04 4.79 3.04 2.82 2.54
80 104.64 4.64 2.82 2.09 2.00

140× 140 50 42.91 11.60 7.60 8.33 6.13
55 49.75 10.07 6.87 7.40 5.20
60 57.74 8.33 5.87 6.80 4.47
65 64.70 7.60 5.27 6.20 4.17
70 72.04 6.93 4.83 5.50 4.00
75 78.82 5.87 3.87 4.53 3.60
80 86.55 5.47 3.33 3.93 3.33

160× 160 50 33.94 14.00 9.63 10.07 8.43
55 40.31 12.27 8.47 8.97 6.73
60 45.89 10.73 7.30 8.13 5.73
65 53.36 9.60 6.27 6.77 4.83
70 58.75 8.67 6.10 6.60 4.43
75 64.39 7.80 5.40 6.13 4.37
80 72.05 6.60 4.63 5.80 4.00

180× 180 50 27.92 17.60 11.57 12.37 10.37
55 33.05 15.13 10.13 10.43 8.47
60 38.09 12.40 8.50 9.23 7.27
65 43.95 11.53 7.70 8.53 6.10
70 48.75 10.13 7.17 7.43 5.33
75 55.08 9.33 6.30 6.87 4.53
80 60.73 8.33 5.70 6.47 4.33



CHAPTER 8
CONCLUSION

This dissertation discussed optimization problems occurring in telecom-

munication networks, particularly in the areas of multicast and wireless ad hoc

network systems. The problems presented here have in common the presence

of discrete variables that must be optimized to reach optimum solutions and

minimizing the use of network resources. A computational view of these prob-

lems was presented, with results about complexity and the design of efficient

algorithms.

In Chapter 1, an outline of the problems discussed in the dissertation was

presented. Chapter 2 gave a thorough review of the research performed in

the area of multicast networks. The chapter presented the motivation and the

current basis for the work developed in the area of multicast systems.

The problem of streaming cache placement in multicast networks (SCPP)

was introduced in Chapter 3. An introduction to the problem and motiva-

tions, together with relevant computational complexity issues was presented.

It was shown that the SCPP on its different forms is NP-hard, with novel and

insightful transformations from the Satisfiability problem.

The limits of approximation for SCPP problems was discussed in Chap-

ter 4. We proved that it is not possible in general to give good approximate

solutions for cache placement problems, due to their inherent complexity. Re-

ductions from difficult problems such as the Set Cover problem were used

to prove these results.
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Algorithms for solving the SCPP have been presented in Chapter 5. These

were the first approximation algorithms proposed in the literature for this

problem. We also proposed fast construction algorithms, which can be useful

to find good solutions for the problem in practice.

In Chapter 6, a heuristic algorithm was proposed for the multicast routing

problem (MRP). We described a construction algorithm that improves over

existing techniques. This algorithm has been used in a GRASP restarting

procedure to derive practical upper bounds for this problem.

The problem of computing a minimum sized backbone on wireless ad hoc

networks was discussed in Chapter 7 of this dissertation. A new algorithm

was proposed, which avoids the need of a set up time during the calcula-

tion of a network backbone. The results of this algorithm also show that it

is very competitive in terms of solution quality and computational time. A

distributed version of the algorithm has been proposed, and computational

results reported.

Many questions remain as important future research topics, and it was

given in each chapter of the dissertation a list of interesting issues for work in

the area. In general, for each of the discussed problems it is of high interest to

develop upper and lower bounds on approximation. Similarly, the development

of new algorithms with better average case or worst case complexity are clearly

open questions for future investigation.
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