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Abstract 
As innovations in acoustics and signal 

processing, such as adaptive processing, 
continue to result in beamforming algo-
rithms better able to cope with quiet sources 
and cluttered environments, the computa-
tional requirements of the algorithms also 
rise, often at a pace exceeding that of con-
ventional processor performance. Parallel 
processing algorithms coupled with ad-
vanced networking and distributed comput-
ing architectures can be used to turn the te-
lemetry nodes of sonar arrays into process-
ing nodes and thereby perform as a distrib-
uted processing system for autonomous, in-
situ sonar beamforming. In this paper, we 
compare the performance of two methods of 
parallelization, applied to two different 
beamforming algorithms, on a scalable clus-
ter of personal computers. Various perform-
ance characteristics are measured and ana-
lyzed. 
     
1. Introduction 

Beamforming algorithms are particularly 
vital in sonar, radar and wireless communi-
cation systems. The sequential implementa-
tion of beamforming algorithms for many 
sensors and over a wide band of frequencies 
presents a significant computational chal-
lenge.  In order to implement beamforming 
algorithms for sonar array signal processing 
in real-time, considerable processing power 
is necessary to cope with these demands. A 
distributed processing approach, in which 
each sensor node is replaced by a ‘smart’ 

node comprised of a processor and sensor, 
and the nodes are connected by a network, 
holds the potential to eliminate the need for 
a centralized data collector and processor, 
and increase overall computational perform-
ance, dependability, and versatility. The par-
allel algorithms considered here are de-
signed for such a distributed system.  
 
2. Overview of Beamforming Algorithms 

Beamforming is a class of array process-
ing algorithms that optimizes an array gain 
in a direction of interest and/or locates direc-
tions of arrival (DOA) for sources.  The two 
parallel beamforming algorithms discussed 
in this paper are based on conventional 
beamforming (CBF) and subspace projec-
tion beamforming (SPB), respectively.  

 
2.1  Conventional Beamforming  (CBF) 

In CBF, signals sampled across an array 
are linearly phased (i.e. delayed) assuming a 
configuration with uniform distance between 
elements in the array. Incoming signals are 
steered by complex-number vectors called 
steering vectors.  If the beamformer is prop-
erly steered to an incoming signal, the multi-
channel input signals will be amplified co-
herently, maximizing the beamformer output 
power.  Otherwise, the output of the beam-
former is attenuated to some degree. Thus, 
peaks in the beamforming output indicate 
DOA for sources. The output power of CBF 
for each steering angle θ is defined as 
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where s(θ) is the steering vector, R is the 
Cross-Spectral Matrix (CSM), and operator 
* indicates complex-conjugate transposition. 

 
2.2 Subspace Projection Beamforming (SPB) 

The SPB algorithm used in this study is 
a subspace projection beamformer based on 
QR decomposition [1]. SPB is categorized 
as a subspace adaptive beamforming (ABF) 
algorithm. This technique makes use of the 
property that columns of the Q matrix asso-
ciated with noise are orthogonal to the sub-
space spanned by the incident signal mode 
vectors. The reciprocal of steered noise sub-
space indicates peak points at signal loca-
tions. The Q matrix is obtained from the QR 
decomposition of the CSM using elementary 
reflectors in this study. The output of the 
subspace beamformer is defined as 
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where EN is a matrix whose columns are 
composed of the columns of Q matrix corre-
sponding to the noise space. 

 
3. Parallel Beamforming Algorithms 

In a distributed sonar array for in-situ 
parallel processing, the degree of parallelism 
is linked to the number of physical nodes in 
the system. However, an increase in the 
number of nodes increases the problem size. 
Two methods of parallelization have been 
employed in this paper for each of the two 
beamforming algorithms.  
 

3.1 Iteration Decomposition 

The first parallelization technique, 
known as iteration decomposition [2,3], fo-
cuses on the partitioning of beamforming 
jobs across iterations, with each iteration 
processing a different set of array input 
samples. Successive iterations are assigned 
to successive processors in the array and are 
overlapped in execution with one another by 

pipelining. A single node performs the 
beamforming task for a given sample set 
while the other nodes simultaneously work 
on their respective beamforming iterations. 
At the beginning of every iteration, each 
node executes an FFT on data that has been 
newly collected by its sensor, and the results 
are communicated to other processors before 
the beamforming for that iteration com-
mences.  The block diagram in Figure 1 il-
lustrates the manner in which beamforming 
iterations are distributed across the nodes in 
the distributed array, in this case using three 
nodes. 
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Figure 1: Iteration decomposition 

 

Each processor calculates an index based 
on its node number, the current job number 
and the number of nodes. This index tells 
the node from which point in its iteration it 
must continue after executing the FFT and 
communication stages and when it must 
pause to begin another iteration.  

The communication pattern that is re-
quired in iteration decomposition for both 
CBF and SPB algorithms is an ‘all-to-one’ 
pattern, as only one of the nodes needs to 
receive the data sampled each cycle to per-
form a given beamforming iteration on data 
collected throughout the array.   
 

3.1 Frequency Decomposition 

The second parallelization technique is 
termed frequency decomposition. This 
method relies on the fact that almost all the 
computational tasks in either beamforming 
algorithm can be performed for each fre-
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quency bin independent of other frequency 
bins. Hence, each computing node is as-
signed the responsibility for processing a 
different set of frequency bins (i.e. a differ-
ent frequency band). After each node has 
executed an FFT on the data that has been 
obtained by its sensor, it distributes the data 
to the other nodes on the basis of frequency. 
Thus, the first node gets the data corre-
sponding to the first set of frequencies, the 
second node gets the data corresponding to 
the second set of frequencies, and so on. At 
the end of each iteration, the outputs com-
puted by each node for its assigned fre-
quency bins are sent to the other nodes. 
Every node averages the individual outputs 
to obtain the final power output.     

 
Figure 2: Frequency decomposition 

 

It is apparent from the preceding discus-
sion that this method, unlike iteration de-
composition, requires an ‘all-to-all’ commu-
nication pattern for the initial distribution of 
data and final accumulation of individual 
outputs. This communication pattern causes 
the overhead of initiating communication to 
be incurred twice, resulting in a significant 
increase in communication time. This over-
head is reduced by a ‘data-packing’ tech-
nique, wherein the two instances of commu-
nication performed by each node are com-
bined into one packet, thereby incurring the 
communication overhead only once rather 
than twice. 

Thus, it can be seen that the two paral-
lelization techniques involve different com-
munication patterns, which play a vital role 
in determining parallel performance. 

 
 

4. Parallel Performance Analysis 
The work presented in this paper focuses 

on parallel performance analysis of these 
algorithms using C-MPI and executed on a 
cluster of PCs known as CARRIER, the 
Cluster Array for Interconnect Evaluation 
and Research.  The subset of this cluster 
used for this work is comprised of 32 nodes, 
each with a 400MHz Intel Celeron proces-
sor, 128KB of integrated L2 cache, and 
64MB of RAM. The processing nodes are 
interconnected by a Fast Ethernet network 
and use the Linux operating system. In the 
experiments described in this section, a sam-
pling frequency of 1500Hz is assumed and 
the beamforming is performed for 192 
frequency bins. The FFT length of the proc-
essed data is 2048 samples.  A total of 181 
steering angles are resolved. Figure 3 shows 
the sequential execution times for the two 
beamforming algorithms using a single node 
in the cluster. 

 
Figure 3: Sequential execution times 

 

The execution time for sequential CBF is 
seen to be lower than for sequential SPB.  
This phenomenon is due to the computation-
ally intensive QR decomposition stage of 
SPB, which is not present in CBF.  Overall, 
the sequential complexities of the CBF and 
SPB algorithms are O(N2) and O(N3), re-
spectively.  Thus, due to the difference in 
these computational complexities, the se-
quential execution times for SPB grow far 
more rapidly with problem size as compared 
to CBF. 
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Figure 4: Parallel execution times 

 

Figure 4 shows the parallel execution 
times for the two different parallelization 
schemes, iteration decomposition (ID) and 
frequency decomposition (FD). In the case 
of CBF, the computational complexities of 
both the parallel algorithms are reduced to 
O(N). By contrast, the computational com-
plexity of the two parallel algorithms for 
SPB are reduced to O(N2). These reductions 
in complexity are confirmed by the parallel 
execution times, in which the parallel CBF 
execution times increase linearly as the 
number of nodes is increased, while the par-
allel SPB execution times increase in a 
quadratic manner.  

A comparison between the parallel exe-
cution times for the two parallelization tech-
niques indicates that ID has higher execution 
times than FD.  This difference is due to the 
pipeline management overhead inherent in 
the iteration decomposition method.  

It is apparent from the results in Figures 
3 and 4 that the effective execution times of 
both the parallel algorithms are much lower 
than their sequential counterparts. Moreover, 
the increase in parallel execution time as the 
problem size increases is less pronounced 
than in the sequential case. Thus, the parallel 
algorithms are seen to provide higher 
throughputs of execution compared to the 
sequential CBF and SPB algorithms. 

Speedup is defined as the ratio of the se-
quential execution time versus parallel exe-
cution time, where ideal speedup is equal to 
the number of processors employed.  Scaled 

speedup recognizes that, as in this case, an 
increase in the number of processors brings 
with it an increase in the problem size, since 
each node possesses both a processor and a 
sensor. As seen in Figure 5, the scaled 
speedups achieved in all four cases are ob-
served to be nearly linear. However, in the 
case of CBF, the speedups provided by FD 
are less than those provided by ID. This 
lower speedup occurs because the all-to-all 
communication in FD requires much larger 
communication time than the all-to-one 
communication in ID, resulting in a reduc-
tion in the overall speedup. In the case of 
SPB, higher speedups are obtained in FD 
since the computational component that can 
be parallelized in SPB is greater than in CBF 
with an increase in number of nodes. This 
reduces the relative effect of communication 
times in the case of SPB, while the higher 
pipeline overhead in ID causes it to have a 
lower speedup.  

 

 
Figure 5: Beamformer Scaled Speedup 

 

Parallel efficiency is defined as the ratio 
of speedup versus the number of processing 
nodes (i.e. the ideal speedup). As illustrated 
in Figure 6, the algorithms achieve parallel 
efficiencies ranging from 48% to almost 
100%. Interestingly, for CBF the parallel 
efficiencies decrease with increasing number 
of nodes, while for SPB the efficiencies in-
crease. In SPB, as mentioned earlier, the 
communication has a relatively lower effect.  
As the amount of computation increases, the 
amount of parallelism that can be expoited 
also increases, leading to higher efficiencies 
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for larger problem sizes. By contrast, CBF 
has smaller computational requirements than 
SPB.  Thus, the increasing communication 
time plays a more significant role, reducing 
the efficiencies as the number of nodes is 
increased. This decrease in parallel effi-
ciency with increasing problem size is rela-
tively less in the case of ID, since the all-to-
one communication times increase less rap-
idly as compared to the all-to-all communi-
cation of FD. 

 
Figure 6: Beamformer Parallel Efficiency 

 

For faster execution, most of the invari-
ant parameters are stored in memory space.  
In this configuration, the majority of the 
memory requirement arises from the steer-
ing procedure.  Iteration decomposition re-
quires storage of the entire steering vector 
for all frequencies, because each processor 
performs a whole beamforming task for an 
incoming data set.  By contrast, frequency 
decomposition needs only part of the mem-
ory space for steering, since individual proc-
essors generate only part of the beamform-
ing result for a given data set.  For both the 
sequential algorithm and iteration decompo-
sition, the demands for memory space for 
the steering procedure grow linearly when 
the number of nodes is increased, as shown 
in Figure 7.  However, little change is ob-
served for frequency decomposition.  

   
5. Conclusions 

In this paper, two different decomposi-
tion techniques are applied to two beam-
forming algorithms, CBF and SPB. It is ob-

served that communication has a signifi-
cantly detrimental effect on the performance 
of parallel programs for less complex algo-
rithms such as CBF.  However, communica-
tion time plays a smaller role in determining 
the performance of more complex algo-
rithms such as SPB.  Parallel efficiency in-
creases with SPB and decreases with CBF as 
the problem and system sizes increase.  Due 
to its lower cost in communication, ID-
based parallel beamformers are better suited 
for systems with a slower network.  By con-
trast, FD-based beamformers are better 
suited for systems with limited memory ca-
pacity.  Future directions for this work in-
clude the application and analysis of paral-
lelization techniques for other beamforming 
algorithms from the classes of adaptive and 
matched-field processing. 

 
Figure 7: Memory usage in steering stage 
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